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ARTICLE INFO ABSTRACT

Keywords: Intrusion detection systems (IDSs) operating in evolving network environments are vulnerable
Concept drift to concept drift, where changes in traffic and attack behavior can reduce detection performance
intrusion detection over time. This paper proposes ADAPT-IDS, an unsupervised multi-metric framework that
unsupervised learning couples drift detection with label-efficient IDS adaptation. The framework integrates Jensen—
multi-metric fusion Shannon divergence, standardized distributional difference, statistical drift significance, and
adaptive IDS residual exceedance analysis through weighted evidence fusion. Unlike approaches that rely on
selective labeling a single statistical measure or immediate model updates, ADAPT-IDS imposes minimum-effect
network traffic streams constraints and persistence-based confirmation to distinguish sustained distributional changes

from transient fluctuations. Confirmed drift triggers a limited oracle-labeling procedure and
high-confidence benign sample selection to construct a balanced replay buffer for IDS retraining,
reducing the need for continuous annotation. Experiments are conducted on a chronologically
ordered network intrusion dataset containing 2,097,150 instances and 63 numerical features.
After using 200,000 instances for initial model development, 1,897,150 instances are processed
prequentially as a streaming sequence. ADAPT-IDS identifies 327 candidate drift events, of
which 73 satisfy the persistence criterion and trigger model adaptation. The resulting IDS
achieves 97.46% accuracy, 99.94% precision, 85.88% detection rate, 92.38% F1-score, 92.93%
balanced accuracy, and 0.912 MCC, with a false-alarm rate of 0.0119%. Oracle labeling is
required for 7.70% of evaluation-stream instances. The results support the use of persistent multi-
metric drift evidence for label-efficient adaptation of IDSs under evolving network conditions.

1. Introduction

Modern networked systems generate traffic that changes continuously as new applications, communication services,
cloud platforms, and connected devices are introduced. The same environment also provides attackers with new
opportunities to modify their techniques and exploit changes in network behavior. As a result, Intrusion Detection
Systems (IDSs) must operate on data whose characteristics may differ from those observed during model training.
Machine-learning-based IDSs can provide effective traffic classification, but their performance is affected when the
distribution of incoming data changes over time. This phenomenon, commonly referred to as concept drift, can
gradually increase false alarms and missed attacks if the detection model is not able to respond to the changing data
distribution [1], [2].

Concept drift refers to a change in the underlying data-generating process or in the relationship between
observations and their associated target concepts over time [1]. In network traffic, such changes may result from
variations in user activity, network configuration, application usage, communication protocols, traffic intensity, or
attack behavior. A classifier trained using historical observations may therefore encounter future traffic with statistical
properties that were not adequately represented during training. The effect can be particularly problematic in streaming
environments, where observations arrive continuously and the assumption that a previously trained model will remain
valid cannot be maintained indefinitely [1], [3].

A range of methods has been proposed for learning from evolving data streams. Adaptive Windowing (ADWIN)), for
example, monitors incoming observations and adjusts the effective data window when sufficient evidence of a change
is detected [3]. Many established drift detectors, however, use prediction errors or require class labels to determine
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whether the underlying concept has changed. This requirement is restrictive in applications where labels are delayed,
costly to obtain, or unavailable for a large proportion of incoming traffic. In network security, expert verification
of individual traffic flows is especially difficult to sustain at stream scale. This has motivated the development of
unsupervised concept drift detection, in which changes are identified from the observed data distributions without
depending on immediate ground-truth labels [4].

Statistical comparison between data windows offers a direct way of monitoring such changes. The Kolmogorov—-
Smirnov statistic, Jensen—Shannon divergence, and Wasserstein distance, for example, can be used to measure
differences between reference and current distributions. These measures do not respond to distributional changes in
exactly the same manner. A particular statistic may be more sensitive to changes in location, spread, distributional
shape, or the degree of overlap between two distributions. Network traffic is also inherently multidimensional, so
changes may occur in several features and may not be adequately represented by a single measure. Recent studies and
surveys of unsupervised drift detection have reported a wide range of detection assumptions and statistical mechanisms,
indicating that the choice and combination of monitoring measures remain important for unlabeled data streams [4],
[5].

Detection of a statistical difference alone does not necessarily mean that an IDS should be retrained. Network traffic
can change substantially over short periods because of temporary bursts, changes in activity levels, or other routine
variations. An isolated statistical deviation may therefore disappear in subsequent observations without representing
a persistent change in the traffic-generating process. Updating the IDS whenever such a deviation occurs can lead to
unnecessary retraining and may introduce instability into the detection model. At the other extreme, delaying adaptation
when a genuine and persistent change has occurred can leave the IDS operating with a decision boundary that no longer
reflects current traffic. A practical adaptive system consequently needs a mechanism that considers the persistence of
detected changes before initiating model updates.

The need for such mechanisms has also been reflected in recent IDS research. A comprehensive survey of drift-
aware intrusion detection approaches reports increasing interest in monitoring changes in cyber environments and
adapting detection models as network and threat characteristics evolve. The survey also points to concept drift and
changing feature behavior as areas that remain insufficiently addressed in many IDS studies [6]. These findings suggest
that adaptive IDS evaluation should not be limited to classification accuracy on a fixed test set. The monitoring process,
the confirmation of a change, the timing of adaptation, and the subsequent behavior of the updated model all need to
be considered.

The availability of labels presents a second practical difficulty. Supervised IDS models require labeled examples
when they are retrained, but obtaining such labels continuously from a high-volume network stream is expensive
and may require expert analysis. A fully supervised adaptation scheme can therefore place a substantial burden on
annotation. A completely label-free update scheme has the opposite problem: without reliable labels, the system may
incorporate incorrectly classified or unrepresentative samples into the training process. This creates a middle ground in
which drift monitoring remains independent of class labels, while a limited amount of labeling is requested only after
there is sufficient evidence that the model requires adaptation. The cost and availability of ground-truth information
are also identified in the literature as important reasons for investigating unsupervised drift detection methods [4].

Based on these considerations, this paper proposes ADAPT-IDS: An Unsupervised Multi-Metric Framework
for Reliable Concept Drift Detection and Adaptive Intrusion Detection in Evolving Network Streams. The
framework treats drift monitoring and intrusion classification as related but separate processes. The drift-monitoring
component does not use class labels and evaluates incoming traffic using four indicators: Jensen—Shannon divergence
(JS), which measures distributional similarity; standardized distributional difference (ED), which captures changes
in statistical characteristics; statistical drift significance (DS), which evaluates feature-level distributional changes;
and residual exceedance rate (RS), which measures deviations from the learned benign traffic profile. Their outputs
are combined using a weighted evidence-fusion mechanism to obtain a single drift score. The purpose of combining
these measures is to obtain evidence from different aspects of distributional change rather than making the drift decision
dependent on one statistic.

The framework also distinguishes between detecting a possible change and confirming that the change is persistent.
A candidate drift event is generated when the fused evidence satisfies the configured detection condition. The recent
sequence of candidate events is then examined using a persistence criterion. Model adaptation is performed only after
this criterion is satisfied. This additional step limits the effect of isolated statistical deviations and reduces the likelihood
that short-lived traffic fluctuations will repeatedly initiate IDS retraining.
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After a persistent drift event has been confirmed, ADAPT-IDS uses a selective-label adaptation procedure. A
limited set of samples is submitted for oracle labeling, while a benign-profile reconstruction model is used to identify
observations with high confidence of belonging to the benign class. These samples are combined to form a balanced
replay buffer, which is then used to update the supervised IDS classifier. The approach therefore does not require labels
throughout the entire stream. Instead, labeling is associated with confirmed drift events, when additional information
is needed to support model adaptation. This provides a compromise between continuous supervised retraining and
unrestricted label-free model updates.

The proposed framework is evaluated on a chronologically ordered network intrusion dataset containing 2,097,150
traffic instances and 63 numerical features. The first 200,000 observations are used for initial model development,
while the remaining 1,897,150 observations form the evaluation stream. The stream is divided into 380 temporal
batches and processed sequentially. For each batch, predictions are generated before the corresponding adaptation step,
following a prediction-before-adaptation protocol. This prevents information from a future batch from being used to
produce its preceding predictions and provides a more appropriate assessment of model behavior under changing traffic
conditions. The evaluation considers drift detection, persistence-confirmed drift events, adaptive IDS performance,
oracle-labeling requirements, and feature sensitivity.

The main contributions of this work are as follows:

1. Unsupervised multi-metric drift detection: A label-independent monitoring mechanism combines JS diver-
gence, standardized distributional difference, statistical drift significance, and residual exceedance information
to characterize changes in evolving network traffic.

2. Persistence-aware drift confirmation: A temporal confirmation mechanism is introduced to separate isolated
candidate drift events from changes that persist across successive observations before initiating model adaptation.

3. Selective-label adaptive IDS: The framework combines limited oracle labeling with high-confidence benign
sample selection and balanced replay-based retraining, thereby restricting the use of manual labels to confirmed
adaptation events.

4. Chronological prequential evaluation: The proposed approach is evaluated on a large temporal network
traffic stream using a prediction-before-adaptation protocol, allowing IDS performance to be assessed without
incorporating information from future batches into preceding predictions.

5. Empirical analysis of adaptation behavior: The evaluation examines drift detections, confirmed adaptation
events, classification performance, labeling requirements, and feature sensitivity to characterize the behavior of
ADAPT-IDS under evolving network conditions.

ADAPT-IDS consequently combines unsupervised monitoring with supervised model adaptation without requiring
continuous class labeling. Distributional evidence is first used to identify and confirm persistent changes in the
incoming stream. Only then is limited labeling introduced to support the construction of an updated training buffer.
The resulting design addresses two practical requirements of streaming IDSs: detecting changes without relying on
continuously available labels and limiting model updates to situations where persistent evidence of change has been
observed.

2. Related Work

2.1. Concept Drift Detection in Evolving Data Streams

Concept drift has been studied extensively in the context of machine-learning systems that operate on changing data
streams. Gama et al. provided an early systematic treatment of concept-drift adaptation, covering different forms of
drift and the strategies used to maintain learning performance as the data-generating process changes [1]. Lu et al. later
reviewed the broader concept-drift literature and discussed detection, adaptation, and learning under non-stationary
conditions [2]. These studies establish a basic premise for stream learning: a model trained on historical data cannot
be assumed to remain suitable when the characteristics of future observations change.

Several classical methods detect drift through changes in prediction error. Drift Detection Method (DDM) monitors
the error rate of a learning algorithm and signals a change when the observed error departs sufficiently from its
previous behavior [6]. Early Drift Detection Method (EDDM) extends this principle by considering the distribution of
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distances between classification errors, with greater emphasis on gradual changes [5]. Other approaches have focused
on changes in the input stream itself. Adaptive Windowing (ADWIN), for example, dynamically adjusts the size of the
monitored window and detects changes by comparing statistics calculated from different portions of the window [4].
These methods have provided important foundations for online learning, but error-based approaches can depend on
timely class labels, which is restrictive when labels are delayed or unavailable.

Statistical testing provides an alternative for monitoring changes without relying directly on classifier error. Nishida
and Yamauchi investigated statistical testing for concept-drift detection in data streams [12], while subsequent work
developed non-parametric procedures based on Hoeffding’s bounds for online drift detection [14]. Pesaranghader and
Viktor proposed a fast Hoeffding-based drift detector for evolving streams, further demonstrating the use of statistical
evidence for online change detection [13]. Distribution-based approaches can also compare reference and current
windows using measures such as the Kolmogorov—Smirnov statistic, Jensen—Shannon divergence, and Wasserstein
distance. The KS test provides a non-parametric comparison of empirical distributions [54], while divergence-based
measures quantify differences between probability distributions [50], and Wasserstein distance provides a distributional
distance based on optimal transport [52], [53].

The choice of statistical measure affects the type of change that can be detected effectively. A detector based
on a single statistic may respond strongly to one form of distributional change while providing weaker evidence
for another. This issue becomes more relevant in high-dimensional streams, where different features can change at
different rates and may exhibit changes in location, dispersion, shape, or tail behavior. Recent surveys have consequently
examined a broader range of monitoring approaches and their assumptions. Hinder et al. reviewed methods for detecting
concept drift in evolving environments and discussed the different statistical and monitoring principles used by existing
detectors [7]. Their complementary survey addressed methods for locating and explaining drift after a change has been
detected [8].

Unsupervised drift detection has received particular attention because many real-world streams do not provide
labels at the time observations arrive. Sethi and Kantardzic examined the reliable detection of concept drift from
streaming unlabeled data and discussed the difficulties associated with distinguishing actual changes from normal
variation [11]. More recently, Lukats et al. conducted a benchmark and survey of fully unsupervised concept-drift
detectors using real-world data streams [9]. Their analysis illustrates that detector performance can vary considerably
across streams and evaluation settings. Arora et al. also reviewed machine-learning-based approaches for concept-drift
detection and adaptation, covering different detection and adaptation strategies used in streaming environments [10].

These studies indicate that unsupervised monitoring removes an important dependence on immediate ground-truth
information, but it does not by itself solve the problem of deciding whether an observed deviation represents a change
that requires model adaptation. This distinction is particularly relevant to IDSs, where short-lived changes in traffic
may be common. ADAPT-IDS therefore uses several statistical indicators and applies a persistence criterion before
initiating model adaptation.

2.2. Concept Drift in Intrusion Detection Systems

Network intrusion detection presents a particularly demanding setting for concept-drift research. Network traffic
is affected by changing applications, users, configurations, workloads, and communication patterns. At the same time,
attack behavior can change as adversaries adopt new tools and techniques. An IDS trained on a historical traffic
distribution may therefore encounter future observations that differ from those used during model development. If the
model is not updated appropriately, this distributional change can affect its ability to distinguish benign and malicious
traffic.

Recent studies have examined this problem directly. Khanna investigated concept-drift-based intrusion detection
for evolving data-stream classification and discussed the limitations of static IDS models when traffic characteristics
change over time [21]. Jemili et al. combined concept-drift detection with online incremental learning to address
changing network traffic in intrusion detection environments [22]. These studies demonstrate the value of connecting
drift detection with model adaptation rather than treating intrusion detection as a fixed classification problem.

Other work has approached the problem through continual or self-supervised learning. Yang et al. proposed a self-
supervised adaptation method for handling concept drift in network intrusion detection [23]. Hu et al. investigated dual
adaptive windows for online network intrusion detection under concept drift [24]. Ying et al. presented METANOIA
as a lifelong intrusion detection and investigation system designed to mitigate concept drift [25]. Semi-supervised
and continual-learning approaches have also been investigated for network intrusion detection [26], [27]. More recent
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studies have examined continual learning under evolving network threats and incremental learning for IoT intrusion
detection [28], [29].

These approaches differ in how they identify change and how they update the IDS. Some modify the training
window, while others use incremental or continual learning to retain information as new observations become available.
Their results reinforce the need for adaptation in evolving environments, but the adaptation mechanism itself remains
dependent on how reliably the system can identify a meaningful change.

A related line of work has focused specifically on drift-aware IDS architectures. Garcia-Huitzitl ez al. investigated an
adaptive IDS combining clustering and random-forest classification with concept-drift detection [32]. Meganathan et
al. studied adaptive sliding windows for real-time intrusion detection under concept drift [31]. The HOIDS framework
proposed by De Paola et al. further considers concept drift within a hybrid online intrusion detection architecture [63].
These studies show that drift detection can be integrated into an operational IDS rather than being used only as an
independent data-stream analysis tool.

Despite this progress, the requirements of drift detection and those of IDS adaptation are not identical. Detecting
a statistical difference between two traffic windows does not necessarily mean that the classifier should be retrained
immediately. An adaptive IDS must also consider the persistence of the observed change and the reliability of the data
used for subsequent model updating. These considerations form the basis for the design adopted in ADAPT-IDS.

2.3. Unsupervised Drift Detection for Cybersecurity Streams

The availability of ground-truth labels is one of the practical constraints in network-stream monitoring. A high-
volume traffic stream can contain a large number of flows, while determining the correct class of each flow may require
additional analysis or expert verification. Continuous labeling is consequently difficult to maintain as the stream grows.

The broader concept-drift literature has addressed this limitation through unsupervised monitoring. Sethi and
Kantardzic examined drift detection from unlabeled streams and emphasized the difficulty of identifying reliable
changes without access to target information [11]. Lukats ez al. specifically evaluated fully unsupervised drift detectors
on real-world data streams and showed that their effectiveness depends on the characteristics of the underlying stream
and the evaluation setting [9]. Hinder et al. also provide a detailed examination of drift-monitoring methods and their
assumptions in evolving environments [7].

The same issue appears in cybersecurity applications. A detector that requires an immediate classification outcome
for every observation cannot be used directly when security labels are delayed. This has encouraged the use of feature-
distribution monitoring as an independent source of drift evidence. The approach is attractive because the incoming
traffic itself can be examined before its final class is known.

Network traffic, however, is not statistically uniform. Different features may respond differently to changes in
network activity. For example, changes in traffic volume may alter numerical distributions, whereas a change in
application or attack behavior may affect only a subset of features or alter the shape of their distributions. A detector
based on one statistic may therefore provide only partial evidence of the underlying change.

ADAPT-IDS addresses this issue by monitoring four complementary signals: Jensen—Shannon divergence, stan-
dardized distributional difference, statistical drift significance, and residual exceedance rate. The individual measures
are not treated as independent drift decisions. Their outputs are combined to form a unified evidence score, which is
subsequently subjected to threshold and persistence conditions.

2.4. Adaptive Learning and Drift-Triggered IDS Updating

Identifying a change is only one part of the adaptation problem. Once a persistent change has been detected, the
system must determine which observations should be retained and how they should be incorporated into the IDS model.
An update based on unreliable observations can be as problematic as failing to update the model.

Adaptive stream-learning methods provide several approaches to this problem. ADWIN modifies the effective
observation window in response to detected changes, allowing older observations to be removed when they become less
representative of the current stream [4]. Adaptive Random Forests extend this idea to ensemble learning by allowing
classifiers to adapt as the underlying stream evolves [15]. Ensemble methods for data-stream classification have also
been studied as a way of maintaining predictive performance under changing distributions [16]. Other approaches have
investigated one-pass change detection and online classifier adaptation for streaming data [17], [18], [19].

Within IDS research, online and continual adaptation has become increasingly common. Jemili ez al. combined drift
detection with online incremental learning for intrusion detection [22], while Yang et al. investigated self-supervised
adaptation under concept drift [23]. Hu et al. used adaptive windows for online network intrusion detection [24],
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and METANOIA considers lifelong adaptation in the presence of changing attack conditions [25]. Continual-learning
approaches have also been applied to address evolving intrusion patterns [26]—[29].

A common concern in adaptive learning is the quality of the observations used during an update. If every sample
collected after a drift alarm is treated as suitable training data, incorrectly classified or malicious observations can enter
the updated training set. This may alter the decision boundary in an undesirable direction. The problem is particularly
relevant when the adaptation process is only partially supervised.

ADAPT-IDS uses a different sequence. A drift alarm does not immediately cause retraining. The candidate event
must first satisfy a persistence condition. Once persistent drift is confirmed, a limited set of observations is subjected
to oracle labeling, while high-confidence benign observations are identified using the benign-profile reconstruction
mechanism. These samples are then used to construct a balanced replay buffer for IDS retraining. The design limits
both unnecessary updates and the amount of manual labeling required by the adaptation process.

2.5. Multi-Metric Drift Detection

Different statistical measures provide different views of distributional change. The Kolmogorov—Smirnov statistic
compares empirical cumulative distributions and is widely used for non-parametric distributional testing [54]. Jensen—
Shannon divergence provides a symmetric and bounded divergence derived from the Kullback—Leibler divergence
[50], [51]. Wasserstein distance instead measures the cost of transforming one probability distribution into another and
has been extensively studied in statistical applications [52], [53]. These differences make the measures complementary
rather than interchangeable.

The broader literature also shows that drift detection is sensitive to the characteristics of the data stream. The
benchmark conducted by Lukats et al. found differences among fully unsupervised detectors across real-world streams
[9]. The surveys by Hinder et al. similarly demonstrate that drift detectors rely on different assumptions and provide
different forms of evidence about changing data distributions [7], [8]. These findings provide a basis for considering
multiple statistical signals when monitoring complex streams.

In cybersecurity, the argument for multiple sources of evidence is strengthened by the heterogeneous nature of
network features. A change may appear as a shift in a feature distribution, a change in its dispersion, a statistically
significant difference between windows, or an increase in observations that deviate from a learned benign profile. No
single signal necessarily captures all of these changes.

Recent IDS research has consequently moved toward architectures that explicitly account for evolving traffic
and model adaptation [21]-[34], [63]. However, the specific combination of multi-metric statistical monitoring,
persistence-based confirmation, and selective labeling considered in ADAPT-IDS addresses the adaptation process
as a connected sequence rather than as independent detection and learning components.

In ADAPT-IDS, the four monitoring signals are combined through weighted evidence fusion. The resulting score
is evaluated against the drift threshold, after which candidate events are accumulated for persistence analysis. Model
adaptation is therefore based on both the magnitude of the observed evidence and its temporal consistency.

2.6. Research Gap

The literature indicates that concept-drift detection, unsupervised monitoring, and adaptive intrusion detection
have each received substantial attention. The remaining problem is how these components can be combined without
introducing unnecessary labeling or excessive model updates.

First, label dependence remains an important limitation in conventional drift detection. Error-based methods
such as DDM and related approaches require information about classifier performance, which in practice depends on
the availability of labels [5], [6]. Unsupervised detectors address this restriction, but their behavior can vary across
data streams [9], and their integration with subsequent IDS adaptation is not always explicit.

Second, a single statistical measure may provide incomplete evidence of drift. KS-based testing, divergence
measures, and transport-based distances quantify different properties of distributional change [50], [52], [54]. This
makes the use of several complementary indicators reasonable when the monitored traffic is heterogeneous and high-
dimensional.

Third, detection and adaptation should not necessarily occur at the same time. A statistical deviation can result
from temporary traffic variation rather than a persistent change. Existing adaptive-stream and IDS studies demonstrate
several ways of responding to detected change [15], [22], [24], but the timing of adaptation remains an important design
consideration.
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Fourth, the data selected for adaptation can affect the reliability of the updated IDS. Continual and adaptive
learning methods provide mechanisms for incorporating new observations [26]-[29], but using incoming traffic without
sufficient control can expose the training process to mislabeled or unrepresentative observations.

Finally, the amount of labeling required for adaptation is an important operational consideration. Fully
supervised updating can become expensive when the traffic stream is large, whereas completely label-free updating may
provide insufficient information for safely modifying a supervised classifier. An adaptation mechanism that requests
labels only after persistent evidence of drift offers an intermediate alternative.

These observations motivate the design of ADAPT-IDS around four connected stages:

multi-metric monitoring — evidence fusion — persistence confirmation — selective adaptation.

The framework does not introduce a new statistical test in isolation. Instead, it combines existing forms of
distributional evidence with a persistence rule and a controlled adaptation procedure. The resulting architecture is
intended for network streams in which drift monitoring can be performed without continuous labels, while a limited
amount of supervised information remains available when adaptation is required.

2.7. Positioning of ADAPT-IDS

ADAPT-IDS is positioned at the intersection of unsupervised concept-drift detection and adaptive intrusion
detection. Existing studies provide the individual building blocks: statistical drift tests support distributional monitoring
[12], [54]; unsupervised detectors remove the immediate requirement for class labels [9], [11]; adaptive and continual-
learning methods provide mechanisms for updating models under changing conditions [15], [22], [26]; and recent IDS
studies explicitly address changing traffic and attack behavior [21]-[34], [63].

The distinction of the proposed framework lies in how these components are arranged. ADAPT-IDS does not
use class labels during routine drift monitoring. Four complementary indicators are first combined into a drift score.
Candidate events are then subjected to a persistence condition before an adaptation decision is made. When persistent
drift is confirmed, only a limited subset of observations is labeled, while high-confidence benign observations are used
to maintain class balance in the replay buffer. This sequence limits the role of manual labeling to confirmed adaptation
events.

Table 1

Qualitative Comparison of Drift Detection and Adaptive IDS Strategies

Research Direction Label-free Drift Multi-metric Persistent Selective Labeling Adaptive IDS
Detection Evidence Confirmation

Traditional supervised
drift detectors [5], [6]

X Usually x Variable X v

ADWIN-type v X Window-based X v
approaches [4]

Statistical v Usually single metric Usually x X Variable

distribution-based

detectors [12], [14],

(54]

Fully unsupervised v Variable Variable X Usually separate
drift detectors [9], [11]

Drift-aware DS Variable Variable Variable Variable v
approaches [21], [22],

[31], [63]

Continual / adaptive Variable Variable Variable Variable 4
IDS approaches

[23]-[29]

ADAPT-IDS v v v v 4

Abbreviations: ADWIN—Adaptive Windowing; DDM—Drift Detection Method; EDDM—Early Drift Detection
Method; IDS—Intrusion Detection System; JS—Jensen—Shannon divergence; ED—standardized distributional differ-
ence; DS—statistical drift significance; RS—residual exceedance rate.
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Table 2

Comparison of Selected Concept-Drift and IDS Adaptation Approaches

Study / Framework Streaming IDS Concept Drift Unsupervised Multi-Metric Adaptive Learning
Monitoring Evidence
ADWIN [4] v v v X v
DDM / EDDM [5], [6] v v x x v
Statistical drift detection v v v Usually single metric Optional
[12], [14], [54]
Fully unsupervised v v v Variable Usually separate
detectors [9], [11]
Concept-drift-aware IDS v v Variable Variable v
1], [22], [24]
Continual / self-supervised 4 4 Variable Variable 4
IDS [23], [25]-[29]
HOIDS [63] v v v/ Architecture- Hybrid v
dependent
ADAPT-IDS v v v JS + ED + DS + 4
RS
Table 3
Adaptation Characteristics of Selected Approaches
Study / Framework Retraining / Historical Persistence Reference Updating Label-Efficient
Updating Information Mechanism Design
ADWIN [4] 4 Window-based Window comparison v X
DDM / EDDM [5], [6] v Limited historical Warning / drift levels Method-dependent X
statistics
Statistical drift detectors Optional Reference/current Usually x Variable X
[12], [14], [54] windows
Fully unsupervised Usually separate Method-dependent Variable Variable v
detectors [9], [11]
Adaptive / continual IDS v Method-dependent Variable Variable Variable
[22]-[29]
HOIDS [63] v/ Architecture- Architecture- v/ Architecture-
dependent dependent dependent
ADAPT-IDS v Balanced replay Persistence v Selective oracle
buffer confirmation labeling

3. Background on Concept Drift Management

Concept drift management is the process of detecting, assessing, and responding to changes in the statistical
properties of an evolving data stream. In conventional machine-learning settings, training and test data are often
assumed to follow a relatively stable distribution. This assumption is difficult to maintain in streaming environments,
where changes may occur in both the distribution of input variables and the relationship between observations and
their class labels. As a result, a model that performs well during its initial deployment can gradually lose effectiveness
when the underlying data-generating process changes [1-3].

3.1. Concept Drift in Data Streams
Let a data stream be represented as a sequence of observations

S= {(x,,y,)}thl,

where x, denotes the feature vector observed at time ¢, and y, represents its corresponding class label. Under a
stationary learning environment, the joint probability distribution P(X,Y’) remains approximately unchanged over
time. Concept drift occurs when this distribution changes:

P(X,Y) # P A(X,Y).

The change may affect the marginal feature distribution P(X), the conditional distribution P(Y | X), or both [1, 3].
In network intrusion detection, such changes can arise from modifications in normal user behavior, newly deployed
applications, changing communication patterns, variations in traffic intensity, emerging attack techniques, and changes
in attack frequency.
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Concept drift should not be treated as equivalent to random variation. A temporary fluctuation may disappear after
a short period without changing the underlying operating environment, whereas genuine drift can persist and alter the
conditions under which a model makes predictions. Distinguishing persistent changes from short-lived fluctuations is
therefore important for reliable adaptation [1, 7].

3.2. Types of Concept Drift

Concept drift can be characterized according to the temporal manner in which the underlying distribution changes.
Common categories include abrupt, gradual, incremental, and recurring drift [1, 2].

Abrupt drift occurs when the data-generating process changes within a relatively short period. In a network
environment, the sudden deployment of a new attack mechanism may produce an immediate change in traffic
characteristics. Such changes can be temporally localized, but delayed adaptation may rapidly reduce detection
performance.

Gradual drift occurs when the previous and emerging concepts coexist during a transition period. The probability
of observing the new concept progressively increases while the previous concept remains present. This situation may
arise when a new application, protocol, or attack technique is gradually adopted across a network.

Incremental drift describes a continuous transition between concepts through a sequence of intermediate states.
Rather than moving directly from one distribution to another, the stream evolves through several closely related
distributions. Individual changes may therefore be small and difficult to distinguish from ordinary traffic variability.

Recurring drift occurs when a previously observed concept reappears after a period of absence. Seasonal traffic
patterns, recurring workloads, or periodically repeated attack campaigns can produce this behavior. An adaptive system
that completely discards historical information may consequently need to relearn a concept that has already been
encountered.

These drift patterns have different implications for detection and adaptation. A strategy suitable for an abrupt
change may not be appropriate for gradual or recurring changes. Practical drift-management systems should therefore
respond to sustained environmental changes while limiting unnecessary adaptation caused by short-term fluctuations
[1,4].
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Figure 1: Types of concept drift in evolving data streams.
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3.3. Drift Detection

Drift detection constitutes the first operational stage of concept drift management. Its purpose is to determine
whether the statistical characteristics of a recent observation window differ sufficiently from those of a reference
window to justify further investigation or adaptation.

Let Xy denote the reference window and X denote the current observation window. A generic drift detector
evaluates a discrepancy function

D(Xg. Xc),

and generates a candidate drift indication when

D (Xg X¢) >,

where 7 denotes a decision threshold.

The definition of D determines the type of change that can be identified. Error-based methods monitor changes
in prediction errors and therefore generally require access to class labels or reliable feedback. Distribution-based
methods instead compare observations collected from different temporal windows and can be applied when labels
are unavailable or delayed [5, 6, 11].

For unsupervised network monitoring, the reference window represents previously observed traffic behavior,
whereas the current window contains newly arriving traffic. A substantial discrepancy between the two windows
provides evidence that the operating environment may have changed. Statistical significance, however, does not
necessarily indicate an operationally important change. With sufficiently large samples, even a small distributional
difference can become statistically significant. Practical drift detection should therefore consider both the statistical
evidence and the magnitude of the observed change [7, 11].

3.4. Statistical Measures for Distributional Change

Several statistical measures can be used to characterize differences between reference and current distributions.
Each measure captures a different aspect of distributional change.

The Kolmogorov—Smirnov (KS) statistic measures the maximum absolute difference between two empirical
cumulative distribution functions:

X

The KS statistic is non-parametric and can identify differences between empirical distributions without assuming
a particular parametric form [54]. It is therefore useful for detecting changes in individual feature distributions. Its
response, however, depends on the type of distributional change being observed.

The Jensen—Shannon (JS) divergence provides a symmetric measure of distributional discrepancy. Given two
probability distributions P and Q, it is defined as

JS(P.Q) = %KL(P I M) + %KL(Q I M),

where

P+0
T

The JS divergence is derived from the Kullback—Leibler divergence and provides a bounded symmetric measure
that can be used to compare empirical feature distributions [50, 51].

The Wasserstein distance provides another perspective on distributional change by measuring the minimum
transportation cost required to transform one probability distribution into another. Unlike measures based only on
pointwise discrepancies, Wasserstein distance can reflect changes in the location and overall shape of distributions
[52, 53].

These measures are not equivalent. A distributional change that produces a weak response under one metric may
be more clearly reflected by another. This complementarity provides a motivation for combining multiple statistical
indicators when monitoring heterogeneous and evolving network traffic.

M =
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3.5. Drift Confirmation and False Alarm Control

A practical challenge in drift management is controlling false alarms. Network traffic naturally exhibits temporal
variability, and individual batches may differ from a reference distribution even when no persistent environmental
change has occurred. Triggering model retraining after every isolated deviation can therefore increase computational
cost and may lead to unstable adaptation.

One way to address this problem is to separate drift detection from drift confirmation. The detection stage
identifies a candidate change, while the confirmation stage evaluates whether the evidence persists sufficiently to
justify an adaptation event. This distinction is consistent with the broader need to distinguish transient deviations
from sustained distributional changes in streaming environments [1, 7, 11].

For a sequence of binary candidate decisions c,, a persistence mechanism can examine the most recent W batches
and confirm a drift event when the number of positive decisions reaches a predefined requirement K:

Z ¢ > K.

i=t—W+1
Here, W represents the persistence window and K represents the minimum number of candidate drift indications
required for confirmation. The mechanism reduces the probability that an isolated statistical deviation will immediately
trigger model adaptation.
In ADAPT-IDS, this distinction is central to the adaptation process. A candidate drift indication does not directly
cause model retraining. Instead, adaptation is initiated only after the observed evidence satisfies the persistence
criterion.

3.6. Drift Adaptation

Once a persistent change has been confirmed, the learning system must determine how the model should be
updated. Common adaptation strategies include retraining with recent observations, incremental model updating,
sliding-window learning, and replay-based learning [1, 2, 15, 59, 60].

A sliding-window strategy continuously replaces older observations with newer ones. This allows the model to
emphasize recent traffic conditions but can also remove historical observations that remain useful for recognizing
previously observed behavior.

Incremental learning updates an existing model using newly available observations rather than rebuilding the
complete model from scratch. This can reduce computational requirements, although the effectiveness of the approach
depends on whether the underlying learning algorithm supports reliable incremental updates [15, 59].

Replay-based adaptation maintains a controlled collection of historical observations and combines them with
newly acquired samples during retraining. Such a strategy can preserve previously learned patterns while providing
greater control over the composition and class balance of the adaptation data [59, 60].

Adaptation in intrusion detection introduces an additional data-quality problem because newly arriving traffic
can contain both benign and malicious observations. Incorporating all newly observed samples without any selection
mechanism may introduce noisy, uncertain, or incorrectly characterized examples into the retraining set. Data selection
is therefore an important component of an adaptive IDS.

3.7. Labeling Requirements in Adaptive Systems

Label availability is an important practical constraint in adaptive intrusion detection. Supervised drift detectors
can monitor changes in prediction errors, but this requires timely access to ground-truth labels. In operational network
environments, obtaining reliable labels for individual traffic flows can be time-consuming and may require expert
analysis.

An alternative is to perform drift monitoring in feature space and request labels only when adaptation is considered
necessary. This separates the continuous monitoring process from the more expensive labeling process. The detector
can therefore operate without labels during routine monitoring, while a limited number of observations can be labeled
after a persistent change has been confirmed [11].

This principle is incorporated into ADAPT-IDS. The drift-monitoring component operates without class labels,
while a limited oracle-labeling step is introduced only after confirmed adaptation events. High-confidence benign
observations identified from the learned benign traffic profile can supplement the labeled samples. These observations
are then organized through a balanced replay mechanism to construct the data used for subsequent IDS retraining.
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Figure 2: Generic drift detection and adaptation workflow.

The objective is not to eliminate labeling completely, but to restrict labeling to adaptation events where additional
information is most useful. This provides a practical compromise between fully supervised adaptation and continuous
manual annotation.

3.8. Reference Window Management

The reference window is another important component of drift management. Since the detector compares current
observations against this reference, both the composition and age of the reference influence detection behavior.

If the reference remains unchanged for an extended period, it can become increasingly different from the current
operating environment even after the model has successfully adapted. Subsequent observations may then continue to
appear anomalous relative to an obsolete baseline, resulting in repeated drift indications. Conversely, updating the
reference too aggressively can cause genuine drift to be incorporated into the baseline before it has been sufficiently
confirmed, reducing the sensitivity of subsequent detection.

Reference management therefore requires a balance between historical stability and environmental responsive-
ness. The reference should provide sufficient continuity for meaningful comparison while remaining representative of
the current operating environment.
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In ADAPT-IDS, the reference distribution is updated following confirmed adaptation events using recent traffic
batches. This allows subsequent monitoring to operate relative to a more contemporary representation of network
behavior rather than relying indefinitely on the initial baseline.
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Figure 3: Concept drift management process in ADAPT-IDS.

3.9. Concept Drift Management in ADAPT-IDS

The concept-drift management process adopted in ADAPT-IDS can be viewed as a sequence of connected
operations. Incoming traffic is first monitored against a reference distribution using multiple distributional indicators.
Candidate changes are then evaluated using a persistence mechanism. Only confirmed persistent changes initiate the
adaptation stage, where selected labeled and high-confidence benign observations are used to update the IDS.

The principal design principle is that detection and adaptation are treated as separate decisions. Distributional
evidence first identifies a potential change. Persistence analysis then determines whether the evidence is sufficiently
sustained. Only after this confirmation is the supervised IDS permitted to adapt.

This separation is particularly relevant to evolving network streams because it combines three practical require-
ments: label-independent monitoring, controlled model adaptation, and efficient use of labeled data. The resulting
management process provides the conceptual basis for the ADAPT-IDS framework described in the following section.

4. ADAPT-IDS Architecture

4.1. Architectural Overview

The ADAPT-IDS architecture is designed for intrusion detection in network environments where traffic char-
acteristics and attack behavior change over time. Conventional IDS models are commonly developed under the
assumption that the relationship between input observations and target classes remains sufficiently stable after training.
In an evolving network environment, this assumption may no longer hold. Changes in user behavior, applications,
communication patterns, and attack activity can alter the underlying data distribution and gradually reduce the
effectiveness of a previously trained detector [1, 2].
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Figure 4: Event-driven drift confirmation and adaptation loop.

ADAPT-IDS separates two operations that are often coupled in adaptive learning: drift monitoring and IDS
adaptation. The drift-monitoring layer operates without using ground-truth labels from incoming traffic. This is
important in network environments where labels may be unavailable, delayed, or expensive to obtain [11]. Once
sufficient evidence of persistent distributional change has been observed, a limited labeling procedure is activated
and the supervised IDS is updated.

The architecture consists of seven principal stages:

1. chronological stream construction and preprocessing;
reference-window initialization;

multi-metric unsupervised drift monitoring;
weighted drift-score fusion and threshold evaluation;
persistence-based drift confirmation;

selective-label adaptive IDS retraining; and

A T o B

dynamic reference-window rebaselining.

The resulting processing cycle follows the sequence monitor — detect — confirm — adapt — rebaseline. This
separation between detecting a change and adapting the predictive model is consistent with the broader concept-drift
management literature [1, 2].

Let the complete network stream be represented by

S= {(xt’yt)}t]il ’

where x, € R¢ denotes the feature vector associated with the -th network observation and y, denotes its class
label. During routine drift monitoring, y, is excluded from the detector. The drift-monitoring layer therefore operates
only on feature observations X, whereas class labels are introduced only when a confirmed adaptation event requires
supervised model updating.

This separation is a central characteristic of ADAPT-IDS. It allows the system to monitor the stream continuously
without requiring continuous ground-truth annotation, while retaining the ability to use labeled information when
model adaptation becomes necessary.

4.2. Chronological Stream Construction

Network observations are first arranged according to their available timestamps to form a temporally ordered
stream. Chronological ordering is essential because concept drift concerns changes in the data distribution over time.
Randomly shuffling observations would destroy this temporal relationship and could allow information from later
periods to influence earlier model-development stages [1, 2].

In the experimental implementation, the timestamp is used to establish the temporal order but is not supplied to
the IDS as a predictive feature. After preprocessing, the dataset contains 63 numerical features.

The dataset is organized into three logical components:
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Figure 5: Event-driven multi-metric adaptive concept-drift detection workflow.

D=D,;;;URyUS,

where D,,;, denotes the initial model-development data, R, denotes the initial reference representation, and .S
denotes the subsequent streaming evaluation sequence.

The initial development segment is used to construct the first IDS model and the benign behavioral profile. A
portion of this period is retained to establish the initial reference distribution. The remaining observations are then
processed sequentially as a streaming evaluation sequence.

This organization supports prequential evaluation. Each incoming batch is first processed by the currently deployed
IDS, and any adaptation triggered by that batch is performed only afterward. Thus, information from the current batch
does not contribute to the model used to generate its own predictions. This ordering is important when evaluating
adaptive systems because adaptation before prediction can produce overly optimistic performance estimates [1, 59].

4.3. Data Preprocessing Module

The preprocessing module converts raw network-flow records into a numerical representation suitable for both drift
analysis and IDS classification. The procedure includes timestamp handling, numerical feature selection, missing-value
treatment, removal of non-informative attributes, and robust scaling.

Missing values are replaced using median values estimated exclusively from the initial training partition. The
scaling parameters are also learned only from the initial training data. The resulting transformation can be represented
as

X f (X 0!}111)

where f(-) denotes the preprocessing transformation and 6;,;, represents the parameters estimated from D, ;.
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The same fitted transformation is subsequently applied to the reference data and to all streaming batches. No future
batch is used to update the imputation or scaling parameters during evaluation.

This restriction prevents information from future traffic regimes from entering the preprocessing stage before
those regimes are actually observed. Such leakage control is particularly important in chronological stream evaluation
because the purpose is to measure model performance on traffic that was not available when the corresponding
predictions were generated.

4.4. Initial IDS Learning Module
The initial IDS establishes the first classification model using labeled observations from the initial development
period. In the present implementation, a HistGradientBoosting classifier is used to learn nonlinear relationships
between network-flow features and intrusion classes.
The initial model is represented as
My=L (Xinit’ Y'nit) )

1

where M, denotes the initial IDS and £ denotes the supervised learning procedure.

The trained classifier is subsequently used to predict incoming traffic batches. The classifier is not retrained after
every incoming batch. Instead, the adaptation module remains inactive unless the drift management layer identifies
sufficient persistent evidence of a change.

This event-driven strategy limits unnecessary model updates and keeps the predictive model unchanged during
periods in which the observed traffic remains within the established operating regime.

4.5. Reference-Window Management

The reference window represents the traffic regime against which newly arriving observations are evaluated.
Window-based comparison is a common strategy in streaming drift detection because it allows recent observations
to be compared with a representative historical distribution without retaining the complete stream [1, 4].

Let the reference window at time ¢ be

R, = {xr—r+1’ ’xt} ’

and let the incoming batch be

G = {xt+1’ ’xt+b} ,

where r denotes the reference-window size and b denotes the current batch size.
In the present implementation,

r = 50,000, b =5,000.

A fixed historical reference can become increasingly unrepresentative as the operating environment changes.
Adaptive-window methods such as ADWIN address this issue by modifying the effective observation window in
response to changes in the stream [4]. ADAPT-IDS follows the same general motivation but uses an event-driven
reference rebaselining mechanism rather than directly implementing ADWIN.

The reference update can be expressed generally as

R =U (Rt’ct) ,

where U (+) denotes the reference-update operation.
The reference-management component therefore allows subsequent drift measurements to be made against a more
recent representation of network behavior after a confirmed adaptation event.
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4.6. Multi-Metric Unsupervised Drift Detection

The central drift-monitoring component of ADAPT-IDS is a multi-metric detector. Fully or partially label-
independent drift detection is important for streaming applications in which ground-truth labels are not continuously
available [9, 11]. At the same time, different detectors respond differently to changes in distribution, making the choice
of a single statistic potentially restrictive [7, 10].

ADAPT-IDS combines four complementary indicators:

e Jensen—Shannon divergence (JS);
e standardized distributional difference (ED);
e statistical drift significance (DS); and

e residual exceedance rate (RS).

The four indicators are intended to capture different manifestations of change in network traffic. A new traffic
regime may produce a broad distributional shift, a change in feature location relative to historical variability, statistically
significant changes in individual features, or an increase in deviation from the learned benign profile.

The indicators are therefore treated as complementary evidence rather than interchangeable alternatives. Their
combination forms the basis of the drift score used for subsequent threshold and persistence decisions.

4.6.1. Jensen—Shannon Divergence

The Jensen—Shannon divergence measures the discrepancy between two probability distributions. It is derived from
the Kullback—Leibler divergence introduced by Kullback and Leibler [50, 51].

For probability distributions P and Q,

JS(P,0) = %KL(P [ M)+%KL(Q I M),
where

P+0
—

Unlike the directional KL divergence, JS divergence is symmetric with respect to its two input distributions. Larger
values indicate greater distributional discrepancy.

In ADAPT-IDS, histogram-based empirical distributions are constructed for the reference and current observations
before calculating the JS component. The resulting value is used as one of the inputs to the multi-metric fusion stage.

M =

4.6.2. Standardized Distributional Difference
The ED component captures changes in feature-level location relative to the variability observed in the reference
data. For feature j, the standardized mean difference is defined as

ED, = —|ﬂc'j | :
Or,;te
where u R and Hc,; are the reference and current means, respectively, o R, is the reference standard deviation, and
€ is a small numerical constant used to avoid division by zero.
An aggregated ED score is subsequently obtained across the monitored features according to the implementation.
The ED component provides information about changes in feature location relative to the reference variability and
therefore complements the broader distributional information captured by JS.
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4.6.3. Statistical Drift Significance

The DS component evaluates whether observed differences between reference and current feature distributions are
statistically significant. The Kolmogorov—Smirnov (KS) test is used because it provides a non-parametric comparison
of empirical distributions [54].

The KS statistic is

Dy = sup |Fr(x) — Fe(x)|,

where Fp(x) and F-(x) denote the empirical cumulative distribution functions of the reference and current samples,
respectively.

ADAPT-IDS applies the KS procedure to the selected monitored features and uses multiple-testing correction when
aggregating feature-level significance. This reduces the risk of treating a large number of individual hypothesis tests
as significant simply because many tests are performed.

The DS component consequently provides a statistical-significance view of drift that differs from the magnitude-
oriented information supplied by JS and ED.

4.6.4. Residual Exceedance Analysis

The RS component measures the proportion of current observations whose reconstruction errors exceed a threshold
learned from benign traffic. A reconstruction model is trained using benign observations from the initial model-
development period.

For an input vector x, let X denote its reconstructed representation. The reconstruction error is defined as

o) = [lx = |l

A reconstruction threshold 7z 4 ; is estimated from the empirical distribution of benign training reconstruction errors.
In the present implementation, the threshold corresponds to the 95th percentile.
For current batch C,, the residual exceedance rate is

RS, = L Z [ [e(x) > TAE] .
Gl xeC,

The RS component is not used as an independent attack classifier. Instead, it provides an additional behavioral
signal indicating that an increasing proportion of incoming observations differs from the learned benign profile.
Such feature-space monitoring is relevant to evolving cybersecurity environments, where both legitimate traffic and
malicious behavior can change over time [21, 34].

4.7. Weighted Multi-Metric Score Fusion
The four component indicators are combined into a single operational drift score:
Dl = I/UJSJSI + wEDED, + stDSt + I’URSRSt‘

The weights used in the experiments are

LUJS=0.40, wEDZOZS, LUDSZO.ZO, wRSZO.IS.

Therefore,

D, = 0.40J S, + 0.25ED, + 0.20DS, + 0.15RS,.

The largest weight is assigned to JS because it provides the primary global distributional discrepancy signal.
ED, DS, and RS contribute additional information concerning feature-level magnitude, statistical significance, and
deviation from the benign profile, respectively.

The particular weighting scheme is an ADAPT-IDS design choice. It is not intended to reproduce the weighting of
an existing drift detector. Its purpose is to combine heterogeneous evidence into a single score that can subsequently
be evaluated using calibrated decision constraints.
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4.8. Threshold Calibration

The drift threshold is calibrated using reference-only data rather than being selected from the evaluation stream.
Reference subsets are compared with other subsets drawn from the same reference regime to estimate the level of
fused-score variation that can occur without an externally imposed temporal change.

The resulting reference-derived scores are used to establish a high-quantile operational threshold:

7p = Qpgs (Dref) >

where Q) 995 denotes the 99.5th percentile of the fused scores obtained from the reference data.
A current batch satisfies the fused-score condition when

Dl Z TD.

ADAPT-IDS additionally imposes two minimum-effect constraints:

JS, > 001

and

ED, > 0.05.

The three conditions jointly prevent a very small distributional difference from becoming an operational drift event
solely because the fused score exceeds its calibrated threshold.

4.9. Persistence-Based Drift Confirmation

A threshold crossing does not immediately trigger IDS retraining. Network traffic can exhibit short-lived deviations
caused by temporary workloads, isolated attacks, service changes, or sampling variability. Treating every such
deviation as a persistent environmental change can result in unnecessary model updates.

ADAPT-IDS therefore maintains a distinction between a candidate drift and a confirmed persistent drift. Let

1, if batch 7 satisfies the candidate-drift conditions,
Z, =
! 0, otherwise.

A persistent drift event is confirmed when

The experimental configuration uses

W =5, K =3.

Thus, at least three candidate drift indications must occur within five consecutive batches before the adaptation
stage is activated.

The persistence mechanism is designed to reduce reactions to isolated statistical deviations. It should be interpreted
as a detector-level confirmation rule rather than as ground-truth temporal annotation. Unless independent drift labels
are available, a confirmed event indicates that the ADAPT-IDS criteria have been satisfied; it does not establish that
the underlying data-generating process changed at that exact timestamp.

4.10. Selective Labeling and Adaptive IDS Retraining

After persistent drift has been confirmed, ADAPT-IDS activates the adaptation module. The objective is to obtain
sufficient supervised information for model updating without requiring continuous labeling of the entire network
stream.

In the experimental configuration, up to 2,000 observations from a confirmed drift event are subjected to oracle
labeling. In parallel, high-confidence benign observations are selected using the reconstruction-error profile. Up to 500
low-error observations are retained as benign candidates.
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The adaptation data are represented as

sent
A, = ATaele g A",

These observations are incorporated into the replay buffer before the IDS is retrained.
The updated model can be expressed as

Mt+1 =L (Bt) >

where B, denotes the balanced replay buffer.

This design maintains an important distinction between the two layers of the architecture. Drift monitoring remains
label-independent during routine stream processing, while supervised labels are introduced only after the detector
has confirmed persistent change. The approach is therefore related to label-efficient adaptation strategies for evolving
streams and adaptive intrusion detection [11, 21, 22].

4.11. Balanced Replay Buffer

Retraining an IDS exclusively on newly labeled observations can make the updated model overly specialized to the
most recent traffic regime. It can also reduce the representation of previously observed attack patterns. Maintaining
historical information during continual adaptation is therefore an important consideration in evolving learning systems
[59, 60].

ADAPT-IDS uses a class-balanced replay buffer with separate capacity limits. The implemented configuration
retains up to

10,000
benign observations and
10,000
attack observations.
The replay memory can be represented as
B, =B,_UA,

followed by class-wise capacity control.

The replay mechanism has two primary purposes. First, previously acquired observations remain available during
subsequent retraining. Second, class-wise capacity control prevents the adaptation set from being determined solely
by the most recent class distribution.

4.12. Reference Rebaselining

Following model adaptation, continuing to compare incoming traffic against the original historical reference would
progressively increase the discrepancy between the reference and the current operating environment. ADAPT-IDS
therefore rebaselines the reference following a confirmed adaptation event.

The new reference is constructed from recent batches:

Rt+1 = SeleCtRmax (Ct—k+1 U-.--u Ct) N

where R, denotes the maximum reference size.

The experimental configuration uses the most recent 10 batches for rebaselining and limits the resulting reference
representation to 50,000 observations.

This mechanism is conceptually related to adaptive-window approaches that modify the effective historical context
as stream behavior changes [4]. The specific event-driven rebaselining procedure used in ADAPT-IDS, however, is part
of the proposed architecture.
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4.13. Prequential Processing Sequence
ADAPT-IDS follows a fixed chronological sequence for each incoming batch:

1. Receive the next network batch.

Apply the preprocessing transformation learned from the initial training data.
Generate IDS predictions using the currently deployed classifier.

Compare the incoming feature distribution with the current reference.

Calculate J S;, ED,, DS, and RS,.

AN o

Calculate the weighted fused drift score D;,.
7. Apply the calibrated threshold and minimum-effect constraints.
8. Record a candidate drift when all candidate conditions are satisfied.
9. Update the persistence history.
10. Confirm persistent drift when the persistence criterion is satisfied.
11. If persistent drift is confirmed, obtain the required selective oracle labels.
12. Select high-confidence benign observations.
13. Update the balanced replay buffer.
14. Retrain the IDS using the replay buffer.
15. Rebaseline the reference distribution.

16. Continue processing the next batch.

The ordering is deliberate. Predictions for the current batch are generated before any adaptation triggered by that
same batch is performed. Consequently, the reported prequential performance corresponds to the state of the deployed
IDS when the observations actually arrive.

4.14. End-to-End ADAPT-IDS Workflow
The complete processing pipeline can be represented as

’ Network Stream — Preprocessing — Reference/Current Windows — JS+ED+DS+RS ‘

followed by

‘ Weighted Fusion — Threshold and Effect Tests — Persistence Confirmation ‘

and, when persistent drift is confirmed,

Selective Labeling — Balanced Replay — IDS Retraining — Reference Rebaselining — Continued Monitoring.

The resulting process forms a closed adaptive loop. The IDS continues to monitor incoming traffic using the
currently deployed model, while model updating is activated only when the drift-management layer identifies persistent
evidence that satisfies the predefined decision criteria.
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4.15. Architectural Characteristics and Design Rationale

The principal characteristics of ADAPT-IDS are summarized as follows.

Unsupervised drift monitoring: Routine drift monitoring does not require ground-truth labels from the incoming
stream. This is important in applications where labels are delayed or unavailable and is consistent with research on
drift detection from unlabeled streaming data [9, 11].

Multi-metric evidence: Four complementary indicators are combined to represent different forms of distributional
and behavioral change. The fused score is therefore not dependent on a single statistical signal.

Persistence-aware confirmation: Candidate drift detections must satisfy a temporal persistence rule before they
can trigger adaptation. This reduces the influence of isolated fluctuations on model-update decisions.

Selective labeling: Oracle labeling is activated only following confirmed persistent drift. The design therefore
reduces the need to continuously label the entire evaluation stream.

Replay-based adaptation: Historical observations are retained together with newly acquired samples during
retraining. This provides a mechanism for preserving previously observed traffic and attack patterns during successive
model updates [59, 60].

Dynamic reference management: The reference distribution is reconstructed after confirmed adaptation, allowing
subsequent drift measurements to be performed relative to a more recent traffic regime.

Leakage-controlled prequential evaluation: The current batch is predicted before any adaptation caused by that
batch. This preserves the chronological nature of the evaluation and prevents the adapted model from influencing its
own batch-level performance measurement.

Overall, ADAPT-IDS is a hybrid adaptive intrusion-detection architecture with an unsupervised drift-monitoring
layer and a selectively supervised adaptation layer. Its contribution is not a claim that JS divergence, KS testing,
replay learning, or adaptive windows are individually new. Rather, the framework integrates multi-metric distribution
monitoring, minimum-effect constraints, persistence-based confirmation, selective labeling, balanced replay, and
event-driven reference rebaselining into a single chronological IDS pipeline. These design choices are motivated by
established work on concept drift, unlabeled-stream detection, and adaptive intrusion detection [1, 9, 11, 21, 22, 25].
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Figure 6: ADAPT-IDS architectural diagram.
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Algorithm 1 ADAPT-IDS: Unsupervised Multi-Metric Drift Detection and Adaptive IDS
Require: Network stream .S, initial data D;,;,, reference size R, batch size B, persistence parameters (W, K), oracle
budget L
Ensure: Predictions ? drift events D, adapted models M
1: Sort S chronologically and split into D;,;,, reference window R, and streaming batches X ’C

2: Remove timestamp/label attributes; fit median imputation and robust scaling on D;,,;,

3: Train initial IDS M|, and benign reconstruction model A; set 7, at the 95th percentile
4: Initialize reference statistics, replay buffer Q, persistence history H, and fused threshold 7,
5: for each batch X7, do

6 Predict ¥, = M(XL.)

7: Compute JS;, ED,, DS,, and RS,

8: Compute D, = 0.40J S, + 0.25ED, + 0.20DS; + 0.15RS,

9: if D, > tp, JS, > 0.01, and ED, > 0.05 then
10: Append candidate alarm to H and retain the last W = 5 decisions
11: if Y H > K =3 then
12: Confirm persistent drift and obtain oracle samples within budget L
13: Add oracle-labeled and high-confidence benign samples to balanced buffer O
14: Retrain M using Q

15: Rebaseline reference distributions
16: Reset H
17: end if
18: end if
19: end for

20: return 17, D, M, and evaluation statistics

The parameterization used in the present study is

LUJS=0.40, wED:OZS, LUDSZO.ZO, wRSZO.IS,

W =35, K =3, J S =0.01, ED,;, =0.05,

with a drift-threshold quantile of 99.5% and a reconstruction threshold quantile of 95%. The reference window
contains up to 50,000 observations, each incoming batch contains 5,000 observations, up to 2,000 observations may
be subjected to oracle labeling after a confirmed drift event, and up to 500 high-confidence benign observations are
selected for adaptation.

“‘latex

5. Experimental Evaluation

This section evaluates ADAPT-IDS under evolving network traffic using a chronological prequential evaluation
protocol. The evaluation is designed to examine drift detection, persistence-based confirmation, drift-triggered model
adaptation, selective labeling, and computational overhead. For each incoming batch, the current IDS first generates
predictions. The batch is then analyzed by the unsupervised drift detector, and model adaptation is performed only
when the persistence criterion confirms a drift event.

5.1. Experimental Datasets
5.1.1. CIC-IDS-2018

CIC-IDS-2018 is used as the primary dataset for evaluating ADAPT-IDS under a chronological streaming setting.
The dataset contains benign and malicious network-flow records generated from controlled network scenarios. CIC
intrusion-detection datasets are widely used for evaluating machine-learning-based network intrusion detection systems
[41-43].

The records were retained in temporal order rather than randomly shuffled. The timestamp was used only to establish
the chronological order of observations and was not included as an input feature. After cleaning and preprocessing,
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the resulting dataset contains 2,097,150 instances represented by 63 numerical features. The first 200,000 observations
are used for initial model development. The remaining 1,897,150 observations form the evaluation stream. A reference
window of 50,000 observations and a batch size of 5,000 observations are used during streaming evaluation, resulting
in 380 sequential evaluation batches.

5.1.2. CIC-IDS-2017

CIC-IDS-2017 is used as an independent dataset to examine whether the proposed detection and adaptation
procedure remains applicable under a different network-traffic distribution. The dataset is processed using the same
general chronological and prequential methodology. A total of 312,212 observations are evaluated over 63 sequential
batches.

The purpose of this experiment is independent verification rather than a claim of universal superiority over existing
IDS approaches.

5.2. Chronological Data Preparation and Preprocessing
Let the initial labeled dataset be

Nini
Dy = {(x;, )}, Ni,ie = 200,000, o
where x; denotes the numerical feature vector and y; denotes the corresponding intrusion label. The remaining
observations form the streaming sequence

§=1x i\;Ninit"'l. @

All observations are sorted according to their timestamps before streaming evaluation. No random shuffling
is applied. Missing numerical values are imputed using statistics estimated from the initial training data. Robust
scaling parameters are also estimated only from the initial training portion and subsequently applied to the streaming
observations.

For CIC-IDS-2018, the final feature representation contains 63 numerical variables. The timestamp is retained only
for chronological ordering, while the class label is excluded from the drift detector. Consequently, the unsupervised
monitoring component receives only the feature observations X, and does not access the corresponding labels Y, during
routine drift detection.

5.3. Initial IDS Model

The initial IDS model is trained using the labeled initial dataset. A HistGradientBoosting classifier is used because
the network-flow features can exhibit nonlinear relationships and interactions while remaining suitable for large tabular
datasets.

The principal classifier parameters are:

e learning rate: 0.08;

e maximum iterations: 180;

e maximum leaf nodes: 31;

e minimum samples per leaf: 50;
e [, regularization: 1.0;

e random seed: 42.

Let the initial classifier be denoted by M|,. During streaming evaluation,

3

M,y if no persistent drift is confirmed,
re T(0Q,), if persistent drift is confirmed,

where Q, denotes the replay-based adaptation dataset and 7 (-) represents the classifier training procedure.
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5.4. Benign Reconstruction Model

A separate reconstruction model is trained using benign observations from the initial training data. Its purpose is
to provide an additional signal based on deviations from the learned benign traffic representation.

For an observation x;, let X; denote its reconstructed representation. The reconstruction error is calculated as

d 2
2 (xyj = %y)" )

Jj=1

ISWE

e; =

where d is the number of input features.
The reconstruction threshold is estimated as

Trs = Qoos ({€;  X; € Dyepign} ) - &)

For an incoming batch X;, the residual exceedance rate is

RS, = == 3 1(e;> tps). ©)
IXII x;€X,

5.5. Unsupervised Drift Detection

For each incoming batch X,, ADAPT-IDS compares the current observations with the reference window R,. The
detector does not use intrusion labels during this stage. Four complementary signals are calculated: Jensen—Shannon
divergence, standardized distributional difference, statistical drift significance, and residual exceedance.

5.5.1. Jensen—Shannon Divergence
For probability distributions P and Q, the mixture distribution is

M= %(P +0) %

and the Jensen—Shannon divergence is

1 1
JS(PsQ):EDKL(PllM)+§DKL(Q||M)- (3)
The divergence is calculated from empirical feature distributions [50, 51].

5.5.2. Standardized Distributional Difference
For feature j,

luc ;= vrjl
ED~=M, 9)
J GR,j+€

where pc ; and pp ; are the current and reference means, respectively, and o, ; is the reference standard deviation.

5.5.3. Statistical Drift Significance
The Kolmogorov—Smirnov statistic is defined as

Dy = sup | Fr(x) — Fe(x)|, (10)

where Fp(x) and F-(x) are the empirical cumulative distribution functions of the reference and current windows
[54].

Multiple feature-level tests are corrected using the Benjamini—Hochberg false-discovery-rate procedure [55]. The
resulting aggregated signal is denoted by D.S;.
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5.5.4. Residual Exceedance
The residual signal RS, is obtained from the benign reconstruction model. A high proportion of observations whose
reconstruction errors exceed ¢ provides additional evidence of a change in the current traffic distribution.

5.5.5. Weighted Evidence Fusion
The four signals are combined as

D; =0.40JS,+0.25ED, + 0.20DS, + 0.15RS,. (an
The drift threshold is
7p = Q0.995(Dref)- (12)

A candidate drift is generated when

D,>tp  JS, 2001, ED,>0.05. (13)
5.6. Persistence-Based Drift Confirmation
Let
C, e {0,1} (14)

denote the candidate-drift indicator for batch ¢. Persistent drift is confirmed when at least K candidate alarms occur
within the most recent W batches:

t
Y Gk (15)

i=t-W+1

The experimental configuration uses

W =5, K =3. (16)

Candidate alarms are intermediate detector outputs and should not be interpreted as ground-truth drift annotations.
Only confirmed events are allowed to trigger model adaptation.

5.7. Prequential Evaluation Protocol
The streaming evaluation follows the order:

1. receive the next chronological batch;
apply preprocessing;

generate IDS predictions;

calculate the drift indicators;

fuse the drift evidence;

A o

apply the threshold and minimum-effect constraints;

7. update the persistence state;
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8. confirm persistent drift;

9. obtain selective oracle labels;
10. select high-confidence benign observations;
11. construct the replay dataset;
12. retrain the IDS;

13. update the reference window.

Predictions are therefore generated before adaptation based on the current batch. This avoids using post-detection
information to produce predictions for the same observations [1, 59].

5.8. Selective Labeling and Adaptive Retraining

When persistent drift is confirmed, up to 2,000 observations are selected for oracle labeling for each confirmed
event in the CIC-IDS-2018 experiment. In addition, up to 500 high-confidence benign observations are automatically
selected.

The replay buffer contains up to 10,000 benign and 10,000 attack observations. The newly labeled observations
are combined with retained historical examples before retraining the HistGradientBoosting classifier.

5.9. Reference-Window Rebaselining
Following adaptation, the reference window is updated using recent stream observations. The most recent 10
batches are considered, subject to a maximum reference size of 50,000 observations.

R, = RecentWindow (X,_k_H, cees X,) . 17)

The drift statistics are recalculated using the updated reference so that subsequent monitoring focuses on changes
relative to the current traffic regime.

5.10. Evaluation Metrics
Accuracy is defined as

Accuracy = TP+TN . (18)
TP+TN+FP+ FN
Precision is
Precision = L (19)
TP+ FP
Detection rate is
DR= _LP (20)
TP+ FN
The F1-score is
Fl= 2Prec1310n X DR @1

Precision + DR’

Balanced accuracy is
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Table 4

Prequential IDS performance on CIC-IDS-2018.
Metric ADAPT-IDS
Accuracy 97.4587%
Precision 99.9367%
Detection Rate 85.8773%
F1-score 92.3751%
Balanced Accuracy 92.9327%
MCC 0.9124
False-Alarm Rate  0.0119%

Table 5

Confusion matrix for CIC-IDS-2018.

Predicted BenignPredicted Attack

Actual Benign 1,556,895 185
Actual Attack 48,027 202,043
BA=1( P _TN ) 22)
2\TP+FN TN+FP
The Matthews correlation coefficient is
MCC = TP-TN—-FP-FN . 23)
V(TP +FP)TP+ FN)TN + FPYTN + FN)
The false-alarm rate is
FAR= —tf (24)
FP+TN

These metrics provide complementary information about classification performance, particularly under class
imbalance [61].

5.11. Primary Results on CIC-IDS-2018

The CIC-IDS-2018 evaluation contains 1,897,150 sequential observations processed in 380 batches. ADAPT-IDS
generated 327 candidate drift detections, of which 73 satisfied the persistence criterion and triggered model adaptation.

The corresponding confusion matrix is

Only 185 benign observations were incorrectly classified as attacks. The resulting precision is 99.9367%, while
the false-alarm rate is 0.0119%. The 48,027 false-negative attack observations account for the lower detection rate of
85.8773%.

5.12. Drift Detection and Adaptation Results
The persistence mechanism therefore reduces the number of candidate events that directly trigger adaptation.
Candidate detections represent intermediate evidence, whereas only confirmed persistent events initiate retraining.

5.13. Labeling Efficiency
A maximum of 2,000 oracle-labeled observations is requested for each of the 73 confirmed events, resulting in
146,000 oracle-labeled observations.

Page 28 of 38



ADAPT-IDS: Concept Drift Detection and Adaptive Intrusion Detection

Table 6

Drift detection and adaptation statistics for CIC-IDS-2018.
Measure Value
Evaluation batches 380
Candidate drift batches 327
Candidate drift rate 86.05%
Confirmed persistent drift events 73
Confirmed event rate 19.21%
Candidate-to-confirmed ratio 22.32%
Adaptation events 73
Models retrained 73
Reference updates 73
Oracle samples 146,000
Automatically selected benign samples 36,500
Mean adaptation time 9.74 s

Table 7

Prequential IDS performance on CIC-IDS-2017.
Metric ADAPT-IDS
Accuracy 94.4576%
Precision 99.9711%
Detection Rate 89.1380%
F1-score 94.2442%
Balanced Accuracy 94.5556%
MCC 0.8948

False-Alarm Rate  0.0267%

Table 8
Confusion matrix for CIC-IDS-2017.

Predicted BenignPredicted Attack

Actual Benign 153,241 41
Actual Attack 17,263 141,667

146,000

146,000 00 = 7.70%. 2
1,897,150 100 =770% 25)

Thus, 92.30% of the evaluation-stream observations were processed without oracle labeling. In addition, 36,500
benign observations were selected automatically.

5.14. Independent Verification on CIC-IDS-2017

The CIC-IDS-2017 experiment evaluates 312,212 observations over 63 sequential batches. ADAPT-IDS achieves
94.4576% accuracy, 99.9711% precision, 89.1380% detection rate, and 94.2442% F1-score. Balanced accuracy is
94.5556%, MCC is 0.8948, and the false-alarm rate is 0.0267%.

The class-wise performance is given in Table 9.

The drift-monitoring procedure generated 63 candidate drift batches and 13 confirmed persistent drift events. All
13 confirmed events resulted in model adaptation.
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Table 9
Class-wise performance on CIC-IDS-2017.

Class Precision Recall F1-score Support

Benign89.8753%99.9733%94.6557%153,282
Attack99.9711%89.1380%94.2442%158,930

Table 10
Drift detection and adaptation statistics for CIC-IDS-2017.

Measure Value

Evaluated samples 312,212

Evaluated batches 63

Candidate drift batches 63

Confirmed persistent drift events 13

Adaptation events 13

Models retrained 13

Reference updates 13

Oracle samples 26,000

Oracle attack labels 10,387

Automatically selected benign samples 6,200

Mean adaptation time 8.04 s
Table 11
Cross-dataset comparison of ADAPT-IDS.
Measure CIC-1DS-2018 CIC-IDS-2017
Evaluated instances 1,897,150 312,212
Evaluation batches 380 63
Accuracy 97.46% 94.46%
Precision 99.94% 99.97%
Detection Rate 85.88% 89.14%
F1-score 92.38% 94.24%
Balanced Accuracy 92.93% 94.56%
MCC 0.9124 0.8948
False-Alarm Rate 0.0119% 0.0267%
Candidate drift batches 327 63
Confirmed persistent events 73 13
Adaptation events 73 13
Oracle samples 146,000 26,000
Oracle-label fraction 7.70% 8.33%
Mean adaptation time 9.74 s 8.04 s

5.15. Cross-Dataset Comparison

Precision remains above 99.9% on both datasets. CIC-IDS-2017 produces a higher detection rate and F1-score,
whereas CIC-IDS-2018 produces a lower false-alarm rate and a higher MCC. These differences reflect the different
traffic and attack distributions of the two datasets.

5.16. Computational Cost of Adaptation

ADAPT-IDS performs model retraining only after persistent drift rather than after every incoming batch. On CIC-
IDS-2018, 73 adaptation events were observed, with a mean adaptation time of 9.74 s. On CIC-IDS-2017, 13 adaptation
events were observed, with a mean adaptation time of 8.04 s.

The adaptation time can be expressed as
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Table 12

Feature-level ablation results.

Configuration Features Accuracy Precision DR F1 BA MCC ROC-AUCPR-AUC FAR
All features 63  0.972296 0.999791 0.845626 0.916269 0.922794 0.904340 0.998623 0.993421 0.000039
No DstPort 62  0.973910 0.998839 0.855444 0.921597 0.927614 0.909975 0.999253 0.997261 0.000217
No Protocol 62  0.972296 0.999791 0.845626 0.916269 0.922794 0.904340 0.998623 0.993421 0.000039

No DstPort + Protocol 61  0.973910 0.998839 0.855444 0.921597 0.927614 0.909975 0.999253 0.997261 0.000217

Tadapt = Tlabel + Tselection + Treplay + Ttraining + Treference' (26)

The measured time is implementation-dependent and should therefore be interpreted together with the experimental
hardware and software environment.

5.17. Feature Ablation Analysis

Removing DstPort increases the detection rate from 0.845626 to 0.855444 and the F1-score from 0.916269 to
0.921597. ROC-AUC and PR-AUC also increase. However, the FAR increases from 0.000039 to 0.000217. Removing
Protocol alone produces the same reported results as the full feature configuration.

5.18. Validity and Leakage Control
The following controls were applied during the experiments:

e observations were processed chronologically without random shuffling;

e preprocessing parameters were estimated from the initial training data only;

e the initial IDS was trained before streaming evaluation;

e intrusion labels were excluded from routine drift monitoring;

e predictions were generated before adaptation;

e oracle labels were requested only after persistent drift confirmation;

e replay data combined newly acquired observations with retained historical samples;

e CIC-IDS-2017 was used as an independent verification dataset.

These controls reduce temporal leakage and ensure that the reported predictions correspond to the model available
at each point in the stream.

5.19. Experimental Summary

The CIC-IDS-2018 experiment processes more than 1.89 million stream observations across 380 chronological
batches. ADAPT-IDS generates 327 candidate drift alarms, of which 73 satisfy the persistence criterion and trigger
adaptation. The resulting IDS achieves 97.46% accuracy, 99.94% precision, 85.88% detection rate, 92.38% F1-score,
92.93% balanced accuracy, and an MCC of 0.9124, with a false-alarm rate of 0.0119%.

On CIC-IDS-2017, the framework achieves 94.46% accuracy, 99.97% precision, 89.14% detection rate, 94.24% F1-
score, 94.56% balanced accuracy, and an MCC of 0.8948. The false-alarm rate is 0.0267%. Oracle labeling accounts
for 7.70% of the CIC-IDS-2018 evaluation stream and 8.33% of the CIC-IDS-2017 stream.

Overall, the experiments show that ADAPT-IDS can combine unsupervised drift monitoring, persistence-based
confirmation, and selective model adaptation while maintaining high attack precision and low false-alarm rates on
the evaluated datasets. These results should not be interpreted as universal superiority over existing drift detectors or
adaptive IDS methods. Direct comparison under identical chronological protocols is required for such a claim. “*
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6. Conclusion and Future Work

6.1. Conclusion

This study presented ADAPT-IDS, an unsupervised multi-metric framework for reliable concept drift detection
and adaptive intrusion detection in evolving network streams. The framework addresses a fundamental limitation
of conventional intrusion detection systems, which often assume that the statistical characteristics of network traffic
remain relatively stable after model training. In operational environments, however, traffic behavior, application usage,
attack strategies, and feature distributions can change over time. Such changes can gradually reduce the effectiveness
of a previously trained IDS.

ADAPT-IDS addresses this problem by combining four complementary sources of drift evidence: Jensen—
Shannon divergence (JS), standardized distributional difference (ED), statistical drift significance (DS), and
residual exceedance (RS). The four signals are integrated through a weighted evidence-fusion mechanism rather than
relying on a single statistical measure. Minimum-effect constraints are additionally applied to prevent statistically
detectable but practically weak changes from immediately triggering adaptation. A persistence-based confirmation
mechanism then distinguishes sustained changes from isolated candidate alarms by requiring at least three candidate
drift decisions within a five-batch observation window.

The framework also introduces an event-driven adaptation strategy that limits the need for continuous manual label-
ing. Ground-truth labels are not used during routine drift monitoring. Instead, labels are introduced only after persistent
drift has been confirmed. Selective oracle samples are combined with high-confidence benign observations obtained
from the reconstruction model and stored through a balanced replay strategy. The IDS is subsequently retrained using
the resulting adaptation data, while the reference distribution is updated using recent traffic observations. This allows
the model to incorporate information from a new traffic regime while retaining previously learned information.

The primary evaluation on the chronologically ordered CIC-IDS-2018 stream processed 1,897,150 prequential
evaluation instances across 380 batches. ADAPT-IDS identified 327 candidate drift batches and confirmed 73
persistent drift events, resulting in 73 adaptive model updates. The resulting IDS achieved 97.46% accuracy, 99.94%
precision, 85.88% detection rate, 92.38% F1-score, 92.93% balanced accuracy, and an MCC of 0.9124, with a false-
alarm rate of 0.0119%. The results show that the proposed framework can maintain high attack-prediction precision
while processing a long chronological stream containing evolving traffic patterns.

An independent evaluation on CIC-IDS-2017 provided additional evidence of the applicability of the proposed
architecture. Across 312,212 observations and 63 sequential batches, ADAPT-IDS achieved 94.46% accuracy,
99.97% precision, 89.14% detection rate, 94.24% F1-score, 94.56% balanced accuracy, and an MCC of 0.8948,
with a false-alarm rate of 0.0267%. The framework generated 63 candidate drift batches and confirmed 13 persistent
drift events, resulting in 13 adaptive model updates. The results obtained on the two datasets show that the proposed
procedure is not restricted to a single traffic distribution, although broader evaluation is required before making stronger
generalization claims.

The experiments also demonstrate the labeling efficiency of the event-driven adaptation strategy. On CIC-IDS-
2018, 146,000 oracle-labeled observations, corresponding to approximately 7.70% of the evaluation stream, were
used for adaptation. On CIC-IDS-2017, the corresponding oracle-labeling fraction was 8.33%. Consequently, most
evaluation-stream observations were processed without direct oracle annotation. This result supports the use of
selective labeling when continuous labeling of network traffic is impractical.

The feature-level ablation experiment further showed that the contribution of individual network-flow attributes is
not uniform. Removing the destination-port feature increased the F1-score from 0.9163 to 0.9216 and improved the
detection rate from 84.56% to 85.54%, although the false-alarm rate also increased. Removing the protocol feature alone
produced no measurable difference under the evaluated configuration. These findings indicate that feature redundancy
and feature-specific effects should be considered when designing IDS models for evolving network environments.

Overall, the experimental findings support the central design premise of ADAPT-IDS: adaptive intrusion
detection under concept drift requires both reliable drift evidence and a controlled mechanism for deciding
when and how model adaptation should occur. The combination of heterogeneous drift signals, minimum-effect
constraints, temporal persistence, selective labeling, historical replay, and dynamic reference management provides a
structured adaptation process without requiring continuous labeling of the complete network stream.

The reported results should not, however, be interpreted as proof of universal superiority over existing concept-
drift-aware IDS frameworks. In particular, direct comparisons with closely related approaches such as HOIDS and
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established drift detectors require matched datasets, preprocessing procedures, feature representations, stream con-
struction, and evaluation protocols. The present experiments therefore provide empirical evidence for the effectiveness
of ADAPT-IDS under the evaluated settings while also identifying several areas that require further validation.

6.2. Future Work

Despite the encouraging results, several limitations and research opportunities remain.

6.2.1. Component-Level Drift Detector Ablation
A systematic ablation of the proposed drift detector is an important next step. Separate configurations should
evaluate the progressive addition of the individual drift signals:

JS > JS+ED—->JS+ED+DS —>JS+ED+ DS+ RS —>JS+ ED+ DS + RS + Persistence. (27)

Such experiments would quantify the individual and cumulative contribution of each component and determine
whether the observed behavior results from complementary evidence or is dominated by a particular metric. This
analysis should report both drift-detection measures and downstream IDS performance.

6.2.2. Comparative Evaluation with Established Drift Detectors

Future experiments should compare ADAPT-IDS with established drift-detection methods, including adaptive-
window, statistical, sequential, and fully unsupervised approaches. Suitable baselines include ADWIN, DDM/EDDM
where labels are permissible, KS-based detection, Jensen—Shannon divergence, Wasserstein distance, Page—
Hinkley, and contemporary unsupervised concept-drift detectors [1, 4-6, 9].

The comparison should use identical chronological streams and preprocessing procedures. In addition to IDS
performance, the evaluation should report false-alarm frequency, drift-detection delay, number of confirmed events,
number of model adaptations, computational cost, and labeling requirements.

6.2.3. Direct Comparison with HOIDS

HOIDS represents a closely related concept-drift-aware hybrid IDS architecture. A controlled head-to-head
comparison between HOIDS and ADAPT-IDS would therefore provide a more meaningful assessment of their relative
strengths.

The comparison should use the same datasets, temporal ordering, feature preprocessing, initial training partitions,
stream construction, and evaluation metrics. The analysis should consider not only F1-score but also drift-detection
behavior, adaptation frequency, labeling requirements, computational overhead, false alarms, and robustness
to evolving attack distributions. Such an evaluation would provide stronger evidence for determining the relative
advantages of the two architectural strategies.

6.2.4. Multi-Dataset and Real-Time Validation

Although CIC-IDS-2018 and CIC-IDS-2017 provide useful experimental settings, future work should extend the
evaluation to additional intrusion-detection datasets and, where possible, real network traffic. Datasets representing
heterogeneous enterprise, 1oT, industrial, cloud, and other network environments would provide a broader basis for
evaluating generalization [42, 44-46, 48, 49].

Real-time deployment should also be investigated using a streaming infrastructure such as Apache Kafka or
an equivalent event-processing platform. Such experiments could measure throughput, processing latency, memory
consumption, drift-detection overhead, and adaptation time under realistic workloads.

6.2.5. Improved Reference-Window Management

The current reference-management strategy uses recent traffic to represent the evolving operating environment.
Although this allows the detector to follow long-term changes, the recent window may contain a substantial amount
of previously unseen malicious traffic. This creates a potential risk of reference contamination.

Future versions should investigate benign-filtered reference construction, confidence-weighted reference updates,
multiple historical reference windows, and attack-aware reference validation. Maintaining both short-term and long-
term reference distributions may also help distinguish gradual distributional changes from abrupt changes.
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6.2.6. Drift Detection Delay and Drift Localization

The current evaluation primarily examines whether persistent drift is detected and whether it subsequently triggers
model adaptation. Future research should additionally quantify detection delay, drift duration, drift magnitude, and
drift localization. These measures are important because identifying a change is not sufficient if the detector responds
substantially after the underlying change has already affected IDS performance [7, 8].

For datasets containing known temporal attack transitions, detected drift timestamps can be compared with
externally defined event boundaries. This would allow evaluation using measures such as detection delay, missed-drift
rate, false-drift rate, and drift-event localization accuracy.

6.2.7. Adaptive Weight Optimization
The current fusion mechanism uses fixed weights:

wys =040,  wgp=025,  wpg=020,  wgg=0.15. (28)

Future research can investigate whether these weights should remain fixed or adapt according to the current traffic
regime. Online optimization, Bayesian optimization, meta-learning, or reinforcement-learning-based weight selection
could be explored to determine whether the detector can dynamically emphasize the most informative evidence under
different forms of distributional change.

Any adaptive weighting strategy should be evaluated carefully to ensure that the optimization process does not
introduce label leakage or overfit to a particular stream.

6.2.8. More Efficient Selective Labeling

Although ADAPT-IDS reduces the fraction of observations requiring oracle labels, the labeling strategy can
be further optimized. Instead of using a fixed oracle-sample budget, future versions could prioritize observations
according to predictive uncertainty, reconstruction error, disagreement between IDS predictions and reconstruction-
based decisions, or estimated information gain.

An uncertainty-aware oracle-selection strategy could reduce the number of labels required for adaptation while
retaining sufficient information about the new traffic regime. This direction is particularly relevant for operational
environments where expert labeling is expensive or slow.

6.2.9. Robustness Against Adversarial and Stealthy Drift

Future investigations should examine whether an adversary can deliberately manipulate network-flow distributions
to evade drift detection or gradually contaminate the reference window. Slow, stealthy, and adversarial concept drift
represents a particularly difficult case because gradual changes may remain below the detection threshold for extended
periods.

Future versions of ADAPT-IDS could therefore investigate trusted reference anchors, drift-rate constraints,
independent validation of adaptation samples, and mechanisms for detecting suspicious changes in the reference
distribution itself.

6.2.10. Statistical Significance and Repeated Evaluation

Future experiments should use multiple temporal splits, repeated runs with different random seeds, confidence
intervals, and statistical significance tests. A single experimental run may not be sufficient to determine whether an
observed performance difference is systematic or dependent on a particular temporal partition [61, 62].

Where the dataset structure permits repeated evaluation, results should therefore be reported in the form

mean + standard deviation. 29)

Statistical comparison should also be performed when evaluating ADAPT-IDS against competing methods under
matched experimental conditions.
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6.2.11. Explainable Drift and IDS Adaptation
Another important direction is the integration of explainability into both drift detection and IDS adaptation. Rather
than reporting only a numerical drift score, future versions could identify the features that contributed most strongly
to the detected change and determine whether the observed changes are associated with particular attack behaviors.
Feature-level drift explanations could help security analysts understand why adaptation was triggered and whether
the detected change corresponds to a meaningful alteration in network behavior. This would make the framework more
useful in operational security environments where model decisions need to be interpreted by analysts.

6.3. Final Perspective

ADAPT-IDS provides a foundation for label-efficient, drift-aware, and adaptive intrusion detection in evolving
network streams. Its main contribution is the integration of drift monitoring and model adaptation into a single
operational process consisting of multi-metric evidence generation, minimum-effect filtering, temporal confirmation,
selective labeling, adaptive learning, historical replay, and reference rebaselining.

The results obtained on CIC-IDS-2018 and independently evaluated on CIC-IDS-2017 demonstrate the feasibility
of this approach under the experimental conditions considered in this study. The findings also motivate further inves-
tigation into component-level ablation, standardized benchmarking, real-time deployment, reference contamination,
adaptive drift weighting, and controlled comparison with existing concept-drift-aware IDS frameworks.

Future validation under broader datasets, repeated temporal evaluations, real network streams, and matched
comparisons with established methods will be necessary to determine how well ADAPT-IDS transfers to different
operational environments. Such studies can help establish whether the proposed architecture can progress from a
dataset-based research framework toward a robust and practically deployable adaptive intrusion-detection system.
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