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S1 Software environments and reproducibility1

S1.1 Software environments2

All spAlignDE analyses were performed using spAlignDE 0.1.0 under Python 3.10.14. The specified reference environment3

included PyTorch 2.10.0 and torchvision 0.25.0 with CUDA 12.8, AnnData 0.10.9, NumPy 1.26.4, pandas 2.3.3, SciPy 1.10.1,4

Scanpy 1.10.3, scikit-image 0.24.0, scikit-learn 1.7.2, HarmonyPy 0.2.0 and pyBANKSY 1.3.4. RCTD annotations were5

generated using spacexr 1.2.0 under R 4.5.2. The complete environment specifications and details of the externally obtained6

model assets are distributed with the source code.7

S1.2 Random seeds and repeated execution8

All executable spAlignDE workflows used fixed workflow-level random seeds set before the first stochastic operation. Seed9

1000 was used for cross-sample joint clustering and alignment, including the mouse-brain, kidney, aging-brain and breast-10

cancer analyses, and for the ten-replicate cross-sample transformation-stability workflow after replicate-specific subsampling.11

Seed 1234 was used for single-sample MERFISH and spatial ATAC-seq clustering and for automatic and user-guided atlas12

alignment and ATAC-to-ST alignment. Seed 0 was used for H&E feature processing, image-region clustering and ST-to-H&E13

alignment, as well as for Nissl image processing and MERFISH-to-Nissl alignment. Seed 1 was used for stochastic post-14

alignment inference and RCTD reference-cell subsampling. The H&E analysis used the same fixed, preclustered Xenium ST15

input as the public tutorial; seed 0 therefore controls the image-side processing, image clustering and downstream alignment16

conditional on this fixed ST input.17

Each workflow-level seed initialized the Python, NumPy and PyTorch CPU and CUDA random-number generators before18

BANKSY feature construction and randomized principal component analysis (PCA). Explicit random states were addition-19

ally supplied to randomized PCA, Harmony, graph-partitioning, k-means and stochastic-sampling routines. General joint-20

clustering analyses used the leidenalg backend with n iterations=-1, and the dedicated breast-cancer Xenium analysis21

used the Scanpy igraph backend with n iterations=2. A change in the clustering backend was treated as a change in the22

analysis configuration.23

Independent reruns used the same input data, observation order, workflow parameters and random seed. These runs24

retained the same cluster labels, hierarchy memberships and accepted structure pairs and reproduced the reported summary25

results. Small numerical differences in GPU-derived deformation coordinates did not change these results.26

S2 Detailed alignment methods27

S2.1 Spatial-data preprocessing and structure construction28

The following subsections provide the dataset representations and parameters used to construct spatial structures for align-29

ment.30

S2.1.1 Spatial transcriptomics Spatial transcriptomic structures were constructed from a cell- or spot-by-gene count31

matrix and the corresponding two-dimensional coordinates. For cross-sample alignment, genes were matched by name across32

samples, and genes absent from an individual sample were assigned zero values in that sample. BANKSY features were then33

calculated separately within each sample so that spatial neighborhoods did not connect observations from different tissue34

sections [1]. Unless otherwise stated, 30 spatial neighbors and a BANKSY mixing parameter of 0.8 were used. The sample-35

specific BANKSY representations were concatenated, reduced by joint principal component analysis (PCA) and corrected36

with Harmony using the sample identifier as the batch variable [2]. A shared-nearest-neighbor graph was constructed from37

the Harmony-corrected BANKSY representation, followed by Leiden clustering to obtain a common set of spatial-domain38

labels across the query and reference sections. In the primary cross-sample benchmark, 20 principal components, 50 neighbors39

for the shared-nearest-neighbor graph, and a Leiden resolution of 1.4 were used. The cross-sample workflow used random40

seed 1000, initialized before BANKSY feature construction, joint PCA, Harmony integration and Leiden clustering. General41

joint-clustering analyses used the leidenalg backend with n iterations=-1; the dedicated breast-cancer Xenium workflow42

used the Scanpy igraph backend with n iterations=2. The effect of the Leiden resolution was evaluated separately in the43

robustness analysis.44
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Dataset-specific cross-sample clustering settings were as follows. The mouse-brain analysis used a BANKSY mixing45

parameter of 0.8, 20 principal components, 50 shared-nearest-neighbor graph neighbors, Harmony θ = 2 with 30 iterations,46

and Leiden resolution 1.4. The kidney analysis used a BANKSY mixing parameter of 0.2, 30 principal components, 100 graph47

neighbors, Harmony θ = 2 with 20 iterations, and Leiden resolution 0.2. The aging-brain analysis used a BANKSY mixing48

parameter of 0.8, 20 principal components, 50 graph neighbors, Harmony θ = 2 with 30 iterations, and Leiden resolution 0.8.49

The breast-cancer analysis used a BANKSY mixing parameter of 0.2, 30 principal components, 50 graph neighbors, Harmony50

θ = 4 with 30 iterations, and Leiden resolution 0.3; Leiden used the igraph backend with two iterations, and boundary51

refinement was disabled.52

For cross-modality alignment, spatial transcriptomic structures were obtained by applying BANKSY to each ST sample53

independently, without Harmony integration. The selected BANKSY labels defined the finest ST structure partition. When a54

coarse-to-fine alignment was required, additional structure levels were constructed from the ST expression profiles by building55

a hierarchical tree. Raw gene expression counts were transformed using log(1+x), and variable genes were retained according56

to their cumulative variance, with at least 50 genes retained. Expression was averaged within each finest-level BANKSY57

cluster, standardized across clusters and hierarchically clustered using Ward linkage with Euclidean distance. Cutting this58

hierarchy into an increasing number of groups produced nested coarse-to-fine structure partitions, with the original BANKSY59

partition used at the final resolution. An optional boundary-aware refinement step reassigned locally inconsistent labels by60

distance-weighted voting among spatial neighbors, using smaller neighborhoods near estimated tissue boundaries to limit61

smoothing across anatomical interfaces. Mathematical details of the coarse-to-fine hierarchy and boundary-aware refinement62

are provided in Supplementary Methods S2.2. The single-sample MERFISH clustering used 20 principal components, 3063

spatial neighbors, scaled-Gaussian neighborhood weighting, a BANKSY mixing parameter of 0.8, first-order neighborhood64

features (mmax = 1), Leiden resolution 1.2 and boundary-aware label refinement. Random seed 1234 was initialized before65

BANKSY feature construction and randomized PCA. The H&E alignment instead used the same fixed, preclustered Xenium66

ST labels as the public tutorial.67

S2.1.2 Histology-image embedding and stain-specific spatial structure construction Histology-derived spatial68

structures were constructed through four steps: image preparation, multiscale feature extraction, stain-specific tissue masking69

and clustering, and spatial refinement of the resulting image regions. The same image-preparation and feature-extraction70

framework was used for H&E and Nissl images, whereas the feature representation, tissue mask and clustering refinement71

were selected separately for each stain.72

Image preparation and multiscale feature extraction. Histological images were represented as RGB images with intensity73

values scaled to [0, 1]. When the physical pixel size was available from image metadata or supplied explicitly, the image was74

resampled to 0.5µm per pixel; otherwise, the native pixel grid was retained. The H&E and Nissl JPEG images used in this75

study did not contain embedded physical-pixel-size metadata and were therefore analyzed without rescaling. Each image was76

padded with white pixels so that both image dimensions were divisible by 224. Feature maps were represented on a common77

grid in which each grid location corresponded to a 16× 16-pixel image region.78

Pretrained HIPT encoders [3] were used to extract a 192-dimensional context-level embedding and a 384-dimensional79

subpatch-level embedding at each feature-grid location. To reduce sensitivity to the tiling origin, feature extraction was80

repeated using shifts of 0, 64, 128 and 192 pixels along each image axis, producing 16 shifted views. At locations represented81

in all shifted views, the corresponding embeddings were averaged across views. The context-level and subpatch-level feature82

maps were subsequently smoothed using square uniform filters with widths of 16 and 4 feature-grid units, respectively. Mean83

RGB intensities were also calculated for each 16×16-pixel region. The outer 256 image pixels were excluded from downstream84

clustering to reduce artifacts introduced by padding and shifted tiling.85

Candidate feature representations and selection. Two candidate feature representations were retained for each histological86

image. The first contained only the HIPT-derived context, subpatch and RGB features and is denoted as VIT-only in87

the software outputs. The second combined dimension-reduced HIPT features with embeddings from the pretrained UNI88

pathology foundation model [4]. Within each image, the two candidates were processed using the same stain-specific tissue89

mask and clustering workflow. Candidate structure maps were compared according to spatial coherence, fragmentation and90

correspondence with visible tissue boundaries. The HIPT-only representation was retained for the reported H&E analysis,91

whereas the combined HIPT–UNI representation was retained for the reported Nissl analysis.92

H&E structure construction. For the H&E image, a two-class K-means partition of channel-standardized RGB intensities93

was first used to separate tissue from background. Among classes occupying at least 1% of the valid feature grid, the darker94

class was selected as tissue, and only its largest connected component was retained.95

Within the tissue mask, the smoothed HIPT context and subpatch embeddings were standardized and combined with96

mean RGB intensities and normalized spatial coordinates. RGB and coordinate contributions were weighted by 0.25 and97

0.05, respectively. K-means clustering was then used to obtain 30 initial image regions. Clustering was run for 11 iterations98

with random seed 0, using at most 50,000 feature-grid locations for initialization and assignment batches of 50,000 locations.99
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Internal holes were assigned the label of the nearest classified location. Ward agglomerative clustering of the image-feature100

centroids reduced the initial partition from 30 to 26 meta-regions. The partition was then refined using the approximate101

bilateral symmetry of the coronal brain section. In the stored image orientation, the anatomical symmetry axis corresponded102

to an up–down array reflection. Regions containing at least 200 feature-grid locations were considered for reflection-based103

merging. Mutually selected region pairs were merged when their reflected intersection over union was at least 0.20 and their104

reflected Dice coefficient was at least 0.30, reducing the partition from 26 to 24 regions.105

Starting from these 24 regions, up to three additional symmetry-supported merges were considered. Candidate regions106

were required to have a reflected Dice coefficient of at least 0.15 or a normalized reflected-centroid distance of at most107

0.15, together with a feature-centroid cosine similarity of at least 0.30. A merge was accepted only when it increased the108

global bilateral label-overlap score by at least 0.02. Three merges were accepted, producing 21 regions. Finally, connected109

components smaller than 250 feature-grid locations were removed and reassigned using neighboring labels. The resulting 21110

H&E-derived structures were used for structure pairing and ST-to-H&E alignment.111

Nissl structure construction. For the Nissl image, a 1,024-dimensional embedding was extracted using UNI and combined112

with the HIPT representation. HIPT context, subpatch and RGB features were dimension-reduced as one block, whereas113

UNI embeddings, UNI-associated RGB values and normalized spatial coordinates were dimension-reduced as a second block.114

Principal component analysis was applied separately to the two blocks, retaining the smallest number of components required115

to explain at least 99% of the variance.116

An adaptive brain mask was constructed from image color and brightness. Candidate tissue locations had HSV saturation117

above its 60th percentile and HSV value below its 90th percentile. The mask was refined by morphological closing with a disk118

of radius 10, opening with a disk of radius 6 and Gaussian smoothing with σ = 1.95. Holes smaller than 10,000 feature-grid119

locations and connected objects smaller than 7,056 locations were removed, and only the largest connected component was120

retained. Tissue support was further restricted to locations with mean RGB intensity below 0.965, followed by binary closing121

with a 7× 7 kernel, hole filling and retention of the largest connected component. The outer 256 image pixels were excluded122

as in the H&E workflow.123

Within the final tissue mask, the reduced HIPT and UNI feature blocks were standardized and combined with additional124

RGB and normalized-coordinate terms weighted by 0.25 and 0.05, respectively. K-means clustering with 25 clusters, 11125

iterations and random seed 0 produced the initial Nissl partition. Connected components smaller than 300 feature-grid126

locations were removed and reassigned to the nearest retained region. One 3 × 3 neighborhood-majority update was then127

applied, requiring support from at least five neighboring locations. This refinement reduced the represented partition from128

25 to 19 regions.129

Ward agglomerative clustering of the 19 region centroids produced 18 meta-regions. The same feature- and symmetry-130

supported criteria used for the H&E image were then applied, with at most two additional merges. Both accepted merges sat-131

isfied the overlap, centroid-distance, feature-similarity and global-score-gain criteria, producing 16 regions. Finally, connected132

components smaller than 250 feature-grid locations were removed and reassigned using neighboring labels. The resulting 16133

Nissl-derived structures were used for Nissl-to-ST structure pairing and alignment.134

S2.1.3 Spatial ATAC-seq The spatial ATAC gene-activity scores used in this study were generated by Zhang et al. from135

spatial ATAC fragment files using the Gene Score model implemented in ArchR v1.0.1 [5, 6]. Spatial ATAC-seq structures136

were then constructed from this gene-activity matrix and the corresponding spatial coordinates. BANKSY was then applied137

as a single-sample clustering procedure using the gene-activity profiles and local spatial neighborhoods. For this analysis, we138

used 20 principal components, 30 spatial neighbors, scaled-Gaussian neighborhood weighting, a BANKSY mixing parameter139

of 0.6, first-order neighborhood features (mmax = 1) and a Leiden resolution of 1.0. The resulting labels were optionally refined140

using the same boundary-aware spatial voting procedure described for single-sample ST data. Both the ATAC clustering and141

the independent clustering of the ST reference used random seed 1234, initialized before BANKSY feature construction and142

randomized PCA. The fixed-seed BANKSY partition contained 17 raw spatial structures. The cluster raw labels were used143

for ATAC-to-ST structure pairing and alignment, whereas boundary-refined labels were retained only for quality control.144

Thus, ATAC and ST structures were defined without requiring a shared molecular feature space before structure pairing.145

S2.1.4 Anatomical reference atlases For alignment to an anatomical atlas, spatial structures were obtained directly146

from the atlas annotation image and its accompanying hierarchical structure table rather than by data-driven clustering.147

In the Allen Common Coordinate Framework version 3 (CCFv3) analysis, a selected two-dimensional slice was extracted148

from the annotation volume, and each non-background annotation identifier was linked to its anatomical name, acronym and149

structure ID path in the Allen hierarchy metadata [7, 8]. Each prefix of a structure path represents an anatomical structure150

at a particular hierarchical depth. For every prefix represented in the selected slice, all descendant annotation labels present151

in that slice were combined to produce a candidate anatomical structure mask. Cortical-layer structures were additionally152

generated by combining labels annotated as layers 1, 2/3, 4, 5, 6a or 6b.153

The atlas hierarchy defines candidate anatomical masks at multiple spatial scales. In the reported Allen CCFv3 analyses,154

all eligible hierarchy-prefix candidates from depths 2–10 were available at every alignment stage; the coarse-to-fine schedule155
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was applied only to the ST structure partition. Although the Allen CCF was used as the default reference in this study, the156

same procedure can be applied to any other atlas provided that it supplies a rasterized annotation image or volume and a157

hierarchy table mapping each annotation identifier to its ancestral structure path.158

S2.2 Coarse-to-fine ST structure hierarchy and boundary-aware refinement159

Coarse-to-fine structure hierarchy. Consider K ST samples indexed by s ∈ {1, . . . ,K}. Sample s contains Ns cells or spots160

and M genes, represented by the count matrix X(s) ∈ RNs×M
≥0 , with spatial coordinates q

(s)
i ∈ R2. The following construction161

is performed independently for each sample; we therefore suppress the sample superscript for clarity. Let Xig denote the count162

of gene g ∈ {1, . . . ,M} in observation i ∈ {1, . . . , Ns}, and let ci ∈ {1, . . . , R} denote its finest-level BANKSY structure label,163

where R is the number of finest-level structures. Counts are transformed as164

Yig = log(1 +Xig).165

For each gene, let σ2
g = Vari(Yig), and order genes such that σ2

(1) ≥ · · · ≥ σ2
(M). Given a target cumulative variance fraction166

ρ, the number of retained genes is167

Mret = min

{
M,max

[
Mmin,min

{
p :

∑p
j=1 σ

2
(j)∑M

g=1 σ
2
g

≥ ρ

}]}
.168

The implementation uses Mmin = 50. For each finest-level structure r, a structure-level expression profile is calculated as169

Ȳrg =
1

|Cr|
∑
i∈Cr

Yig, Cr = {i : ci = r}.170

Each retained gene is standardized across the R structure profiles,171

Zrg =
Ȳrg − Ȳ·g

σstructure
g + ϵ

,172

where Ȳ·g and σstructure
g are the mean and standard deviation across finest-level structures. Ward hierarchical clustering is173

then applied to the rows of Z using Euclidean distance. For two groups of finest-level structures, A and B, the Ward merge174

cost is175

dWard(A,B) =
|A||B|

|A|+ |B|
∥z̄A − z̄B∥22 ,176

where z̄A and z̄B are the mean standardized profiles of the two groups. Cutting the resulting tree at increasing structure177

numbers R1 < · · · < RL = R defines L nested levels and mappings hℓ : {1, . . . , R} → {1, . . . , Rℓ}. The structure label of178

observation i at level ℓ is179

c
(ℓ)
i = hℓ(ci).180

By default, the intermediate Rℓ values are approximately evenly spaced between 2 and R, constrained to be strictly increasing,181

and the original BANKSY labels are retained as the final-resolution partition.182

Boundary-aware label refinement. To distinguish tissue-boundary observations from tissue-interior observations, spatial co-183

ordinates qi are first min–max scaled and rasterized onto a 256 × 256 binary tissue grid. Morphological closing with a disk184

of radius 2 pixels and filling of holes smaller than 64 pixels are applied, followed by a Euclidean distance transform of the185

tissue mask. Observation i is classified as a boundary observation when its rasterized position lies within d0 pixels of the186

tissue boundary,187

bi = 1{Dtissue(qi) ≤ d0}.188

The default boundary threshold is d0 = 3 pixels. A smaller neighborhood is used at the boundary,189

νi =

{
νboundary, bi = 1,

νinterior, bi = 0,
190

with default values νboundary = 8 and νinterior = 150. Excluding observation i itself, the inverse-distance vote for candidate191

label c is192

Vi(c) =
∑

j∈Nνi
(i)

1{cj = c}
∥qi − qj∥2 + ϵ

, Pi(c) =
Vi(c)∑
c′ Vi(c′)

.193
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Let c∗i = argmaxc Pi(c) be the locally supported label. The original label ci is replaced by c∗i only when the winning label194

differs from the original label, support for the original label is weak, and support for the new label exceeds a location-dependent195

threshold:196

crefi =

{
c∗i , c∗i ̸= ci, Pi(ci) < τkeep, Pi(c

∗
i ) ≥ τi,

ci, otherwise.
197

The default values are τkeep = 0.8, τi = 0.2 for interior observations and τi = 0.8 for boundary observations. For user-specified198

protected structures, τi = 0.9 is used. The smaller boundary neighborhood and higher reassignment threshold reduce label199

propagation across thin or sharply separated anatomical structures.200

S2.3 Detailed global pre-alignment and structure-mask construction201

S2.3.1 Global pre-alignment Before structure pairing and S-LDDMM alignment, spAlignDE places the query and202

reference datasets in approximately the same coordinate system. This global pre-alignment corrects major differences in tissue203

position, orientation and size by shifting, rotating and scaling the query coordinates while keeping the reference coordinates204

fixed. It provides only a coarse initialization and does not attempt to model local anatomical deformation, consistent with205

the standard distinction between global initialization and deformable alignment [9, 10].206

Global pre-alignment is important because overlap- and geometry-based measures, such as Dice similarity and intersection207

over union (IoU), more meaningfully reflect structural correspondence once the query and reference tissues have been brought208

into approximate spatial agreement. It also allows S-LDDMM to focus on local deformation rather than first recovering large209

differences in global tissue position, orientation or scale.210

spAlignDE provides three pre-alignment strategies for different data settings. In the primary cross-sample ST-to-ST211

analyses, rotation, scaling and shifting were estimated automatically from the centroids of jointly identified spatial structures.212

For ST-to-atlas and Xenium-to-H&E alignment, the global transformation was estimated automatically by maximizing the213

IoU between the query and reference whole-tissue masks. Interactive manual pre-alignment was used for MERFISH-to-Nissl214

and ATAC-to-ST alignment and for the Xenium breast-cancer ST-to-ST example in which automatic initialization was less215

reliable.216

Shared-structure-centroid pre-alignment. For cross-sample spatial transcriptomics alignment, jointly inferred spatial-structure217

labels provide direct correspondence between the query and reference samples. Let z ∈ {qry, ref} denote the dataset role. For218

observation i in dataset z, let qz
i ∈ R2 denote its two-dimensional spatial coordinate and czi its spatial-structure label. Let219

Rshared denote the set of structure labels represented in both datasets.220

For structure r ∈ Rshared, its centroid in dataset z is defined as221

µz
r =

1

nz
r

∑
i:czi=r

qz
i ,222

where nz
r is the number of observations assigned to structure r in dataset z, and µz

r ∈ R2 is their mean spatial position.223

A weighted global alignment is estimated from the corresponding query and reference structure centroids by extending224

the standard least-squares similarity-alignment formulation:225

(ŝ, R̂, t̂) = arg min
s>0, R∈SO(2),

t∈R2

∑
r∈Rshared

ωr

∥∥sRµqry
r + t− µref

r

∥∥2
2
.226

Here, s > 0 is the global scaling factor, R is a two-dimensional rotation matrix, and t ∈ R2 shifts the query coordinates227

horizontally and vertically. Reflection is excluded. The notation ∥ · ∥2 denotes Euclidean distance, and the hats indicate the228

estimated transformation parameters.229

The weight assigned to structure r is230

ωr =
min

(
nqry
r , nref

r

)∑
r′∈Rshared

min
(
nqry
r′ , nref

r′
) .231

Thus, structures supported by more observations contribute more strongly, while a structure that is large in only one dataset232

cannot dominate the transformation. The weights are normalized to sum to one. The estimated rotation, scaling and shifting233

are subsequently applied to all query observations, including those not used to calculate the shared-structure centroids.234

Whole-tissue-mask-overlap pre-alignment. When direct correspondence between individual spatial structures is unavailable235

but reliable whole-tissue supports can be constructed, spAlignDE estimates the global pre-alignment by maximizing the236

overlap between the query and reference tissue masks. This strategy was used for automatic ST-to-atlas alignment, where the237

overall tissue boundaries are comparable even before individual transcriptomic and anatomical structures have been paired.238
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For the atlas reference, the whole-tissue mask consists of all non-background pixels in the selected atlas annotation section.239

For the ST query, spatial observations are rasterized onto the atlas pixel grid. Morphological closing connects nearby occupied240

pixels and removes small gaps caused by sparse spatial sampling, followed by dilation to produce a continuous query-tissue241

support. This yields a binary reference mask Mref
tissue and a transformed query mask Mqry

tissue(s, θ) on the same raster domain242

Ω, where s and θ denote the candidate scaling factor and rotation angle, respectively.243

The overlap of the two masks is measured using intersection over union,244

IoU(s, θ) =

∣∣Mqry
tissue(s, θ) ∩Mref

tissue

∣∣∣∣Mqry
tissue(s, θ) ∪Mref

tissue

∣∣ ,245

where | · | denotes the number of foreground pixels. IoU ranges from zero, indicating no tissue overlap, to one, indicating246

identical tissue supports.247

To initialize the search, an ellipse is fitted to the largest outer contour of each tissue mask. The fitted tissue centers248

determine the horizontal and vertical shifting, whereas the ratio of the longer ellipse axes provides an initial scaling factor.249

Candidate rotations and scaling factors are then evaluated by transforming the query coordinates, reconstructing the query-250

tissue mask, and calculating its IoU with the atlas mask. In the reported analyses, rotations were evaluated over the full251

360◦ range at 1◦ intervals, and five scaling factors were evaluated within ±5% of the initial estimate. Reflection was not252

considered.253

The candidate producing the largest IoU was retained as the global pre-alignment. Its rotation, scaling and shifting were254

applied to all query observations, including observations not required for tissue-mask construction. This procedure establishes255

approximate whole-tissue correspondence without requiring prior matches between individual ST structures and atlas regions.256

Structure pairing and S-LDDMM subsequently refine the internal anatomical correspondence.257

Interactive manual pre-alignment. When reliable shared-structure centroids or comparable whole-tissue masks are unavailable,258

spAlignDE provides an interactive tool for manual global pre-alignment. A live overlay of the query and reference datasets259

allows users to adjust scaling, rotation, and horizontal and vertical shifting until the overall tissue boundaries and recognizable260

anatomical landmarks are approximately aligned (Supplementary Fig. S1).261

The selected parameters are saved and applied consistently to all query coordinates and query-derived spatial structures,262

allowing the same initialization to be reproduced in subsequent analyses. This step specifies only the approximate global263

position of the query tissue. It does not define structure correspondences or estimate local anatomical deformation. By264

reducing large global differences before structure pairing, it makes overlap-based quantities such as Dice similarity and265

IoU more informative and provides a stable initialization for S-LDDMM, which subsequently estimates the finer affine–266

diffeomorphic alignment [11–13]. In this study, interactive manual pre-alignment was used for MERFISH-to-Nissl and spatial267

ATAC-to-ST alignment and for the Xenium breast-cancer ST-to-ST example. The Xenium-to-H&E analysis instead used268

automatic whole-tissue-mask-overlap pre-alignment.269

For the reported breast-cancer alignment, the Replicate-2 query initialization used scale 1.0, rotation 2◦, and translation270

(−250, 1750). For ATAC-to-ST alignment, the ST reference used scale 1.0 and rotation −125◦, whereas the ATAC query271

used scale 1.6, rotation −90◦, and translation (−2600,−3300). The left half of the ST reference was retained at the median272

x-coordinate, and the common raster used scale 0.25 with ten-pixel padding. The MERFISH-to-Nissl initialization used scale273

0.0651186, rotation −12.7545◦, and translation (−32.5316, 88.3956) in histology feature-grid coordinates.274

S2.3.2 Structure-mask construction Following global pre-alignment, all query and reference structures were represented275

on a common two-dimensional raster grid. For each structure r in dataset z, spAlignDE constructed a binary mask Mz
r , in276

which foreground pixels represent the spatial region occupied by that structure and background pixels represent the remaining277

field of view. Separate procedures were used for structures represented by discrete spatial observations and structures already278

represented as labeled image regions.279

Structure-wise filtering of point-based spatial data. For spatial transcriptomics and spatial ATAC-seq, each structure initially280

consists of a set of observations (cells, spots, or bins) with the same structure label. Because isolated observations may281

generate artificial mask islands or substantially enlarge the inferred boundary, local spatial density was evaluated separately282

within each structure. For observation i, a local-spacing statistic was calculated as the mean distance to its k nearest neighbors283

carrying the same structure label,284

di =
1

k

∑
j∈Nk(i)

∥qi − qj∥2 ,285

where qi is the pre-aligned coordinate of observation i and Nk(i) denotes its within-structure nearest neighbors.286

The distribution of di was summarized using its median and median absolute deviation (MAD). Observations satisfying287

di ≤ median(d) + α MAD(d)288
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were retained for mask construction, where α controls the degree of filtering. When the MAD was zero, an upper quantile of the289

local-spacing distribution was used instead. Structures containing too few observations for reliable neighborhood estimation290

were retained without filtering.291

Filtering strength was adapted to structure size. A robust spatial extent was estimated from the central coordinate range292

of each structure, reducing the influence of isolated points. Structures below a modality-specific extent quantile were treated293

as spatially detailed structures and processed using settings that preserve narrow regions and fine boundaries. Optional grid-294

based thinning retained one locally representative observation within each occupied grid cell, thereby reducing oversampling295

in densely populated regions without changing the overall spatial coverage. Observations excluded during these steps were296

omitted only from mask construction; they remained in the original dataset and received the final estimated transformation.297

For spatial ATAC-to-ST alignment, local-density statistics were additionally used to distinguish slender structures from298

broader structures. Structures with a comparatively high fraction of locally isolated observations were assigned a slender-299

mask profile with weaker smoothing and boundary refinement. This classification did not alter the structure labels or remove300

observations from the final aligned dataset.301

Rasterization and adaptive spatial smoothing. Let Π(qi) denote the pixel corresponding to coordinate qi on the common302

grid Ω. The initial occupancy image for structure r was defined as303

Hz
r (u) =

∑
i:czi=r

1{Π(qz
i ) = u} , u ∈ Ω,304

where czi is the structure label of observation i. Because the observations provide discrete samples of an underlying tissue305

region, the occupancy image was convolved with a Gaussian kernel. The smoothing bandwidth was adapted to the median306

within-structure point spacing,307

σz
r = clip

(
γ mediani di,(4), σmin, σmax

)
,308

where di,(4) is the distance from observation i to its fourth nearest within-structure neighbor, γ is a scale factor, and σmin309

and σmax prevent excessive under- or over-smoothing. The smoothed occupancy image was normalized by its maximum and310

thresholded to obtain an initial binary mask. Detailed or slender structures used a smaller smoothing range and a more311

restrictive threshold than broader structures to reduce unintended merging of nearby anatomical regions.312

Morphological and connected-component refinement. Initial masks were refined using standard binary morphological opera-313

tions. Closing connected small gaps and discontinuities, whereas opening removed isolated boundary noise. Internal holes were314

optionally filled, and Gaussian boundary smoothing reduced pixel-scale irregularities. Components smaller than a modality-315

specific area threshold were removed. When a mask remained highly fragmented, connected components were ranked by area316

and only the largest components accounting for a predefined fraction of the total mask area were retained. Different refine-317

ment profiles were used for broad and spatially detailed structures so that narrow anatomical features were not eliminated318

by aggressive smoothing or component removal.319

Masks derived from histology and anatomical labels. Histology and atlas structures were already defined on image grids320

and therefore did not require point rasterization. Given a label image Λz and a set of labels Az
r defining structure r, the321

corresponding mask was constructed as322

Mz
r (u) = 1 {Λz(u) ∈ Az

r} .323

For histological images, small labeled regions were removed before mask construction, after which closing, opening, hole filling324

and boundary smoothing were applied. Small disconnected islands were removed relative to the area of the largest connected325

component. For anatomical atlases, one mask could contain either a single annotation label or the union of multiple descendant326

labels selected from the anatomical hierarchy. Atlas boundaries were otherwise retained directly from the annotation image.327

The resulting masks provide a common representation of structure location, extent and boundary geometry across all328

modalities. They were used only for structure-pair scoring and for constructing the matched channels supplied to S-LDDMM;329

the final estimated transformation was applied to every observation in the original query dataset.330

S2.4 Automatic structure-pairing metrics and modality-specific settings331

For cross-modality structure pairing, let Mqry
i and Mref

j denote the processed binary masks of query structure i and332

reference structure j, respectively. spAlignDE evaluates each candidate using five possible similarity components, C =333

{Dice, SDF,Ch, area, thick}. Each component C
(m)
ij lies in [0, 1], with larger values indicating stronger correspondence. The334

modality-specific composite score is335

Scomp
ij =

∑
m∈C

wmC
(m)
ij , wm ≥ 0,

∑
m∈C

wm = 1.336

Components that are not used for a modality pair have weight zero. Throughout this subsection, d(u,A) denotes the shortest337

Euclidean distance from raster location u to set A, and ϵ > 0 is a small constant that prevents numerical instability when338

an area or thickness estimate approaches zero.339
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Dice overlap. The Dice coefficient measures the direct spatial overlap between two binary structure masks:340

CDice
ij =

2|Mqry
i ∩Mref

j |
|Mqry

i |+ |Mref
j |

.341

It ranges from zero to one, with one indicating identical masks and zero indicating no spatial overlap. Dice similarity342

provides an intuitive measure of whether two structures occupy the same spatial region. Because it depends directly on mask343

intersection, it is most informative after the datasets have undergone a reasonable global pre-alignment.344

Signed-distance-field agreement. Binary-mask overlap alone does not indicate how far non-overlapping boundaries are sep-345

arated or whether two structures have similar surrounding geometry. For structure-pair evaluation, spAlignDE defines the346

signed distance field347

ϕpair(M)(u) = d(u,Mc)− d(u,M) ,348

where Mc is the mask complement. Under this convention, ϕpair is positive for locations inside the mask and negative for349

locations outside the mask, with its magnitude reflecting distance from the mask interface.350

The union of the two boundary bands with half-width hSDF > 0 is351

Bij(hSDF) =
{
u : |ϕpair(Mqry

i )(u)| ≤ hSDF or |ϕpair(Mref
j )(u)| ≤ hSDF

}
.352

Signed-distance-field agreement is defined as353

CSDF
ij =

1 + corru∈Bij(hSDF)

[
ϕpair (Mqry

i ) (u), ϕpair

(
Mref

j

)
(u)
]

2
.354

The affine transformation (1+ ρ)/2 maps the boundary-band correlation ρ ∈ [−1, 1] to [0, 1]. If the band contains fewer than355

10 raster locations or either signed-distance vector has zero variance, the implementation assigns zero similarity. Restricting356

the calculation to the boundary bands prevents distant interior and background locations from dominating the correlation.357

A smaller hSDF emphasizes local boundary geometry, whereas a larger value incorporates broader interior and exterior shape358

information.359

Chamfer boundary similarity. The bidirectional Chamfer distance measures the average nearest-neighbor separation between360

the two structure boundaries. Let ∂M denote the set of boundary pixels of mask M. The distance is361

dCh
ij =

1

2

 1

|∂Mqry
i |

∑
x∈∂Mqry

i

d(x, ∂Mref
j ) +

1

|∂Mref
j |

∑
y∈∂Mref

j

d(y, ∂Mqry
i )

 .362

Using both directions prevents the comparison from depending on which mask is designated as the query or reference and363

penalizes cases in which one boundary covers only a subset of the other. The distance is converted into a similarity by364

CCh
ij = exp

(
−dCh

ij /τCh

)
,365

where τCh > 0 is a decay scale in pairing-raster units. Increasing τCh makes the similarity more tolerant of boundary dis-366

placement, whereas decreasing it makes the boundary comparison stricter. This transformation maps non-negative distances367

to (0, 1].368

Area similarity. Area similarity evaluates whether the two masks have comparable spatial extents:369

Carea
ij = exp

[
−

∣∣∣∣∣log |Mqry
i |+ ϵ

|Mref
j |+ ϵ

∣∣∣∣∣
]
.370

This symmetric measure equals one when the masks have equal area and decreases as their relative sizes diverge. Unlike371

Dice similarity, area similarity does not require direct spatial overlap. It therefore prevents a small structure from being372

paired with a substantially larger structure solely because their boundaries or centroids are partially aligned.373

Thickness consistency. For thin or layer-like anatomical structures, similar area and boundary placement do not necessarily374

imply similar width. spAlignDE summarizes characteristic thickness using the within-mask Euclidean distance transform:375

Tq(M) = Qq {d(u,Mc) : u ∈ M} ,376

where d(u,Mc) is the Euclidean distance from an interior raster location to the nearest location outside the mask. Thickness377

consistency is378

Cthick
ij = exp

[
−

∣∣∣∣∣log Tq(Mqry
i ) + ϵ

Tq(Mref
j ) + ϵ

∣∣∣∣∣
]
.379

This similarity equals one for equal characteristic thickness and decreases when one structure is substantially wider or narrower380

than the other. The atlas–ST workflow uses q = 0.75, which is less sensitive than the maximum to isolated thick locations381

while representing the wider support of a structure more strongly than the median.382
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Average symmetric surface distance for quality control. Average symmetric surface distance (ASD) is retained as a raw383

boundary-distance quality-control measure. Let384

ni = |∂Mqry
i |, nj = |∂Mref

j |.385

The ASD is386

dASD
ij =

∑
x∈∂Mqry

i

d(x, ∂Mref
j ) +

∑
y∈∂Mref

j

d(y, ∂Mqry
i )

ni + nj
.387

The bidirectional Chamfer distance assigns equal weight to the two directed mean distances, whereas ASD pools all directed388

boundary distances and therefore weights the two directions according to their numbers of boundary pixels. They are identical389

when the masks have equal numbers of boundary pixels and are generally strongly related when their boundary lengths are390

similar. To avoid including two highly overlapping boundary-distance similarities in the composite score, spAlignDE uses391

only CCh
ij as a weighted component. The raw dASD

ij , which remains in pairing-raster units and is not normalized to [0, 1], is392

used only as an absolute QC threshold for histology–ST and atlas–ST pairing.393

Modality-specific score composition and acceptance criteria. All reported pairing scores used non-negative weights that sum to394

one. The SDF band half-width was hSDF = 20 pairing-raster units in all three cross-modality workflows. Distance-dependent395

parameters and ASD thresholds are expressed in the corresponding pairing-raster units and should be rescaled if the raster396

resolution is changed.397

Histology–ST. The histology–ST composite score was398

Shist
ij = 0.20CSDF

ij + 0.40CCh
ij + 0.15CDice

ij + 0.25Carea
ij ,399

with τCh = 30. The relatively high Chamfer weight emphasizes boundary agreement between the histology- and ST-derived400

structures, whereas the raw ASD provides an independent absolute-distance check. Candidate masks were required to intersect401

by at least 20 raster locations before full scoring. A candidate was accepted when Shist
ij ≥ 0.40 and dASD

ij ≤ 30. No additional402

soft penalty was applied, so the final pairing score equaled the composite score.403

ATAC–ST. The ATAC–ST composite score was404

SATAC
ij = 0.35CSDF

ij + 0.25CCh
ij + 0.10CDice

ij + 0.30Carea
ij ,405

with τCh = 30. A soft boundary-distance gate was defined as406

GCh
ij =

[
1 + exp

(
dCh
ij − 16

6

)]−1

, Sfinal
ij = SATAC

ij

(
0.5 + 0.5GCh

ij

)
.407

Here, 16 is the center of the logistic boundary-distance penalty and 6 controls the smoothness of its transition, both in408

pairing-raster units. Thus, candidates with larger boundary separation were downweighted smoothly without being reduced409

below one half of their composite score by this gate alone. Candidates were accepted when Sfinal
ij ≥ 0.21 and CDice

ij ≥ 0.01.410

Atlas–ST. The atlas–ST composite score was411

Satlas
ij = 0.05CSDF

ij + 0.05CCh
ij + 0.20CDice

ij + 0.50Carea
ij + 0.20Cthick

ij ,412

with τCh = 25 and thickness quantile q = 0.75. To reduce the scores of candidates with weak overlap, SDF agreement or413

thickness consistency, define414

g(x; t) =

{
1, x ≥ t,

max(x/t, 0.45), x < t.
415

Here, x is the corresponding component similarity, t is its soft threshold, and 0.45 is the minimum component-level penalty416

factor.417

The atlas soft-gate factor and final score were418

Gatlas
ij = max

{
g(CDice

ij ; 0.25)g(CSDF
ij ; 0.55)

[
g(Cthick

ij ; 0.65)
]1.2

, 0.45
}
, Sfinal

ij = Satlas
ij Gatlas

ij .419

The thresholds 0.25, 0.55 and 0.65 apply to Dice, SDF and thickness similarity, respectively. The exponent 1.2 places additional420

emphasis on insufficient thickness agreement, and the outer maximum limits the overall soft-gate factor to a minimum of421

0.45. Candidates were accepted when Sfinal
ij ≥ 0.50 and dASD

ij ≤ 50. After thresholding, candidates were ranked by their final422

pairing scores and selected greedily subject to one-to-one, non-overlapping structure use.423
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S2.5 Interactive cross-modality structure pairing424

spAlignDE Structure Pair was implemented as a Streamlit interface with side-by-side query and reference panels (Supple-425

mentary Fig. S2). The interface accepts either a spatial point table in comma-separated format or a two-dimensional NumPy426

label image. For a point table, users specify the two coordinate columns and a cluster or structure-label column. In a label427

image, numeric values identify structures, whereas NaN and −1 represent background. The interface provides native support428

for the Allen CCF atlas. Users supply the Allen CCF 2022 annotation volume as an external input, after which the atlas429

slice and display orientation can be selected directly within the interface.430

Point tables and label images can be rotated within the interface. For an anatomical atlas, users select the two-dimensional431

reference slice and can independently reverse its horizontal and vertical orientations. These display settings are stored in the432

exported correspondence table so that the selected structures can subsequently be reconstructed in the same coordinate433

configuration.434

Each panel provides separate navigation and structure-selection modes. Selecting a point-table cluster, image label or atlas435

label activates the complete structure rather than only the clicked location. Multiple primitive structures can be combined into436

a named custom structure. In flexible-reuse mode, a primitive structure can contribute to more than one custom structure.437

In exclusive-assignment mode, a primitive structure that has already been assigned cannot be included in another custom438

structure. These options support both overlapping anatomical hypotheses during exploratory pairing and disjoint structure439

definitions when exclusive correspondences are required.440

Users organize the selected query and reference structures into correspondence groups. Within each group, all selected441

primitive query structures are combined by pixelwise union, and all selected primitive reference structures are combined in442

the same way. The two resulting grouped masks define one query–reference correspondence. A group can therefore represent443

one-to-one, many-to-one, one-to-many or many-to-many relationships between primitive structures.444

When multiple structures are selected on both sides, the exported table contains their pairwise row combinations under445

a shared group id. Downstream processing treats all rows with the same group id as one grouped correspondence rather446

than as independent pairwise channels. Thus, the correspondence group, rather than each individual exported row, is the447

unit supplied to alignment.448

For each saved group, the exported comma-separated file records the query and reference dataset identities and input449

types, primitive and custom structure identifiers, the primitive labels included in each custom structure, the custom-structure450

reuse mode, point, pixel or voxel counts when applicable, and the display-orientation settings. In the reported ST-to-atlas451

workflow, primitive ST cluster identifiers and atlas annotation identifiers sharing the same group id were de-duplicated452

and combined to construct the grouped query and reference masks. Groups lacking a non-empty mask on either side were453

discarded.454

The retained grouped masks were converted into corresponding signed-distance-transform channels. Automatic structure-455

pair discovery was skipped, but all subsequent multichannel construction and S-LDDMM optimization steps were identical456

to those used for automatically identified pairs. The resulting channels were used for the final high-resolution S-LDDMM457

alignment.458

S2.6 Construction of multichannel structural inputs for S-LDDMM459

Following global pre-alignment, spAlignDE converts the query and reference structures into image-like inputs defined on the460

same regular two-dimensional pixel grid. The two inputs have the same spatial dimensions and channel order, so that corre-461

sponding pixels and channels represent comparable spatial information. Three types of structural channels are constructed.462

Shared-structure-composition channels, optionally augmented by a cell-density channel for single-cell datasets, are used for463

cross-sample spatial transcriptomics alignment, whereas paired signed-distance-transform channels are used for cross-modality464

alignment. No density channel contributed to transformation estimation for the spot-based ST analysis.465

Common raster domain and input-grid resolution. For cross-sample alignment, the raster domain was constructed after global466

pre-alignment from the pooled query and reference coordinates. Let xmin, xmax, ymin and ymax denote the coordinate extrema467

across both datasets, let (cx, cy) denote the center of this joint bounding box and let468

L = max (xmax − xmin, ymax − ymin) .469

A square domain centered at (cx, cy), with side length ηL, was used, where η > 1 is a margin-expansion factor. Given input-470

grid spacing ∆, the grid coordinates were generated at intervals of ∆ along both axes. The resulting number of grid locations471

along each axis was therefore approximately472

Nx = Ny =

⌈
ηL

∆

⌉
+ 1,473

up to endpoint rounding. Thus, the raster dimensions were determined by the spatial extent and grid spacing, rather than474

by a prescribed number of pixels or a fixed ratio to the number of cells or spots. Smaller values of ∆ preserve finer spatial475

detail but increase memory and computation, whereas larger values produce a coarser and less expensive representation.476

The reported cross-sample workflows used η = 1.05, ∆ = 30 in the coordinate units supplied after any workflow-specific477

coordinate scaling and Gaussian smoothing with a standard deviation of one raster pixel.478
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Shared-structure-composition channels. For cross-sample spatial transcriptomics alignment, each jointly identified spatial479

structure that is present in both datasets defines one corresponding channel. The cells or spots assigned to a structure are480

first counted according to their positions on the pixel grid. The resulting count map is spatially smoothed so that nearby481

observations form a continuous field rather than isolated occupied pixels. This reduces sensitivity to irregular sampling and482

to small differences in cell or spot positions between sections.483

At each pixel, the smoothed count for a structure is divided by the total smoothed count across all shared structures. Each484

resulting channel therefore represents the local proportion of observations assigned to one spatial structure. Corresponding485

structures occupy the same channel in the query and reference inputs. This local normalization reduces the influence of486

differences in sampling density while preserving the relative spatial organization of the shared structures. Structures absent487

from either dataset are excluded.488

Cell-density channel. The structure-composition channels primarily describe the relative mixture of spatial structures and489

intentionally remove information about the total number of nearby cells. Consequently, regions with similar structure compo-490

sition can have similar channel values even when one is densely populated and the other contains only weak cellular support.491

spAlignDE can therefore include an additional cell-density channel for single-cell cross-sample alignment when local cell492

density provides informative spatial support. No spot-density information contributed to transformation estimation in the493

reported spot-based Visium analysis because the limited number of spots did not support a sufficiently continuous density494

field.495

The cell-density channel is calculated by summing the smoothed cell-count maps across all shared structures. The resulting496

density is log-transformed to limit the influence of unusually dense regions and normalized using the pooled query and reference497

cell-density distribution. Specifically, the pooled 99th percentile is used as the common scaling value, after which values are498

restricted to the range from zero to one. When enabled, the cell-density channel is appended to the structure-composition499

channels. Fixed weights control the relative contributions of spatial-structure composition and cell density during alignment.500

Paired signed-distance-transform channels. For cross-modality alignment, each accepted query–reference structure pair defines501

one corresponding channel. The binary mask on each side of the pair is converted into a signed-distance-transform (SDT)502

field, which records the distance of every pixel from the structure boundary [14]. Values are positive inside the structure, zero503

at its boundary and negative outside. Compared with a binary mask, the SDT provides graded spatial information on both504

sides of the boundary and remains informative when the paired structures do not overlap perfectly after global pre-alignment.505

Each SDT field is spatially smoothed to reduce small boundary irregularities. Distances beyond a specified range are506

truncated and the remaining values are normalized to the range from −1 to 1, preventing distant interior or background507

regions from dominating the alignment. Query and reference channels are arranged according to the same accepted-pair order.508

Optional pair-specific weights balance the contributions of structures with different spatial support. A whole-tissue support509

channel can additionally be appended when the overall tissue outline provides useful alignment information.510

Assembly and use in S-LDDMM. For cross-sample alignment, the shared-structure-composition channels and, when enabled,511

the cell-density channel are concatenated to form the query and reference multichannel inputs. For cross-modality alignment,512

the corresponding SDT channels, together with any optional whole-tissue support channel, form the multichannel inputs.513

These fields are used only to estimate the S-LDDMM transformation and do not replace or aggregate the original observations.514

After optimization, the estimated transformation is applied directly to the original query cells, spots, image positions or atlas515

coordinates.516

S2.7 Mathematical formulation and optimization of S-LDDMM517

After global pre-alignment and construction of the multichannel structural inputs, spAlignDE estimates an affine–diffeomorphic518

transformation within the pre-aligned coordinate system. Let Ω ⊂ R2 denote the common pixel domain and C the number519

of structural channels. The fixed query and reference fields are functions520

F qry, F ref : Ω → RC .521

They have the same spatial dimensions and channel order, with each channel representing corresponding structural informa-522

tion. A spatial location is denoted by x ∈ Ω.523

Affine–diffeomorphic transformation. The transformation estimated by S-LDDMM is524

TS-LDDMM(x) = A(ϕ1(x)) ,525

where ϕ1 is the endpoint of a diffeomorphic flow and A is an affine map,526

A(x) = BAx+ bA.527
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Here, BA ∈ R2×2 is an invertible linear-transformation matrix and bA ∈ R2 is a shifting vector. The matrix BA can represent528

rotation, scaling and shear, whereas bA represents horizontal and vertical shifting.529

The affine component is part of the S-LDDMM model and is distinct from the global pre-alignment Tpre. Because major530

differences in tissue position, orientation and size have already been addressed by global pre-alignment, the affine component531

is initialized as the identity transformation:532

BA = I2, bA = 0,533

where I2 is the 2× 2 identity matrix. The affine component can subsequently correct broad spatial discrepancies that remain534

within the pre-aligned coordinate system.535

Geodesic shooting. The diffeomorphic component is generated by a smooth time-dependent velocity field536

vt : R2 → R2, t ∈ [0, 1],537

through the flow equation [11, 15]538

∂

∂t
ϕt(x) = vt(ϕt(x)) , ϕ0(x) = x.539

Here, ϕt : R2 → R2 is the transformation at time t, ϕ0 is the identity transformation and ϕ1 is the final diffeomorphic540

deformation.541

Under the shooting formulation, the complete trajectory is determined by an initial momentum field542

m0 : Ωv → R2,543

where Ωv ⊂ R2 is the velocity-field domain. At time t, the momentum and velocity fields satisfy544

mt = Lvt, vt = Kmt, K = L−1.545

The operator L defines the smoothness metric on the velocity field, whereas K converts momentum into a smooth velocity546

field.547

In the implementation, K is applied in the Fourier domain using the discrete counterpart of548

L =
(
Id− a2∇2

)2p
,549

where Id is the identity operator, ∇2 is the spatial Laplacian, a > 0 is the smoothing scale and p > 0 is the operator550

power. Larger values of a couple motion over a broader spatial range, whereas larger values of p impose higher-order spatial551

smoothing.552

The momentum evolves according to the geodesic equation553

∂mt

∂t
+ (∇mt)vt + (∇vt)

Tmt +mt ∇·vt = 0,554

where ∇mt and ∇vt are the spatial Jacobian matrices and ∇·vt is the divergence of the velocity field. Starting from m0,555

this equation is integrated forward together with the flow equation to obtain mt, vt and ϕt.556

The velocity domain is constructed from the spatial extent of the query field. For spatial axis d ∈ {1, 2}, let ld and ud557

denote the lower and upper coordinate limits, respectively. Its center and half-width are558

cd =
ld + ud

2
, rd =

ud − ld
2

.559

The velocity domain is560

Ωv =

2∏
d=1

[cd − ρvrd, cd + ρvrd] ,561

where ρv ≥ 1 is the velocity-domain expansion factor. The expanded domain reduces boundary effects when the smoothing562

operator is applied using Fourier transforms.563

The velocity field is represented on a regular grid with spacing ∆v,d > 0 along axis d. The trajectory is integrated using564

nt ∈ N equal time steps of length565

∆t =
1

nt
.566

Smaller velocity-grid spacing provides a more spatially detailed deformation field, whereas larger nt improves numerical567

integration accuracy at additional computational cost.568
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Inverse warping of the query field. Because TS-LDDMM maps query coordinates into the reference coordinate system, image569

matching is evaluated by inverse warping. For each x ∈ Ω, the warped query field is570

F̃ qry(x) = F qry
[
ϕ−1
1

(
A−1(x)

)]
.571

Thus, each reference-grid location is mapped back through the inverse affine and diffeomorphic transformations to the572

corresponding position in the query field. The query-channel values at that position are obtained by spatial interpolation.573

Probabilistic multichannel matching with missing-data components. Not every location in Ω provides reliable correspondence574

information. Non-overlapping tissue, missing regions, modality-specific structures and local acquisition artifacts may pro-575

duce signals that should not strongly influence the estimated transformation. To accommodate these locations, spAlignDE576

adapts the probabilistic missing-data registration framework of Tward et al. [16] to multichannel structural fields, using an577

expectation–maximization mixture with one matched component and two unmatched appearance components.578

Differences in channel amplitude and baseline intensity are accommodated by a linear channel mapping with an intercept,579

G(f) = bG +BGf ,580

where G : RC → RC , BG ∈ RC×C is the channel-mapping matrix and bG ∈ RC is the channel-specific intercept vector. This581

mapping changes only the channel values and does not alter spatial coordinates.582

At each reference-grid location, the reference field is modeled using one matched component, denoted by M , and two583

unmatched appearance components, denoted by U1 and U2:584

F ref(x) ∼ πMN
[
G
(
F̃ qry(x)

)
, σ2

MIC

]
+ πU1N

(
µU1

, σ2
U1
IC
)
+ πU2N

(
µU2

, σ2
U2
IC
)
.

585

Here, N (µ, Σ) denotes a C-dimensional Gaussian distribution with mean µ and covariance matrix Σ, and IC is the C × C586

identity matrix. The vectors587

µU1
,µU2

∈ RC
588

represent the mean channel profiles of the unmatched components. The positive parameters589

σM , σU1
, σU2

> 0590

control the variability accommodated by the matched and unmatched components.591

The mixture proportions satisfy592

πM , πU1 , πU2 ≥ 0, πM + πU1 + πU2 = 1.593

The posterior probabilities of the three components define the spatial weights594

WM (x), WU1(x), WU2(x) ∈ [0, 1],595

which satisfy596

WM (x) +WU1
(x) +WU2

(x) = 1597

at every x ∈ Ω. Locations with consistent query–reference structural information receive a high matched-component weight598

WM (x), whereas locations representing missing tissue, weak overlap or modality-specific information can be assigned to an599

unmatched component.600

Given the current matched-component weights, the channel mapping is estimated by weighted ridge regression:601

(b̂G, B̂G) = argmin
bG,BG

∑
x∈Ω

WM (x)
∥∥∥bG +BGF̃

qry(x)− F ref(x)
∥∥∥2
2

+ λG

(
∥BG∥2F + ∥bG∥22

)
,

602

where λG ≥ 0 is the ridge-stabilization parameter, ∥ · ∥2 is the Euclidean norm and ∥ · ∥F is the Frobenius norm.603

The resulting multichannel matching term is604

Ematch =
1

2σ2
M

∑
x∈Ω

WM (x)
∥∥∥G (F̃ qry(x)

)
− F ref(x)

∥∥∥2
2
.605

Locations supported by both datasets therefore contribute strongly to transformation estimation, whereas poorly matched606

locations are downweighted rather than forcing unsupported local deformation. Smaller values of σM impose a stronger607

penalty for disagreement within the matched component.608
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Deformation regularization. The complete S-LDDMM objective balances multichannel structural agreement and deformation609

regularity:610

E = Ematch + Ereg.611

The deformation-regularization term is the LDDMM kinetic energy:612

Ereg =
1

2σ2
R

∫ 1

0

⟨mt,vt⟩Ωv
dt,613

where614

⟨mt,vt⟩Ωv
=

∫
Ωv

mt(x)
Tvt(x) dx.615

The parameter σR > 0 controls the balance between multichannel matching and deformation regularity. Smaller values impose616

stronger regularization, whereas larger values permit greater deformation when supported by the matched structural fields.617

Alternating optimization. The affine parameters BA and bA, together with the initial momentum field m0, are estimated618

by gradient-based minimization of E . The affine map is initialized using BA = I2 and bA = 0, and the initial momentum is619

initialized as the zero vector field unless an estimate from a preceding alignment stage is supplied.620

When enabled, an initial affine-only optimization stage corrects broad differences that remain after global pre-alignment.621

Optimization of m0 then begins, and the affine learning rate can be reduced so that subsequent local refinement is driven622

primarily by the diffeomorphic component. Momentum-gradient clipping and learning-rate decay can be used to stabilize623

optimization.624

The channel mapping and spatial correspondence weights are updated alternately with the transformation parameters.625

Given the current transformation andWM , G is refitted by weighted ridge regression. After an initial warm-up period, the mix-626

ture proportions, unmatched-component means and posterior weights are periodically updated by expectation–maximization.627

The current transformation therefore determines which locations provide consistent correspondence, and the resulting corre-628

spondence weights determine how strongly those locations influence subsequent transformation updates. The channel-mapping629

ridge constant was λG = 0.1. The matched and two unmatched spatial mixture-weight fields were initialized to 0.5, 0.4 and630

0.1, respectively. Expectation–maximization updates were performed every five iterations beginning at iteration 50.631

Composition with global pre-alignment. For an original query coordinate q ∈ R2, the globally pre-aligned coordinate is632

qpre = Tpre(q).633

The final aligned coordinate is634

qfinal = TS-LDDMM (qpre) = (A ◦ ϕ1 ◦ Tpre) (q),635

where ◦ denotes function composition. Therefore, the complete query-to-reference transformation is636

Tfinal = TS-LDDMM ◦ Tpre.637

The multichannel structural fields remain fixed during optimization and are used only to estimate this transformation.638

The complete transformation is finally applied to every original query observation, including cells, spots, image positions or639

atlas coordinates that were not directly used to construct the structural channels.640

Dataset-specific S-LDDMM settings for the reported alignments. For cross-sample alignment, the mouse-brain S2R3-to-S2R2641

fit used nt = 3, a = 300, p = 2, domain-expansion factor 2, velocity-grid spacing 100, 500 optimization iterations and642

momentum learning rate 2×103. All 19 aging-brain source-to-4.3-month fits used the same settings except that optimization643

was run for 800 iterations. For the kidney IL3-to-NL3 alignment, coordinates were multiplied by 50 internally and S-LDDMM644

used nt = 5, a = 500, p = 2, expansion factor 2, velocity-grid spacing 250, 5,000 iterations and momentum learning rate 50.645

The breast-cancer Replicate-2-to-Replicate-1 fit used nt = 3, a = 300, p = 2, expansion factor 2, velocity-grid spacing 100,646

500 iterations and momentum learning rate 4 × 103. All reported cross-sample structural fields used structure-composition647

weight 1. The cell-density channel weight was 1 for the mouse-brain and aging-brain cell-level analyses and 0 for the kidney648

and breast-cancer fits. All cross-sample S-LDDMM fits used float32 precision. The breast-cancer fit additionally used649

momentum-gradient clipping at 1,000.650

The reported Xenium-to-H&E alignment retained two matched structure pairs and used nt = 5, a = 60, p = 2, expansion651

factor 2, velocity-grid spacing 6 and 300 optimization iterations. The affine-linear, affine-translation and momentum learning652

rates were 5 × 10−9, 5 × 10−2 and 2 × 103, respectively; the whole-tissue channel received a weight factor of 1.6, and653

optimization used float64 precision. The reported MERFISH-to-Nissl alignment used three user-defined correspondence654

groups plus a whole-tissue channel. Equalized signed-distance inputs were clipped at 60 pixels, smoothed with σSDT = 0.9,655

normalized within a four-pixel boundary band and transformed using tanh(d/2). Area-based channel weights used exponent656

0.8 and range 0.5–2.5, the whole-tissue channel received a factor of 1.2 and the structural fields were evaluated at 0.6 times657
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the feature-grid resolution. S-LDDMM used nt = 5, a = 30, p = 2, expansion factor 2, velocity-grid spacing 6 and 1,000658

iterations. The affine-linear, affine-translation and momentum learning rates were 5×10−9, 5×10−2 and 2×103, respectively,659

and optimization used float32 precision.660

The reported ATAC-to-ST alignment retained eight matched structure pairs and used nt = 8, a = 100, p = 2, expansion661

factor 2, velocity-grid spacing 50 and 500 optimization iterations, with diffeomorphic optimization beginning at iteration 20.662

The affine-linear, affine-translation and momentum learning rates were 2×10−11, 2×10−5 and 103, respectively. Momentum-663

gradient clipping was 1.0, deformation regularization was 106, the matching scale was 0.5 and optimization used float64664

precision.665

S2.8 Stage-specific settings for coarse-to-fine ST and multiscale atlas alignment666

ST and atlas hierarchy levels. The automatic ST-to-atlas analyses used three nested ST structure resolutions. The hierarchy667

was constructed by Ward clustering of the finest-level structure-average expression profiles after retaining genes that explained668

80% of the cumulative expression variance, with at least 50 genes retained. For the primary S2R1 analysis, the three ST669

partitions contained 7, 16 and 25 structures, respectively. The corresponding partitions contained 7, 17 and 27 structures for670

S1R1 and 7, 14 and 21 structures for S3R1. The final partition in each analysis was the original refined BANKSY partition.671

Only the ST resolution changed across the three hierarchical stages. At every stage, the atlas search space included all672

hierarchy prefixes of depth 2 or greater that were represented in the selected Allen CCFv3 slice; no stage-specific atlas-depth673

restriction was applied. The prefixes represented hierarchy depths 2–10 in all three slices. This produced 227 hierarchy-prefix674

candidates for the S2R1 reference slice (z = 675), 204 for the S1R1 slice (z = 890) and 145 for the S3R1 slice (z = 485). Six675

additional cortical-layer candidates, corresponding to layers 1, 2/3, 4, 5, 6a and 6b, were available in each slice.676

Candidate-mask construction. At each stage, ST masks were reconstructed on the atlas raster from the currently transformed677

coordinates and the ST labels at the corresponding hierarchy level. Point densities were smoothed using an adaptive Gaussian678

bandwidth based on the fourth-nearest-neighbor distance. For normal structures, the bandwidth was scaled by 1.1 and679

restricted to 1.2–6.0 pixels; the normalized density was thresholded at 0.03, closed with a radius-10 disk, refined using closing680

and opening radii of 3 and 1, filled internally and filtered with a minimum connected-component size of 180 pixels. For681

structures classified as spatially detailed or thin, the bandwidth was scaled by 0.8 and restricted to 0.6–2.2 pixels; the density682

threshold was 0.11, the initial and refinement closing radii were both 1, no opening or hole filling was applied, and the683

minimum component size was 200 pixels.684

For an atlas hierarchy prefix p, let Lp denote the set of descendant annotation identifiers present in the selected slice. Its685

candidate mask was686

Mp(x) = ⊮{S(x) ∈ Lp} ,687

where S(x) is the Allen annotation identifier at pixel x. A cortical-layer mask was constructed analogously by taking the688

union of all slice labels whose anatomical names denoted the corresponding cortical layer. Atlas masks were generated directly689

from annotation-label unions and were not morphologically modified.690

The same candidate-screening rules were used at all stages. A candidate was required to overlap the ST mask by at least691

20 raster pixels. Hierarchy-prefix candidates were prescreened at Dice similarity 0.05, with the 30 highest-Dice candidates692

evaluated using the complete geometric score and at most 10 retained per ST structure. Cortical-layer candidates were693

prescreened at Dice similarity 0.03, with at most six retained per ST structure. Accepted pairs required a final gated score694

of at least 0.50 and an average symmetric surface distance no greater than 50 pixels. Layer correspondences were selected695

first; hierarchy-prefix pairs were then added greedily while preventing reuse of an ST structure or overlap between selected696

atlas-label sets.697

Stage-specific S-LDDMM settings. The first two ST hierarchy levels used standard signed-distance-transform inputs. ST698

and atlas masks were preprocessed with Gaussian smoothing parameters 1.4 and 0.4, respectively; the corresponding binary699

thresholds were 0.5, closing radii were 2 and 1, opening radii were 1 and 1, and minimum mask areas were 50 and 80 pixels.700

Signed distances were clipped at 60 pixels and smoothed with σSDT = 1.2. Channel weights used area exponent 0.9 and were701

restricted to 0.25–4.5. The structural fields were optimized at 0.3 times the atlas-raster resolution.702

For these two stages, S-LDDMM used five time steps, kernel parameters a = 500 and p = 2, and a domain-expansion703

factor of 2. The first and second hierarchy stages were optimized for 100 and 500 iterations, respectively, with diffeomorphic704

optimization beginning at iteration 100. The learning rates were 2× 10−8, 2× 10−1 and 2× 103 for the affine-linear, affine-705

translation and momentum parameters, respectively. The affine slowdown factor was 10, and the momentum learning rate706

was multiplied by 0.9995 with a lower bound of 200.707

The final hierarchical stage and all subsequent final-resolution refinement cycles used equalized signed-distance inputs.708

Distances were clipped at 4 pixels, smoothed with σSDT = 0.9, normalized within a four-pixel boundary band and transformed709

using tanh(d/2). Area-based channel weights used exponent 0.8 and were restricted to 0.5–2.5; the whole-tissue channel re-710

ceived an additional factor of 1.6. These fields were optimized at 0.6 times the atlas-raster resolution. S-LDDMM used five711

time steps, a = 200, p = 2, expansion factor 2 and grid step 50. The third hierarchy stage was optimized for 100 itera-712

tions, whereas each subsequent final-resolution continuation transformation was optimized for 200 iterations. Diffeomorphic713
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optimization was active from the first iteration for the third stage and continuation transformations. All other learning-714

rate parameters were unchanged. At every stage, the matched and unmatched component weights were updated every five715

iterations beginning at iteration 50, using mixture scales716

σM = 1, σU1 = 5, σU2 = 2.717

The deformation-regularization scale was σR = 5× 105.718

UI-guided atlas alignment settings. The reported UI-guided S2R1 atlas analysis used nine manually specified correspondence719

groups and automatic whole-tissue-mask pre-alignment. It used the same equalized signed-distance preprocessing, area-based720

channel weighting, whole-tissue channel factor and raster zoom as the automatic final-resolution stage. S-LDDMM used721

nt = 5, a = 200, p = 2, expansion factor 2, velocity-grid spacing 50 and 500 optimization iterations, with diffeomorphic722

optimization active from the first iteration. The affine-linear, affine-translation and momentum learning rates were 2× 10−8,723

2 × 10−1 and 2 × 103, respectively. The affine slowdown factor was 10, and the momentum learning rate was multiplied by724

0.9995 with a lower bound of 200. Matched and unmatched component weights were updated every five iterations beginning725

at iteration 50, using σM = 1, σU1
= 5 and σU2

= 2. The deformation-regularization scale was σR = 5 × 105. Optimization726

used float64 precision.727

Transformation composition and stopping rule. Within stage r, the forward S-LDDMM mapping was728

Tr = Ar ◦ ϕr,729

so that the diffeomorphic flow was applied before the residual affine transformation. Each stage transformation was applied730

immediately to all ST coordinates, and the transformed coordinates were used to reconstruct masks and identify pairs at the731

next stage. If C final-resolution refinement cycles were performed, the complete transformation was732

Ttotal = T cont
C ◦ · · · ◦ T cont

1 ◦ T3 ◦ T2 ◦ T1 ◦ Tpre,733

where the rightmost transformation was applied first.734

A maximum of ten additional final-resolution refinement cycles was allowed. In each cycle, pairs were identified before735

S-LDDMM, one complete 200-iteration transformation was estimated and applied, and pairs were identified again. If nbefore736

and nafter denote the accepted-pair counts before and after that transformation, iteration stopped when737

nafter − nbefore < 1.738

Thus, the implementation tested the accepted-pair count rather than equality of the pair identities. It also stopped without739

estimating a transformation if no pairs were available at the beginning of a cycle.740

For S2R1, the three hierarchy stages accepted 3, 8 and 16 pairs. Re-evaluation after the third-stage transformation yielded741

17 pairs. The first continuation cycle increased the accepted-pair count from 17 to 18, whereas the second retained 18 pairs and742

triggered stopping, yielding 18 final pairs. For S1R1, the three hierarchy stages accepted 3, 7 and 11 pairs. Re-evaluation after743

the third-stage transformation yielded 12 pairs, and the subsequent continuation retained 12 pairs and triggered stopping,744

yielding 12 final pairs. For S3R1, the three hierarchy stages accepted 4, 5 and 10 pairs. The first continuation increased the745

accepted-pair count from 10 to 11, whereas the second retained 11 pairs and triggered stopping, yielding 11 final pairs.746

S2.9 Comparator implementations747

General implementation protocol. Cross-sample comparators were implemented using their published workflows and, where748

available, the parameterization used by the SABench framework [17]. In every pairwise comparison, the query was designated749

as the moving sample and the reference as the alignment target. Original spatial coordinates were used unless a method-specific750

initialization is stated below. GPU-enabled methods were run as separate processes on one NVIDIA RTX PRO 6000 Blackwell751

Max-Q GPU; CPU preprocessing was performed on the workstation described in Methods 5.5.2. CODA used the GPU for752

SuperPoint/LightGlue feature matching and one CPU thread for its NumPy/SciPy global and local coordinate optimization.753

Fixed iteration schedules or the native stopping criteria of each implementation were used. A run was retained only when754

it terminated normally and produced the expected number of finite aligned coordinates. Compatibility patches addressed755

software-interface, device-selection or numerical-precision issues without altering the corresponding alignment objective.756

PASTE. PASTE 1.4.0 [18] was run using all shared input genes without external highly variable gene selection. Pairwise757

alignment used the default Kullback–Leibler expression dissimilarity, α = 0.1, norm=True and the POT Torch backend on758

CUDA, followed by stack slices pairwise to place the query in the reference coordinate system. For the mouse-brain759

comparison, the supplied query pre-alignment coordinates were used as initialization. Because PASTE constructs dense760

pairwise-distance and transport matrices, optimization was restricted to a reproducible random subset of at most 30,000761

observations per section using seed 0.762
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PASTE2. The PASTE2 partial-alignment objective [19] was evaluated through the maintained PASTE3 0.0.0 GPU backend.763

All shared genes were retained, and the final configuration used Kullback–Leibler dissimilarity, overlap fraction s = 0.8,764

α = 0.1, normalized spatial costs, float32 transport matrices, 100 partial-EMD dummy points, an EMD iteration limit of 107,765

and relative and absolute fused-Gromov–Wasserstein tolerances of 10−6. The optimization used at most 30,000 observations766

per section. Partial stacking produced the aligned fitting coordinates. For the aging-brain analysis, the affine representation of767

the resulting stacking transformation was recovered from the fitting subset and applied to all query cells, while the reference768

coordinates were retained unchanged.769

STAligner. STAligner 1.0.0 [20] was run on the complete sections. For each section, a radius-based spatial graph was770

constructed with cutoff 150, up to 5,000 highly variable genes were selected using the seurat v3 procedure, and expres-771

sion was normalized to 10,000 counts per observation and log transformed. The concatenated sections were trained with772

knn neigh=100, 600 epochs and pairwise order iter comb=[(1,0)] on CUDA. Louvain domains were identified from the773

STAligner embedding at resolution 0.2 using Scanpy random state 666. All detected domains were supplied to the ICP step,774

and the resulting ICP transformation was applied to the complete query section.775

GPSA. GPSA 0.6 [21] was run using at most 10,000 observations per section. Counts were normalized by library size,776

log transformed and reduced to at most 3,000 highly variable genes. Spatial coordinates were independently rescaled to777

[0, 10]2, and expression features were standardized within each view. The reference was assigned to view 0 and fixed using778

fixed view idx=0. Variational GPSA used an identity-fixed mean function, radial-basis-function warp and data kernels,779

data-based initialization, five Monte Carlo samples, 50 inducing locations for both the warp and data Gaussian processes,780

and Adam optimization with learning rate 10−2 for 3,000 epochs. The posterior common-coordinate means were retained781

as the aligned coordinates. All GPSA alignments included in the reported analyses completed successfully under this fixed782

configuration.783

SLAT. scSLAT 0.3.0 [22] was run on the complete sections. The two sections were joined using their shared genes, normalized784

by total counts, log transformed and scaled separately. The package’s DPCA representation was constructed in 50 dimensions;785

because the analyzed datasets contained fewer genes than the internal 12,000-gene cap, all available shared genes were retained.786

A 10-nearest-neighbor spatial graph was constructed for each section. SLAT was trained for six epochs with one LGCN787

layer, after which feature-based spatial matching was performed with reorder=False. A two-dimensional rigid rotation788

and translation were estimated by singular-value decomposition between query coordinates and their matched reference789

coordinates and applied to every query observation.790

STalign. STalign 1.0 [23] used spatial point-density images and therefore required neither expression normalization nor gene791

selection. Query and reference coordinates were rasterized using the package defaults, followed by LDDMM with niter=10000792

and epV=50 on CUDA. For the mouse-brain comparison, the same supplied query pre-alignment coordinates used by the793

benchmark wrapper were provided before rasterization. The estimated source-to-target point transformation was subsequently794

evaluated at every query coordinate.795

CAST. CAST 0.4 [24] was run on the complete sections. Expression was normalized to 10,000 counts per observation without796

additional log transformation or highly variable gene selection. CAST-MARK used Delaunay spatial graphs and 400 training797

epochs. CAST-STACK used 150 affine iterations, dist penalty1=0, bleeding=500, d = [3, 2, 1, 0.5, 1/3], and affine basis798

weights [10−3, 10−3, 1/50, 5, 5]. The spot-level kidney analysis included one B-spline refinement iteration, whereas the larger799

cell-level datasets used no additional B-spline iteration. CAST-MARK and CAST-STACK were executed on CUDA, and the800

returned coordinates were retained for all observations.801

STAIR. STAIR-tools 1.3.1 [25] was run on the complete sections. Its internal preprocessing normalized total expression and802

applied log(1 + x), without highly variable gene selection or feature scaling. The negative-binomial autoencoder used 128803

hidden units, a 32-dimensional latent representation, dropout 0.2, learning rate 10−3, batch size 128 and 100 training epochs.804

Homogeneous spatial graphs used ten neighbors, and the heterogeneous graph-attention model used c neigh het=0.9, γ = 0.8805

and 150 epochs. The production runs used the prespecified 13-cluster k-means fallback when the requested R-based mclust806

step was unavailable. Location alignment used one mutual-nearest-neighbor match, one spatial domain, α = 500, at most 20807

fine-alignment iterations and tolerance 10−10. The resulting fine-alignment coordinates were retained for all observations.808

Spateo. Spateo-release 1.1.1 [26] was run on the complete sections. Counts were normalized by total expression, log transformed809

and annotated with up to 2,000 highly variable genes. Non-rigid morpho align was performed in SN-N mode with stochastic810

variational inference enabled, precomputed distances and a maximum of 200 iterations on CUDA. The query coordinates811

stored in align spatial nonrigid were used as the final aligned coordinates.812
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SANTO. SANTO 0.0.2 [27] was run as a global rigid-alignment method. Expression was normalized to 10,000 counts per813

observation and log transformed. For the MERFISH mouse-brain data, 166 Blank-* control probes were excluded and the814

remaining 483 biological genes were used; all 300 genes were used for the aging-brain sections, and the 300 genes with the815

largest normalized variance were used for the kidney sections. Large datasets were represented during fitting by up to 4,000816

spatially balanced cells per section. SANTO was run in fine-only mode with mode=None, 40 epochs, k = 20, α = 0.1, learning817

rate 10−3, two spatial dimensions and diff omics=False. The fitting subset was used only to estimate the rigid rotation and818

translation. The resulting transformation matrix was then applied to every query cell, while every reference cell was retained819

unchanged; thus, the reported SANTO outputs contain the complete sections rather than only the fitting cells.820

SPOmiAlign. SPOmiAlign 0.1.0 [28] was run on the complete sections using the released compatibility wrapper. No highly821

variable gene selection was applied. Each H5AD was rendered as a grayscale scatter image using total expression across its822

genes, a long-side resolution of 2,200 pixels, square points with radius 5, target rotation 0◦, query rotation −90◦, reference823

blur σ = 6.0 and SSIM smoothing σ = 1.5. The affine+bspline workflow used RoMa matching on CUDA, estimated the824

affine and B-spline transformations in image space and back-projected the combined transformation to every original query825

coordinate.826

CODA. CODA 2.0.0 [29] was run on the complete sections using the Tutorial 1 full-alignment workflow. Counts were827

normalized to 10,000 per observation, log transformed and restricted to at most 3,000 highly variable genes. The sections828

were integrated using BBKNN with 30 principal components, followed by a three-dimensional UMAP representation and829

Louvain clustering at resolution 2. The resulting shared Louvain labels were used for G1 rigid alignment with 10% trimming.830

The mouse-brain comparison used the same supplied query pre-alignment coordinates as the STalign benchmark, whereas831

the kidney and aging-brain comparisons used their original coordinates. Embedding images were generated on automatically832

selected canvases, and SuperPoint/LightGlue common-domain matching used at most 2,048 keypoints on CUDA. Local833

LDDMM used T = 32, K = 20, σ = 0.2, α = 1, γ = 1, ϵ = 0.001 and 20 iterations. The local transformation was back-834

projected to all query coordinates and retained only when nearest-neighbor shared-label consistency improved by at least835

0.02; otherwise, the G1 rigid coordinates were used. This quality-control fallback was treated as part of the fixed CODA836

workflow rather than as a failed run.837

xIV-LDDMM. The atlas comparison used xIV-LDDMM-Particle 1.0.0 [30, 31]. xIV-LDDMM received the same pre-aligned838

ST coordinates used to initialize the corresponding spAlignDE analysis; no spAlignDE structures, matched channels or839

aligned coordinates were supplied. Blank probes were excluded, and the remaining 483 gene-count features were transformed840

using log(1 + x). A seed-0 random subset of 5,000 ST cells was used as source control particles. The Allen atlas slice was841

downsampled by a factor of eight to 9,359 target particles represented by one-hot indicators for 153 atlas regions. The RKHS842

kernel scales were [0.20, 0.10, 0.05], the varifold scales were [0.20, 0.10, 0.05, 0.02], and γ = 0.1, cA = 1, cT = 1 and cS = 10.843

Optimization was allowed up to 300 steps on CUDA and terminated after 47 steps according to the implementation’s native844

stopping behavior. The estimated shooting transformation was subsequently evaluated for all 83,546 ST cells before atlas845

labels were assigned using the common atlas-coordinate lookup.846

3d-OT. The spatial ATAC-to-ST comparison used 3d-OT 0.1.1 [32]. Both methods were initialized in the same manually847

pre-aligned ATAC–ST coordinate frame. The analysis retained 476 shared biological genes after excluding blank probes and848

used ST expression and ATAC-derived gene-activity counts. The two modalities were jointly normalized by total counts,849

log transformed, scaled within modality and represented by a 50-dimensional DPCA embedding; the internal 12,000-gene850

highly variable gene cap therefore retained all 476 shared genes. Spatial graphs used six nearest neighbors. Modality-specific851

graph encoders were trained for 800 epochs using Adam with learning rate 10−3. The unified alignment model used simk=5,852

otk=300, reconk=2, smooth- and divergence-flow regularization, and one alignment epoch with learning rate 10−4. All 35,422853

ST reference cells and all 9,215 ATAC query cells were used, and the reconstructed ATAC coordinates were mapped back to854

the shared ST coordinate system.855

Comparator selection for the post-alignment simulation benchmark. The final simulation benchmark evaluated ten methods:856

spAlignDE, CAST, STAligner, SLAT, STalign, STAIR, Spateo, SANTO, SPOmiAlign and CODA. Each synthetic sample857

contained 62,296 observations, and local false-discovery proportion and power were evaluated on the same complete set858

of sample-B locations for every method. Full-data PASTE and PASTE2 runs were computationally infeasible because their859

implementations construct dense pairwise-distance and transport matrices, whereas full-data GPSA exceeded feasible memory860

because of its Gaussian-process covariance and variational computations. Feasible runs of these three methods required861

reducing each synthetic sample to 10,000 observations, and their benchmark wrappers did not return a validated out-of-862

sample transformation for the remaining observations. Including their subsampled outputs would therefore have changed the863

testing units and truth denominator, whereas method-specific interpolation would have introduced an additional unvalidated864

postprocessing procedure. PASTE, PASTE2 and GPSA were consequently excluded from the ten-method post-alignment865

inference benchmark, although they were retained in the separate biological alignment benchmarks.866
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Randomization and run validation. Cross-sample comparator wrappers initialized NumPy and PyTorch with random seed867

0, except SANTO, which used seed 42; STAligner additionally used a Scanpy random state of 666. xIV-LDDMM used seeds868

0 and 1 for spatially stratified subsampling of the ST and atlas data, respectively, whereas 3d-OT used seed 7. Runs that869

raised exceptions, exhausted available memory or returned missing or non-finite coordinates were classified as failures. No870

automatic retry procedure was used; after diagnosis, failed runs were restarted from the beginning using the same locked871

configuration.872

S2.10 Detailed evaluation metrics for spatial alignment873

Alignment performance was evaluated using molecular, annotation-based, anatomical and geometric criteria selected for each874

alignment task. Whenever possible, evaluation used biological information that was not supplied to the alignment procedure,875

thereby avoiding assessment based on the same spatial structures used to estimate the transformation. The following sections876

describe the construction of the evaluation inputs, the mathematical definitions of metrics requiring explicit specification,877

and the procedures used to summarize performance across genes, anatomical classes and dataset pairs.878

S2.10.1 Metrics for cross-sample alignment879

Shared-grid gene-expression concordance. For cross-sample spatial transcriptomics alignment, molecular concordance was880

evaluated by comparing the post-alignment spatial distributions of shared genes. The overlapping rectangular extent of the881

aligned query and reference sections was divided into corresponding spatial bins. An m × n grid divides the overlapping882

coordinate range into m equal-width intervals along one spatial axis and n equal-width intervals along the other, producing883

mn rectangular bins before filtering.884

For each grid resolution, the observation-count threshold was calculated as one-half of the smaller of the query and885

reference mean numbers of observations across all bins. A bin was retained only when both datasets met this threshold. This886

filtering reduced instability caused by bins containing very few cells or spots.887

For each retained bin b = 1, . . . , B and shared gene g = 1, . . . , G, mean expression was calculated separately in the query888

and reference datasets, producing the spatial profiles889

eqryg = (eqryg1 , . . . , eqrygB ), erefg = (erefg1 , . . . , e
ref
gB).890

Here, B is the number of bins retained in both datasets, G is the number of evaluated genes, ezgb is the mean expression of891

gene g in bin b, and z ∈ {qry, ref} denotes the aligned query or fixed reference dataset.892

Following the spatial-alignment benchmarking framework of Yan et al. [17], agreement between the two profiles was893

quantified independently for each gene using the Pearson correlation coefficient (PCC), cosine similarity, structural similarity894

index measure (SSIM) and mutual information (MI).895

PCC measures linear agreement between the centered profiles:896

PCCg =

∑B
b=1(e

qry
gb − ēqryg )(erefgb − ērefg )√∑B

b=1(e
qry
gb − ēqryg )2

√∑B
b=1(e

ref
gb − ērefg )2

,897

where898

ēzg =
1

B

B∑
b=1

ezgb899

is the mean expression of gene g across retained bins in dataset z. PCC was set to zero when either profile had zero variance.900

Cosine similarity measures agreement in the direction of the two non-centered profiles:901

Cosineg =
eqryg · erefg

∥eqryg ∥2∥erefg ∥2
,902

where ∥ · ∥2 denotes the Euclidean norm. Cosine similarity was set to zero when either profile had zero norm.903

For SSIM, each spatial profile was divided by its maximum value:904

ẽzgb =
ezgb

maxb′ ezgb′
.905

A profile with a maximum value of zero was represented by a vector of zeros. Let906

µz =
1

B

B∑
b=1

ẽzgb907
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and908

σz =

√√√√ 1

B

B∑
b=1

(ẽzgb − µz)2909

denote the population mean and standard deviation of the normalized profile. The population covariance between the query910

and reference profiles was911

σqry,ref =
1

B

B∑
b=1

(ẽqrygb − µqry)(ẽ
ref
gb − µref).912

SSIM was then calculated as913

SSIMg =
2µqryµref + C1

µ2
qry + µ2

ref + C1

2σqryσref + C2

σ2
qry + σ2

ref + C2

σqry,ref + C3

σqryσref + C3
,914

with C1 = 0.012, C2 = 0.032 and C3 = C2/2. These constants stabilize the calculation when the profile means or variances915

are small. The three factors measure agreement in average intensity, contrast and spatial variation, respectively.916

MI measures statistical dependence between the query and reference bin values and can capture relationships not restricted917

to linear association. MI was estimated using the nearest-neighbor regression estimator implemented in sklearn.feature selection.mutual info regression,918

with the query profile as the predictor, the reference profile as the response, k = 3 nearest neighbors and random seed 0. MI919

was set to zero when either profile was constant or fewer than two retained bins were available.920

Higher PCC, cosine similarity, SSIM and MI values indicate stronger post-alignment spatial concordance. The primary921

paired-section and aging-cohort mouse-brain evaluations used m = n = 10; both analyses were additionally repeated using922

m = n = 30 and m = n = 50 to evaluate finer spatial patterns and assess sensitivity to grid resolution. For the aging-brain923

cohort, each metric was first calculated separately for every query-to-reference alignment and was then averaged across the924

available alignments for each gene.925

Annotation consistency after spatial label transfer. When compatible biological annotations were available, we evaluated926

whether aligned query observations were located near reference observations with consistent labels. Let (xqry
i , yqryi ) denote927

the aligned coordinate and original annotation of query observation i, and let (xref
j , yrefj ) denote the coordinate and annotation928

of reference observation j. Euclidean distance was used throughout the annotation-transfer analysis.929

The nearest reference observation was930

j∗(i) = argmin
j

∥xqry
i − xref

j ∥2,931

and its label was transferred to the query observation:932

ŷqryi = yrefj∗(i).933

For each annotation class c, Dice similarity and intersection over union (IoU) were calculated as934

Dicec =
2TPc

2TPc + FPc + FNc
, IoUc =

TPc

TPc + FPc + FNc
.935

Here, TPc is the number of query observations for which both the original and transferred labels equal c, FPc is the number936

transferred to c whose original label differs from c, and FNc is the number originally annotated as c but transferred to another937

class.938

Let nc be the number of query observations originally assigned to class c. Class-specific scores were summarized as939

Weighted Dice =

∑
c ncDicec∑

c nc
, Weighted IoU =

∑
c ncIoUc∑

c nc
.940

Local annotation consistency was additionally evaluated over a reference neighborhood rather than using only the nearest941

observation:942

kNN same-label =
1

Nqryk

Nqry∑
i=1

∑
j∈N ref

k (i)

1(yrefj = yqryi ).943

Here, Nqry is the number of query observations, N ref
k (i) is the set of the k nearest reference observations to aligned query944

observation i, and 1(·) is the indicator function. We used k = 5 for the kidney benchmark and k = 20 for the aging-brain945

benchmark. Aging-brain scores were calculated separately for each query section and then averaged across alignments.946
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Computational performance. Computational performance was measured for the core alignment procedure, excluding method-947

specific preprocessing. Running time was recorded as the wall-clock duration from the start to the completion of the core948

alignment and was reported in minutes.949

For CUDA-based methods, the GPU allocator was reset before alignment and the largest amount of memory occupied by950

allocated GPU tensors during the procedure was recorded in gigabytes. This measurement did not include unused memory951

retained in the reserved CUDA cache. Methods for which no CUDA allocation was recorded were omitted from the GPU-952

memory comparison. Dataset subsampling and method-specific input-size restrictions are reported with the corresponding953

benchmarks.954

Shared input loading, preprocessing or subsampling performed outside the published alignment routine, output serializa-955

tion and plotting were excluded. Operations intrinsic to a method, including spatial-graph construction, rasterization and956

learned-feature estimation, were included. Preprocessing-inclusive runtime estimates for spAlignDE are reported separately957

below and were not used in the comparative analysis.958

Runtime including preprocessing. We additionally estimated preprocessing-inclusive wall-clock time by summing separately959

recorded preprocessing and alignment-stage durations. Starting from the stored expression matrices and spatial coordinates,960

preprocessing included input loading, BANKSY feature construction, joint PCA, Harmony integration, graph construction,961

Leiden clustering, boundary refinement and cluster-label export. The alignment stage included global pre-alignment, ras-962

terization, S-LDDMM, coordinate mapping and in-call metric computation. For the paired MERFISH mouse brain data,963

preprocessing required 2.77 min and alignment required 0.09 min, giving an estimated total of 2.86 min with 500 optimiza-964

tion iterations. For the 20-section aging-brain cohort, preprocessing required 114.90 min and the 19 alignments required965

2.50 min, giving an estimated total of 117.40 min with 800 iterations per alignment. These estimates used the same clus-966

ter labels as the core-runtime benchmarks. They combine timings from separate runs rather than a single uninterrupted967

end-to-end measurement and exclude operations outside the timed stages, including final coordinate-file serialization and968

plotting.969

S2.10.2 Metrics for cross-modality alignment Because different modalities do not generally contain directly compa-970

rable measurements, cross-modality alignment was evaluated using task-specific molecular, anatomical and spatial readouts971

that were independent of the structural fields used to estimate the transformation.972

Common-grid molecular concordance. For histology-guided and spatial ATAC-to-ST alignment, molecular measurements973

from the aligned datasets were aggregated into corresponding square spatial bins. Let czgb denote the summed raw expression974

count or gene-activity value for gene g, bin b and modality z. Within each bin, the molecular profile was library-size normalized975

and log-transformed:976

xz
gb = log

(
1 + 104

czgb∑G
h=1 c

z
hb

)
,977

where G is the number of evaluated genes and the denominator is the total molecular signal across these genes in bin b. A978

bin with zero total signal was assigned zero for all genes. Only bins satisfying the specified observation-count threshold in979

both modalities were retained.980

PCC and cosine similarity were calculated from the vectors of retained bin values. A gene was excluded from PCC when981

either profile had a standard deviation no greater than 10−12, and from cosine similarity when the product of the two982

Euclidean norms was no greater than 10−12.983

For two-dimensional SSIM, the retained bin values were placed at their corresponding positions in a rectangular two-984

dimensional array. Positions not retained in both modalities were set to zero. The SSIM data range was defined as the985

difference between the largest and smallest values across the two arrays. Genes with a data range no greater than 10−12 were986

excluded from the SSIM summary.987

For MI, the retained values in each modality were independently divided using 20 equally spaced quantiles between 0 and988

1. Repeated quantile boundaries were removed before discretization. MI was calculated from the joint frequency table of the989

resulting intervals and was set to zero when either profile was constant or could not be divided into at least two intervals.990

This quantile-based estimator differs from the nearest-neighbor estimator used for cross-sample alignment.991

Reliability-weighted gene-level summaries. Cross-modality similarity estimates may be unstable for genes with weak detection992

or little spatial variation. Each gene was therefore assigned a reliability weight based on its detection support, spatial variability993

and detection balance between modalities.994

Let fz
g be the fraction of retained bins with a positive raw molecular value for gene g in modality z, and let vzg be the995

population variance of its log-normalized profile across retained bins. For modalities z1 and z2, we defined996

dg =
√
fz1
g fz2

g , sg =
√
vz1g vz2g ,997

and998

bg =
min(fz1

g , fz2
g ) + ϵ

max(fz1
g , fz2

g ) + ϵ
, ϵ = 10−9.999
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Here, dg measures shared detection support, sg measures shared spatial variability, and bg penalizes strongly imbalanced1000

detection between modalities.1001

For any gene-level quantity ag, R(ag) denotes its percentile rank among the G evaluated genes, calculated as its average1002

rank in the presence of ties divided by G. The unnormalized and normalized reliability weights were1003

ug = R(dg)R(sg)bg, wg =
ug∑G
h=1 uh

.1004

If all ug values were zero or non-finite, equal weights wg = 1/G were used.1005

For a gene-level metric mg, the weighted summary was calculated over genes with finite metric values:1006

mweighted =

∑
g∈Gvalid

wgmg∑
g∈Gvalid

wg
,1007

where Gvalid is the set of genes with finite values for the evaluated metric. Reliability weights were calculated separately for1008

each alignment result.1009

Gene-expression concordance after ST-to-histology alignment. spAlignDE estimated the transformation using spatial struc-1010

tures derived from Xenium gene expression and the reference histological image. The Visium gene-expression measurements1011

paired with this image were withheld from transformation estimation and used only for evaluation. After alignment, we1012

assessed molecular concordance by comparing spatial gene-expression patterns between the Xenium and Visium datasets.1013

Both datasets were represented in the shared histology-image coordinate system. Square bins had a side length of ap-1014

proximately 11.0 pixels in this coordinate system. A bin was retained when it contained at least three Xenium cells and at1015

least one Visium spot. PCC, cosine similarity, two-dimensional SSIM and quantile-discretized MI were calculated for the 2461016

shared genes. Overall performance was summarized using both unweighted and reliability-weighted gene-level means.1017

Atlas-label coverage. For ST-to-atlas alignment, the transformed coordinate of each ST observation was sampled from the1018

reference atlas annotation image to obtain a transferred anatomical label. Atlas label 0 represented background or unlabeled1019

atlas space. Atlas-label coverage was defined as the percentage of all evaluated ST observations assigned a nonzero atlas1020

label. Conversely, the background-assignment rate was the percentage assigned label 0. Background assignments were also1021

summarized separately by RCTD-inferred class label to identify populations preferentially mapped outside the annotated1022

atlas domain.1023

Label agreement between RCTD-inferred class labels and transferred atlas labels. ST observations were independently an-1024

notated using RCTD [33] with the Allen Institute Mouse Whole Cortex and Hippocampus 10x single-cell RNA-sequencing1025

dataset as the reference [34, 35]. A reproducible subset of 1,000 reference cells was selected using random seed 1. The ST and1026

reference count matrices were restricted to their shared genes, RCTD was run in doublet mode, and the primary first type1027

assignment was retained as the expression-derived cell-type label.1028

After alignment, Allen CCF labels transferred to the ST observations were collapsed into coarse anatomical categories. A1029

predefined high-confidence mapping specified the atlas categories considered compatible with each evaluated RCTD label. The1030

mappings were: L2 3 IT CTX to CTX L2 3; L4 5 IT CTX to CTX L4 or CTX L5; L5 IT CTX and L5 PT CTX to CTX L5; L6 IT CTX1031

and L6 CT CTX to CTX L6a; L5 6 NP CTX to CTX L5 or CTX L6a; L6b CTX to CTX L6b; CA1 ProS to CA1; CA3 to CA3; and DG to1032

DG. For presentation, L5 IT CTX and L5 PT CTX were combined as L5 CTX, whereas L6 IT CTX and L6 CT CTX were combined1033

as L6 CTX.1034

An ST observation was considered anatomically consistent when its transferred atlas category belonged to the expected1035

category set for its RCTD-inferred class label. Broadly distributed glial, vascular and inhibitory subclasses without a unique1036

anatomical expectation were excluded from this strict analysis.1037

We reported the overall label-agreement rate across all eligible observations, the class-specific label-agreement rate and a1038

balanced label-agreement rate obtained by averaging category-specific rates with equal weight. The balanced rate prevents1039

abundant RCTD categories from dominating the comparison. Atlas-background assignments were summarized for all RCTD1040

labels, including labels excluded from strict anatomical matching.1041

Atlas marker-gene localization. For each regional marker gene g, an expected atlas-category set Eg was specified before1042

evaluation. The primary expected sets were cortex and hippocampus for Slc17a7, cortical layers 6a and 6b for Ntsr1, striatum1043

for Drd1 and Adora2a, thalamus and hypothalamus for Slc17a6, habenula for Gpr151, and reticular thalamic nucleus for1044

Cckar.1045

Let xig denote the raw expression count of marker gene g in ST observation i. Marker-high observations, denoted by Qg,1046

were defined as observations with positive expression at or above the 75th percentile of the positive-count distribution for1047

that gene. The same gene-specific threshold was used for the primary automatic alignment, the UI-guided alignment and the1048

structure-pair sensitivity analysis.1049
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Let Ci denote the transferred atlas category of observation i, and let nCi be the number of observations assigned to that1050

category. Each observation received the inverse-frequency weight1051

qi =
1

nCi

.1052

Category sizes and weights were calculated separately for each alignment method. This weighting prevents large transferred1053

atlas regions from dominating the evaluation.1054

Region-balanced marker enrichment was calculated as1055

Enrichmentg =

∑
i∈Qg

qi1(Ci ∈ Eg)∑
i∈Qg

qi∑
i qi1(Ci ∈ Eg)∑

i qi

.1056

The numerator is the weighted fraction of marker-high observations assigned to expected regions, whereas the denominator is1057

the weighted fraction of all observations assigned to those regions. Values greater than one indicate preferential localization1058

of marker-high observations within the expected anatomical regions.1059

We additionally evaluated marker localization using a region-balanced AUROC and the contrast in weighted mean ex-1060

pression between expected and non-expected regions. Let1061

zig = log(1 + xig)1062

be the log-transformed expression of gene g in observation i. For any atlas-category set S, the weighted mean expression was1063

z̄g,S =

∑
i qizig1(Ci ∈ S)∑
i qi1(Ci ∈ S)

.1064

The expected-to-non-expected expression contrast was1065

Rg = log2

(
z̄g,Eg

+ 0.01

z̄g,Ec
g
+ 0.01

)
,1066

where Ec
g includes all non-expected assignments, including atlas background, and 0.01 is a pseudocount preventing division1067

by zero.1068

For the region-balanced AUROC, membership in Eg was treated as the positive class, zig was used as the prediction score1069

and qi was used as the observation weight. Marker-enrichment variability was evaluated using 250 bootstrap samples of the1070

marker-high observations, sampled with replacement using random seed 7 while holding the region-frequency weights fixed.1071

ATAC–ST anatomical annotation consistency. Spatial ATAC-seq and ST annotations were first harmonized into a shared1072

set of coarse anatomical categories. Euclidean distance in the shared evaluation coordinate system was used to identify the1073

ten nearest ST observations to each aligned ATAC pixel.1074

An ST neighbor at distance d received weight 1/(d+10−8). Weights were summed separately for each anatomical category1075

and divided by the total weight across all ten neighbors. The category with the largest normalized weight was transferred to1076

the ATAC pixel.1077

The exact-match rate was the fraction of ATAC pixels for which the transferred ST category equaled the original ATAC1078

annotation. Annotation support was the normalized voting weight assigned to the original ATAC category, averaged across1079

ATAC pixels. The median Euclidean distance from each aligned ATAC pixel to its nearest ST observation was retained as a1080

spatial-proximity diagnostic.1081

Preservation of the native ATAC neighborhood structure. To determine whether alignment distorted the internal organization1082

of the ATAC dataset, local ATAC neighborhoods were compared before and after alignment. The same set of ATAC pixels1083

was used in both coordinate systems, and each pixel itself was excluded from its neighborhood.1084

Let N orig
k (i) and N aln

k (i) denote the sets of the k nearest ATAC neighbors of pixel i in the original and aligned coordinate1085

systems, respectively. Neighborhood preservation for pixel i was1086

Pi(k) =

∣∣∣N orig
k (i) ∩N aln

k (i)
∣∣∣

k
.1087

A value of one indicates that all original neighbors were retained after alignment, whereas a value of zero indicates that1088

none were retained. Mean and median values of Pi(k) were reported across ATAC pixels for k ∈ {10, 20, 30, 50}. This metric1089

measures deformation within the query dataset and does not by itself quantify ATAC-to-ST correspondence.1090
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ATAC–ST gene-level spatial concordance. ATAC-derived gene-activity scores and ST gene expression were compared for their1091

shared genes using the common-bin molecular-concordance procedure. Square bins had a side length of 25 units in the shared1092

ATAC–ST evaluation coordinate system. A bin was retained when it contained at least three ATAC spatial pixels and at1093

least three ST observations.1094

Within each retained bin, ATAC gene-activity and ST expression profiles were independently normalized to a total of1095

104 and transformed using log(1 + x). PCC, cosine similarity, two-dimensional SSIM and quantile-discretized MI were then1096

calculated independently for each shared gene. Reliability weights were estimated separately for each alignment method using1097

the corresponding ATAC and ST detection fractions and spatial variances. All methods were evaluated using the same ATAC1098

pixels, ST observations, shared-gene set and spatial-bin configuration.1099

S2.11 Subsampling-based transformation stability1100

To quantify the local stability of the cross-sample deformation estimated by spAlignDE, we performed a repeated subsampling1101

analysis using the MERFISH Mouse Brain Receptor Map data obtained from Vizgen. We used the same query-to-reference1102

direction as in the primary cross-sample benchmark, with section S2R3 as the query and section S2R2 as the reference. This1103

analysis measured the mean Euclidean displacement of each fixed query location from its replicate-mean aligned position1104

when the complete alignment pipeline was re-estimated using independently subsampled but biologically comparable inputs.1105

We generatedR = 10 replicate datasets by independently sampling, without replacement, 80% of the cells from each section1106

using fixed replicate- and sample-specific random seeds. For every replicate, we recomputed the complete cross-sample work-1107

flow. This comprised per-sample BANKSY representation learning, principal-component and Harmony integration, shared-1108

nearest-neighbor Leiden clustering at resolution 1.4, boundary-aware structure refinement, weighted shared-structure-centroid1109

pre-alignment that estimates rotation, translation and scaling without reflection, rasterization into multichannel structure-1110

composition and cell-density fields, and S-LDDMM alignment. All non-sampling parameters were held fixed. Each replicate1111

therefore yielded an independently estimated final S-LDDMM transformation Tr, r = 1, . . . , R, reflecting variation propagated1112

through structure construction, pre-alignment and non-rigid alignment.1113

For replicate r ∈ {1, . . . , 10}, subsampling used seed 20260401 + 1000r + δs, where δS2R2 = 17 and δS2R3 = 31. Each1114

replicate used clustering seed 1000. The replicate-specific S-LDDMM fits used nt = 3, a = 300, p = 2, velocity-grid spacing1115

100 and 500 iterations. The affine-linear, affine-translation and momentum learning rates were 2 × 10−8, 0.2 and 2 × 103,1116

respectively; the affine slowdown factor was 10, momentum-gradient clipping was disabled and the momentum learning rate1117

was held at 2× 103.1118

Directly comparing the output coordinates within each replicate would confound transformation variability with differences1119

in subsample membership. We therefore fixed the evaluation support to the pre-aligned query points from replicate 1. Let1120

pi ∈ R2 denote the pre-aligned coordinate of fixed query point i, i = 1, . . . , n. Each replicate-specific transformation Tr was1121

applied to the same point pi, yielding the aligned coordinate1122

zr,i = Tr(pi) = (xr,i, yr,i) ∈ R2.1123

The repeat-mean aligned coordinate for point i was defined as1124

z̄i =
1

R

R∑
r=1

zr,i.1125

We then computed the replicate-wise displacement from the mean aligned position,1126

dr,i = ∥zr,i − z̄i∥2 .1127

Coordinate-wise variance was calculated as1128

s2x,i =
1

R− 1

R∑
r=1

(xr,i − x̄i)
2
, s2y,i =

1

R− 1

R∑
r=1

(yr,i − ȳi)
2
,1129

where z̄i = (x̄i, ȳi). We summarized the total positional spread by1130

si =
√
s2x,i + s2y,i.1131

The primary pointwise transformation-stability measure was the mean Euclidean displacement from the repeat-mean aligned1132

position,1133

d̄i =
1

R

R∑
r=1

dr,i.1134
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For secondary characterization of replicate-to-replicate dispersion in displacement magnitude, we also calculated the sample1135

variance and standard deviation,1136

vd,i =
1

R− 1

R∑
r=1

(
dr,i − d̄i

)2
, sd,i =

√
vd,i.1137

Here, d̄i measures the average magnitude of the displacement of point i from its repeat-mean aligned position. The coordinate-1138

spread measure si and the displacement-variance measure vd,i provide secondary summaries of transformation variability.1139

The spatial stability map in Fig. 2E displays the replicate-1 aligned query coordinates colored by d̄i, corresponding to the1140

dist mean output. Locations above the 95th percentile were outlined.1141

This procedure produced a pointwise empirical stability measure without requiring a ground-truth deformation field.1142

Low values of d̄i indicate that independently subsampled alignments placed the same query location close to its repeat-1143

mean aligned position, whereas high values indicate that the estimated local transformation was sensitive to the sampled1144

tissue support. Most locations showed small mean Euclidean displacement, whereas the largest values were concentrated near1145

the partially missing or weakly overlapping boundary. The measure should therefore be interpreted as subsampling-based1146

transformation stability rather than as a calibrated probability or confidence interval for the unknown true deformation.1147

An additional aging-brain stability analysis aligned the 26.7-month section to the 4.3-month reference. Ten independent1148

80% subsamples used seeds 267043+r, r = 1, . . . , 10, and each replicate used clustering seed 1000. BANKSY representations,1149

joint PCA, Harmony integration, Leiden clustering at resolution 1.4 and boundary-aware refinement were recomputed for1150

every replicate. The same fixed manual similarity initialization was applied to all replicates, after which S-LDDMM used1151

nt = 3, a = 300, p = 2, velocity-grid spacing 100, 500 iterations and momentum learning rate 2× 103.1152

S2.12 Robustness to spatial-structure choices1153

The robustness analyses examined two structural choices that may vary across datasets or parameter settings: the resolution of1154

jointly inferred structures in cross-sample alignment and the number of accepted structure pairs in cross-modality alignment.1155

In each analysis, one structural factor was varied while the input observations, evaluation features and all unrelated alignment1156

parameters were held fixed.1157

Cross-sample sensitivity to spatial-structure resolution. Sensitivity to the granularity of jointly inferred spatial structures was1158

evaluated using the MERFISH mouse-brain benchmark, with section S2R3 as the query and section S2R2 as the reference.1159

The Leiden resolution was varied over 0.6, 0.8, 1.0, 1.2 and 1.4, producing 15, 17, 21, 24 and 27 boundary-refined shared1160

structures, respectively.1161

The BANKSY features, principal-component representation, Harmony-adjusted embedding and shared-nearest-neighbor1162

graph were held fixed across all conditions. For each resolution, the Leiden labels and all subsequent structure-dependent1163

steps were recomputed. These steps included boundary-aware structure refinement, shared-structure-centroid pre-alignment,1164

construction of the structure-composition and cell-density channels, and S-LDDMM alignment. Rasterization settings, channel1165

weights and S-LDDMM parameters were held fixed. The completed alignment at the primary resolution of 1.4 was retained1166

as the baseline, whereas the complete structure-dependent workflow was rerun for resolutions 0.6–1.2.1167

All resolution settings were evaluated using the same 483 shared genes and the same 65 retained bins from the common1168

10×10 spatial grid. PCC, cosine similarity, SSIM and MI were calculated using the cross-sample gene-expression concordance1169

procedure described in Supplementary Methods S2.10.1. Because genes were the evaluated features rather than independent1170

biological replicates, metric distributions were treated as descriptive summaries, and no formal hypothesis test was performed1171

between resolutions.1172

Query–reference tissue overlays were additionally compared using the same spatial display limits. Aligned query and1173

reference structure maps were visualized separately for each resolution. Structure colors were matched between the query1174

and reference within a resolution but not across resolutions because the inferred spatial partitions differed. Gene-pattern1175

similarity and whole-tissue overlays are shown in Supplementary Fig. S5, and the corresponding spatial-structure maps are1176

shown in Supplementary Fig. S6.1177

Cross-modality sensitivity to the number of retained structure pairs. Sensitivity to the amount of cross-modality structural1178

guidance was evaluated using the primary automatic ST-to-Allen-CCF alignment. The completed fixed-seed S2R1 pipeline1179

retained 18 accepted ST–atlas structure pairs. This completed multistage alignment remained the primary Atlas result and1180

was used only to define the fixed pair set for the sensitivity analysis. The 18 pairs were ranked once by the final gated alignment1181

score, with the ungated alignment score used to resolve remaining ties. The controlled sensitivity conditions retained the1182

highest-ranking 18, 16, 14, 12, 10 or 8 pairs.1183

The ST dataset, Allen CCFv3 reference section, global pre-alignment and all S-LDDMM parameters were held fixed.1184

For every pair-count condition, including the 18-pair condition, signed-distance-transform channels were reconstructed from1185

the corresponding subset of the locked 18-pair set, and one final-resolution S-LDDMM alignment was performed for 2001186

optimization iterations from the same pre-aligned coordinates. Structure-pair discovery was not repeated. Thus, the one-step1187

18-pair rerun served as the controlled full-pair baseline, and the fitting protocol differed across conditions only in the number1188
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of retained structure pairs. After each alignment, Allen CCFv3 labels were sampled at the transformed ST coordinates using1189

the same atlas section with 10µm pixel spacing. Label agreement was evaluated using the same RCTD-inferred class labels,1190

predefined RCTD-to-atlas compatibility mapping and eligible ST observations used in the primary atlas evaluation. Overall,1191

balanced and class-specific label-agreement rates were calculated as described in Supplementary Methods S2.10.2. These1192

comparisons are shown in Supplementary Fig. S22.1193

Marker-gene localization was additionally evaluated for Slc17a7, Ntsr1, Drd1, Slc17a6, Adora2a, Gpr151 and Cckar. For1194

each gene, marker-high ST observations were defined as observations with positive raw expression at or above the 75th1195

percentile of the positive-count distribution. Their transferred atlas labels were classified according to whether they belonged1196

to the predefined expected anatomical regions described in Supplementary Methods S2.10.2. The same gene-specific expression1197

threshold, expected-region definition and spatial display extent were used across all pair-count conditions. Marker-localization1198

comparisons are shown in Supplementary Fig. S23.1199
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S3 Detailed post-alignment inference1200

S3.1 Shared-grid construction, bandwidth selection and support thresholds1201

For aligned sample s, let q̃
(s)
j denote the aligned coordinate of the jth observed spot or cell, and let X

(s)
jg be its expression1202

of gene g. Separately, let ξi, i = 1, . . . , Ngrid, denote the constructed shared-grid locations within the common aligned tissue1203

support. Each retained ξi is a testing unit, whereas the nearby observations at q̃
(s)
j provide the local data used at that testing1204

unit. Regions outside the aligned support, holes, or locations with insufficient nearby observations are excluded from testing.1205

Around each grid location, the local test defines a Gaussian-weighted neighborhood with a hard distance cutoff,1206

w
(s)
ij = exp

{
−
∥q̃(s)

j − ξi∥2

2h2
loc

}
1
{
∥q̃(s)

j − ξi∥ ≤ hloc

}
,1207

where hloc sets the Gaussian distance scale and also truncates observations outside the local neighborhood. These weights1208

define the local estimation neighborhoods across aligned samples; they support the grid-level tests but are not themselves1209

testing units. The same grid is used for all genes in a comparison, so differences across genes arise from expression rather1210

than from changes in the spatial testing domain.1211

To express the amount of independent information represented by unequal kernel weights, define the normalized weights1212

a
(s)
ij =

w
(s)
ij∑

j w
(s)
ij

.1213

Under a local working approximation in which the observations are independent with common variance σ2,1214

Var

∑
j

a
(s)
ij X

(s)
j

 = σ2
∑
j

(
a
(s)
ij

)2
=

σ2

neff
s,i

.1215

Equating these two expressions gives the Kish effective local sample size [36],1216

neff
s,i =

1∑
j

(
a
(s)
ij

)2 =

(∑
j w

(s)
ij

)2
∑

j(w
(s)
ij )2

.1217

When the weights are equal, neff
s,i equals the number of contributing observations; when the weights are concentrated on a1218

few observations, it is smaller. Grid locations with insufficient effective support in any compared sample are removed from1219

the gene-level local testing set Ig. This filtering prevents unstable local tests in regions where the kernel neighborhood is too1220

sparse to reliably estimate a local mean and variance.1221

The effective spatial resolution of the local test is therefore determined by observation density relative to the neighborhood1222

bandwidth, rather than by shared-grid density alone. Denser spot or cell sampling can provide sufficient effective support1223

within a smaller physical neighborhood and thereby resolve finer spatial changes. Under sparse sampling, stable local estima-1224

tion necessarily borrows information over a broader area, which can smooth narrow or sharply bounded expression changes.1225

Increasing the number of shared-grid testing locations alone does not replace missing observations or increase the underlying1226

local information.1227

For sample s, define its coordinate scale as1228

Ls = max {range(xs), range(ys)} .1229

Let d
(5)
sj denote the fifth-nearest-neighbor distance for observation j. The local observation density and target neighborhood1230

radius are estimated as1231

ρ̂s = medianj
5

π
(
d
(5)
sj

)2 , Rs =

(
18

πρ̂s

)1/2

.1232

The relative bandwidth is1233

Rrel = clip

[
Q0.65

(
Rs

Ls

)
, 0.010, 0.020

]
.1234

With L = medians Ls, the local neighborhood bandwidth is hloc = RrelL.1235

For each analysis, a tissue mask was constructed from the aligned sample geometry, and shared support retained locations1236

inside the common occupied tissue after excluding holes and unsupported boundary locations. Let Ntyp denote the median1237
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number of observations per sample. The implementation first evaluates the R-driven candidate nraw = round(4.5/Rrel),1238

constructs its masked shared grid and counts the valid locations mgrid. The R-driven resolution is retained when1239

Ntyp ≤ mgrid ≤ 2Ntyp.1240

Otherwise, an integer search selects the grid resolution whose masked valid-location count is closest to the violated boundary.1241

A user-specified grid resolution overrides this automatic rule. The local bandwidth is hloc = RrelL, where L is the coordinate1242

scale used by the geometry rule. For gene-expression inference in the real-data analyses, the minimum effective support was1243

the empirical 10th percentile of positive local Kish effective sample sizes, rounded down and clipped to [2, 25]. The risk-map1244

smoothing radius was Rmap = 1.5hgrid, where hgrid is the final grid spacing.1245

S3.2 Analysis-specific settings for post-alignment inference1246

The settings used in the two real-data analyses are summarized below; simulation settings are specified in Supplementary1247

Methods S3.10 and S3.10.1.1248

Setting Aging-brain analysis Injured-kidney analysis

Shared-grid locations 77,056 6,187
Grid spacing 27.05 75.49
hloc 121.1 191.9
Rmap 40.57 113.2
Minimum effective support Empirical rule, clipped to [2, 25] 16 (genes); no threshold (composition)
Comparison-wide intercept Included Omitted
Confounding covariates Library size; detection rate Library size; detection rate
Mismatch adjustment On (s = 0.25) On (s = 0.75)
Cell-type adjustment Off Off
Local q threshold 0.05 0.05 (genes); 0.20 (composition)

1249

Putatively stable-gene selection used the default screen in Supplementary Methods S3.3. Gene-level Aggregated Cauchy1250

Association Test weights are given in Supplementary Methods S3.9.1251

S3.3 Putatively stable-gene selection and mismatch-risk construction1252

Putatively stable-gene selection. The alignment mismatch risk score reflects the putative level of local mismatch; a high score1253

means that the compared neighborhoods remain unreliable after alignment. It is estimated from a data-selected panel of1254

putatively stable genes so that the score primarily reflects local alignment or sampling reliability rather than the candidate1255

DE signal. The putatively stable-gene set and local risk map are constructed separately for each pairwise or sequential1256

contrast. To keep the single-contrast construction readable, the contrast index c is suppressed below; in a multi-sample1257

analysis the resulting local score is denoted by Rloc
ic . Let G0 denote a set of putatively stable genes selected to have sufficient1258

spatial variation, positive cross-sample local correspondence, and small global expression difference between the compared1259

samples. These genes are used as internal proxies for local comparability after alignment and are not assumed to be known1260

negative controls, although the use of empirically identified stably expressed genes as negative-control features has precedent1261

in the estimation of shared unwanted variation [37].1262

For putatively stable-gene screening, define1263

ℓ̂s,ig = log(1 + µ̂s,ig), ℓ̂s,g = |I|−1
∑
i∈I

ℓ̂s,ig.1264

Putatively stable genes are selected according to1265

G0 =

g :

max
[
Vari(ℓ̂A,ig),Vari(ℓ̂B,ig)

]
≥ τvar,

|ℓ̂A,g − ℓ̂B,g| ≤ τ∆,

Corri

(
ℓ̂A,ig, ℓ̂B,ig

)
≥ τρ

 .1266

The current implementation sets τvar to the 50th percentile of the maximum cross-grid log-mean variance across the two1267

samples and sets τρ = 0.20. Among genes passing these variation and correlation criteria, τ∆ is the larger of 0.05 and the 10th1268
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percentile of the absolute comparison-wide log-mean differences. At most 300 putatively stable genes are retained; if more1269

genes pass, they are ranked by the product of their non-negative cross-sample spatial correlation and spatial variance. These1270

criteria retain genes with informative spatial variation and concordant spatial structure but without a large comparison-wide1271

expression difference. The resulting map is a contrast-level diagnostic constructed once from the pooled stable-gene profiles1272

and density channel and reused for every target-gene fit in that contrast. The implementation does not perform leave-one-1273

gene-out risk construction: if a tested gene belongs to G0, its three profile channels remain among the channels used to form1274

the common risk map. Because the map pools the full retained panel and the density channel, this contribution does not1275

make the risk map gene specific.1276

Alignment-mismatch risk construction. For each putatively stable gene g ∈ G0, sample s, and grid location i, let µ̂s,ig and1277

v̂s,ig denote the kernel-weighted mean and variance estimates within the neighborhood used to construct the risk profile. We1278

summarize the fitted local expression distribution using its mean, negative-binomial dispersion, and excess-zero probability.1279

Under the negative-binomial mean–variance relation, the local negative-binomial size is estimated by moment matching as1280

r̂s,ig =
µ̂2
s,ig

max {v̂s,ig − µ̂s,ig, ϵr}
.1281

Smaller values of r̂s,ig indicate greater fitted local overdispersion, whereas large values approach the Poisson limit.1282

The expected zero probability under the fitted negative-binomial distribution is1283

q̂NB
s,ig =

(
1 +

µ̂s,ig

r̂s,ig

)−r̂s,ig

.1284

Let p0s,ig denote the kernel-weighted observed zero fraction. The excess-zero probability is estimated as1285

π̂s,ig = min

[
1− ϵπ,max

{
0,

p0s,ig − q̂NB
s,ig

max
(
1− q̂NB

s,ig, ϵπ
)}] .1286

The three-channel local profile is1287

x̂s,ig = (log(1 + µ̂s,ig), log(1 + r̂s,ig), logit π̂s,ig) .1288

The three channels describe local expression magnitude, overdispersion and excess sparsity, respectively. The vectors are1289

stacked over putatively stable genes to form x̂s,i.1290

Before the local profiles are compared, each channel is standardized across valid grid locations within its own sample. For1291

a generic channel us,iℓ, define1292

Zs(us,iℓ) =
us,iℓ − us,ℓ

ss,ℓ + ϵZ
,1293

where us,ℓ and ss,ℓ are the within-sample mean and standard deviation of channel ℓ. This prevents high-scale channels from1294

dominating the cosine risk score.1295

In addition to stable-gene concordance, corresponding local neighborhoods are expected to have similar observation1296

density. Let ds,i denote the local density of sample s,1297

ds,i = log

1 +
∑
j

exp

[
−
∥q̃(s)

j − ξi∥2

2h2
loc

]
1
{
∥q̃(s)

j − ξi∥ ≤ hloc

} .1298

With dgene = 3|G0| standardized stable-gene channels and target density-energy share s ∈ (0, 1), set1299

η =

(
s

1− s
dgene

)1/2

.1300

The augmented local profile is1301

x̃s,i = [Zs(x̂s,i), ηZs(ds,i)] .1302

The raw local alignment-mismatch score is1303

Mi = 1−
x̃⊤
A,ix̃B,i

∥x̃A,i∥ ∥x̃B,i∥
.1304

The raw risk map is smoothed over neighboring grid locations,1305

M̃i =

∑
i′ Gτ (∥ξi − ξi′∥)Mi′∑

i′ Gτ (∥ξi − ξi′∥)
,1306
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where Gτ is a spatial smoothing kernel on the grid. The local risk map is median–MAD standardized, floored at zero, capped1307

at the 95th percentile among valid grid locations, and rescaled to [0, 1],1308

ζRi = max

[
0,

M̃i −medianj∈I(M̃j)

MADj∈I(M̃j) + ϵR

]
,1309

1310

Rloc
i = min

{
ζRi

Q0.95(ζRj : j ∈ I) + ϵR
, 1

}
,1311

where Q0.95 is computed over valid grid locations. High risk indicates that putatively stable-gene structure and/or local1312

observation density remains inconsistent after alignment. The score distinguishes relative reliability across grid locations1313

within a contrast and is not interpreted as a gene-specific biological effect or as a direct estimate of the true alignment error.1314

For visualization, Fig. 4C and Supplementary Figs. S27 and S28 show the non-negative robust-standardized score ζRi1315

after median–MAD standardization and flooring at zero, but before 95th-percentile capping and rescaling. Consequently,1316

the displayed values have no fixed upper bound. Only the rescaled score Rloc
i ∈ [0, 1] enters the variance-inflation model.1317

For visualization in Fig. 4E, we used the smoothed mismatch score M̃i before median–MAD standardization and calculated1318

regional medians outside and inside the implanted distorted regions. These medians were normalized to [0, 1] using a common1319

min–max transformation, with the minimum and maximum calculated across all 180 regional medians from six alignment1320

methods, 15 simulation groups and two region types.1321

S3.4 Empirical calibration of mismatch inflation1322

For each gene g, the local model is first fitted with mismatch inflation disabled. Each contrast c supplies initial local statistics1323

t
(0)
igc and its corresponding risk map Rloc

ic . An exact-zero-risk bin is retained when it contains sufficient locations, and positive-1324

risk locations are divided into quantile bins. The default calibration requests ten bins and retains a bin only when it contains1325

at least 200 locations. Let Bbc denote a retained bin, with median risk rbc and size nbc.1326

Within risk bin b, define1327

mbgc = mediani∈Bbc
t
(0)
igc1328

and1329

MADbgc = mediani∈Bbc

∣∣∣t(0)igc −mbgc

∣∣∣ .1330

For residual degrees of freedom νgc, the MAD of the corresponding standard Student-t null distribution is1331

q0.75,gc = F−1
tνgc

(0.75).1332

The robust scale relative to this null and its non-negative excess variance are1333

ŝbgc =
MADbgc

q0.75,gc
, ybgc =

[
ŝ 2
bgc − 1

]
+
.1334

For a retained zero-risk bin, the target excess is fixed at zero, ensuring that a location with normalized local risk zero receives1335

no mismatch inflation.1336

The raw values ybgc are constrained to not decrease with risk by weighted isotonic regression,1337

ỹgc = arg min
z1≤···≤zB

∑
b

nbc(zb − ybgc)
2.1338

With drisk = 2, a non-negative quadratic relation through the origin is fitted,1339

B̂gc = argmin
B≥0

∑
b

nbc

(
ỹbgc −Br2bc

)2
.1340

The square reflects the variance scale of a first-order spatial perturbation: if mismatch risk tracks the magnitude of local1341

displacement, the induced expression error is first order in that displacement and its additional variance is proportional to1342

its squared magnitude.1343

Let b⋆c be the retained bin whose median risk is nearest to Q0.80(rbc). The bounded reference-bin factor is1344

τ̂gc =

[
ỹb⋆cgc

B̂gcr2b⋆cc

]
clip(0,1)

.1345
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If the denominator is zero or non-finite, τ̂gc is set to zero. The provisional contrast-specific coefficient is1346

λ̃gc = min
{
τ̂gcB̂gc, λmax

}
,1347

with λmax = 5× 104.1348

A contrast-specific calibration is considered valid only when calibration completes successfully, at least 800 usable grid1349

locations and at least four retained risk bins are available, the retained bins provide at least four distinct finite risk values1350

including positive risk, and the fitted quantities are finite and within their stated bounds. A successful estimate equal to zero1351

remains valid evidence; a zero produced only as a failed-calibration fallback is excluded.1352

Let Cvalid
g denote the valid contrasts. For multiple valid contrasts, define1353

mg = medianc∈Cvalid
g

λ̃gc,1354

1355

sg = max
{
1.4826 medianc∈Cvalid

g

∣∣∣λ̃gc −mg

∣∣∣ , 10−8(1 + |mg|)
}
.1356

The shared gene-specific coefficient is the equal-weight Huber location1357

λ̂g = argmin
λ≥0

∑
c∈Cvalid

g

ρ1.345

(
λ̃gc − λ

sg

)
,1358

where1359

ρκ(u) =

{
u2/2, |u| ≤ κ,

κ|u| − κ2/2, |u| > κ.
1360

The result is truncated to [0, λmax]. With one valid contrast, λ̂g equals its provisional coefficient exactly; if no contrast is1361

valid, λ̂g = 0. The final contrast-specific variance factor is1362

ϕalign
igc = 1 + λ̂g(R

loc
ic )2.1363

The calibration treats increases in the robust dispersion of median-centered initial local statistics across risk strata1364

as mismatch-associated excess variability. This interpretation assumes that the risk–dispersion relationship is not driven1365

predominantly by true spatially heterogeneous biological signal. The estimated risk maps and λ̂g are treated as fixed plug-in1366

quantities; their estimation uncertainty is not propagated separately into the final local reference distribution.1367

S3.5 Cell-type-composition inconsistency map1368

For sample s, contrast c, grid location i and cell type ℓ, kernel smoothing with symmetric Dirichlet regularization estimates1369

the local composition,1370

p̂
(s)
icℓ =

∑
j w

(s)
ij a

(s)
jℓ + α0∑

j w
(s)
ij + α0L

,1371

where a
(s)
jℓ is a one-hot cell-type indicator for annotated single-cell data or an estimated cell-type proportion for deconvolved1372

spot-level data. Here, L is the number of retained cell types and the default regularization parameter is α0 = 1. The regularized1373

vector sums to one and remains well defined when individual cell types are locally absent.1374

The target and reference composition vectors enter Eq. (5.2.4). The displayed inconsistency map is Dcell
ic . Its normalization1375

by log 2 places the map on a common zero-to-one scale across contrasts. The exponential variance link gives a factor between1376

one and e, providing a bounded and smoothly increasing adjustment. Missing cell-type information or a disabled cell-type1377

adjustment sets ϕcell
ic = 1.1378

S3.6 Confounding-covariate basis1379

For sample s, let Lis and Dis denote the grid-level local library-size and detection-rate summaries, and define1380

qis = [log(1 + Lis), Dis]
⊤
.1381

A control set Sctrl consists of the designated sample-B controls. The pooled entries of qis over i and s ∈ Sctrl define the1382

feature-wise control mean µctrl and standard deviation σctrl. After centering and scaling the control profiles, singular value1383

decomposition gives1384

Hctrl = UΣV ⊤.1385
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Let V(2) denote the first two right singular vectors. Samples assigned to the same case batch are pooled at each grid location1386

before projection. If b(c) is the batch containing sample A in contrast c, and qi,b(c) is its pooled local quality-control profile,1387

then1388

Zc =

[
qi,b(c) − µctrl

σctrl

]
i∈I

V(2).1389

For gene g, the basis is fixed and only its coefficients are gene-specific. Let1390

∆̂gc =
(
∆̂igc : i ∈ Igc

)⊤
, Z+,c = [1, Zc], Wgc = diag

(
V̂ −1
igc : i ∈ Igc

)
,1391

where the intercept column is omitted when include intercept=False. Before fitting, the columns of Zc are centered under1392

the local inverse-variance weights.1393

A gene-specific coefficient anchor α
(0)
g is estimated from grid locations whose absolute initial local statistic lies in the1394

lowest 30% in at least 60% of the fitted contrasts. The final contrast-specific coefficients are obtained from1395

α̂gc =
(
Z⊤
+,cWgcZ+,c + Λ

)−1
(
Z⊤
+,cWgc∆̂gc + Λα(0)

g

)
,1396

where1397

α̂gc =
(
γ̂gc, β̂

⊤
gc

)⊤
.1398

The diagonal matrix Λ applies ridge shrinkage to the confounding-covariate coefficients, with default penalty λβ = 10, and to1399

the intercept when an intercept anchor is fitted. Columns and penalty entries corresponding to disabled model components1400

are omitted.1401

The adjusted local effect passed to the test statistic is1402

rigc = ∆̂igc − γ̂gc − z⊤icβ̂gc,1403

with omitted terms set to zero. The residual reference distribution and its degrees of freedom are defined in the following1404

subsection.1405

S3.7 Null reference distribution and residual degrees of freedom1406

For local statistic tigc = rigc/
√
V̂igc, let ngc denote the number of grid locations with a valid residual and variance for gene1407

g and contrast c, and let dgc denote the number of columns fitted in the corresponding baseline design. The implemented1408

residual degrees of freedom are1409

νgc = max(ngc − dgc, 5).1410

Thus, dgc = 0 when neither an intercept nor a confounding-covariate basis is fitted, dgc = 1 for an intercept-only baseline, and1411

otherwise equals the number of columns in the fitted intercept-plus-covariate design. The lower bound of five is a numerical1412

safeguard for the finite-sample reference. The implementation evaluates two-sided probabilities as1413

Pigc = 2Ftνgc
(−|tigc|).1414

The variance V̂igc combines the estimated base local-contrast variance with the alignment-mismatch and optional cell-type-1415

composition variance factors. The fitted baseline coefficients, variance components, risk map and calibration coefficient enter1416

the local reference distribution as plug-in estimates. The implementation adds no separate leverage or coefficient-estimation1417

variance term. A small numerical variance floor stabilizes nearly constant neighborhoods.1418

S3.8 Implementation settings and fallback behavior1419

The implementation stores the shared grid, kernel-neighborhood structures, effective local support, risk maps, the optional1420

Z matrix for confounding-covariate adjustment, local weights, test statistics, q-values, and significant masks as reusable1421

objects. Gene-expression tests require finite local variance and sufficient effective support in both samples. A small variance1422

floor stabilizes local weights in nearly constant neighborhoods. The alignment-risk map is standardized, floored at zero,1423

capped at the 95th percentile, and rescaled before entering ϕalign
igc . Unavailable cell-type information or a disabled cell-type1424

adjustment sets ϕcell
ic = 1. Disabling alignment-risk adjustment sets ϕalign

igc = 1, yielding the näıve local weighted DE model.1425

The final statistic uses the risk map, mismatch-calibration coefficient, cell-type-composition factor, confounding-covariate1426

basis and fitted baseline as plug-in quantities.1427
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S3.9 Gene-level and trajectory summaries1428

For a single contrast c, valid local P values are combined by ACAT,1429

Tgc =
∑
i∈Igc

aic tan{(0.5− Pigc)π}, PACAT
gc = 0.5− 1

π
arctan(Tgc),1430

where aic ≥ 0 and
∑

i aic = 1.1431

For an ordered series, let µ̂
(c)
A,ig denote the kernel-smoothed local expression estimate for sample A in contrast c. The1432

unsmoothed adjusted expression is1433

µ̃
(c)
ig = µ̂

(c)
A,ig − z⊤icβ̂gc,1434

where zic is the confounding-covariate basis constructed from local library size and detection rate, and β̂gc is its fitted gene-1435

and contrast-specific coefficient vector. Only this grid-varying component is removed; the fitted comparison-wide intercept1436

γ̂gc is retained. No B-spline or other trajectory-level temporal smoothing is applied at this stage.1437

Let xc denote the ordered sample value, such as age. In the aging analysis, c runs over the 19 non-reference sections;1438

the 4.3-month reference is used in the corresponding local fits but does not provide a separate response value in the age1439

regression. For every grid location with at least three valid sample values, weighted least squares fits1440

µ̃
(c)
ig = αig + βigxc + eigc,1441

using the mismatch-aware local precision wigc = V̂ −1
igc . The two-sided statistic1442

ttrendig =
β̂ig

se(β̂ig)
1443

is evaluated against a Student-t distribution with nig − 2 degrees of freedom, yielding P trend
ig . These local trend P values are1444

combined with equal weights,1445

T trend
g =

1

|Itrend
g |

∑
i∈Itrend

g

tan{(0.5− P trend
ig )π}, P trend

g = 0.5− 1

π
arctan(T trend

g ).1446

The global null is zero linear age slope at every tested grid location. This test uses the unsmoothed adjusted-expression1447

values and mismatch-aware local precisions and does not use trajectory smoothing, trajectory clusters or the selected K.1448

Per-contrast spatial ACAT values may be retained as diagnostics but are not combined to form the reported ordered-series1449

P value. These are raw gene-level omnibus P values and do not themselves provide across-gene FDR adjustment.1450

For ordered samples represented by contrasts c = 1, . . . , Nctr, the trajectory-clustering input at grid location i is1451

µ̃ig =
(
µ̃
(1)
ig , . . . , µ̃

(Nctr)
ig

)
.1452

For the aging analysis, Nctr = 19. A missing trajectory entry, when present, is imputed by the average of its location-specific1453

mean across samples and its sample-specific mean across locations.1454

Each adjusted-expression trajectory is smoothed across the ordered sample values using a cubic B-spline basis with eight1455

basis functions and ridge parameter 10−2. The clustering feature vector combines the standardized smoothed trajectory, its1456

standardized second differences and robustly scaled spatial coordinates,1457

fig =

 Z
(
µ̃ sm

ig

)
0.08Z

(
∆2µ̃ sm

ig

)
0.20R(si)

 ,1458

where Z denotes column-wise standardization across grid locations, ∆2 denotes the second difference across ordered samples,1459

and R robustly centers and scales the spatial coordinates si = (xi, yi)
⊤ using their 2nd and 98th percentiles. The adjusted-1460

expression trajectory therefore remains the primary clustering signal, while curvature and spatial position serve as weaker1461

regularizing features. The values 0.08 and 0.20 are fixed implementation defaults and are not selected by the automatic-K1462

procedure.1463

A symmetric ten-nearest-neighbor graph is constructed on the shared grid using Gaussian edge weights with bandwidth1464

equal to the median neighbor distance. Let P be its row-normalized weight matrix. Before clustering, the feature matrix is1465

smoothed for five iterations according to1466

F (m+1) = 0.45F (m) + 0.55PF (m).1467

This step promotes local spatial continuity without replacing the expression-trajectory features.1468
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When local-statistic maps are available, reliability weights reduce the influence of weakly supported grid locations. Let1469

Si ∈ [0, 1] be the robustly rescaled, graph-smoothed mean absolute local statistic across contrasts, and let Ui ∈ [0, 1] be the1470

corresponding rescaled, graph-smoothed fraction of contrasts in which location i is significant. The raw reliability score is1471

ri = (0.75 + 0.25Si)(0.85 + 0.15Ui).1472

The second factor is omitted when significant masks are unavailable. The clustering weight is1473

ωi = clip

[
ri

medianj:rj>0(rj)
, 0.60, 1.80

]
.1474

Thus, a typical location has weight near one, and no location receives less than 0.60 or more than 1.80 times the median1475

influence. When local-statistic maps are unavailable or reliability weighting is disabled, ωi = 1. These fixed bounds prevent1476

weak locations from being discarded and strong locations from dominating the partition.1477

For each candidate K, reliability-weighted k-means minimizes1478 ∑
i

ωi ∥fig −mzi∥
2
,1479

using weighted k-means++ initialization and a fixed random seed. Candidate partitions use three starts and at most 801480

iterations. A spatial refinement step then penalizes assignments that disagree with neighboring grid locations, using penalty1481

weight 2.8 and at most eight refinement iterations. After K has been selected, the final partition is refitted on the complete1482

grid using six starts, at most 100 weighted k-means iterations and at most ten spatial-refinement iterations.1483

When K is not supplied, the implementation evaluates K = 2, . . . , 9 by default. The resulting candidate partitions are1484

compared using the automatic selection procedure below. The feature weights, reliability weights and spatial-smoothing1485

parameters above are fixed before candidate-K evaluation. Cluster-level trend P values are calculated only after the final1486

partition has been selected and are not used to choose K.1487

Automatic selection first asks whether the candidate partition supports distinct time trends. For each K, the complete1488

observed adjusted-expression trajectory is averaged within each cluster at every time point. On interleaved held-out time1489

folds, a shared-trend model, which has cluster-specific intercepts but a common polynomial time trend, is compared with a1490

cluster-specific-trend model, which additionally contains cluster-by-time polynomial terms. If Lshared
Kf and Lcluster

Kf are their1491

cluster-mass-weighted squared prediction losses in held-out fold f , the dynamic gain is1492

GKf =
Lshared
Kf − Lcluster

Kf

max(Lshared
Kf , ϵ)

.1493

The implementation records the mean gain GK and its standard error across folds. With at most three distinct time points,1494

automatic selection returns the smallest candidate K. With four or five time points, it uses a linear trend and leave-one-time-1495

point-out validation. With at least six time points, the maximum number of interleaved folds is min{5, ⌊T/2⌋}; the highest1496

feasible polynomial degree in {3, 2, 1} and the largest feasible fold count are used subject to retaining at least 2(d+1) training1497

time points for degree d.1498

Let K⋆ = argmaxK GK and Glow = GK⋆ −SE(GK⋆). If Glow ≤ 0, there is no reliable held-out evidence for cluster-specific1499

time trends and the smallest candidate K is selected. Otherwise, the dynamic-evidence set is1500

Kdyn =
{
K : GK ≥ Glow

}
.1501

The second stage selects spatial resolution within this set. One Rmap footprint is defined as the median number of valid grid1502

locations within radius Rmap of a grid location. For each K ∈ Kdyn, connected components smaller than this footprint are1503

treated as sub-resolution fragments, and FK denotes the fraction of grid locations belonging to such components. The dynamic1504

candidates are examined from the largest K to the smallest. Beginning with the finest candidate, the procedure identifies the1505

first coarser candidate that fails to reduce FK and retains the immediately preceding, finer candidate, corresponding to the1506

first fine-side local minimum. If FK decreases across the complete fine-to-coarse scan, the fragmentation sequence supplies1507

no elbow; in that case, the procedure retains the candidate one step coarser than the finest dynamically supported candidate1508

rather than continuing to the coarsest candidate. This rule uses fragmentation to locate a spatial-resolution elbow and does1509

not treat global minimization of FK as the selection objective. Candidate screening may use a reliability-weighted subsample1510

of at most 25,000 grid locations and keeps only the small center matrices needed for initialization; after selection, the final1511

partition is fitted once on the full grid.1512

For trajectory cluster Cgκ, the sample-level cluster mean for contrast c is1513

µ̄(c)
gκ =

∑
i∈Cgκ

ωiµ̃
(c)
ig∑

i∈Cgκ
ωi

,1514
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using the trajectory-clustering reliability weight ωi defined above. The corresponding weighted within-cluster spatial variance1515

is1516 (
s(c)gκ

)2
=

∑
i∈Cgκ

ωi

(
µ̃
(c)
ig − µ̄

(c)
gκ

)2
∑

i∈Cgκ
ωi

.1517

Each contrast contributes one value µ̄
(c)
gκ to the cluster trajectory; in the aging analysis, each value corresponds to one1518

non-reference section. The plotted error bars are1519

µ̄(c)
gκ ± 1.96s(c)gκ1520

and depict the spatial dispersion among grid locations within that cluster and section.1521

The cluster-level trend test fits1522

µ̄(c)
gκ = β0,gκ + β1,gκxc + e(c)gκ1523

over the ordered sample variable xc, such as age. The weighted least-squares weight for contrast c is the inverse squared1524

spatial standard deviation,1525

v(c)gκ =
{
max

(
s(c)gκ , 10

−8
)}−2

.1526

If a spatial standard deviation is unavailable or non-positive, it is replaced by the median positive value across the available1527

contrasts before the weight is calculated. Weighted least squares gives β̂1,gκ and se(β̂1,gκ). The Wald statistic is1528

Wgκ =

{
β̂1,gκ

se(β̂1,gκ)

}2

,1529

with the corresponding two-sided Wald P value1530

P trend
gκ = Pr

(
χ2
1 ≥ Wgκ

)
.1531

This cluster-level trend calculation describes changes in a selected spatial trajectory domain and is distinct from the gene-1532

level ACAT omnibus test. The weights {s(c)gκ}−2 use within-cluster spatial variability as a reliability measure; they are not1533

derived as inverse estimated variances of the section-level cluster means. Because the trajectory features, partition and K are1534

estimated from the same observed age series, the resulting Wald values are conditional downstream summaries rather than1535

selection-independent confirmatory tests. A selection-aware analysis would need to repeat trajectory smoothing, clustering,1536

K selection and trend fitting under the null.1537

Cluster-level trend results are reported as raw two-sided Wald P values; no additional within-gene BH adjustment was1538

applied across the selected clusters.1539

For the aging-brain gene-level test, the local age-trend P values received equal weights across valid grid locations. The1540

values in Fig. 5C are raw gene-level age-trend ACAT P values. For the single-contrast kidney analysis, valid local P values were1541

combined with equal weights within the IL3-versus-NL3 contrast. The resulting kidney gene-level values were adjusted by the1542

Benjamini–Hochberg procedure across all 16,446 fitted genes; qACAT
g ≤ 0.05 defined eligibility before compartment–direction1543

classification and Gene Ontology analysis.1544

S3.10 Simulation data generation and controlled coordinate perturbation1545

The simulations used the observed coordinates, cell-type labels and library sizes from the 3.8-month S2R2 mouse-brain section.1546

For Gamt and the 400 genes with the highest mean expression, baseline count models were fitted in R using mgcv::bam with1547

a negative-binomial response, an offset for log library size, a cell-type effect and a two-dimensional thin-plate spatial smooth.1548

The fits used fast restricted maximum likelihood and smooth-basis dimension k = 80. Their fitted means and dispersion1549

parameters defined gene-wise count distributions from which samples A and B were generated conditionally independently1550

on the same tissue template.1551

Six non-overlapping circular signal regions were placed within well-sampled tissue, with three assigned positive and three1552

assigned negative effects. Each region contained at least 200 cells, and its radius was sampled between 0.025L and 0.06L,1553

where L is the larger side length of the tissue bounding box. In sample B, the fitted mean of Gamt was multiplied by 41554

in positive regions and by 0.20 in negative regions before negative-binomial count generation. The other simulated genes1555

retained the fitted baseline or received region-specific modulation according to the simulation design.1556

Three distorted regions were generated separately from the signal regions. Within each distorted region, coordinates1557

were transformed by a local affine perturbation whose contribution was smoothly tapered at the region boundary, thereby1558

producing localized correspondence error without a discontinuity in the coordinate field. Sample B additionally received a1559

smooth radial-basis-function deformation, a global affine transformation and coordinate noise; sample A retained the reference1560

coordinate system.1561
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Ten matched simulation groups were accepted. DE-region placement and distortion-region placement varied across groups,1562

whereas the non-region random streams were held fixed to make differences among groups attributable primarily to their1563

spatial configurations. A candidate group was rejected if its signal, distortion, combined, upregulated or downregulated mask1564

had Jaccard overlap greater than 0.25 with the corresponding mask in any previously accepted group.1565

S3.10.1 Controlled coordinate-perturbation analyses We evaluated the sensitivity of local inference to residual1566

coordinate error by perturbing the oracle sample-B coordinates after the simulation truth had been defined. At perturbation1567

level u, independent Gaussian noise was added to both coordinate axes with per-axis standard deviation uhgrid, where hgrid1568

denotes the shared-grid spacing. Alignment was not rerun after introducing this noise.1569

We first compared the default shared-grid workflow with a cell-centered local-kernel baseline. The shared-grid workflow1570

estimates local contrasts at fixed grid anchors, while the baseline performs local inference directly around cell-centered1571

neighborhoods. We then held the shared-grid construction fixed and compared näıve testing with mismatch-aware variance1572

inflation. The first comparison evaluates the stability provided by fixed grid anchors and smoothing; the second isolates the1573

additional contribution of mismatch-aware adjustment.1574

Robustness was summarized by correlation with the unperturbed local statistic map, location-level FDP for calls made1575

at a target FDR of 0.05, and power at FDP ≤ 0.05, as defined above.1576

S3.11 Aging-brain application settings1577

The aging-brain analysis used 20 age-specific coronal MERFISH sections and the 4.3-month section as the fixed reference.1578

Each non-reference section supplied one age-versus-reference contrast. Young and old summaries used sections aged ≤ 13.61579

months (n = 7) and ≥ 24.3 months (n = 7), respectively.1580

Spatial cell-type neighborhood analysis. Cell-type neighborhood analyses were performed on the aligned cell coordinates. Let1581

Ts denote the T cells in section s, and let Cℓs denote cells of target type ℓ. The section-level nearest-neighbor distance was1582

dℓs = medianj∈Ts
min
k∈Cℓs

∥∥∥q̃(s)
j − q̃

(s)
k

∥∥∥ .1583

We defined the proximity score as Pℓs = − log(dℓs + ϵ) and regressed it on age. A positive fitted age coefficient therefore1584

indicates decreasing T-cell-to-target distance with age.1585

To measure spatial overlap, we constructed kernel-smoothed density fields for T cells and each target cell type on the1586

shared grid. For target type ℓ,1587

Dℓs(ξi) =
∑
j∈Cℓs

Kh

(∥∥∥q̃(s)
j − ξi

∥∥∥) ,1588

with an analogous field DTs(ξi) for T cells. Spatial overlap was defined as the weighted correlation between DTs and Dℓs1589

across valid grid locations, using weights wis = {1 + R̃loc
is }−1. The overlap summaries were regressed on age, and positive1590

coefficients indicate increasing spatial co-localization. Separate q-values were computed across the tested target cell types for1591

the proximity and overlap analyses.1592

Continuous local T-cell enrichment maps were constructed by subtracting the kernel-smoothed tissue-area expectation1593

from the kernel-smoothed local T-cell mass. Young and old maps were obtained by averaging within the corresponding age1594

strata. For each prespecified region of interest, the association between mean local enrichment and age was tested, followed1595

by BH adjustment across the displayed regions. The displayed ROIs were defined by their distance from the corpus callosum1596

and are referred to as callosal-proximal and callosal-distal.1597

The young stratum comprised sections aged 3.4, 3.8, 4.3, 5.4, 6.6, 9.8 and 12.9 months; the old stratum comprised sections1598

aged 24.6, 26.7, 28.5, 30.9, 32.6, 33.2 and 34.5 months. Counts were normalized to a target total of 250. The shared grid1599

contained 77,056 valid locations with spacing 27.05, hloc = 121.1 and Rmap = 40.57. Each age-versus-reference fit included the1600

comparison-wide intercept and local library-size and detection-rate covariates. For each gene, provisional mismatch-inflation1601

coefficients were calibrated separately within the 19 age-versus-reference contrasts and combined by an equal-weight Huber1602

robust center to obtain the shared λ̂g; each contrast retained its own local risk map. Cell-type adjustment was disabled for1603

Fig. 5A–C, and local q-value maps used α = 0.05.1604

Cell-type-composition vectors used the common set of annotated cell types after local kernel smoothing. T-cell neighbor-1605

hood analyses included oligodendrocytes, microglia and ependymal cells as target classes. The local tissue-area expectation1606

was estimated from the kernel-smoothed all-cell density on the same shared grid. The callosal-proximal and callosal-distal1607

circular regions had radius 3.2% of the maximum aligned coordinate span and were specified in the aligned reference coor-1608

dinate system from the old-minus-young local T-cell enrichment map. Their trajectories used Gaussian age smoothing with1609

bandwidth 4.5 months.1610
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S3.12 Injured-kidney analysis and over-representation analysis1611

The injured IL3 section was aligned as the query to the normal NL3 section as the reference. For post-alignment inference,1612

injured IL3 was sample A and normal NL3 was sample B, so positive contrasts indicate higher expression in injury.1613

Direction-specific local-grid classification and gene-level eligibility. Let Ig be the valid shared-grid locations for gene g, let1614

Ah denote grid locations assigned to kidney compartment h, and let d ∈ {−1,+1} denote decrease and increase, respectively.1615

The direction-specific significant set is1616

Sgd =
{
i ∈ Ig : qig ≤ 0.05, sign(∆̂ig) = d

}
.1617

For each gene, direction and compartment, we calculated the fraction of significant locations falling in the compartment and1618

the corresponding fraction of valid tissue area,1619

ρgdh =
|Sgd ∩ Ah|

|Sgd|
, πgh =

|Ig ∩ Ah|
|Ig|

.1620

A one-sided Fisher exact test compared membership in Sgd with membership in Ah over the valid grid. A compartment–1621

direction pair was eligible for spatial classification when |Sgd| ≥ 5, |Sgd∩Ah| ≥ 3, ρgdh−πgh ≥ 0.03, and the one-sided Fisher1622

P value was at most 0.05. If more than one pair was eligible, the gene was assigned to a single dominant class by the smallest1623

Fisher P value, followed by the largest ρgdh − πgh and then the largest number of significant locations in the compartment.1624

Genes without an eligible pair were not assigned to an anatomical local-ORA class. This Fisher screen was used for spatial1625

classification and was not interpreted as a separate region-level FDR guarantee.1626

Raw local P values were combined with equal weights by ACAT within the single IL3-versus-NL3 contrast. Genes with1627

no valid local tests were assigned an ACAT P value of one. The resulting gene-level qACAT
g -values were computed across the1628

complete predeclared family of 16,446 fitted genes. For compartment h and direction d, the formal local-ORA gene set was1629

Glocal
h,d =

{
g : Cg = (h, d), qACAT

g ≤ 0.05
}
,1630

where Cg is the dominant class selected above. Thus, local spatial concentration and qACAT
g ≤ 0.05 were both required, while1631

the ORA universe remained the complete 16,446-gene testing family.1632

GO Biological Process over-representation and term recurrence. Each local compartment–direction gene set was analyzed1633

with clusterProfiler::enrichGO, using org.Mm.eg.db, gene symbols as keys and the Biological Process ontology. GO1634

categories represented by fewer than 10 or more than 100 genes in the analysis universe were excluded by minGSSize=10 and1635

maxGSSize=100. Term q-values were computed separately within each compartment–direction class, and q ≤ 0.05 defined1636

significant terms. Redundant GO terms were simplified at semantic-similarity cutoff 0.7, retaining the term with the smallest1637

q-value. Displayed terms were ranked within each compartment–direction class by increasing term q-value, with increasing1638

raw over-representation P value, decreasing Count and alphabetical GO term name used successively to resolve ties. Here,1639

Count is the number of genes from the class-specific input set that overlap the GO term. These term-level q-values are distinct1640

from the gene-level qACAT
g -values used for eligibility.1641

For a significant GO term u, recurrence is defined as1642

κ(u) =
∑
h,d

1{u ∈ Th,d},1643

where Th,d is the set of significant terms for a cortex-, interface- or medulla-direction class. The recurrence plot reports the1644

fractions of significant terms with κ(u) = 1, κ(u) = 2, or κ(u) ≥ 3.1645

Descriptive annotation of kidney-injury-associated terms. Orange labels were assigned after statistical ranking using a fixed1646

keyword-based annotation rule covering renal function; injury, stress and repair; p53 and apoptosis; immune and inflammatory1647

processes; mitochondrial energy and central-carbon metabolism; fatty-acid, coenzyme A and triglyceride metabolism; and1648

antioxidant defense. The nonspecific cardiac-muscle apoptosis term was explicitly excluded. This annotation affected neither1649

term selection nor ordering.1650

Compartment-level differential expression baseline. For comparison, compartment DE ORA began with predefined anatomical1651

groups. Each spot was assigned to the cortex, interface or medulla. Within each compartment containing at least 20 valid1652

spots from each section, expression was compared between the injured IL3 and normal NL3 sections for every gene shared1653

by the two sections using a two-sided Wilcoxon rank-sum test. The direction was defined by the sign of1654

log
(
1 +XIL3,cg

)
− log

(
1 +XNL3,cg

)
,1655
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where Xs,cg is the mean expression of gene g among spots assigned to compartment c in section s. Gene-level q-values were1656

computed separately within each compartment, and genes with q ≤ 0.05 were divided into increase and decrease sets. Each1657

compartment–direction gene set was then tested for GO Biological Process over-representation against the common set of1658

detectable genes, yielding term q-values within that class. We summarized term recurrence by the number of compartment–1659

direction classes in which each significant term appeared. This baseline differs from local DE ORA because the anatomical1660

groups are fixed before differential testing and all spots in a compartment contribute to one compartment-level result.1661

The final Gene Ontology analyses used clusterProfiler version 4.18.4 and org.Mm.eg.db version 3.22.0.1662

Local cell-composition analysis. RCTD was run in full mode on the raw count matrices from NL3 and IL3 using a common1663

mouse kidney single-cell reference from Balzer et al. [38] (GSE180420). Reference tubular populations were stratified by1664

collection time into control, day 1, day 3 and day 14 groups. Reference cells with at least 100 UMIs were retained, labels1665

required at least 25 cells, and at most 1,000 cells per label were sampled. Fitted component weights were normalized to sum1666

to one within each spot and aggregated into 14 broad cell types; Mono 1/2 and Granul 1/2 were summed into Monocyte1667

and Granulocyte, respectively. The analysis retained 3,215 normal and 2,965 injured spots. Proportions were multiplied1668

by 100 and used as continuous responses in the mismatch-aware local model, reusing the aligned geometry, gene-derived1669

mismatch risk and technical covariates from the gene-expression analysis. Each spot was assigned the compartment label of1670

its nearest shared-grid location in the map shown in Fig. 5G. Local means and variances used only spots assigned to the same1671

compartment as the grid center, with cross-compartment weights set to zero and the original neighborhood bandwidth of 191.91672

retained. The comparison-wide intercept and cell-type adjustment were disabled. No minimum effective-support threshold1673

was applied; valid tests required a nonempty within-compartment neighborhood in both sections and finite local estimates.1674

Of the 6,187 tissue-grid locations, 6,175 were valid for each cell type. Two-sided local P values were jointly BH-adjusted1675

across the 14×6, 175 valid tests, and Fig. 5I displays regions with q < 0.20. Raw cell-type-level spatial P values were obtained1676

by equally weighted ACAT across all valid local P values. Significant coverage was calculated as the number of significant1677

grid locations divided by the number of valid grid locations within each compartment, separately for positive and negative1678

local statistics. Spot-proportion maps used a common pseudo-log color scale from 0 to 30%. Local t-statistic maps used a1679

common color scale, with colors saturated beyond these limits. Gray grid locations indicate an empty within-compartment1680

neighborhood in at least one section.1681
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S4 Supplementary Figures1682
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Fig. S1: Interactive global pre-alignment interface. The interface displays the query and reference datasets in an overlaid
view and allows users to interactively adjust global scaling, rotation, and horizontal and vertical translation. The selected
parameters define an approximate similarity transformation that places the two tissues into a common coordinate frame
before structure pairing and S-LDDMM refinement. The parameters and transformation matrix are saved for reproducible
application to all query coordinates and query-derived spatial structures. This step estimates only the global initialization
and does not define structure correspondences or local anatomical deformation.
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Fig. S2: Interactive cross-modality structure pairing with spAlignDE Structure Pair. The interface displays query
and reference spatial structures side by side and allows users to inspect, select and group corresponding structures. Multiple
primitive structures can be combined into custom structures, supporting one-to-one, one-to-many, many-to-one and many-to-
many correspondences. The selected correspondence groups and display-orientation settings are exported reproducibly and
converted into matched signed-distance-transform channels for downstream S-LDDMM alignment.
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Fig. S3: Gene-expression concordance after cross-sample alignment using a 30× 30 evaluation grid. The aligned
MERFISH mouse-brain sections S2R3 and S2R2 were evaluated across 483 shared genes and 13 alignment methods. From top
left to bottom right, the boxplots show the distributions of Pearson correlation coefficient (PCC), cosine similarity, structural
similarity index measure (SSIM) and mutual information (MI) across genes. The aligned coordinates were unchanged from
the primary benchmark; only the spatial grid used to aggregate expression and evaluate concordance was refined from 10×10
to 30 × 30. Boxes indicate the interquartile range, horizontal lines indicate medians, whiskers extend to the most extreme
values within 1.5× the interquartile range, and white diamonds indicate method-level means. Numeric labels above the boxes
report the corresponding means, and outliers are not shown. Methods are ordered independently by their mean value for each
metric. Higher values indicate stronger spatial expression concordance.
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Fig. S4: Gene-expression concordance after cross-sample alignment using a 50× 50 evaluation grid. The aligned
MERFISH mouse-brain sections S2R3 and S2R2 were evaluated across 483 shared genes and 13 alignment methods. From top
left to bottom right, the boxplots show the distributions of Pearson correlation coefficient (PCC), cosine similarity, structural
similarity index measure (SSIM) and mutual information (MI) across genes. The aligned coordinates were unchanged from
the primary benchmark; only the spatial grid used to aggregate expression and evaluate concordance was refined from 10×10
to 50 × 50. Boxes indicate the interquartile range, horizontal lines indicate medians, whiskers extend to the most extreme
values within 1.5× the interquartile range, and white diamonds indicate method-level means. Numeric labels above the boxes
report the corresponding means, and outliers are not shown. Methods are ordered independently by their mean value for each
metric. Higher values indicate stronger spatial expression concordance.
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Fig. S5: Cross-sample alignment is robust to joint-clustering resolution. Section S2R3 was aligned to the S2R2
reference using Leiden resolutions of 0.6, 0.8, 1.0, 1.2 and 1.4; only the joint-clustering resolution was varied between runs,
and 1.4 was the default setting used in the primary benchmark. A, Gene-pattern preservation after alignment, quantified
across 483 shared genes using Pearson correlation coefficient (PCC), cosine similarity, structural similarity index measure
(SSIM) and mutual information (MI). Boxes show the interquartile range, center lines indicate medians, whiskers extend to
1.5× the interquartile range and white diamonds indicate means; outliers are not shown. Values above the diamonds report
the corresponding means. B, Whole-section overlays after alignment at the five respective resolutions. Reference cells are
shown in blue and aligned query cells in red.
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Fig. S6: Spatial domains after alignment across joint-clustering resolutions. The top row shows joint spatial clusters
in the S2R2 reference at Leiden resolutions of 0.6, 0.8, 1.0, 1.2 and 1.4, yielding 15, 17, 21, 24 and 27 clusters, respectively. The
bottom row shows the corresponding joint-cluster assignments in the aligned S2R3 query after alignment at each resolution.
Cluster colors are shared between the reference and aligned query within each resolution but are resolution-specific and
therefore do not denote cluster correspondence across columns. All maps use identical spatial limits.
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Fig. S7: Cell-type annotation concordance after cross-sample alignment in the aging mouse brain MERFISH
cohort. Each of the 19 non-reference sections was aligned to the 4.3-month reference section. Alignment consistency was
evaluated by comparing the original cell-type annotations of aligned query cells with annotations transferred from spatially
neighboring reference cells, using the 20-nearest-neighbor same-label fraction, weighted Dice coefficient and weighted inter-
section over union (IoU). Bars show means across the 19 source-to-reference alignments, and higher values indicate greater
annotation concordance. Methods are ordered by their mean 20-nearest-neighbor same-label fraction. GPSA used 10,000
cells per section, PASTE and PASTE2 used 30,000 cells per section because of computational constraints, and the remaining
methods used all available cells.
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Fig. S8: Subregion annotation concordance after cross-sample alignment in the aging mouse brain MERFISH
cohort. Each of the 19 non-reference sections was aligned to the 4.3-month reference section. Alignment consistency was
evaluated by comparing the original subregion annotations of aligned query cells with annotations transferred from spatially
neighboring reference cells, using the 20-nearest-neighbor same-label fraction, weighted Dice coefficient and weighted inter-
section over union (IoU). Bars show means across the 19 source-to-reference alignments, and higher values indicate greater
annotation concordance. Methods are ordered by their mean 20-nearest-neighbor same-label fraction. GPSA used 10,000
cells per section, PASTE and PASTE2 used 30,000 cells per section because of computational constraints, and the remaining
methods used all available cells.
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Fig. S9: Post-alignment spatial overlap across the aging mouse brain cohort. Rows correspond to the 13 evaluated
alignment methods, and columns correspond to the 4.3-month reference section followed by the 19 non-reference age-specific
sections. The first column shows the 4.3-month reference coordinates in blue. In each remaining panel, the query cells from
the indicated age are shown in red after alignment and overlaid on the fixed 4.3-month reference cells shown in blue. Red–blue
spatial overlap indicates global correspondence between the aligned sections, whereas regions dominated by one color indicate
incomplete shared tissue coverage or residual local mismatch. GPSA used 10,000 cells per section, PASTE and PASTE2 used
30,000 cells per section because of computational constraints, and the remaining methods used all available cells.
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Fig. S10: Quantitative benchmarking of cross-sample alignment in the aging mouse brain MERFISH cohort
using a 10×10 evaluation grid. All 19 non-reference sections were aligned to the 4.3-month reference section. Post-alignment
gene-pattern concordance was evaluated across 300 genes using Pearson correlation coefficient (PCC), cosine similarity,
structural similarity index measure (SSIM) and mutual information (MI). For each gene and query section, expression patterns
were aggregated on a 10× 10 spatial grid and compared with the 4.3-month reference; each metric was then averaged across
the available query-to-reference alignments for that gene. Boxes show interquartile ranges across genes, center lines indicate
medians, whiskers extend to 1.5× the interquartile range and white diamonds indicate method-level means; outliers are not
shown. Numeric labels above the boxes report the corresponding means. All 13 methods were evaluated across all 19 query-to-
reference alignments and were ordered independently by decreasing mean within each metric. Higher values indicate stronger
post-alignment spatial expression concordance. spAlignDE achieved the highest mean value for all four metrics. GPSA used
10,000 cells per section, PASTE and PASTE2 used 30,000 cells per section because of computational constraints, and the
remaining methods used all available cells.
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Fig. S11: Quantitative benchmarking of cross-sample alignment in the aging mouse brain MERFISH cohort
using a 30×30 evaluation grid. All 19 non-reference sections were aligned to the 4.3-month reference section. Post-alignment
gene-pattern concordance was evaluated across 300 genes using Pearson correlation coefficient (PCC), cosine similarity,
structural similarity index measure (SSIM) and mutual information (MI). For each gene and query section, expression patterns
were aggregated on a 30× 30 spatial grid and compared with the 4.3-month reference; each metric was then averaged across
the available query-to-reference alignments for that gene. The aligned coordinates were unchanged from the primary 10× 10
evaluation; only the spatial grid used to aggregate expression and calculate concordance was refined. Boxes show interquartile
ranges across genes, center lines indicate medians, whiskers extend to 1.5× the interquartile range and white diamonds indicate
method-level means; outliers are not shown. Numeric labels above the boxes report the corresponding means. All 13 methods
were evaluated across all 19 query-to-reference alignments and were ordered independently by decreasing mean within each
metric. Higher values indicate stronger post-alignment spatial expression concordance. spAlignDE achieved the highest mean
value for all four metrics. GPSA used 10,000 cells per section, PASTE and PASTE2 used 30,000 cells per section because of
computational constraints, and the remaining methods used all available cells.
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Fig. S12: Quantitative benchmarking of cross-sample alignment in the aging mouse brain MERFISH cohort
using a 50×50 evaluation grid. All 19 non-reference sections were aligned to the 4.3-month reference section. Post-alignment
gene-pattern concordance was evaluated across 300 genes using Pearson correlation coefficient (PCC), cosine similarity,
structural similarity index measure (SSIM) and mutual information (MI). For each gene and query section, expression patterns
were aggregated on a 50× 50 spatial grid and compared with the 4.3-month reference; each metric was then averaged across
the available query-to-reference alignments for that gene. The aligned coordinates were unchanged from the primary 10× 10
evaluation; only the spatial grid used to aggregate expression and calculate concordance was refined. Boxes show interquartile
ranges across genes, center lines indicate medians, whiskers extend to 1.5× the interquartile range and white diamonds indicate
method-level means; outliers are not shown. Numeric labels above the boxes report the corresponding means. All 13 methods
were evaluated across all 19 query-to-reference alignments and were ordered independently by decreasing mean within each
metric. Higher values indicate stronger post-alignment spatial expression concordance. spAlignDE achieved the highest mean
value for all four metrics. GPSA used 10,000 cells per section, PASTE and PASTE2 used 30,000 cells per section because of
computational constraints, and the remaining methods used all available cells.
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Fig. S13: Subsampling-based local transformation stability in the aging mouse brain. A,B, Joint spatial-structure
assignments for the 4.3-month referenceA and 26.7-month query B; black dashed boxes highlight local structural discordance.
C, Mean transformation displacement after aligning the 26.7-month query to the 4.3-month reference. Red dashed contours
mark locations above the 95th percentile. Elevated mean displacement coincides with the spatial-structure discordance in
A,B and the missing-tissue boundary in the query.
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Fig. S14: Gene-expression concordance after alignment of Xenium breast-cancer replicates using a 10 × 10
evaluation grid. Xenium In Situ Sample 1, Replicate 2 (117,630 QC-passing cells) was aligned as the query to Replicate 1
(161,995 QC-passing cells) as the fixed reference. All 313 Gene Expression genes were retained without highly variable gene
selection and were normalized using log-transformed counts per 10,000 before evaluation. From upper left to lower right, the
four boxplots show the gene-level distributions of Pearson correlation coefficient (PCC), cosine similarity, structural similarity
index measure (SSIM) and mutual information (MI). Boxes indicate the interquartile range, center lines indicate medians,
whiskers extend to the most extreme values within 1.5× the interquartile range, and white diamonds indicate means; outliers
are not shown. Numeric labels above the boxes report method-level means. spAlignDE is fixed at the left of each panel,
and the remaining methods are ordered independently by decreasing mean performance. Higher values indicate greater post-
alignment spatial expression concordance. PASTE and PASTE2 used 30,000 cells per replicate, GPSA used 10,000 cells per
replicate, and all other methods used all QC-passing cells.
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Fig. S15: Gene-expression concordance after alignment of Xenium breast-cancer replicates using a 30 × 30
evaluation grid. Xenium In Situ Sample 1, Replicate 2 (117,630 QC-passing cells) was aligned as the query to Replicate 1
(161,995 QC-passing cells) as the fixed reference. All 313 Gene Expression genes were retained without highly variable gene
selection and were normalized using log-transformed counts per 10,000 before evaluation. From upper left to lower right, the
four boxplots show the gene-level distributions of Pearson correlation coefficient (PCC), cosine similarity, structural similarity
index measure (SSIM) and mutual information (MI). Boxes indicate the interquartile range, center lines indicate medians,
whiskers extend to the most extreme values within 1.5× the interquartile range, and white diamonds indicate means; outliers
are not shown. Numeric labels above the boxes report method-level means. spAlignDE is fixed at the left of each panel,
and the remaining methods are ordered independently by decreasing mean performance. Higher values indicate greater post-
alignment spatial expression concordance. PASTE and PASTE2 used 30,000 cells per replicate, GPSA used 10,000 cells per
replicate, and all other methods used all QC-passing cells.
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Fig. S16: Gene-expression concordance after alignment of Xenium breast-cancer replicates using a 50 × 50
evaluation grid. Xenium In Situ Sample 1, Replicate 2 (117,630 QC-passing cells) was aligned as the query to Replicate 1
(161,995 QC-passing cells) as the fixed reference. All 313 Gene Expression genes were retained without highly variable gene
selection and were normalized using log-transformed counts per 10,000 before evaluation. From upper left to lower right, the
four boxplots show the gene-level distributions of Pearson correlation coefficient (PCC), cosine similarity, structural similarity
index measure (SSIM) and mutual information (MI). Boxes indicate the interquartile range, center lines indicate medians,
whiskers extend to the most extreme values within 1.5× the interquartile range, and white diamonds indicate means; outliers
are not shown. Numeric labels above the boxes report method-level means. spAlignDE is fixed at the left of each panel,
and the remaining methods are ordered independently by decreasing mean performance. Higher values indicate greater post-
alignment spatial expression concordance. PASTE and PASTE2 used 30,000 cells per replicate, GPSA used 10,000 cells per
replicate, and all other methods used all QC-passing cells.
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Fig. S17: After-alignment overlap of Xenium breast-cancer replicates across 13 methods. Xenium In Situ Sample
1, Replicate 2 was aligned as the query to Replicate 1 as the fixed reference. Reference cells are shown in blue and aligned
query cells in red. Red–blue co-localization indicates global spatial correspondence, whereas regions dominated by one color
indicate incomplete shared tissue coverage or residual alignment mismatch. spAlignDE is fixed at the left, and the remaining
methods are ordered by their overall mean rank across PCC, cosine similarity, SSIM and MI evaluated using the 10 × 10,
30× 30 and 50× 50 grids. PASTE and PASTE2 used 30,000 cells per replicate, GPSA used 10,000 cells per replicate, and all
other methods used all QC-passing cells.
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Fig. S18: Construction of histology-derived spatial structures from the H&E image. A, Initial H&E image-feature
assignments generated on the downsampled embedding grid after tissue–background separation. Histology-derived embedding
channels were combined with lightly weighted RGB intensities and spatial coordinates and partitioned into 30 initial regions
(kslide = 30, wRGB = 0.25 and wxy = 0.05). B, Ward agglomeration consolidated the initial assignments to 26 meta-regions,
after which reflected-mask pairing across the predefined bilateral anatomical symmetry axis merged two mutually selected
region pairs and yielded 24 regions. C, Three additional symmetry-supported merges passed the minimum global bilateral-
overlap gain of 0.02, with score gains of 0.0357, 0.0492 and 0.0300, reducing the partition from 24 to 21 regions. D, Spatial
cleaning removed small disconnected islands, reassigned locally inconsistent regions and filled remaining unlabeled gaps while
retaining 21 represented regions. The resulting 21-region H&E structure map was used for cross-modality structure pairing
and S-LDDMM alignment. Background pixels were excluded, and colors denote histology-derived spatial structures.
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Fig. S19: Histology-derived spatial structures and alignment of MERFISH data to Nissl histology. A, Initial
fine-grained histology-feature assignments derived from a Nissl-stained coronal section of the Allen Mouse Brain Atlas. B,
Spatially smoothed assignments defining the coherent histology-derived structures used for alignment.C, Overlay of cells from
the MERFISH Mouse Brain Receptor Map S2R1 section and the Nissl image after manual global pre-alignment. D, Overlay
after S-LDDMM refinement, showing improved visual correspondence with the tissue boundary and internal cytoarchitectural
structures of the Nissl section. MERFISH cells are shown in red.
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Fig. S20: Alignment of the MERFISH S1R1 section to the Allen CCFv3 reference. The fixed-seed automatic
pipeline retained 12 final matched ST–atlas structure pairs. Top, anatomical labels from the anatomically corresponding Allen
CCFv3 coronal section and their transfer to the MERFISH cells after alignment with spAlignDE. Bottom, automatically
identified spatial-structure correspondences before and after alignment. Corresponding MERFISH spatial structures and atlas
regions are shown using matched colors.
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Fig. S21: Alignment of the MERFISH S3R1 section to the Allen CCFv3 reference. The fixed-seed automatic
pipeline retained 11 final matched ST–atlas structure pairs. Top, anatomical labels from the anatomically corresponding Allen
CCFv3 coronal section and their transfer to the MERFISH cells after alignment with spAlignDE. Bottom, automatically
identified spatial-structure correspondences before and after alignment. Corresponding MERFISH spatial structures and atlas
regions are shown using matched colors.
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Fig. S22: Label agreement across RCTD-inferred class labels is robust to reductions in the number of retained
matched spatial-structure pairs. The completed fixed-seed automatic ST-to-atlas pipeline retained 18 matched spatial-
structure pairs. For the controlled sensitivity analysis, these pairs were ranked once and the highest-ranking 18, 16, 14, 12,
10 or 8 pairs were retained. For every condition, the corresponding signed-distance-transform channels were reconstructed
and one final-resolution S-LDDMM alignment was performed for 200 optimization iterations from the same fixed global
pre-alignment. Structure-pair discovery was not repeated, and the ST dataset, Allen CCFv3 reference section and all other
S-LDDMM parameters were held fixed. The one-step 18-pair rerun served as the full-pair sensitivity baseline; it is distinct
from the completed multistage 18-pair primary alignment. Bars show label agreement (%) for each RCTD-inferred class
label, defined as the percentage of eligible ST cells whose transferred Allen CCFv3 label belonged to one of the predefined
anatomical categories compatible with that class label. Colors indicate the number of matched spatial-structure pairs retained.
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Fig. S23: Regionally enriched marker-gene localization is robust to reductions in the number of retained
matched spatial-structure pairs. Starting from the 18 matched spatial-structure pairs retained by the fixed-seed automatic
pairing procedure, the pairs were ranked once by the final gated alignment score, with the ungated alignment score used
to resolve remaining ties. The highest-ranking 18, 16, 14, 12, 10 or 8 pairs were retained. For each condition, including the
18-pair condition, the corresponding signed-distance-transform channels were reconstructed and an independent one-step
final-resolution S-LDDMM alignment was run for 200 optimization iterations from the same fixed global pre-alignment.
Structure-pair discovery was not repeated, and the ST dataset, Allen CCFv3 reference section and all other S-LDDMM
parameters were held fixed. The one-step 18-pair rerun served as the full-pair sensitivity baseline and is distinct from the
completed multistage 18-pair alignment used as the primary atlas result. Columns show seven regionally enriched marker
genes, and rows indicate the number of matched spatial-structure pairs retained. For each gene, high-expression cells were
defined as cells with positive raw counts at or above the 75th percentile among cells with positive expression. Blue points
indicate high-expression cells whose transferred Allen CCFv3 labels fell within the predefined expected anatomical region,
red crosses indicate high-expression cells transferred outside that region and black outlines delineate the expected anatomical
regions.
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Fig. S24: Atlas alignment guided by UI-defined spatial-structure pairs. Nine correspondence groups between spatial
transcriptomic structures and Allen CCFv3 atlas regions were UI-defined using the spAlignDE Structure Pair user interface.
Spatial transcriptomics coordinates are shown before and after high-resolution S-LDDMM alignment using these UI-defined
structure pairs. Corresponding ST structures and atlas regions within each paired group share a color, whereas structures
not included in the selected correspondence groups are shown in gray.
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Fig. S25: Label agreement across RCTD-inferred class labels after automatic or UI-defined spatial-structure
pairing. The same spatial transcriptomics section was aligned to the Allen CCFv3 reference using either 18 matched spatial-
structure pairs retained by the fully automatic spAlignDE pipeline or nine UI-defined correspondence groups constructed
with the spAlignDE Structure Pair user interface. Bars show label agreement (%) for each RCTD-inferred class label after
automatic-pairing alignment (blue) or UI-defined-pairing alignment (orange). For each class, label agreement was calculated
post hoc as the percentage of eligible ST cells whose transferred Allen CCFv3 label belonged to one of the predefined
anatomical categories compatible with that class label. RCTD-inferred labels were used only for evaluation and were not
used to construct the structure correspondences or estimate either alignment.
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Fig. S26: Regionally enriched marker-gene localization after automatic or UI-defined spatial-structure pairing.
Spatial localization of seven regionally enriched marker genes is shown after alignment using 18 matched spatial-structure
pairs retained by the fully automatic spAlignDE pipeline (top) or nine UI-defined correspondence groups constructed with
the spAlignDE Structure Pair user interface (bottom). For each gene, high-expression ST cells were defined as cells with
positive raw counts at or above the 75th percentile among cells with positive expression. Blue circles indicate high-expression
cells whose transferred Allen CCFv3 labels fell within the predefined expected anatomical region, red crosses indicate high-
expression cells transferred outside that region and green outlines delineate the expected atlas regions. Light-gray points
show the remaining ST cells.
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Fig. S27: Complete spatial testing outputs across alignment methods, part 1. Non-negative robust-standardized
mismatch-risk, näıve and mismatch-aware maps are shown for spAlignDE, SPOmiAlign, Spateo, STalign and CODA using
the representative simulation in Fig. 4C. The displayed risk scores are evaluated on the shared grid after median–MAD
standardization and flooring at zero, but before 95th-percentile capping and rescaling; they therefore have no fixed upper
bound. A common color scale is shared with Supplementary Fig. S28. Significant grid calls are projected to sample-B cells.
Red and blue points denote correctly signed true-positive calls in up- and down-regulated regions, orange points denote
implanted distorted regions, black points denote false-positive calls and gray points denote all cells. Displayed values are
location-level FDP for calls made at a target FDR of 0.05.
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Fig. S28: Complete spatial testing outputs across alignment methods, part 2. Non-negative robust-standardized
mismatch-risk, näıve and mismatch-aware maps are shown for CAST, STAligner, STAIR, SLAT and SANTO using the
representative simulation in Fig. 4C. The displayed risk scores are evaluated on the shared grid after median–MAD stan-
dardization and flooring at zero, but before 95th-percentile capping and rescaling; they therefore have no fixed upper bound.
A common color scale is shared with Supplementary Fig. S27. Significant grid calls are projected to sample-B cells. Red and
blue points denote correctly signed true-positive calls in up- and down-regulated regions, orange points denote implanted
distorted regions, black points denote false-positive calls and gray points denote all cells. Displayed values are location-level
FDP for calls made at a target FDR of 0.05.
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Fig. S29: Controlled cell-level coordinate perturbation analysis. A, A local set of cells selected from the spatial
simulation template. B, Gaussian perturbation vectors at increasing noise levels. At perturbation level u, the standard
deviation along each coordinate axis is uhgrid. C, Two-dimensional displacement divided by shared-grid spacing. Noise was
added to the oracle sample-B cell coordinates after simulation truth was defined, without rerunning alignment.
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Fig. S30: Shared-grid local inference under controlled coordinate perturbation. The shared-grid workflow is com-
pared with a cell-centered local-kernel baseline. A, Correlation between perturbed and unperturbed local statistic maps. B,
Location-level FDP for calls made at a target FDR of 0.05. C, Power at FDP ≤ 0.05. Grid-level results were projected to
sample-B cells before comparison with the implanted truth, as defined in Methods. Fixed shared-grid anchors preserve local
statistics more stably and slow FDP inflation as coordinate perturbation increases.
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Fig. S31: näıve and mismatch-aware testing under controlled coordinate perturbation. Both analyses use the
same shared-grid workflow and differ only in whether mismatch-aware variance inflation is applied. A, Local statistic map
correlation. B, Location-level FDP for calls made at a target FDR of 0.05. C, Power at FDP ≤ 0.05. Grid-level results were
projected to sample-B cells before comparison with the implanted truth, as defined in Methods. Mismatch-aware testing
further reduces FDP under coordinate perturbation, with some loss of power at larger perturbation levels.
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Fig. S32: Sensitivity to synthetic local warp strength. Twenty matched simulation templates were evaluated while
varying the local warp strength. näıve and mismatch-aware testing were compared using location-level FDP for calls made
at a target FDR of 0.05 and power at FDP ≤ 0.05, as defined in Methods. Mismatch-aware testing shows lower FDP as local
deformation increases while retaining similar power under the common FDP constraint.
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Fig. S33: Gamt spatial trajectory clusters across different cluster numbers. Spatial trajectory clustering for Gamt
is shown after manually fixing K at 2, 4, 6 and 8 in the aging brain application. These values were used to examine the effect
of cluster resolution and were not outputs of the automatic K-selection procedure. Grid locations were clustered by adjusted
local expression trajectories across age. Larger K values subdivide broad spatial domains while preserving the main regional
organization, supporting the interpretation of the Gamt trajectory clusters shown in Fig. 5C.
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Fig. S34: Local DE-region over-representation analysis for decreased expression in kidney injury. Panels show the
15 highest-ranked Gene Ontology Biological Process terms for cortex, interface and medulla classes defined from direction-
specific significant local-grid patterns after the gene-level qACAT

g eligibility screen. Bars indicate − log10 q, dashed lines mark
q = 0.05, and orange labels identify kidney-injury-related terms using the fixed descriptive rule applied after ranking.
Highlighting affected neither term selection nor order.
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Fig. S35: Local DE-region over-representation analysis for increased expression in kidney injury. Panels show the
15 highest-ranked Gene Ontology Biological Process terms for cortex, interface, and medulla classes defined from direction-
specific significant local-grid patterns after the gene-level qACAT

g eligibility screen; when fewer than 15 terms were returned,
all available terms are shown. Bars indicate − log10 q, dashed lines mark q = 0.05, and orange labels identify kidney-injury-
related terms using the fixed descriptive rule applied after ranking. Highlighting affected neither term selection nor order.
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Fig. S36: Compartment-level over-representation analysis for decreased expression in kidney injury. Panels
show the 15 highest-ranked Gene Ontology Biological Process terms obtained after direct injured-versus-normal differential
expression within cortex, interface and medulla. Bars indicate − log10 q, dashed lines mark q = 0.05, and orange labels identify
kidney-injury-related terms using the fixed descriptive rule applied after ranking. Highlighting affected neither term selection
nor order.
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Fig. S37: Compartment-level over-representation analysis for increased expression in kidney injury. Panels
show the 15 highest-ranked Gene Ontology Biological Process terms obtained after direct injured-versus-normal differential
expression within cortex, interface and medulla. Bars indicate − log10 q, dashed lines mark q = 0.05, and orange labels identify
kidney-injury-related terms using the fixed descriptive rule applied after ranking. Highlighting affected neither term selection
nor order.
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Fig. S38: Recurrence of significant GO Biological Process terms across compartment–direction classes. Bars
show the percentages of unique significant terms occurring in one, two or at least three classes for local DE and compartment-
level DE ORA. Classes comprise increase and decrease in cortex, interface and medulla. For each method, percentages use
the union of its significant terms across the six classes. Terms with BH-adjusted q ≤ 0.05 were included.
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