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Abstract
High-rise healthcare development can reconcile urban land constraints with access to specialized care,
but verticalization intensifies dependencies among clinical adjacency, elevators, fire and smoke
protection, critical utilities, infection control, commissioning, and patient experience. This study
developed the High-Rise Women's Hospital Performance Index (HRWHPI), a performance- and evidence-
governed framework for hot-arid cities. Evidence synthesis and lineage review produced 72 indicators
across nine domains, comprising 27 non-compensable Critical Gates, 26 Mandatory, 17 Performance,
and 2 Enhancement indicators. A scope-filtered modified Delphi process generated 343 eligible expert-
indicator evaluations from a 17-member multidisciplinary panel. All eligible Round-1 ratings were
positive at the prespecified threshold, yielding item- and scale-level content-validity indices (CVIs) of 1.00
and modified kappa of 1.00; no second round was required. Expert-confirmed importance judgments and
four domain comparisons produced locked hierarchical weights. Controlled inter-rater calibration met all
estimable acceptance criteria: quadratic weighted Cohen kappa = 0.817, exact agreement = 83.3%,
within-one agreement = 100%, and mean absolute difference = 0.167. Critical-Gate exact agreement was
100%, with no decision-changing discordance; gate kappa was not estimable because all paired
outcomes were PASS/PASS. In an evidence-constrained Mayo/Riyadh real-case application, authentic
context was available for 14/72 indicators (19.4%; 20.9% of locked weight), but 0/72 indicators were
final-score eligible. The complete-project HRWHPI was therefore withheld. Sensitivity testing confirmed
that this decision was robust. HRWHPI provides a structured performance framework while explicitly
preventing unsupported scoring when safety-critical project evidence is inaccessible. This dual function
supports transparent interpretation under constrained real-world access.

Article Highlights
The new index combines 72 hospital-design checks across nine safety and performance domains.

Independent reviewers applied the locked scoring rules with strong agreement.

The real-case study withheld a score when confidential technical evidence was insufficient.

1. Introduction
Urban growth, high land values, and concentration of tertiary services increasingly push complex
hospitals toward vertical or high-density configurations. In such projects, stacking, zoning, and routing
are not merely space-planning problems: they determine the travel paths of patients, staff, supplies,
waste, emergency responders, and critical services [1]. Elevator planning becomes a clinical logistics
problem when inpatient movement, emergency transfer, service segregation, and degraded-mode
operation all depend on the same vertical infrastructure [2].

The consequences of verticalization are particularly important during emergencies. Hospital evacuation
differs from ordinary high-rise egress because many occupants require assistance, beds or mobility
devices, clinical support, and continuity of life-sustaining services. Simulation research has shown that
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movement devices, bed handling, assisted horizontal transfer, and evacuation sequencing materially
affect evacuation time and resource demand [3–5]. These dependencies make fire, smoke, evacuation,
vertical transport, and utility resilience inseparable in high-rise healthcare assessment.

Women's hospitals add further spatial and experiential requirements. Birthing environments are
associated with maternal experience, perceived control, privacy, support, and staff workflow [6–8].
Neonatal settings similarly require design approaches that support family engagement while preserving
clinical efficiency and infection-control needs [9, 10]. These requirements mean that a high-rise women's
hospital cannot be assessed adequately by generic tower metrics or by a single accreditation,
sustainability, or patient-experience standard.

Environmental and infection-control performance also interact with the hot-arid context. Built-
environment interventions can influence nosocomial infection risk, and ventilation design remains a
central engineering control [11, 12]. Hospital resilience requires consideration of multiple hazards and
system interdependencies [13], while facade, thermal-comfort, and energy-performance studies show
that climate-responsive design can materially influence cooling demand and indoor conditions in
healthcare buildings [14–16]. International health-facility guidance further treats functional relationships,
parking/access, patient movement, and women's-health units as integrated planning concerns [17], while
its engineering guidance addresses critical services and vertical transportation [18]. WHO/UNICEF
guidance separately emphasizes WASH and hygiene infrastructure as foundational to safe and dignified
healthcare, including maternity care [19].

Despite this evidence, the available literature remains fragmented by discipline. Existing work addresses
optimization, evacuation, maternity environments, infection control, resilience, or environmental
performance separately, while broader hospital-resilience instruments are not specifically structured
around the combined urban, vertical, women/neonatal, hot-arid, and evidence-governance demands of a
high-rise women's hospital [13, 20]. The research gap is therefore not the absence of individual
standards, but the absence of a traceable framework that integrates them, distinguishes non-
compensable safety conditions from weighted performance, and prevents missing evidence from being
misclassified as failure or compliance.

This study aimed to develop and validate the High-Rise Women's Hospital Performance Index (HRWHPI)
for hot-arid cities. The objectives were to: (1) synthesize standards and research into a traceable
indicator architecture; (2) establish content validity and Critical-Gate status through multidisciplinary
expert review; (3) derive hierarchical weights; (4) test the reproducibility of the locked scoring process
through controlled inter-rater calibration; and (5) demonstrate an evidence-constrained real-case
application in Riyadh without fabricating performance scores where confidential technical evidence was
unavailable.

2. Materials and Methods
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2.1 Study design and evidence synthesis
A sequential instrument-development design was used: evidence synthesis -> indicator derivation and
lineage control -> expert content validation -> weighting -> scoring-manual lock -> controlled inter-rater
reliability (IRR) calibration -> evidence-constrained real-case application -> uncertainty and sensitivity
analysis. The framework was designed as a performance-assessment instrument rather than a
substitute for statutory approval, accreditation, or clinical governance.

The evidence synthesis was purposive and standards-led for instrument derivation rather than a formal
systematic review or meta-analysis. The evidence base combined peer-reviewed research, Saudi
regulatory and engineering references available to the study, international health-facility guidance,
hospital safety and resilience literature, and specialist evidence on maternity/neonatal design. Peer-
reviewed literature considered in the evidence base was current through 29 July 2026, with priority given
to 2020–2026 literature while retaining seminal methodological sources for Delphi and content validity.
The technical evidence hierarchy prioritized applicable authority requirements, health-facility guidance,
integrated international design/engineering guidance, peer-reviewed research, and then case/vendor
evidence. Key references included International Health Facility Guidelines, WHO/UNICEF guidance on
safe health-facility infrastructure, Saudi electrical and mechanical codes, and IBC/IFC [17–19, 21–24].

2.2 Indicator derivation, lineage control, and final
architecture
The initial evidence-derived framework contained 63 indicators organized conceptually across
urban/regulatory, access, vertical transport, clinical adjacency, infection control, fire/evacuation, building-
services reliability, hot-arid environmental performance, and women-centered care. Indicator refinement
used an explicit crosswalk rather than silent rewriting. The V1-to-V2.1 reconciliation preserved 123
lineage relationships and produced a 72-item candidate set. Lineage decisions were independently
reviewed and reconciled before the Delphi release.

The final instrument was organized into nine operational domains: D1 Regulatory, Site & Access
Governance; D2 Spatial, Clinical & Women/Neonatal Planning; D3 Vertical Transportation & Mobility
Resilience; D4 Fire & Life Safety; D5 Critical MEP, Utilities & System Resilience; D6 Environmental,
Infection Control & Healing Environment; D7 Constructability, Commissioning & Operational Readiness;
D8 Operations, Facilities & Lifecycle Performance; and D9 Digital Intelligence, Evidence & Governance.
Indicators were classified as Critical Gate, Mandatory, Performance, or Enhancement. Critical Gates were
defined as non-compensable: a safety-critical failure cannot be offset by high scores in lower-
consequence domains.

2.3 Modified Delphi and content-validity analysis
A multidisciplinary panel of 17 experts was used. Eligibility was domain-specific rather than requiring
every expert to rate every indicator. For each item within an expert's assigned scope, Round 1 requested
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ratings of relevance, clarity, and measurability on a 1–4 scale, together with Critical-Gate judgment and a
Keep/Modify/Delete/Merge decision. 'Not within expertise' was excluded from the denominator. This
scope-filtered approach yielded 343 eligible expert-indicator evaluations, with 3–9 eligible experts per
item (median 5). Healthcare-focused modified Delphi applications informed panel and instrument design
[25–27], while consensus reporting and content-validity methods followed established guidance [28–
31].

For each item, I-CVI was calculated as the proportion of eligible experts providing a positive rating (3 or
4). S-CVI/Ave and S-CVI/UA summarized scale-level performance, and modified kappa adjusted item-
level agreement for chance. A relevance I-CVI threshold of 0.78 was prespecified in line with established
content-validity guidance [30, 31], with equivalent positive thresholds applied to clarity and measurability;
safety-critical items were not to be deleted automatically without examining wording and panel
expertise. A second Delphi round was required only for revised, low-consensus, or unresolved items.

2.4 Expert-confirmed weighting
Weighting was performed after content validation. The Stage 5 dataset comprised 17 expert-confirmed
sets of indicator-importance judgments (1–9 scale; 343 scope-eligible judgments) and four complete
Best-Worst Method (BWM) comparisons across the nine domains. BWM identifies the most and least
important criteria, collects best-to-others and others-to-worst comparisons, and derives a consistent
criterion-weight vector [32].

The four domain-weight vectors were aggregated by geometric mean and normalized. Indicator
importance ratings were likewise aggregated within domains using geometric means, converted to local
weights, and multiplied by the corresponding domain weight to obtain global indicator weights Wj. The
final global weights sum to 1.000 (100 points). Critical-Gate classification remained separate from
weight: neither a high importance rating nor a large weight could create or replace gate status.

2.5 Scoring architecture and evidence governance
The locked scoring manual used an ordinal raw score from 0 to 4 together with Evidence Status and, for
Critical Gates, a separate Gate Outcome. The assessment explicitly distinguishes verified non-
compliance from absence of evidence. 'Not Evidenced' therefore does not equal score 0 and does not
imply compliance. Missing evidence is carried as uncertainty until sufficient project documentation
supports a case-specific judgment.

For evidenced indicators, domain performance is a weighted mean and the overall index is the weighted
aggregation of the domain/indicator scores. However, a complete-project result can be released only
when the evidence base and Critical-Gate decisions are sufficient for the intended assessment. No
universal HRWHPI pass cut-off was treated as empirically validated in this study.

2.6 Controlled inter-rater reliability calibration
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Before real-case interpretation, the locked manual was tested by two independent raters with
complementary healthcare expertise (healthcare architecture/planning and healthcare
MEP/construction/facilities management). Both raters evaluated all 72 indicators using the same frozen
evidence package and remained blinded to the other's scores until both returns were frozen.

Because authentic Mayo documents alone could not make every indicator scoreable, the Stage 7
package combined the real EVID-001/EVID-002 baseline with clearly labeled CAL-SIM B01-B14
supplements. These supplements were used only to create a controlled calibration environment and
were explicitly prohibited from being treated as factual Mayo evidence. Prespecified IRR criteria were
quadratic weighted Cohen kappa [33] > = 0.80, exact agreement > = 70%, within-1 agreement > = 95%,
mean absolute difference (MAD) < = 0.50, Critical-Gate kappa > = 0.80 when estimable, Critical-Gate
exact agreement > = 90%, and zero unresolved decision-changing gate discordance. If gate prevalence
made Pe = 1, conventional Cohen kappa was reported as not estimable rather than forced to 1.00.

2.7 Evidence-constrained Mayo/Riyadh real-case
application
After calibration, Mayo/Riyadh was evaluated as an Evidence-Constrained Real-Case Application. Only
authentic project evidence available to the researchers was used to characterize the case; CAL-SIM
materials were excluded. The principal accessible project sources were architectural/functional and
project-presentation records. Detailed fire strategy, MEP design, elevator studies, commissioning
records, and other restricted technical files were outside the accessible evidence boundary and were not
treated as prerequisites for case inclusion.

For each of the 72 indicators, the assessment distinguished: authentic contextual evidence, final score
eligibility, and Critical-Gate decision status. Contextual evidence could support case understanding
without being sufficient to assign a 0–4 performance score. Evidence coverage was therefore reported
independently from project performance. Source conflicts were preserved as open whenever the project
documents reported inconsistent values rather than being reconciled by assumption.

2.8 Uncertainty, sensitivity, and scenario analysis
Uncertainty was treated primarily as structural evidence-access and score-identifiability uncertainty
rather than sampling error. No missing performance value was imputed and no confidence interval was
calculated for an unidentified project score. Evidence coverage was examined using locked global
weights, equal domain weights, and unweighted indicator counts. One-at-a-time (OAT) domain-weight
perturbations of +/-10% and +/-20% were applied with renormalization to test whether the evidence-
coverage conclusion depended on a fragile weighting structure.

Five evidence-access scenarios were also examined: S0 current baseline; S1 verification of all currently
contextual indicators; S2 S1 plus resolution of all Critical Gates; S3 S2 plus verification of all Mandatory
indicators; and S4 full evidence availability. These scenarios modeled potential evidence capacity only;
they did not assign hypothetical Mayo performance scores.
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2.9 Use of generative AI tools
Generative AI tools (including ChatGPT, OpenAI) were used under author supervision to assist with
language editing, document structuring, consistency checking, and execution of author-specified
computational and document-production workflows. They were not treated as data sources, expert
participants, or autonomous decision-makers. All methodological decisions, source interpretation,
quantitative results, and final scientific claims were reviewed by, and remain the responsibility of, the
authors.

3. Results

3.1 Final HRWHPI structure and content validity
The finalized instrument contained 72 indicators: 27 Critical Gates, 26 Mandatory indicators, 17
Performance indicators, and 2 Enhancement indicators. Domain sizes ranged from 4 indicators in D3 to
11 in D8. The largest concentration of Critical Gates occurred in D4 Fire & Life Safety (6/6) and D5
Critical MEP, Utilities & System Resilience (6/8). The final domain architecture and locked domain
weights are summarized in Table 1.

Across the 343 scope-eligible Round-1 evaluations, every eligible rating was recorded as positive at the
content-validity dichotomy (3/4), every gate-designated item received supporting gate votes from its
eligible experts, and all 343 eligible decisions were Keep. Consequently, the minimum item-level I-CVI for
relevance, clarity, and measurability was 1.00; S-CVI/Ave and S-CVI/UA were 1.00; and modified kappa
was 1.00. No item required Round 2 and the 72-item wording was retained. The preserved Delphi dataset
did not distinguish the exact raw value 3 from 4, so means and standard deviations of those three rating
dimensions were not reconstructed. Round-1 validation outcomes are summarized in Table 2.
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Table 1
Final HRWHPI domain architecture and locked domain weights

Domain Domain name Items Critical
Gates

Locked
weight

D1 Regulatory, Site & Access Governance 9 4 11.01%

D2 Spatial, Clinical & Women/Neonatal Planning 8 3 11.52%

D3 Vertical Transportation & Mobility Resilience 4 2 9.95%

D4 Fire & Life Safety 6 6 12.18%

D5 Critical MEP, Utilities & System Resilience 8 6 16.27%

D6 Environmental, Infection Control & Healing
Environment

6 2 8.75%

D7 Constructability, Commissioning & Operational
Readiness

10 3 14.11%

D8 Operations, Facilities & Lifecycle Performance 11 0 9.69%

D9 Digital Intelligence, Evidence & Governance 10 1 6.52%

Table 2
Round-1 content-validation summary

Measure Result Interpretation

Candidate indicators 72 Frozen V2.1 set

Eligible expert-indicator evaluations 343 3–9 experts/item; median 5

Relevance I-CVI 1.00 All eligible ratings positive

Clarity I-CVI 1.00 All eligible ratings positive

Measurability I-CVI 1.00 All eligible ratings positive

S-CVI/Ave 1.00 All three dimensions

S-CVI/UA 1.00 All three dimensions

Modified kappa 1.00 Positive dichotomy

Critical Gates supported 27/27 No unresolved gate designation

Round 2 Not required No modified/low-consensus items

3.2 Locked expert weights
The locked domain weights summed to 1.000. D5 Critical MEP, Utilities & System Resilience received the
highest weight (16.27%), followed by D7 Constructability, Commissioning & Operational Readiness
(14.11%) and D4 Fire & Life Safety (12.18%). D9 Digital Intelligence, Evidence & Governance received the
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lowest relative domain weight (6.52%). These weights represent the expert-confirmed Stage 5 hierarchy
and do not alter the non-compensable status of Critical Gates.

3.3 Controlled inter-rater reliability
The two independent raters produced 72 paired ordinal scores. Exact agreement occurred on 60/72
indicators (83.3%), while all 72 pairs were within one scale point; the 12 disagreements were therefore
adjacent-category differences only. Quadratic weighted Cohen kappa was 0.8175 and MAD was 0.1667,
meeting all prespecified ordinal criteria. The raters also agreed exactly on all 27 Critical-Gate outcomes,
with zero decision-changing gate discordance. Critical-Gate Cohen kappa was not estimable because
every paired gate outcome was PASS/PASS, yielding invariant category use (Pe = 1). Stage 7 was
therefore accepted on the basis of all estimable prespecified criteria, while the gate result was
interpreted cautiously as controlled calibration rather than proof of operational reliability across
heterogeneous cases. The prespecified IRR metrics and decisions are summarized in Table 3.

Table 3
Controlled inter-rater reliability results

Metric Observed Criterion Decision

Quadratic weighted Cohen kappa 0.8175 >=0.80 PASS

Exact agreement 83.3% (60/72) >=70% PASS

Within-1 agreement 100.0% >=95% PASS

Mean absolute difference 0.1667 <=0.50 PASS

Critical-Gate exact agreement 100.0% (27/27) >=90% PASS

Critical-Gate Cohen kappa Not estimable (Pe = 
1)

>=0.80 when
estimable

Interpretive

Decision-changing gate
discordance

0 0 PASS

3.4 Mayo/Riyadh evidence coverage and score
identifiability
Authentic contextual information was available for 14/72 indicators (19.4%), representing 20.9% of the
locked global indicator weight. Context was concentrated in D1-D3, where the available project
documents contained regulatory/site, spatial/clinical, parking/access, and vertical-organization
information. No authentic contextual evidence was available for D5, D7, D8, or D9 within the source
boundary used for the case. Domain-level evidence coverage is reported in Table 4 and visualized in
Fig. 1.

Importantly, contextual evidence was insufficient to satisfy the locked final-scoring evidence
requirements for any indicator: 0/72 indicators were final-score eligible. Five of the 27 Critical Gates had
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some contextual information, but 0/27 had sufficient evidence for a final PASS/FAIL determination; all 27
therefore remained unresolved for final case decision. The complete-project HRWHPI was withheld
rather than treating absent technical records as non-compliance or assumed compliance.

Four source conflicts were retained as open: Mayo built-up/total area (227,714 vs 222,384 sqm), parking
count (789 vs 1,044), footprint/local-regulation values (35% maximum vs 44% reported total footprint),
and inconsistent area/FAR summary definitions across the project presentation. None was silently
reconciled for scoring.

Table 4
Authentic contextual evidence coverage by HRWHPI domain in the Mayo/Riyadh case

Domain Domain name Context/total Count
coverage

Within-
domain
weighted
coverage

Global weight
represented

D1 Regulatory, Site &
Access Governance

5/9 55.6% 51.6% 5.68%

D2 Spatial, Clinical &
Women/Neonatal
Planning

5/8 62.5% 65.4% 7.53%

D3 Vertical Transportation
& Mobility Resilience

2/4 50.0% 45.2% 4.50%

D4 Fire & Life Safety 1/6 16.7% 17.9% 2.18%

D5 Critical MEP, Utilities &
System Resilience

0/8 0.0% 0.0% 0.00%

D6 Environmental, Infection
Control & Healing
Environment

1/6 16.7% 12.0% 1.05%

D7 Constructability,
Commissioning &
Operational Readiness

0/10 0.0% 0.0% 0.00%

D8 Operations, Facilities &
Lifecycle Performance

0/11 0.0% 0.0% 0.00%

D9 Digital Intelligence,
Evidence & Governance

0/10 0.0% 0.0% 0.00%

3.5 Sensitivity and evidence-access scenarios
The evidence-constrained conclusion was insensitive to the tested weighting alternatives. Contextual
coverage was 20.9% under locked global weights, 21.3% with equal domain weights, and 19.4% using
unweighted indicator counts. OAT +/-10% perturbations produced a 20.4–21.4% range, and +/-20%
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perturbations produced a 19.9–21.9% range. The complete-project HRWHPI remained withheld under
every weighting basis. The domain-weight sensitivity pattern is shown in Fig. 2.

Evidence-access scenarios further separated scoreability from performance. S1 could make 14/72
indicators (20.9% of locked weight) potentially evidence-eligible; resolving all Critical Gates in S2 could
increase potential eligible weight to 63.1%; adding all Mandatory indicators in S3 could increase it to
86.1%; and S4 represented 100% evidence availability. However, none of these scenarios assigned
hypothetical 0–4 Mayo scores; consequently, they were not alternative HRWHPI performance results.
Table 5 and Fig. 3 summarize the evidence-access scenarios.

Table 5
Evidence-access scenarios; percentages represent potential score-eligible locked weight, not simulated

Mayo performance
Scenario Potential

eligible
indicators

Potential
eligible locked
weight

Critical
Gates
resolved

Project HRWHPI

S0 Current
baseline

0/72 0.0% 0/27 WITHHELD

S1 Verify
contextual
indicators

14/72 20.9% 5/27 WITHHELD

S2 + resolve all
Critical Gates

36/72 63.1% 27/27 WITHHELD

S3 + verify
Mandatory
indicators

58/72 86.1% 27/27 WITHHELD

S4 Full evidence
availability

72/72 100.0% 27/27 WITHHELD - no
hypothetical
performance scores

4. Discussion
The HRWHPI was developed to address a problem created by the intersection of healthcare complexity
and vertical urban form. Existing research establishes that stacking and routing influence hospital
configuration [1], that elevator systems govern high-rise logistics [2], and that evacuation of dependent
occupants requires assisted-movement planning rather than generic egress assumptions [3–5].
Women's and neonatal environments add privacy, choice, family, and rapid-adjacency requirements [6–
10]. The final nine-domain architecture therefore treats density, clinical function, vertical movement, fire
safety, critical utilities, environmental/IPC performance, commissioning, operations, and evidence
governance as a connected system rather than separate checklists. This design-oriented architecture
also differs from broader resilience indices that focus primarily on organizational and hospital-continuity
characteristics rather than integrated high-rise clinical-design performance [20].
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The weighting pattern is also informative. Critical MEP and utilities received the highest domain weight,
followed by constructability/commissioning and fire/life safety. This does not imply that clinical planning
or women-centered experience is secondary; instead, it reflects expert recognition that a high-rise
healthcare building can maintain clinical intent only if power, cooling, water, medical gases, vertical
transport, and commissioning remain reliable under routine and degraded conditions. International
healthcare engineering guidance similarly treats loss of critical services and vertical-transport reliability
as patient-safety and operational-continuity concerns [18]. The framework deliberately prevents these
relative weights from overriding Critical Gates.

The content-validity findings provide strong evidence of expert acceptance but should not be
overinterpreted. All scope-eligible judgments were positive after dichotomization, producing CVI and
modified-kappa values of 1.00. However, the preserved record did not retain the exact distinction
between ratings 3 and 4. The appropriate interpretation is therefore unanimous positive content-validity
endorsement within the eligible panel, not zero dispersion on the original 1–4 scale. This conservative
interpretation is consistent with established Delphi and content-validity reporting principles [28–31] and
avoids reconstructing ordinal detail that is no longer available.

Controlled IRR demonstrated that the locked manual can be applied consistently when raters receive the
same complete evidence boundary. A quadratic weighted kappa of 0.8175, 83.3% exact agreement,
100% within-one agreement, and low MAD indicate that remaining differences were small ordinal
judgments rather than systematic disagreement. Weighted kappa explicitly accommodates scaled
disagreement between ordinal categories [33]. The Critical-Gate result is more limited: 100% exact
agreement is encouraging, but invariant PASS classifications make Cohen kappa mathematically
unidentifiable. Future reliability studies should intentionally include authentic cases containing failed,
unresolved, and satisfied gates so that gate-category reliability can be estimated under real prevalence
conditions.

The Mayo/Riyadh application demonstrates a second function of HRWHPI: evidence governance. Within
this case, detailed fire, MEP, elevator, commissioning, operational, and digital records were unavailable
inside the accessible evidence boundary. A conventional weighted index can produce a misleadingly
precise result if missing records are silently coded as failure, ignored, or assumed compliant. HRWHPI
instead maintains Not Evidenced as a distinct state and withholds the complete-project score when
performance cannot be identified. This converts a common limitation of evidence-restricted healthcare
case assessment into an explicit, auditable result.

The distribution of available Mayo evidence should therefore not be read as a performance profile.
Higher contextual coverage in D1-D3 reflects the architectural and presentation-oriented nature of the
accessible sources. Zero contextual evidence in MEP, commissioning, operations, or digital governance
does not demonstrate weakness in those domains. Similarly, the four unresolved project-document
conflicts show why source governance matters: choosing one parking, area, or footprint value without an
authoritative revision record could bias regulatory and access interpretations.
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Sensitivity testing strengthens this conclusion. Alternative weighting structures and +/-20% domain
perturbations changed contextual coverage by only a small amount and never altered the withholding
decision. Even complete evidence availability in the scenario analysis was not treated as high
performance, because evidence capacity and observed performance are different variables. This
distinction is a core methodological contribution of HRWHPI and may be useful beyond women's
hospitals whenever researchers evaluate safety-critical infrastructure with incomplete access to
technical records.

Several limitations remain. First, the content-validation panel was scope-filtered, so eligible N varied by
item from 3 to 9. Second, exact 3-versus-4 Delphi ratings were not preserved. Third, Stage 5 weighting is
best described as an expert-confirmed empirical dataset: 17 experts confirmed the recorded importance
judgments and four confirmed BWM comparisons, but future studies should preserve digitally time-
stamped raw returns from inception. Fourth, Stage 7 was a controlled calibration exercise using
simulated supplements and therefore does not establish operational IRR under messy real-world
evidence. Fifth, the Mayo case had 0/72 final-score-eligible indicators and cannot validate score
distribution, discrimination, or thresholds. Finally, the study examined one evidence-constrained real
case; external validity and an empirical pass-band structure require additional hospitals, preferably with
owner-authorized access to complete records.

Future research should apply the locked 72-item instrument to multiple high-rise women's hospitals and
comparable tertiary towers at different lifecycle stages. Priority analyses include operational IRR, gate-
category variability, criterion validity against independent safety/quality outcomes, longitudinal
sensitivity to commissioning and operational data, and assessment of whether observed score
distributions support empirically defensible performance bands.

5. Conclusions
This study developed the HRWHPI as a nine-domain, 72-item performance framework for high-rise
women's hospitals in hot-arid cities. The instrument integrates 27 non-compensable Critical Gates with
weighted mandatory, performance, and enhancement indicators. Scope-filtered expert review produced
unanimous positive content-validity endorsement, expert-confirmed weighting established a locked 100-
point hierarchy, and controlled calibration achieved acceptable ordinal inter-rater reliability. The
Mayo/Riyadh case then demonstrated the framework's evidence-governance function: despite authentic
contextual information for 14 indicators, no indicator met final-score evidence requirements and all
Critical Gates remained unresolved for final case judgment, so the complete-project score was withheld.
Sensitivity testing showed that this decision was not an artifact of weighting assumptions. HRWHPI
should therefore be interpreted as both a performance-assessment structure and a governance
mechanism that defines when a healthcare performance claim is - and is not - supported by evidence.
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Figure 1

Distribution of authentic contextual evidence across the nine HRWHPI domains; coverage reflects
evidence availability, not project performance
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Figure 2

Deterministic sensitivity of contextual evidence coverage to domain-weight perturbation; official locked
weights remain unchanged

Figure 3

Evidence-access scenarios for the Mayo/Riyadh case; scenario values represent evidence capacity, not
alternative HRWHPI performance scores
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