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Abstract

Medium-term fiscal frameworks (MTFs) anchor the annual budget within a
multi-year macroeconomic outlook and are a central institutional device for
fiscal-policy credibility in Latin America. This paper evaluates whether the real
gross domestic product (GDP) growth forecasts published by the MTFs of Chile,
Colombia, Peru, and Uruguay are unbiased. Using a unified database of multi-
year forecast vintages from each country, we apply the Holden and Peel (1990)
test to country-specific subsamples, and we find a recurrent two-regime structure.
In every country the unbiasedness null is rejected in the second subsample, with
overestimation biases ranging between 1.4 and 2.4 percentage points per year,
approximately. Because macroeconomic projections enter medium-term budget
planning and, in different ways across countries, interact with the operation and
assessment of fiscal rules, persistent growth overestimation may weaken the reli-
ability of the fiscal baselines on which policy decisions are made. How that bias
maps into compliance with a numerical rule differs across the four countries,
because their rules rest on different structural, cyclical and debt concepts.
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1 Introduction

Medium-term fiscal frameworks (MTFs) are official documents in which a govern-
ment’s economic authority lays out a multi-year macroeconomic outlook (typically
three to four years ahead) together with the fiscal projections that follow from it.
They serve a dual purpose: to anchor the annual budget within a longer-term view
of public finances, and to communicate to citizens, markets, and supervisory bodies
the assumptions under which fiscal policy is being conducted. Filc and Scartascini
(2011) trace the modern MTF back to fiscal-reform episodes in the United Kingdom
and Germany during the 1960s, and document the wave of Latin American adoptions
during the 2000s, which sought to lock in fiscal discipline after the volatile decades
that preceded it.1

Because MTFs are reviewed by markets and by domestic political actors, the qual-
ity of the macroeconomic forecasts they contain is a first-order policy issue. The link
runs through fiscal planning itself. A deficit ceiling, a debt anchor or a structural
balance target cannot be applied to an observed outcome at the moment the bud-
get is approved: compliance has to be assessed against a projected macroeconomic
path, and in these four countries the projections that inform that path are produced
and published by the same authority whose discretion the rule is meant to restrain.
An optimistic projection can therefore relax the effective constraint without any ceil-
ing being breached. If the projections embedded in the document are systematically
biased, the fiscal rules and spending plans that rest on them will be miscalibrated, the
legislative debate around the budget will be informed by an inaccurate baseline, and
the credibility benefit that motivated the framework in the first place will be eroded.
Evaluating whether official multi-year forecasts are unbiased is therefore a precondition
for assessing the broader functioning of MTFs as a fiscal-policy institution.

This paper conducts that evaluation for four Latin American economies (Chile,
Colombia, Peru, and Uruguay) that have published medium-term fiscal frameworks
for at least two decades. The four documents differ in institutional setting and update
frequency, yet they share a common feature. Each one issues a real gross domestic
product (GDP) growth forecast for the current year and for up to three years ahead,
although the number of horizons actually reported varies across documents and years.
Specifically, the documents analyzed in this paper are:

• Chile. The Informe de Finanzas Publicas (IFP), prepared by the Direccion de Pre-
supuestos (DIPRES) of the Ministry of Finance. The IFP is issued quarterly, with
the third-quarter release containing the macroeconomic baseline that accompanies
the budget bill sent to Congress. Earlier vintages of the same exercise appeared
as an annex of macroeconomic assumptions inside the budget itself (Dirección de
Presupuestos, 2026). The submission of an Informe de Finanzas Publicas prior to
the congressional consideration of the budget is mandated by Law 19896 of 2003
(Congreso Nacional de Chile, 2003).

• Colombia. The Marco Fiscal de Mediano Plazo (MFMP), published every June
by the Ministerio de Hacienda y Credito Publico. The MFMP was established by

1Schick (2009) and Brumby and Hemming (2013) review the role of MTFs as institutional devices for
credibility and the cross-country variation in their design.
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Law 819 of 2003 (Congreso de la República de Colombia, 2003), and the first issue
appeared in June 2004; it provides a ten-year horizon of macroeconomic and fiscal
projections (Ministerio de Hacienda y Crédito Público, 2026).

• Peru. The Marco Macroeconomico Multianual (MMM), prepared by the Ministerio
de Economia y Finanzas (MEF) under Legislative Decree 1276 (Poder Ejecutivo del
Perú, 2016). The MMM has been published since 2000 and typically appears twice
a year (an April-May release and a third-quarter revision) with a four-year horizon
(Ministerio de Economı́a y Finanzas del Perú, 2026).

• Uruguay. The macroeconomic scenario reported in the Presupuesto Nacional
(issued once per five-year administration) and in the annual Rendicion de Cuentas
updates filed with the legislature; both are produced by the Ministerio de Economia
y Finanzas (Ministerio de Economı́a y Finanzas del Uruguay, 2026). Both docu-
ments are constitutionally mandated: Article 214 of the Constitution requires each
incoming administration to submit a five-year Presupuesto Nacional and the Exec-
utive to file an annual Rendición de Cuentas within six months of the close of each
fiscal year (República Oriental del Uruguay, 1996).

Each of these documents also sits alongside a numerical fiscal rule, and the macroe-
conomic scenario it publishes is part of the baseline against which fiscal plans are
drawn. How directly the growth projection enters the rule differs across the four coun-
tries. Peru offers the most direct link, since the fiscal rules are set out in the same legal
framework that governs the MMM. The Colombian rule combines a debt anchor with a
structural primary balance and cyclical and commodity adjustments, and the Chilean
rule is assessed on a cyclically adjusted balance built on trend output estimated with
the participation of expert committees, so in neither case does the published growth
forecast map one for one into fiscal space. Uruguay requires a further caveat: its cur-
rent rule was introduced only in 2020 and therefore postdates most of the sample
studied here.

The four frameworks are heterogeneous along several dimensions. Chile and Peru
update their projections two or more times a year, whereas Colombia produces a
single annual document and Uruguay updates only within the budgetary cycle. The
Chilean and Peruvian frameworks have been in continuous operation since the early
2000s, while Colombia’s first MFMP dates from 2004 and Uruguay’s digitally available
macroeconomic projections begin only in the second half of the 2000s. Whatever the
differences in form, all four share the property of producing official, on-the-record
forecasts of real GDP growth over a medium-term horizon of up to three years, which
makes them directly comparable through the lens of forecast evaluation.

The methodology builds on the literature on statistical forecast evaluation. Mincer
and Zarnowitz (1969) proposed the canonical regression test of rationality, but Mankiw
and Shapiro (1986) showed that its small-sample distribution can over-reject the null
with highly autoregressive series, a concern that is acute given our short samples. We
therefore follow Holden and Peel (1990) and test the necessary moment condition for
unbiasedness, E(Yt+j − Ft|t+j) = 0, directly.

Forecast bias has been documented in a variety of official forecasting bodies.
Frankel (2011) finds particularly pronounced optimism among countries subject to the
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Stability and Growth Pact, while Frankel and Schreger (2013) show that the interac-
tion between forecast bias and fiscal institutions depends importantly on institutional
design. Jonung and Larch (2006) argue that the incentive to over-project is structural
rather than incidental and propose independent forecasts as the remedy, and Beetsma,
Giuliodori, and Wierts (2009) show that the multi-annual plans submitted under the
European fiscal framework are systematically not delivered. Eicher and Kawai (2024)
document persistent bias in International Monetary Fund (IMF) reserve and debt
forecasts for balance-of-payments program countries, and Aldenhoff (2007) provides a
public-choice rationalization for biased IMF growth forecasts. For revenue and budget
forecasts at the country level, Auerbach (1999) provides early benchmark evidence for
the United States. The literature therefore documents systematic bias in a number of
official forecasting settings, although the evidence is not universal, and the direction,
magnitude, and timing of the bias appear to be context-specific. To our knowledge,
the four Latin American MTFs studied here have not been jointly evaluated using a
common methodology.

The remainder of the paper is organized as follows. Section 2 describes the dataset,
the variable of interest, and the period covered, and presents the descriptive analysis
country by country with the help of the error-series plots. Section 3 describes the
methodology used to identify bias in the breaks visually identified in section 2. Section
4 presents the main results and section 5 concludes.

2 Database and Descriptive Analysis

2.1 Data sources and variable of interest

The dataset is constructed from the medium-term fiscal frameworks produced by
each country, complemented with realized GDP growth from the World Bank’s World
Development Indicators (World Bank, 2026). Each MTF report contains an official
real GDP growth projection for the year in which it is published (t) and for up to
three years ahead (t+1, t+2, t+3). We extracted, for each country and each publica-
tion year, the medium-term forecasts Ft|t+1, Ft|t+2, and Ft|t+3 reported in the official
document, together with the realized growth rate Yt+j for each target year.

For every triplet (country, publication year, horizon) the forecast error is con-
structed as

et|t+j = Yt+j − Ft|t+j , j ∈ {1, 2, 3}. (1)

By construction, et|t+j > 0 indicates that realized growth exceeded the projection
(the MTF underestimated growth), whereas et|t+j < 0 indicates that realized growth
fell short of the projection (the MTF overestimated growth). Under unbiasedness,
E(et|t+j) = 0 for each horizon j.

The period covered varies by country, reflecting the date at which each MTF began
to publish multi-year GDP projections. Chile’s series spans publication years 2000 to
2022, with realized growth available through 2024; Colombia begins in 2004 (the first
issue of the MFMP, following Law 819 of 2003); Peru spans 2002 to 2022; and Uruguay
spans 2006 to 2022 with a few internal gaps in years for which the budget exercise or
accountability report was not digitally available.
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The rest of this section uses the per-country error-series plots collected at the end of
the paper to motivate the cutoff years that will partition each sample in the empirical
analysis. For each country we look at the average forecast error in year t, defined as
the simple mean of et|t+1, et|t+2, et|t+3, and we overlay two centered moving averages,
a short one with a three-year window and a long one with a five-year window. The
cutoff selected for each country is the year around which the long moving average
changes its qualitative behavior in a way that is consistent with a regime change in
the sign and magnitude of the bias.

2.2 Chile

Figure 1(a) shows the average annual forecast error of the IFP. From 2005 onward
both moving averages remain in negative territory for essentially every year of the
sample, which signals a sustained regime of overestimation. The short moving average
stays in the range [−3,−1] percentage points for most of the period, while the long
moving average behaves as a smooth envelope that does not return to zero until the
very end of the sample.

The only departures from this regime come from atypical years. The bar for 2009,
which records the impact of the global financial crisis on the realized series, lies visibly
below the moving averages and reflects a shock that no IFP vintage anticipated. The
bars for 2020 and 2022 introduce additional volatility associated with the COVID-19
contraction and the subsequent rebound, but they do not alter the qualitative reading
of the moving averages, which remain below zero. The conclusion that emerges from
the figure is that the Chilean forecasts have been systematically optimistic since 2005,
with sporadic outliers concentrated in years of pronounced macroeconomic stress.

The empirical implication is direct. The natural cutoff for the Chilean sample is
the 2004/2005 boundary: the period up to and including 2004 captures the few years
that precede the onset of the overestimation regime, and the period from 2005 onward
captures the regime itself. The pre-cutoff window should therefore display a small
and statistically insignificant mean forecast error, while the post-cutoff window should
display a clearly negative and significant one. Both subsamples, together with the full
sample, are reported in the Results section.

2.3 Colombia

Figure 1(b) reports the average annual forecast error of the MFMP. The plot can be
naturally split into two phases. For the period 2004 to 2011 the long moving average
sits very close to zero, oscillating within a narrow band that contains the horizontal
axis, while the short moving average swings around zero with no clear sign. This is
the visual signature of a regime in which the MFMP forecasts are, on average, broadly
consistent with realized growth and do not display a systematic direction of error.

From 2012 onward the picture changes qualitatively. The long moving average
leaves the neighborhood of zero and remains entirely negative for the rest of the
sample, indicating that the average error becomes systematically negative once that
point is passed. The short moving average follows the same descent and stays below
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zero for almost the entire post-2011 window, with only minor positive blips in the post-
pandemic observations. The combination of an essentially zero long moving average
up to 2011 and an entirely negative long moving average from 2012 onward justifies
treating 2011 as the last year of an unbiased regime and 2012 as the first year of an
overestimation regime. The cutoff used in the Results section therefore partitions the
Colombian sample at the 2011/2012 boundary.

2.4 Peru

Figure 1(c) shows the cleanest pattern in the four-country panel. Both moving aver-
ages, short and long, display a clearly descending trend over the whole sample: starting
from positive values in the early 2000s, they decline through the second half of the
decade and end up well below zero in the 2010s. The long moving average crosses
zero only once, around 2010, and from that point onward the average forecast error is
systematically negative.

The visual evidence indicates that the marked overestimation regime begins in
2011. The bars from 2011 to the end of the sample are predominantly negative, with
magnitudes that are large in absolute value during the second half of the 2010s. The
two pandemic-related bars (2020 and 2021) introduce large fluctuations, but they do
not pull the moving averages back into positive territory: the long moving average
remains clearly negative through 2022. The cutoff for Peru is therefore set at 2010,
with the regression splitting the sample into the years up to and including 2010 and
the years from 2011 onward.

2.5 Uruguay

Figure 1(d) shows a pattern that is qualitatively similar to Peru’s. In the late 2000s
the moving averages sit above zero, consistent with a regime in which Uruguayan
forecasts tend to underestimate realized growth, partly because of the strong post-
recession rebound of 2010. Around 2011 the moving averages begin to descend and
they cross zero shortly thereafter, settling firmly into negative territory from 2012
onward. The long moving average reaches its trough in the second half of the 2010s,
when the average error is the most negative of any country in the panel.2

The marked overestimation regime for Uruguay therefore begins in 2012, one year
later than the Peruvian shift. As in Peru, the post-pandemic observations introduce
a partial reversal towards positive average errors in 2020 and 2021, but these are too
few to alter the medium-term reading of the moving averages. The cutoff for Uruguay
is consequently set at 2011, with the regression splitting the sample into the years up
to and including 2011 and the years from 2012 onward.

2The Uruguayan series is irregular relative to the other three countries in the panel. No publicly accessible
digital projection was located for fiscal year 2009. In addition, in several years, fewer than the three forecast
horizons used by the other countries. Specifically, the documents published in 2007, 2014, 2017 and 2018
contain only two forecast horizons (one- and two-year-ahead), and the documents published in 2008 and
2019 contain a single one-year-ahead forecast. The dataset preserves the original document structure, so
observations with missing horizons are treated as missing rather than imputed; this is the reason behind
the smaller effective sample size for Uruguay in the regressions reported in the following section.
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3 Methodology

Following the approach developed by Holden and Peel (1990), this study examines
whether the real GDP growth projections reported in each country’s MTF display
a systematic bias. Under an unbiased forecasting scheme, the projections should, on
average, match the actual observed GDP growth figures. Specifically, the forecast error
defined in equation (1) should have an expected value of zero and should show no
systematic patterns across time.

3.1 Testing for unbiasedness

The Mincer-Zarnowitz regression (Mincer & Zarnowitz, 1969) is the canonical test of
forecast rationality. It regresses the realized value of a variable on the corresponding
forecast and tests the joint null hypothesis that the intercept is zero and the slope is
one. Holden and Peel (1990) show, however, that this joint condition is sufficient but
not necessary for unbiasedness. A forecast can be unbiased and still reject the Mincer-
Zarnowitz null because of correlation between the forecast and the error term. They
propose, as an alternative, to test the necessary moment condition directly, namely
that the average forecast error is equal to zero. This concern is particularly relevant in
short samples when the variables involved are highly persistent (Mankiw & Shapiro,
1986), which is the setting here given the limited number of MTF publications available
for each country.

For each country and each subsample considered, we estimate the following
intercept-only regression:

et|t+j = µ + εt,j (2)

where et|t+j is the forecast error defined in equation (1), pooled across the three fore-
cast horizons j ∈ {1, 2, 3}. The parameter µ captures the average forecast bias in the
corresponding subsample. Pooling the horizons increases precision in the relatively
short country samples and estimates the average bias across the medium-term pro-
jection profile rather than at a single horizon. To accommodate the heterogeneity in
forecast variance across years and horizons, the standard errors used to construct the
t-statistic are heteroskedasticity-robust (Huber-White) (White, 1980) throughout.

The null hypothesis of unbiasedness is

H0 : µ = 0 , (3)

which is tested using a standard t-test. A rejection of H0 in favor of µ < 0 indicates
systematic overestimation of realized growth, while a rejection in favor of µ > 0
indicates systematic underestimation.

3.2 Sample partitions

Section 2 motivates a country-specific sample cutoff. For each of the four countries, the
average forecast error series suggests a year that separates an early phase in which the
forecasts are close to unbiased from a later phase in which the forecasts systematically
overestimate realized growth. The empirical design therefore reports, for each country,
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three regressions of equation (2): one estimated on the full sample, one estimated on
a restricted “pre” window, and one estimated on a restricted “post” window. The
partitions are summarized in Table 1.

Table 1 Sample partitions used in the empirical analysis

Country Full sample Pre window Post window

Peru 2002–2022 ≤ 2010 > 2010
Colombia 2004–2022 ≤ 2011 > 2011
Uruguay 2006–2022 ≤ 2011 > 2011
Chile 2000–2022 ≤ 2004 > 2004

The cutoffs are complementary. The pre window ends in one year and the post
window begins in the next. The Chilean pre window is the shortest in the panel (the
years 2000 to 2004), which reflects the early date at which the overestimation regime
begins in that country. Because these cutoffs are motivated by the same data used
in the regressions that follow, the conventional pre/post significance levels should be
read descriptively; the Appendix addresses breakpoint uncertainty formally.

4 Results

This section reports the estimates of the Holden-Peel regression of equation (2) for
each of the four countries. Table 2 presents three panels, the full sample, a restricted
“pre” subsample and a restricted “post” subsample, with one column per country,
with the country-specific cutoffs motivated in Section 2 and summarized in Table 1.
The reported coefficient is the mean forecast error in the corresponding window,
with heteroskedasticity-robust standard errors in parentheses. Statistical significance
is reported at the standard 1%, 5% and 10% levels.

4.1 Peru

Column (3) of Table 2 reports the estimated mean forecast error of the MMM for the
full sample, the pre-2010 window, and the post-2010 window.

The full-sample estimate is −0.95 percentage points, marginally significant at the
10% level. This figure suggests a mild tendency for the MMM forecasts to overestimate
realized growth on average, but the marginal significance of the full-sample coefficient
is consistent with the visual reading of Section 2: the average error series mixes a
phase of underestimation with a phase of overestimation, so the full-sample mean is
close to zero.

The picture changes substantially when the sample is partitioned around the
2010 cutoff. In the pre-2010 window the average forecast error is +0.97 percentage
points, significant at the 10% level. The MMM forecasts published between 2002 and
2010 therefore underestimated realized growth by approximately one percentage point
per year, a pattern that is consistent with the commodity boom outperforming the
conservative projections of the early years.
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Table 2 Mean forecast error
et|t+j = Yt+j − Ft|t+j , pooled across j ∈ {1, 2, 3}

(1) (2) (3) (4)
VARIABLES Chile Colombia Peru Uruguay

(a) Full sample
Constant -1.14*** -0.72 -0.95* -1.04**

(0.38) (0.47) (0.56) (0.46)
Observations 68 56 62 39

(b) Pre-cutoff window
Constant -0.34 0.38 0.97* 1.07**

(0.43) (0.44) (0.50) (0.45)
Observations 15 24 27 12

(c) Post-cutoff window
Constant -1.37*** -1.54** -2.43*** -1.98***

(0.47) (0.73) (0.84) (0.55)
Observations 53 32 35 27

Coefficients in percentage points
Robust standard errors in parentheses

*** p<0.01, ** p<0.05, * p<0.1

In the post-2010 window the average forecast error is −2.43 percentage points, sig-
nificant at the 1% level. The magnitude is much larger than the mild bias of the full
sample and confirms that, from 2011 onward, the MMM has systematically overesti-
mated GDP growth by close to two and a half percentage points per year. The contrast
between the two subsamples, an underestimation regime of roughly one percentage
point and an overestimation regime of roughly two and a half percentage points, sup-
ports the regime-change interpretation of the visual evidence and supports the choice
of 2010 as a natural cutoff for the Peruvian series.

4.2 Colombia

Column (2) of Table 2 reports the estimates for Colombia under the 2011/2012
partition.

The full-sample coefficient is −0.72 percentage points, not statistically distinguish-
able from zero. As in the Peruvian case, the lack of significance at the aggregate level
reflects the offsetting effect of two regimes: a first phase in which the average error is
close to zero and a second phase in which it is systematically negative.

The pre-2011 window confirms this reading. The mean forecast error from 2004
to 2011 is +0.39 percentage points and is not statistically different from zero. The
Colombian MFMP issued during the first decade of the framework therefore behaves
approximately as an unbiased forecasting sequence, which is consistent with the long
moving average sitting close to zero throughout that period in Figure 1(b).

The post-2011 window tells a different story. The mean forecast error from 2012
onward is −1.54 percentage points, significant at the 5% level. The MFMP fore-
casts published from 2012 onward have therefore overestimated realized growth by
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roughly one and a half percentage points per year. The combination of an insignificant
pre-period coefficient and a significantly negative post-period coefficient supports the
interpretation that the Colombian MFMP transitioned from an unbiased regime to an
overestimation regime around the 2011/2012 boundary, exactly as suggested by the
change in the long moving average documented in Section 2.

4.3 Uruguay

Column (4) of Table 2 reports the estimates for Uruguay under the 2011/2012
partition.

The Uruguayan results are the most clear-cut of the three two-regime countries.
The full-sample coefficient is −1.04 percentage points, significant at the 5% level,
which already suggests a systematic overestimation on average.

The pre-2011 window yields a positive and statistically significant mean forecast
error of +1.07 percentage points, significant at the 5% level. Despite the irregular
structure of the Uruguayan data, with several years reporting fewer than three forecast
horizons, the available evidence indicates that the macroeconomic scenario in the
budget and accountability documents underestimated realized growth in the second
half of the 2000s, a period that includes the strong post-recession rebound of 2010.

The post-2011 window confirms the regime change with the largest magnitude
observed in the panel. The mean forecast error from 2012 onward is −1.98 percentage
points, significant at the 1% level. The Uruguayan forecasts have therefore overesti-
mated GDP growth by close to two percentage points per year since 2012, with a level
of statistical significance that is unambiguous. As in the Peruvian case, the two-regime
structure is statistically supported on both sides of the cutoff, which strengthens
the interpretation of 2012 as the year in which the systematic overestimation regime
begins.

4.4 Chile

Column (1) of Table 2 reports the estimates for Chile under the 2004/2005 partition
motivated in Section 2.

The full-sample estimate is −1.14 percentage points, significant at the 1% level.
The Chilean IFP has therefore overestimated realized growth by roughly one and
a fifth percentage points per year, averaged over the entire sample. The full-sample
significance is consistent with the visual evidence that the bias appears very early in
the Chilean series.

The pre-2004 window yields an estimated mean forecast error of −0.34 percentage
points, not statistically distinguishable from zero. The small magnitude and the lack of
significance are consistent with the visual reading of Figure 1(a), in which the moving
averages oscillate around zero during the very first years of the sample. The Chilean
IFP forecasts published between 2000 and 2004 are therefore broadly consistent with
an unbiased forecasting regime, even though the sample of 15 observations is small.

The post-2004 window yields an estimated mean forecast error of −1.37 percentage
points, significant at the 1% level. The Chilean forecasts published from 2005 onward
have therefore overestimated realized growth by close to one and a half percentage
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points per year. The contrast with the pre-2004 window is sharp: the regime moves
from an insignificant near-zero bias to a clearly negative and significant overestimation,
exactly the pattern that the visual evidence motivates. The two-regime interpretation
of the Chilean series is therefore supported by the formal test, with 2004/2005 acting
as the cutoff between an early unbiased phase and the sustained overestimation regime
that follows.

4.5 Summary: results and limitations

Across the four countries, the Holden-Peel test rejects the null of unbiasedness in the
post-cutoff window with statistical significance, with coefficients ranging from −1.37
to −2.43 percentage points. The interpretation is unambiguous: every country in the
panel has overestimated realized growth in the recent regime. In the pre-cutoff window
the pattern is more heterogeneous: Peru and Uruguay exhibit a positive and significant
mean error, indicating that the early phase of each framework was characterized by
mild underestimation; Colombia and Chile fail to reject unbiasedness, consistent with
an early phase that behaves approximately as an unbiased forecasting sequence. Two
stylized facts therefore emerge from the table: the four countries share a recent regime
of systematic overestimation, and the year that separates the early phase from the
recent regime falls between 2004 (for Chile) and 2011 (for Colombia and Uruguay),
with Peru in between.

This study has limitations that point to directions for future research. The method-
ology employed here does not identify the structural causes of the documented biases,
so future work could investigate the role of political-economy incentives, of the tim-
ing of methodological updates inside each ministry, or of the response to global
commodity-price shocks in explaining the cross-country differences in the magnitude
and the timing of the bias.

5 Conclusions

This paper evaluates the unbiasedness of the real GDP growth forecasts of four Latin
American medium-term fiscal frameworks: Chile, Colombia, Peru, and Uruguay. The
evaluation combines a unified database of forecast vintages with realized GDP growth
from the World Bank.

The empirical estimates confirm a regime change interpretation of the MTF’s fore-
casts. In the post-cutoff window, the average forecast error is negative and statistically
significant at the 5% level at least in all four countries, with magnitudes ranging from
−1.37 percentage points for Chile (from 2005 onward) to −2.43 percentage points for
Peru (from 2010 onward).

The Holden-Peel test rejects the unbiasedness null in every post-cutoff subsample.
In the pre-cutoff window the picture is more nuanced: for Peru and Uruguay the
average error is positive and statistically significant, indicating an early regime of
mild underestimation; for Colombia and Chile the average error is not statistically
distinguishable from zero.

The magnitudes of the post-cutoff biases are economically meaningful. The four
countries overestimate realized growth by between around 1.4 and 2.4 percentage
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points per year in the post-cutoff window. Chile stands out by having its 2nd window
around 2004-2005, while the rest around 2010-2012. Given that the historical average
of GDP growth in these economies during the analyzed years lies in the three to
five percent range, an annual bias of two percentage points represents a substantial
fraction of the realized variation, with direct implications for the credibility of the
fiscal projections that depend on these growth assumptions.

The cross-country comparison points to a shared inflection period that coincides
with the end of the commodity boom and the beginning of the deceleration phase of
the early 2010s. The empirical evidence is consistent with the hypothesis that three of
the four MTFs reacted with a lag to this regional macroeconomic transition, and that
the systematic overestimation observed since the early 2010s reflects, at least in part,
a delayed update of the underlying medium-term growth assumptions. The present
analysis does not identify this mechanism causally.

These findings have clear implications for the institutional governance of medium-
term fiscal frameworks. If the forecasts that anchor the budget process display a
systematic and statistically significant overestimation of GDP growth, the fiscal rules
calibrated against those projections will deliver looser actual fiscal stances than
intended, and the credibility benefit that motivated the adoption of the framework
in the first place will be eroded. The order of magnitude follows from the coefficients
themselves: if each of the three medium-term projections of a vintage overstates growth
by the post-cutoff mean, the level of output three years out is overstated by roughly
four to seven percent. Overestimation of that size distorts the macroeconomic base-
line on which medium-term fiscal planning rests. How it maps into compliance with a
fiscal rule differs across the four countries, because their rules rely on different struc-
tural, cyclical, debt and expenditure concepts. A periodic external evaluation of the
bias of the forecasts, along the lines of the Holden-Peel test applied here, is therefore
a desirable complement to the publication of the frameworks themselves.
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Notes: Each bar is the mean of et|t+1, et|t+2, et|t+3 for the corresponding publication year, in percentage
points. The two superimposed lines are centered moving averages with short and long windows, of three
and five years respectively; both are undefined at the ends of each sample. Error = realized − forecast, so
positive values indicate underestimation and negative values overestimation. The Uruguayan panel has no
bar for 2009, a year for which no projection is publicly available.
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Appendix

Endogenous identification of the cutoff

The cutoffs used in the previous subsection are read off the average forecast error series
in Section 2. Selecting the break point by visual inspection of the same series that is
later tested is a source of concern: the location of the cutoff is then endogenous to the
data, and the nominal significance of a pre/post comparison estimated at a data-chosen
date overstates the true significance, because the break date is a nuisance parameter
that is not identified under the null of no break (Andrews, 1993; Davies, 1977). To
guard against this, we complement the visual analysis with a formal, data-driven
procedure that estimates the cutoff and tests for the presence of a break.

For a candidate cutoff year τ , define the indicator Dt(τ) = 1{t ≤ τ} and augment
the intercept-only regression (2) with a shift in the mean error at τ :

et|t+j = µ + δ Dt(τ) + εt,j . (4)

The null of no break at τ is H0 : δ = 0, a single-restriction Chow test (Chow, 1960)
of a shift in the mean forecast error. Because the model contains only a constant, the
Chow statistic is

F (τ) =
[ SSRR − SSRU (τ) ]/1

SSRU (τ)/(N − 2)
, (5)

where SSRR is the residual sum of squares of the constant-only model (2) and SSRU (τ)
that of the two-regime model (4); with a single restriction F (τ) equals the square of
the t-statistic on δ and is equivalent to a two-sample comparison of the mean error
before and after τ .

Since the break date is unknown, we estimate it as the value that maximizes the
statistic over a set of candidate years,

τ̂ = arg max
τ∈[τ,τ ]

F (τ) , (6)

This maximization over an unknown break date follows the search procedure intro-
duced by Quandt (1960) and yields a sup-F statistic. To keep each regime adequately
populated, the candidate set [τ , τ ] trims 15 percent of the span of publication years
at each end, the symmetric trimming recommended by Andrews (1993). Because τ̂ is
estimated by maximization, supτ F (τ) does not follow the usual F (or χ2) distribu-
tion; we therefore compare it with the asymptotic critical values tabulated by Andrews
(1993) for a single tested parameter and 15% trimming, whose 5% value is approxi-
mately 8.85 (against 3.84 for the ordinary test with a known date). A survey of this
class of tests is provided by Hansen (2001). Throughout we report the homoskedas-
tic version of the statistic; heteroskedasticity-robust and target-year-clustered variants
leave the estimated dates τ̂ unchanged and are discussed with the results.

This procedure endogenizes the cutoff that Section 2 selects visually. A close match
between τ̂ and the visually chosen cutoff provides formal support for the descriptive
reading, while the value of supτ F (τ) relative to the Andrews threshold indicates
whether the transition is a sharp, datable break or a smoother change of regime.
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The country-specific cutoffs used in Section 4 above were motivated visually in
Section 2. We now subject them to the formal, data-driven procedure of this appendix,
which estimates the break date by maximizing the Chow statistic (5) over candidate
years. Figure 2 plots the profile F (τ) for each country, and Table 3 collects the esti-
mated break τ̂ , the value of the statistic at the peak, and the mean forecast error on
each side of τ̂ .

Table 3 Endogenous break: sup-F estimates versus the visual cutoffs

Visual τ̂ sup-F Sharp break µ̂pre µ̂post

Country cutoff (estimated) (Andrews 5%) (pp) (pp)

Peru 2010 2010 10.43 Yes +0.97* −2.43***
Uruguay 2011 2011 11.95 Yes +1.07** −1.98***
Colombia 2011 2012 4.36 No +0.27 −1.64*
Chile 2004 2005 1.59 No −0.35 −1.43***
τ̂ = argmaxτ F (τ); candidate years trimmed by 15 percent at each end.

A sharp break means that sup-F exceeds the Andrews (1993) sup-Wald 5% critical value (≈ 8.85).

µ̂pre and µ̂post: mean forecast error (pp) on each side of τ̂ ; stars from

the Holden-Peel robust t-test of a zero mean in each subsample (*** p<0.01, ** p<0.05, * p<0.1).
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Fig. 2 Endogenous identification of the break. Panels: (a) Chile, (b) Colombia, (c) Peru, (d) Uruguay

Notes: For each country, the solid line plots the homoskedastic Chow statistic F (τ) testing a shift in the
mean forecast error at candidate cutoff year τ (with Dt(τ) = 1{t ≤ τ}), pooling the three forecast horizons.
The marker and the vertical spike locate the estimated break τ̂ = argmaxτ F (τ), which is labelled with
its year; the dashed horizontal line is the Andrews (1993) sup-Wald 5% critical value (≈ 8.85). Candidate
years are trimmed by 15 percent at each end of the sample.

The estimated dates line up closely with the visual cutoffs. For Peru and Uruguay
the sup-F date coincides exactly with the cutoff read off the moving averages (τ̂ = 2010
and τ̂ = 2011, respectively), and the mean errors on each side of τ̂ reproduce the
Holden-Peel coefficients reported in Table 2. For Colombia and Chile the estimated
date falls one year after the visual cutoff (2012 instead of 2011, and 2005 instead of
2004), a difference that leaves the estimated magnitudes essentially unchanged. The
data-driven procedure therefore confirms the partition used in the empirical analysis
rather than overturning it.

The height of the profile relative to the Andrews threshold sharpens the interpre-
tation. For Peru and Uruguay the peak of F (τ) clears the 5% sup-Wald critical value
(≈ 8.85), so the null of no break is rejected even after accounting for the estimation of
the date: these two countries display a sharp, datable transition from underestimation
to overestimation. For Chile and Colombia the profile is flat and remains below the
threshold, providing no evidence of a statistically sharp, datable break at conventional
levels and remaining consistent with a more gradual transition; this is consistent with
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the Chilean bias appearing very early and persistently, and with the milder Colom-
bian shift. The gradual nature of the transition does not weaken the central finding:
in both countries the post-cutoff mean error remains negative and significant under
the Holden-Peel test (Table 2).3

3The estimated break dates are unchanged when the statistic is computed with heteroskedasticity-robust
or target-year-clustered standard errors. Under those variants the sharp-break conclusion for Peru and
Uruguay is preserved, while the statistics for Chile and Colombia remain below conventional thresholds.
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