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ABSTRACT

Adjudicating whether observed global correlations in multi-level physical systems represent genuine
causal laws or emergent statistical artifacts is a fundamental challenge across engineering and applied
sciences. Such correlations underpin scaling laws, kinetic models, and materials design rules, yet this
ambiguity compromises reliable prediction and design. This work introduces the Causal Verification
Framework (CVF), a novel analytical methodology that resolves this ambiguity by testing observed
correlations against known, low-level physical laws. The CVF inverts standard causal inference from
identification to verification. Formalized as a Hierarchical Functional Causal Model (HFCM), the CVF
employs targeted analytical intervention tests of stability (invariance under compositional change) and
autonomy (invariance under parametric perturbation) to diagnose statistical phantoms — correlations
that are contingent, non-autonomous artifacts of aggregation. The framework delivers a causal
resolution to the long-standing Enthalpy-Entropy Compensation (EEC) debate, demonstrating the
global correlation to be such a phantom. A protein denaturation case study illustrates the CVF's
diagnostic power. The CVF provides a principled methodology for causal verification with applications
across catalyst screening, process optimization, and materials discovery.

Introduction

The challenge of distinguishing causal physical laws from statistical artifacts in aggregated data
manifests acutely in engineering and applied science practices. From catalyst screening and scaling
laws™ 2, kinetic modeling and compensation effects®®, thermodynamic property prediction’"?
materials property correlations’, to astrophysical correlations where apparent trends may reflect
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artifacts of data aggregation rather than underlying physical principles’, scientists and engineers
routinely identify correlations in aggregated datasets to extract design rules. However, the leap from
correlation to causation remains perilous — a fact evident from careful consideration of the
aforementioned literature across disciplines. A pattern observed in aggregated data may reflect a
unifying physical principle, or it may be a statistical phantom: a correlation that is contingent, non-
autonomous, and arises as an artifact of data aggregation rather than a genuine causal law. Resolving
this ambiguity requires more than statistical diagnhostics; it demands a formal causal adjudication
framework that tests observed patterns against known laws.

This challenge lies at the heart of causal inference: distinguishing genuine causal relationships from
mere associations. Causal inference has been instrumental in uncovering unknown causal
mechanisms in physics and other sciences. Existing causal inference methods address the problem of
identification (discovery) — 'discovering equations, laws, and principles that are invariant, robust, and
causal'’®. Statistical diagnostics, by contrast, address the problem of association: assessing whether a
correlation is statistically robust. However, neither addresses the complementary problem of
verification: given a known causal skeleton F, can we determine whether an observed statistical
summary 0 is a genuine autonomous law or merely a derivative phantom?

The Verification Paradigm introduced here fundamentally inverts the logic of standard causal inference:
rather than searching for unknown causal structures in data, it begins with known causal skeletons and
asks whether an observed pattern is autonomous from those skeletons — or merely a derivative
phantom. This is the missing step that precedes discovery: first adjudicate whether the pattern is even
a candidate for being a law.

The Causal Verification Framework (CVF) operationalizes this paradigm through a conceptual synthesis:
use the known to adjudicate the observed. It poses the verification question — "Given a known causal
skeleton F, is an observed correlation O a genuine autonomous law or a derivative phantom?" — and
answers it through a formal architecture (the Hierarchical Functional Causal Model, HFCM (U,V, F, 0))
and analytical intervention-based tests of Stability and Autonomy.

The CVF architecture is built, generalized through abstraction, then illustrated through a constructive
demonstration using the Enthalpy-Entropy Compensation (EEC) phenomenon — a long-standing
controversy in thermodynamics defined by the apparent linear correlation AH = 3, + ;AS observed in
aggregated thermodynamic datasets. The causal skeleton for the EEC is established by
thermodynamics: for a family of transformations 1), (induced change between initial and final states,
see Appendix B), the structural law is dhy /ds; = T, where T is temperature, which provided a geometric
resolution: global linearity in the (AS,AH) plane is geometrically constructible. This geometric
diagnosis establishes the null model's, but it cannot adjudicate whether a specific observed correlation
is a phantom or a law. The CVF provides the missing causal logic to test that hypothesis and deliver a
structural verdict. Crucially, the CVF does not presume the outcome. It provides formal principles and
tools to test whether a given pattern is autonomous from the known skeleton, delivering a categorical
verdict: HO (phantom) or H1 (genuine law). As the culminating part of this constructive demonstration,
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application to the EEC delivers a causal verdict. Whether the verdict confirms a physical law or
demonstrates the correlation to be a statistical phantom, the result validates the framework's capacity
to resolve such intricate ambiguities.

Problem Formulation

Aggregated data in scientific analysis naturally possesses multi-level structures that translate to global
dataset versus population subsets (distinct processes). This feature is fully exploited in subsequent
analysis. For thermodynamic datasets, Appendix B formalizes this structuring along continuous
thermodynamic coordinates (e.g., temperature, pressure) which shape the underlying thermodynamic
subspace (e.g., the AS-AH plane for the EEC), in addition to discrete coordinates such as molecular
structural differences embodied within transformation processes. Building upon this foundational
structure, the corresponding problem statement is now formulated:

Problem Statement P1

Consider a population composed of K known subpopulations Sy, S5, ..., Sk. For each subpopulation Sy,
we have a set of triplets (s, hy i, 7;) obtained by sampling the continuous confounder 7 € [z, 7%] >
0 at discrete points 7;. For each subpopulation Sy, the following axioms hold:

Axiom 1 (Structural Law): For each subpopulation Sy, there exists a function h;, = f;(si) such that:

dhy
dsk -t

This implies each f; is strictly increasing and differentiable, and consequently, that a strong positive
correlation between h and s exists within each subpopulation S.

Axiom 2 (Confounding): For each subpopulation S, there exists a continuous, subpopulation-specific

structural function ¢, (7) such that:

Ti
h () = hy o + f ¢, (v)dt

Tk,0

T
Sk(T) = Sk,O + f Ck‘L(_T) dT

Tk,0

where Ty o, hy o, and s o are subpopulation-specific constants.

Axiom 3 (Consistency): For each subpopulation Sj, the structural function ¢, (t) and constants satisfy
the Structural Law (Axiom 1). This is automatically satisfied via the chain rule:

dhk _ dhk/dT _ Ck(T) _
ds, dsg/dt  c(D)/T '
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Axiom 4 (Pooling Operation): The global datasetis D = U:;l{ (Ski hiir Ti) }-

Axiom 5 (Observed Global Correlation): The pooled dataset D yields a pronounced global linear
pattern. This pattern is reflected in a Pearson correlation coefficient substantially different from zero,

ZI,:=IZ?£1(Sk,i —5)(hii — h)

Pglobal =
K n =2 K Nk N2
DR EACTEL ) WD HACHED

and, correspondingly, in an ordinary least-squares regression model

AH ES ﬁo + ﬁlAS
with a fitted slope f3; substantially different from zero.
The central challenge is to adjudicate the causal status of this observed pattern (pglobal, ﬂl):

Does it represent a genuine structural relationship — a latent uniform causal structure that governs
the global s-h relationship consistently across all subpopulations — or is it demonstrably a statistical
phantom — a spurious artifact emerging solely from the aggregation of distinct subpopulations, each
obeying the structural law dhy /ds; = T but lacking any unifying cross-population causal link?

The formulation of the MLM serves as the cornerstone for a causal resolution. By utilizing its multi-level
construct, it translates the phenomenological notion of "compensation" into a rigorous causal target:
the global correlation pgopa- This translation reframes the entire controversy into a single, testable
question: does pgpa COrrespond to a genuine physical relationship, or is it an inevitable byproduct of
aggregating data that conforms to known thermodynamic laws?

To assess the status of pgopa;, ONE Might naturally turn to the standard statistical toolkit. Methods such
as hierarchical regression, mixed-effects models, and partial correlation are designed to diagnose
whether an observed correlation could be explained by confounding or aggregation artifacts. These are
the appropriate instruments for diagnosing whether an observed pattern might be spurious. They
operate at Pearl's Rung 1 (Association): they assess statistical robustness, not causal legitimacy.
Applied to this formulation, they answer a specific diagnostic question: "Is this dataset's pattern
consistent with an aggregation artifact — does it merely reflect systematic differences between the
subpopulations S;, rather than a real hidden relationship within them?" However, this diagnostic
exercise can only test consistency with the artifact hypothesis; it cannot adjudicate whether the
observed correlation is a genuine causal law or a statistical phantom. Consequently, these tools cannot
answer the foundational question: "Can any dataset structured by the axioms of the MLM —where each
point obeys known structural laws — ever produce a pgqp, that constitutes a new physical law?"

The gap between these questions is not merely methodological but ontological — it concerns the
fundamental nature of the correlation itself. A dramatic instance of itis embodied in Simpson's Paradox
(SP), the statistical phenomenon where within-group trends reverse upon pooling. SP does not explain
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the gap but exposes it in its most striking form: it is a possible empirical outcome of the causal
underdetermination inherent in the system. Critically, SP is not an anomaly — it is one symptom of the
same underlying condition. The degeneracy and arbitrary realizability established in the PTF'® permit
any linear pattern in the pooled data. A spuriously positive global correlation (EEC), a spuriously
negative one (AEEC), or a complete reversal (SP) are all statistical phantoms born from the same
geometric reality. In fact, EEC and AEEC can manifest within selected subpopulations of a grand
population and not the whole thermodynamic universe. Thus, SP serves as the definitive warning that
statistical tools, which can only measure the manifestation of this degeneracy in a given dataset, are
insufficient to judge whether a given pattern transcends it to achieve legitimate causal status.

Crucially, the MLM elucidates a universal structure that encompasses the core challenge discussed in
the Introduction. In physical science, the existence of axiomatic constructs similar to Axioms 1, 2 or
both is almost inevitable. This makes subsequent development generic and extensible as will be
demonstrated in the sections that follow.

The Causal Verification Paradigm

The preceding discussion emphasizes the absence of a verification framework capable of adjudicating
questions like the EEC. To close this gap, a framework that begins not with the data, but with the
enforceable causal skeleton is needed — one that provides formal criteria to test whether an observed
statistical pattern pgopa Can legitimately claim causal autonomy within that causal universe. The
following section introduces such a framework: the causal verification framework, a novel extension
of causalinference designed to deliver the missing verdict.

Primary Goal Discover hidden causal Adjudicate the causal legitimacy of
mechanisms an observed correlation

Theoretical Data generates Theory provides a fixed causal

Foundation & Input hypotheses; theory provides skeleton; data provides the pattern to
candidate models to test. be judged against it.

Causal Question What latent structure could "Is this pattern a genuine
have produced this pattern? independent mechanism, or a

consequence of the skeleton?"

Level of Analysis Seeks a single, consistent causal Distinguishes local (causal) from
model for the entire dataset global (artifact) levels
Outcome A proposed causal graph Atrue/false verdict on causal
legitimacy
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Abstract The Pearl's M model definition HFCM (Definition 1 hereunder)
Mathematical (Pearl 2009, §7.1.1, p203)"
Formulation

Table 1: Identification (General) vs. Verification (This work) Paradigms of Causal Inference Domain of
Applications

Thus far, analysis has shown that the observed correlation aligns with the known behavior of
underdetermined data, and its potential reversal (Simpson's Paradox) confirms that anti-compensation
is another manifestation of the same underlying condition. However, a formal theoretical dismissal of
a 'genuine origin' — a proof that the pattern cannot function as a causal law — has not been rigorously
established.

The required logic represents an inversion of the standard causal paradigm. Conventional causal
inference seeks to discover latent mechanisms from patterns in observational data. Here, | begin
with known, enforceable causal mechanisms — the thermodynamic laws and structural equations
definitively established in Problem Statement P1.

I then employ Pearl's foundational causal logic — the principles of modularity and intervention’ — not
for discovery, but for verification. The central question becomes: does a robust statistical pattern
observed at an aggregate level (the global correlation pgqp4)) POSSESS gENUINE causal status, oris it an
emergent artifact — a statistical phantom arising from specific selections within a degenerate
thermodynamic subspace?

This 'inverse' verification paradigm is uniquely enabled by the exact, deterministic nature of physical
laws, which provide a fixed causal skeleton. In this framework, the 'association' rung of Pearl's ladder is
bypassed; starting with known structural relationships. Table 1 summarizes this shift from the
standard identification paradigm to the proposed verification paradigm.

To address the challenge stated in the Introduction and exemplified by the EEC Multi-Level Model (P1),
I now establish the complete Causal Verification Framework (CVF).

The Causal Verification Framework (CVF)

The Causal Verification Framework operationalizes the paradigm through a formal architecture and
intervention-based logic. The following subsections define the framework's components, workflow,
execution modes, domain positioning, and scope conditions.

The Causal Model Within the Verification Paradigm

To construct the causal verification framework, the analysis begins with the foundational principle upon
which causal logic is built: Autonomy—the conception that individual causal mechanisms are
independently alterable. To establish mathematical rigor, this principle is first formalized as
the Modularity Postulate. It is then clarified how this postulate is not an external assumption but a
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direct and necessary consequence of the Multi-Level Model’s (MLM) structure, which inherently
separates deterministic laws from the statistical patterns they generate.

Modularity (Autonomy) Postulate:

Causal mechanisms are modular. In a functional causal model, each structural equation represents an
autonomous mechanism; itis conceivable to change one such equation without necessitating a change
in the others.

This postulate formalizes Pearl's foundational assumption that "each parent—child relationship in the
network represents a stable and autonomous physical mechanism" (Pearl, 2009, p. 22)". Within the
Multi-Level Model (Problem P1), however, modularity is not an external assumption but an inherent
property of its construction.

The model is built upon the existence of Structural Law (e.g., Axiom 1 within the MLM), which causally
governs the local (intra-subpopulation) relationship. This is a contract provided by underlying physics.
The global correlation pgiopq; is @ separate, emergent statistical property (statistical summary)
calculated from the pooled outputs of these local laws. This creates a causal hierarchy: a set of
autonomous laws, denoted F hereafter, operates at the level of individual processes S, (populations),
while a set of any observed global pattern, denoted O hereafter, exists at the aggregate level.

Consequently, the applicability of Pearl's causal logic (e.g., interventions) to the framework is not
predicated on assuming modularity; it isa direct and necessary consequence of the model's
integrated, two-tiered architecture. This inherent modularity is precisely what provides the formal basis
for the verification paradigm, allowing us to treat any global correlation 0; as a distinct entity whose
causal status can be tested against the fixed local law F.

With the above established property of the MLM, formal causal definitions for the Multi-Level Model are
now introduced:

Definition 1. Hierarchical Functional Causal Model (HFCM)
A Hierarchical Functional Causal Model (HFCM) is a quadruplet

HFCM = (U,V,F,0),
where:

(i) U is a set of background (exogenous) variables, determined by factors external to the model.

(i) V ={V,V,,..,V,}is a set of endogenous variables, each determined by other variables
within the model—that is, by variables in U U V.

(iii) F = {f1, f2, ..., fn} is a set of structural laws (functions). Each f; is a mapping

fl': PAL V) Ui - Vl',
where PA; € V \ {V;} are the parents of V; withinV, andU; € U. The entire setF forms
a deterministic mapping from the combined domain of exogenous variables and parent sets to
the endogenous variables:

F:PAuU-Y,
where PA = U?zl PA; is the union of all parent sets, and dom(F) = PA U U.

(iv)0 = {0,,0,, ...,0,, }is a set of statistical summaries:
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0; =5 (PAo,;0;), PAg, €V

WherePAoj is the subset of endogenous variables used for the j-th statistical summary, 0 is the
set of parameters that define the summary (e.g., regression coefficients, correlation coefficients,
fitted curve parameters), and SS(-; G)j) is a function that computes the statistical summary from
the realized values of VOJ. C V parameterized by 9;.

The definition of the HFCM creates the foundational construct for implementing causal logic within the
verification paradigm. It separates the true causal laws (F)from the statistical summaries
(observed O) by design. This abstraction establishes a clear distinction from standard causal
identification models and provides a generalized framework for handling both continuous and
discrete/underdetermined coordinates in systems governed by underlying causal relationships. The
core logic becomes straightforward: genuine, F-parallel relationships within O must be consistent
with—and operate within the boundaries defined by—the established physical laws F. This leads
thereby to the first fundamental principle of the verification framework, the principle of Structural
Compliance (SC):

Structural Compliance Principle:

A statistical summary O; € O can be considered a genuine, operating in parallel to F (F-parallel)
structural relation only if (necessity) it is modular and structurally compliant with F. Compliance
requires that O demonstrates autonomous, law-like behavior while remaining consistent with the
constraints imposed by F.

Crucially, the SC demands two necessary conditions for O to claim causal status: (i) Modularity; (ii)
Consistency with F. The necessity of modularity arises because causal relationships possess greater
stability than probabilistic associations due to their ontological nature (Pearl, 2009, §1.3.2)"". As Pearl
states, “Therefore, causal relationships should remain unaltered as long as no change has taken place
in the environment, even when our knowledge about the environment undergoes changes.” The
necessity of consistency with F arises because of the causal status of F—O should neverviolate F. This
epistemic robustness—the intersection of these two necessities established by the SC—is
interpreted within the verification paradigm as causal stability: a genuine cause-effect relationship
must be stable not only under changes in knowledge but also in its very existence when the underlying
structural laws are directly probed. This rationale leads to the formalization of the second core
principle of the verification framework, the Stability (Invariance) Principle, testingthe behavior
of O under permissible interventions that evaluate the necessary conditions established by the SC
principle:

Stability (Invariance) Principle:

Consider the HFCM (definition 1) and let contextual intervention: do(Us, = u') be interventions that
alter the exogenous context U but leave the functional component of F unchanged and structural
interventions: do(I = i") be interventions that alter a fundamental input variable of F and thereby alter
the functional response of F itself. Then, a statistical summary Ojcan be considered causally stable
structural relation only if it remains invariant under both types of interventions—the necessities of the
SC principle.
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Structural Intervention targets autonomy of O—invariance under skeletal evolution. It acts as
a mechanistic probe of the skeleton. This could be achieved by performing a series of do(I = i')—
changing the confounding variable in the system (e.g. temperature or pressure in a thermodynamic
system) while observing the status of O. It is to be noted here that nature of I is intentionally left
underdetermined as an input of F for generality; it may be an exogenous variable in U or an endogenous
variable in V, depending on the specific structure of the skeleton. The only requirement is that I induce
a functionalresponse of F. Contextual Intervention, in contrast, acts as a contextual probe, targeting
the universality of 0O—invariance under ensemble changes of exogenous contexts (e.g., the selection of
transformation series Si). Since both are necessary, simultaneous execution of both types is also
permissible.

The two principles are complementary: the Structural Compliance Principle establishes the
necessary relationship a correlation must have with the foundational law F, while the Stability
(Invariance) Principle provides the operational toolkit to test for that relationship. This toolkit is built
upon the classification of interventions, which directly reflects the hierarchical nature of the Multi-Level
Model. This provides a rigorous path from the abstract HFCM to concrete causal verdicts. It cleanly
separates the investigation of autonomous physical mechanisms from the exposure of spurious,
aggregation-dependent correlations. In essence, the framework operates on a principle of causal
charity: any observed pattern O;is treated as a legitimate candidate for causal status, but
must earn that status by demonstrably satisfying the necessary conditions imposed by the principles
of Structural Compliance and Stability.

The CVF Workflow

This section describes the proposed CVF workflow. It begins by formalizing two competing
hypotheses—HO (phantom) and H1 (genuine law). It then states the inference rule and its quantification.
The CVF logical verdict is grounded in the previously established principles grounded in modularity and
interventional testing of causal inference.

Two competing hypotheses are defined for any statistical summary O; € 0, whereO; =

55 (PAy;;0;) and PA,, S V.

HO (Statistical Phantom): 0; is a derivative echo of the known skeleton F. The system is described
solely by the map F: U U PA - V.InHO, O; = SS (PAOJ.; G)j) is determined by F and has no independent

causal status.

H1 (Genuine Structural Law): 0; is a genuine cross-population structural law, operatingin parallel to F.
It is autonomous—modularly independent from F and consistent with it. If H1 holds, the system is
described by an additional causal map 0;: PAOj ue; - Voj, where PAOj are additional parents

of V operating through O; at the aggregate level, and ©; are the parameters of the statistical summary,
which, within H1, function as a cross-population causal structure. The combined system is then:

F@®O0;:UUPAUPA, -V

where @ denotes modularindependence.

Accepting or rejecting the hypothesis is completely contingent on executing the interventions.
Page 9 of 37
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If 0; fails to remain invariant under structural interventions (do(I =i")) or contextual interventions
(do(Uge = u")), then 0; is notautonomous from F and is therefore a statistical phantom—H1 is rejected
and HO holds. If O; survives both interventions, it is structurally compliant with F and is a candidate
genuine law—H1 is accepted. The success or failure of interventions can be quantified by comparing
the behavior of ©; under different intervention settings. A structurally significant change in ©,—one
that exceeds the expected bounds of experimental uncertainty—indicates failure of invariance. No such
change indicates success: for structural interventions, compare 0;(do(I = i})) versus 0;(do(I = i}));

for contextual interventions, compare 0;(do(Use = uy)) versus 0;(do(Use = ub)).

When H1 holds, this constitutes a Discovery Signal: 0; is accepted as a structural law and the system
is described by F & Oj as in H1 above. Clearly, the verdict is conditional on the known skeleton F and
the parameterization of 0; through ©;. If new knowledge supersedes F, the CVF can be re-applied. The
complete CVF workflow is depicted in Figure 1.

Establish the Causal Skeleton
F: Established Knowledge

Instantiate the HFCM

o Define the Subpopulations
for the Specific Problem

(Subpopulations)

000
EEEED 2 .

> ( v, U, U Exogenous variables
V) (external causes)
1|t =& &) / / e [P——
V Endogenous variables
= = . ’ (N F (system outputs)
96l le 2 " _.-.,_xr‘-‘ - U, —»I v, ,, —»[ Ve ) V, |rncten -—) =
A Structural laws
O 606 0 6 f&,,—» /}A Structural Equations: / F (causal relationships)
L 1 V,=F(U, PA) ﬁ\ 0 — o
O 0O 0O O m e J%' Vy = Fy(Us Vi V) e J g O Statistical summaries
N > or outputs of interest

)
Establish the Decision Design & Execute Not Stabl X FAIL (HO)
Baseline Interventions ototable v
System:

* Contextual Oj does not contain additional
Compute 0; 228 222 .. &3 | Interventions |- cross-contextual information /
from Data do(U = Uy, [ Verdict: Statistical

<o_> 0, = $5(PAo,;6,) Intervene on the Phantom )
' Population Context )\
@ 0y 55(P4g 36) o, PASS(HI
/0—3\ 05 = 5(PAo,;65) System: F @ 0;
\_/ ’ / 0; is autonomous from F
¢ é F Structural \PAO' are parents of Vo, )
Interventions [------- ~
Intervene on Inputs do(I =1i") @ Discovery Signal
of F g 0j is a genuine
cross-population
structural law

-

Figure 1 The CVF Workflow. The figure summarizes the CVF workflow, from defining subpopulations
and establishing the causal skeleton F, to executing interventions and delivering a structural verdict:
phantom (HO) or genuine law (H1).

Analytical Execution of Interventions

The CVF's interventions — structural (do(I =i')) and contextual (do(Ug, = u')) — are executed

analytically by exploiting the known functional form of F for structural interventions and the functional
Page 10 of 37
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form of Oj =SS (PAOj;G)j) for contextual interventions. This is the strongest form of interventional

execution. The associated verdicts are universal with respect to similar datasets governed by F and the
execution assumptions. Crucially, the dataset size does not matter when the dataset is assumed to
comply with F within experimental uncertainty or numerical errors for numerically generated datasets.

The analytical execution of interventions yields structural verdicts — categorical conclusions that are
robustrelative to the known skeleton F. The verdict does not depend on dataset size, samplingvariation,
or statistical thresholds. It follows from the logical structure of the CVF Inference Rule and the known
functional form of F and parameterization of 0;. The incorporation of experimental uncertainty is
handled through the criterion of "structurally significant change" in ©;, as defined in the CVF Workflow
section.

The distinction establishes why the CVF does not require statistical sensitivity analyses: verdicts are
structural, not empirical. The CVF operates at Pearl's Rung 2 (Intervention), where interventions are the
ultimate test of modular autonomy. Statistical sensitivity analyses belong to Rung 1 (Association); they
assess robustness, not autonomy.

Crucially, the CVF answers a Rung 2 question by deploying a Rung 2 logic. In essence, the logic of the
Intervention level is used to vet a claim made at the Association level.

The CVF within the Causal Inference Domain

The CVF is a causal inference methodology for causal verification. It complements existing statistical
methods for causal identification by addressing a distinct problem: adjudicating whether an observed
correlation is autonomous from a known causal skeleton F.

To distinguish methodologies, one must consider three aspects: the question being investigated, the
method of investigation, and the rung on Pearl's Causal Hierarchy (PCH). PCH defines three layers—
Association (Rung 1), Intervention (Rung 2), and Counterfactuals (Rung 3)'®*—each corresponding to a
distinct type of question.

Statistical identification methods—such as Invariant Causal Prediction (ICP), the PC algorithm with
Momentary Conditional Independence (PCMCI), and the Linear Non-Gaussian Acyclic Model
(LINGAM)—search for causal structure’™. ICP searches for direct causal parents by testing whether the
conditional distribution Y | Xs is invariant across different environments. PCMCI and LINGAM
algorithmically infer the time-series graph or DAG from data using conditional independence tests
(with time-order) and non-Gaussianity, respectively. All three methods answer Rung 2 causal
questions ("What causes Y?") by leveraging strong, testable assumptions to discover structures from
observational data without physically performing new experiments.

Statistical diagnostics—hierarchical regression, mixed-effects models, and partial correlation—
operate at Rung 1 (Association). They assess whether a correlation is robust under sampling variation,
model specification, or covariate adjustment. Even methods that seek invariant representations
across environments, such as Invariant Risk Minimization (IRM), remain at Rung 1: they identify
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statistical invariances that support robust prediction, not causal guarantees. These methods do not
perform interventions; they operate on data alone.

The CVF addresses a different Rung 2 question: “Is O; a phantom or a law?" Rather than searching for
unknown structures, it executes actual interventions (do-operations) on the known causal

skeleton F and the statistical summary 0;. Its contract is physical: F: U U PA — V is known,
enforceable, and provided by physics.

From a statistical perspective, the CVF addresses a limitation of invariance-based methods such as
ICP and IRM. These methods identify causal parents by testing invariance across environments.
However, invariance can arise as a mathematical consequence of known structural relationships—not
as evidence of causality. The CVF complements these methods by testing the autonomy of a
statistical summary from the known structural laws themselves, providing a new criterion for
distinguishing genuine laws from artifacts.

The epistemological contrast is summarized in Table 2: identification methods discover unknown
causal structures (algorithmic search, no intervention, empirical contract); statistical diagnostics
assess robustness (Rung 1); the CVF adjudicates known candidates (analytical do-operations,
physical contract, Rung 2).

The CVF is a complementary addition to the field of statistical methodology. It challenges a perceived
statistical summary O; by leveraging a known skeleton F, qualifying modularity through structural and
contextual interventions grounded in F. It shares the foundational principle of autonomy with methods
such as ICP™ and IRM?, but qualifies and operationalizes it through structural and contextual
interventions grounded in F. This represents a paradigm expansion to the field, addressing a
challenging statistical problem not articulated before as a problem of causal verification.

Examples ICP, PCMCI, LINGAM Hierarchical Regression, This work: the CVF
ANCOVA, Mixed-Effects,
Omitted-Variable, IRM

Question "What causes Y?" (Rung 2) "Is this association "Is 0j a phantom
robust?" or "What or alaw?" (Rung
generalizes?" (Rung 1) 2)
Outcome Causal graph / Structural Coefficient estimates, p-  Structural verdict
equations values, sensitivity metrics, ("phantom" or

invariant representations  "genuine law")
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Operation Algorithmic search over data Statistical fitting, model Analytical
comparison, optimization execution of do-

operations
Intervenes? No No Yes—onland U
Enabler Preestablished conditions (e.g. Empirical / Model-based Physical Skeleton
Markov/faithfulness, non- (assumes correct (known F: U U
Gaussianity, or invariance) specification, PA - V)
contingent on assumptions exchangeability, or
representation)
Can No — discovers structural No — assesses Yes
adjudicate candidates from passive data robustness or predicts,
causal does not adjudicate

legitimacy?

Table 2 Identification, Statistical Methods, and Verification—A Paradigmatic Comparison. The
table contrasts identification, statistical methods, and verification across question type, outcome,
operation, intervention status, enabler, and ability to adjudicate causal legitimacy.

The CVF Scope and Defining Conditions

The CVF operates in domains where a known, enforceable causal skeleton F exists. In the physical and
engineering sciences—thermodynamics, kinetics, catalysis, materials science—such skeletons are
almost always available and mathematically tractable. This is the enabling condition of the framework
as stated previously.

The CVF rests on and is facilitated by the following conditions:

Known Necessity of F': The structural laws F are known, enforceable, and necessary partial generators
of the measured variables V. This means F is satisfied for any valid data point.

Structured Data: Aggregated data correlations require the dataset ' to be organized by well-defined
subpopulations S;, each corresponding to a distinct transformation process Y (induced changes in
physicochemical properties). The principled structuring of the data facilitates the tracking of global
confounders specific to a given field (e.g., temperature and pressure in thermodynamics), which offer
the most direct handle for structuralinterventions. However, even when such variables are not explicitly
reported, the underlying skeleton is active and necessary—unexplicit reporting does not eliminate its
skeletal contributions.

Structural Interventions: Structural intervention requires that the structural laws F are deterministic
functions mapping inputs to outputs. This is characteristic of exact physical laws (e.g., thermodynamic
identities, conservation principles). Itis preferable that F describes the relationship between the known
global confounders and the measured variables. This is not a requirement, however.
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Contextual Interventions: Contextual interventions require field-specific realizability and
manipulability of the context. For example, the distinct processes or experimental conditions

constituting Uy, are identifiable and can be systematically intervened upon.

Crucially, the strength of the causal verdicts is tied to the strength of F and its validity. In domains
where F is exact and unassailable (e.g., thermodynamics), the verdict is causally definitive. With
approximations orassumed F (e.g., structural models in social science), however, the verdict is relative
to F. The latter type is beyond the current scope of correlations in physical sciences—the focus of this
work.

Application: Enthalpy-Entropy Compensation

U (Exogenous) Background 7 € [t} 7%]: global continuous Represents all external
variables confounder (temperature) factors and series specific
determined S): data subset correspondingto  structures (properties)
outside the series member k
model {Ry0, Sk,0}: series-specific

parameters

cx(7): group-specific functional
dependency (the "heat capacity"”
function)

V (Endogenous) Variables sk (7): independent variable, Core measured variables,
determined specific to Sk whose functional
within the hy (7): response variable, specific relationship is the object
model to Sy of study. They

are generated by the
system (F) from the
context (U).

F (Structural Set of The universal structural Encodes the universal

Laws) autonomous constraint: physical law
mechanisms dhy that generates the
{fi for o ) d_sk - context-dependent
where each fi This single law, parameterized by  variablesin V. All other
maps from U (S, 7), generates the specific associated
PA; U U;to V; functional forms thermodynamic

for hk(’l') and Sk(’l') within each re[ationships are
subpopulation: implicitly reflected. (for
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example, Gibbs equation,

ti & h;, functional
B (T) = o +f ce(2) dr Sk x functiona

Tho forms...etc.)
Sk(T) = Sko + ffl 210 dt
Tk,0
O (Observed Set of statistical 0;: Global linear correlation Represents the statistical
Correlations) patterns Pgiobai from pooled data summaries computed
{04,0,, ...,0,,} (alternatively, representable by B, from the realized, context-
calculated from  (the intercept) and B dependent values of V.

realized values  (compensation temperature)
of V 0,: The correlation between
subpopulation means, i.e., the
ecological correlation (e.g.,
Corr(Sg, hy))
Table 3 Instantiation of the Hierarchical Functional Causal Model for the EEC Multi-Level Problem (P1)

The objective here is to test the causal legitimacy of the Enthalpy-Entropy Compensation Effect using
the formalism in Appendix B. Specifically, | employ: (i) the transformation processes y; and the
aggregate family ¥ = {¥-1_mJ}—which defines the distinct populations within the CVF; (ii) the
structured datasets ' = U:lzl [, ; and (iii) the Linear Regression Model (LRM), AH = 8, + ;AS—which

formally defines the EEC correlation under investigation.

Hence, the analysis begins by instantiating the abstract HFCM, mapping its elements directly onto
the Multi-Level Model of Problem Statement P1. This contextual mapping, summarized in Table 3,
provides the concrete foundation for applying the causal principles of Structural
Compliance and Stability. The set 0 = {0,, 0,} defines the two global correlations whose causal
legitimacy is under investigation: O, is the standard linear regression on the pooled data, and O, is
the ecological correlation, calculated from subpopulation averages and thus bypassing individual-level
data entirely. It is to be noted that the within-group correlation is a deterministic manifestation of the
structural law F, fully resolved fully resolved in the Predictive Thermodynamic Framework (PTF) as

o . dh . . .

incidental geometric consequence of d—sk = 1'%, and is therefore not considered a subject for causal
k

verification here—only aggregate level correlations are considered.

Design of Interventions

With the HFCM instantiated for the EEC, the core challenge—determining whether a global correlation
is genuine or spurious—must be addressed. As established in the The CVF Workflow section, this is
achieved by crossing from Pearl’s first rung (Association) to the second (Intervention), beginning now
with the design of Interventions.

The observed global correlation pgepa (Or the fitted parameter ;) is an association, a statistical pattern
in the pooled data D. The structural law F provides the causal skeleton. To complete this analysis
Page 15 of 37
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requirement, Structural and Contextual Interventions are defined. From these definitions, formal
domain-specific, testable criteria for structural compliance are derived:

Exclusion-Inclusion Intervention (Ell): The Ell is a contextual intervention that directly alters the
instantiations of the exogenous variablesU by selectively including or excluding
subpopulations S; from the analyzed dataset. This intervention tests the foundational claim that a
genuine correlation represents auniversal, cross-contextual causal phenomenon.
Thermodynamically, a global correlation purporting to be a genuine physical law must
remain invariantto the composition of the specific series of transformations W considered; its
parameters (slope 31, and intercept ;) should not change substantively if transformations are added
to orremoved from the pool. More fundamentally, for a correlation to represent a universal relationship,
its pairwise logic must be internally consistent: if the correlation holds for the full set W, it should also
hold, to a significant degree, between any individual pair of processes (1/1i,zpj) drawn from that set. A
correlation that fails this test of compositional and pairwise invariance is exposed as context-
dependent and cannot be considered a universal law.

The logical implication is as follows: If O changes under this intervention, H1 is rejected and HO is
confirmed—it is exposed as a contingent property of a specific data composition, not a cross-
population structural law. Specifically:

e |t demonstrates context-dependence, proving the correlation is not invariant across the
population.

e |t reveals the correlation as an aggregation artifact, whose existence is tied to a particular
ensemble of groups rather than a fundamental causal mechanism.

e |t fails the most basic test of causal universality, confirming its status as a statistical phantom.

Global Confounder Intervention (GCI): The GCI tests autonomy from the foundational mechanism
F. The Structural Compliance Principle specifies that for a correlation 0; to be considered a genuine,
parallel causal law, its behavior under perturbations that alter the input of the functional component
of F must be governed by its own stable rule—captured by the parameterization 0;.

The logical implication is as follows: If perturbing the global confoundert (e.g., temperature)
destroys O; or causes its behavior to violate the deterministic mandates of F, it proves O; lacks
autonomous existence—i.e. H1 is rejected and HO is confirmed. It is not an additional causal law but
a fragile, contingent pattern—a statistical phantom. Specifically, such a failure demonstrates
that O0; is:

¢ Notrobust, failing the basic test of autonomy.
¢ Functionally dependent on a specific window of F's inputs.

¢ Anepiphenomenon—a side-effect of the specific instantiation of the exogenous
variables U that condition F.
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These interventions therefore provide the means to test the CVF hypothesis space whether the
observed EEC line O;—can be trusted as a causal structural relationship for the system it purports
to describe—i.e. does it embody additional cause-effect information beyond what is given by F?
If O; were a genuine causal law (H1), it could, in principle, support predictions like: "if a process is
manipulated to have a specific AS, it will exhibit a corresponding AH as dictated by the compensation
line." Compactly, the Ell qualifies the claim of EEC universality through stability under compositional
change, while the GCI qualifies the nature of an apparently stable correlation by testing its autonomy

under mechanistic perturbation. This duality is summarized in Table 4.

Contextu Exclusion- Selective addition or 04,0, Agenuine Stable
al Inclusion removal of universal law (H1): Candidate
(EM): subpopulations S (or must be genuine law.
do(Uge = linear combinations invarianttothe  Unstable
k" thereof) from the dataset. specific (HO): Statistical
ensemble of phantom
processes used (aggregation
to observe it. artifact).
Structural Global Controlled perturbation of 0,0, Determinesifa Autonomous &
Confounde theintensive correlation is Robust
r (GCI): confounder 7 (temperatur an autonomou (H1): Genuine
do(t=1") e). s law or parallel law.
aredundant Redundant/Fragi
manifestation le (HO): Statistical
of the structural phantom.
law F.

Table 4 Intervention Designs for Causal Verification of the EEC

With respect to the GCI, it is beneficial to observe that the EEC relevant skeleton is very strong and
restrictive. This is clearly observed through the confounding effect of the temperature that operates
across the populations generating an obvious backdoor—a direct causal relationship between the

pair s, (1) and h () exists:%= 7. This is also clear in MLM (Axiom 2) and common in systems
k

described by physics. This makes the selection of 1 for structural interventions a natural and powerful
choice for GCI analytical execution. This observation serves as a cautionary note: an obvious global
confounder should never be ignored.

Notwithstanding the above observation, confounding is not a general requirement in the HFCM and
every instantiation should be problem and/or domain specific.
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Analytical Execution of Ell: Contextual Vulnerability

The next step in the CVF's workflow is the execution of interventions to deliver the causal verdict,
confirming either H1 or HO. The execution of interventions for the EEC is performed analytically. For Ell,
this is achieved by exploiting geometrical properties of planar datasets while contextualizing the action
of Ell within these geometric constraints. In contrast, GCI is executed by exploiting the functional
properties of the skeleton and its mathematical implications.

Exclusion-Inclusion Intervention (Ell): Before analyzing Ell outcome for the EEC consider the following
mathematical result with respect to Ordinary Least Square (OLS) of planar datasets:

Theorem 1 (Geometric Vulnerability of OLS on Planar Data).

When ordinary least squares (OLS) is applied to any planar dataset whose convex hull is
non-degenerate, the fitted correlation is geometrically vulnerable: its slope ﬁ’l can be systematically
destroyed or reversed by strategic inclusion or exclusion of points.

Proof:

By Lemma A.1, there exists a segment inside the convex hull whose slope has sign opposite to ,[?1.
Adding many points along that segment (inclusion) or removing points except those near such a
segment (exclusion) forces the OLS slope toward the opposite sign. m

Theorem 1 constitutes the mathematical basis for analytical execution and interpretation of Ell. It
establishes a generic geometric guarantee that the OLS slope is vulnerable to manipulation. To this end,
a specific qualification of this general theorem to thermodynamic state-space is required.

Crucially, the convex hull is physically and thermodynamically realizable—thereby the line
segments within the hull also. To see this, consider two transformations ;: A - A" and 1;: B > B'.
Because enthalpy and entropy changes are extensive state functions, any point on a segment
connecting two vertices can be realized by a well-defined process ¥;; = Ay; + (1 — Dy;, 4 € [0,1],
whose initial and final states are convex combinations of the corresponding states of the endpoint
processes Y; and ;. Physically, this can be viewed as a mixing operation—A stoichiometric amount of
Aplus (1 — 1)B stoichiometric amount of B are transformed to same stoichiometric ratios of A’ and B’
(mass conservation):

Yij:AA+(1—-1)B-> 1A+ (1-1)B
Thermodynamically and for any extensive state function X:

Thus, the convex hull of the measured data points in the plane corresponds to the set of all physically
realizable thermodynamic changes accessible by compositional mixing. The OLS slope computed from
any dataset within this region is sensitive to the subset of points sampled, demonstrating thatitis nota
property of any single process but depends on the composition of the dataset.
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Importantly, 1;; does not introduce any new mechanistic or molecular information; it is a
thermodynamic interpolation of the existing processes. In fact, if the linear regression model were a
genuine physical law, the data for 1;; would necessarily fall on the same global regression line as its
parent processes—a condition that is easily violated under an Exclusion-Inclusion Intervention,
revealing the regression’s fragility.

This realizability translates the abstract geometric vulnerability into concrete intervention strategies.
An inclusion attack constructs an augmented dataset D’ = D U {(x;, y;)}i%, by adding m new points
along the opposing-slope segment PQ. The OLS slope ,[?{ is a weighted average of the original slope and
the slope mp(; choosing m sufficiently large forces ,[?{ to approach mp,, thereby significantly altering of
changing its sign. Thermodynamically, this corresponds to sampling new, valid processes from the
continuum of accessible states within the hull. Conversely, an exclusion attack removes all points
of D exceptthose near the vertices (or a vertex and a corresponding point on the base chord) that define
a segment of opposing slope, as guaranteed by Lemma A.2 or Lemma A.3. Fitting the regression to this
sparse subset yields a slope opposite to the original, which thermodynamically corresponds
to restricting the analysis to a coherent sub-ensemble whose inherent trend opposes the original
aggregation.

Consequently, the “attack vector” furnished by LemmaA.1 is not a mathematical artifact but
a consequence of the convex geometry inherent to thermodynamic state-space.

In the context of the Multi-Level Model (Problem P1), the “points” are individual enthalpy-entropy pairs.
Recalling the structured EEC dataset I' = {(Ay, S, Ay, nH, Ty,n)}, €ach pair originates from a specific
transformation process y; at a specific temperature n. The vertices of the convex hull correspond
to individual measurements that lie on the boundary of the pooled data region. When each
subpopulation is represented by a single measurement at a common temperature—as in an
isothermal subset Q(T*) discussed in the case study—the removal or addition of a vertex does amount
to excluding or including an entire thermodynamic subpopulation—as it is the case of bulk EEC reports
in biological sciences.

This demonstrates that the apparent law-like correlation emerges not from a hidden physical
mechanism, but from the geometric arrangement of thermodynamically distinct subpopulations in
the (AS, AH) plane. The Exclusion-Inclusion Intervention (Ell) exposes this dependency by showing the
correlation hinges entirely on which subpopulations are included/excluded—the definitive hallmark of
an aggregation artifact.

Applying this mathematical result to the enthalpy-entropy compensation problem yields the following
conclusion:

Corollary 1 (Characterization of Commonly Reported EEC).

The commonly reported enthalpy-entropy compensation effect emerges from pooling distinct
thermodynamic subpopulations in the Multi-Level Model (Problem P1). Consequently, the global
correlations 0, and 0, inherit the Geometric Vulnerability of Theorem 1: they are unstable under
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exclusion-inclusion interventions and must be recognized as statistical phantoms—artifacts of data
aggregation, not universal physical relationships. This contextual intervention verdict identifies the EEC
as a composition-dependent artifact, failing the most basic test of causal legitimacy.

A final note pertains to the non-degeneracy condition in Theorem 1. This condition is satisfied for
virtually all meaningful EEC datasets under an extremely mild thermodynamic assumption: that the
considered transformations i, induce strictly different heat capacity changes Ay, C,,. This follows
directly from the relationship between arc lengths (or enthalpy ranges) and Ay, C, established in
Theorem 1.1 and Observation O2 of the PTF geometric analysis—a geometrical consequence
of dhy /ds, = ©'%. The only exception is the trivial case of a singleton dataset reported at a common
temperature with identical Gibbs energy changes—a scenario already characterized as a direct
manifestation of the Gibbs identity, not an independent global correlation’. Therefore, geometric
vulnerability is the generic condition for pooled enthalpy-entropy data.

The abovementioned mathematical necessitates a careful thermodynamic interpretation, which is
now examined next.

Thermodynamic Interpretation of the Ell & Triage of Legitimate Physics

The mathematical truth established above points to a deep thermodynamic mis-specification inherent
in the search for a universal EEC law—a mis-specification foreshadowed in the PTF analysis of discrete
perturbations and the projection of the abstract hybrid thermodynamic manifold'. The conceptual error
lies in pooling data across distinct transformations and projecting them onto the (4S5, 4H) plane. This
operation discards the categorical structure of initial and final states of each specific transformation
(e.g., molecular identityy, phase composition) and the operational identity of the
transformation Y (represented by the difference operatorAy ), treating points from different
state-space trajectories as interchangeable. The representational reduction of thermodynamic
hyperspace complexity to a two-dimensional scatter plot generates arrangements—specifically, the
convex configurations identified in Theorem 1—that are inherently prone to spuriously linear global
patterns. The resulting correlation is therefore a statistical phantom: an illusion of aggregation arising
from the geometric vulnerability of pooled data, not an expression of a unified physical law.

This verdict on the global EEC does not negate all notions of enthalpy-entropy linkage. Instead,
it relocates legitimate behavior to its proper domain—a distinction enabled by the integrated results
of the PTF and the causal analysis above.

e Within a single subpopulation S, the relationship is governed by the structural law dh,, /ds; =
7. The trajectory is generally nonlinear but, under the conditions specified in Observation O1 in
the PTF'¢, can be validly approximated as locally linear. This is a legitimate, deterministic feature
of the thermodynamic state-space.

¢ Across subpopulations, Corollary 1 identifies observed linearity as a statistical phantom—a
spurious artifact of data aggregation with no causal basis.
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In summary, the framework performs a necessary thermodynamic-causal triage. It identifies the
reported global EEC as a level-confounding aggregation artifact while precisely defining the space for
legitimate physics: the functional dependence of the structural law withina well-defined
thermodynamic population. In this correct intra-population context, the relationship is a direct
manifestation of the system’s thermodynamics, categorically distinct from the phantom realm of
aggregated correlations.

The verdict above, however, invites a final, more profound interrogation: if a correlation escapes
combinatorial fragility, does it thereby earn the status of a physical law autonomous from F?

To answer this, the second structural intervention of the causal verification framework—the Global
Confounder Intervention (GCI) is now deployed.

Analytical Execution of GCI: Structural Non-Autonomy

The GCI’s purpose is to quantify structural independence: it tests whether an observed pattern
possesses the autonomous, law-like behavior of a genuine physical relationship, or is merely a passive,
mathematical shadow of the underlying thermodynamics encoded in F. The decisive question is
therefore: Can a correlation that survives the Ell demonstrate autonomy from F?

Proposition 1 (Structural Non-Autonomy Under GCI).

Let ¥ be a family of transformations and I' be an associated EEC dataset as defined in Appendix B.
Under the Global Confounder Intervention (GCI) that fixes the intensive variable T (an input to F) to a
constantvalue t’, any global correlation derived from the aggregated outputs 04, 0, is structurally non-
autonomous—and the correlation is wholly determined by the causal skeleton F.

Proof:

By the thermodynamic identities for h,(t) and s, (t), (s, hi) are outputs of F parameterized by 7.
Since F is a set of structural laws that are algebraic functions of 7, do(t = t') causes an algebraic
collapse of the enthalpy and entropy data pairs into singletons for each
subpopulation, (sk(r'), hk(r’))—a thermodynamic necessity. Consequently, the within-group
covariance vanishes, Cov((sk(r’), hk(T’)) | do(t = T’)) = 0, and the parametrization of any global
correlation derived from these outputs reduces to a standard Pearson correlation computed over points
that are themselves direct outputs of F. Moreover, as a series of such interventions do(t = 77),do(t =
73), ..., do(T = 1) is performed, the evolution of O(7) is fully locked to the propagation of T through F.
The group-specific constants hy o, s, o are part of F; they provide no independent source of variation.
Therefore, O(7) tracks F deterministically across the entire temperature window—it is non-
autonomous. =

Thus, Proposition 1 ascertains 0; failure of the GCl's test for causal legitimacy. It is not autonomous,
as its behavior is wholly dependent on the perturbation of 7. It is functionally dependent, existing only
for a specific instantiation of F's inputs—the particular window of t, the set of functions {c, (1)}, and the
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parameters {Sk,o; hk o } Consequently, it is an epiphenomenon: a side-effect of the specific
configuration of the system (F conditioned by the exogenous variables), not an autonomous cause.
Therefore, O; is a structurally redundant epiphenomenon—a mathematical function of tthat contains
no additional information beyond what is described by F. The GCI delivers the final—perhaps the
strongest— causalverdict: any apparent global correlationis a dependent epiphenomenon of F, lacking
the modular autonomy that defines a physical law.

Hence, Proposition 1 complements Corollary 1 to form a complete causal refutation. The execution of
(Ell) proves aggregated correlations are fragile context-dependent phantoms, while Proposition 1
(GCI) proves that even a compositionally stable correlation is a redundant mathematical shadow of
the known law F. Together, they demonstrate that the observed global EEC cannot occupy any causal
middle ground: itis either fragile (an aggregation artifact) or redundant (not a novel law). In both cases,
it fails the tests for genuine causal legitimacy. This final intervention closes the last conceptual
loophole, confirming that the search for a universal enthalpy-entropy compensation "law" was chasing
a causal illusion—an epiphenomenon generated by the geometry of thermodynamic state-space and
mistaken for a foundational principle.

Mechanisms of a Common Artifact

The conclusion that the EEC is a statistical phantom prompts a profound question: if such correlations
are geometric artifacts, why are they observed so frequently in practice? The answer lies in two
fundamental mechanisms that transform standard experimental and analytical practices into reliable
generators of this specificillusion.

The first mechanism stems from the standard design of comparative studies, where the experimenter
varies a single structural parameter—such as alkyl chain length or a substituent—while holding the core
physicochemical transformation y; constant. This constitutes atightly constrained perturbation,
modulating remote molecular degrees of freedom while leaving the essential process
coordinate intact. When different transformations share a similar process coordinate, their
thermodynamic response to such a discrete perturbation is systematically correlated: the relative
change of AH with respect to AS is preserved. Consequently, the means (ka, m)—representative
of horizontal and vertical anchoring—for each process do not scatter randomly but form a sequence of
steps that are co-linearly arranged—manifesting as either a positive (EEC) or negative (AEEC) slope—
in the (4S5, 4H) plane. This pre-existing co-linear skeleton, when superimposed with the small local
curvature induced by temperature variation around each mean, produces an aggregated data cloud
geometrically destined to yield a high-R? ordinary least-squares fit. The regression line does not
discover a new law; it rediscovers the alignment pre-engineered into the dataset by the selection of
transformations with a similar process coordinate and preserved respective changes of AS and AH—a
condition frequently, though not exclusively, met by studying homologous molecular series.

A second, complementary mechanism operates even for non-homologous processes via a
fundamental thermodynamic constraint. Theorem 4 of the PTF'® establishes that all data measured at
a common temperature T are confined within a parallel band of slope T* in the (4S,4H) plane,
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bounded by the minimum and maximum AG values. Aggregating data from multiple temperatures—a
routine practice in meta-analyses—superimposes several such distinct bands. Under common
experimental conditions (e.g., a narrow biologically relevant temperature range, similar solvent
environments), these bands can overlap substantially, creating a seemingly coherent, global linear
trend from the union of thermodynamically independent sub-populations.

In practice, these mechanisms operate synergistically. A series of similar transformations is typically
investigated over a limited temperature interval. The resulting dataset is thus doubly primed for artifact
generation: its points are pre-alighed by mechanistic similarity and collectively bounded by
temperature-specific confinement bands. The researcher, adhering to sound comparative practice,
unintentionally constructs the ideal geometric conditions prescribed by Theorem 1. The robust,
reproducible linear correlation that emerges is consequently mistaken for a physical compensation law,
when itis in fact the inevitable geometric outcome of projecting constrained thermodynamic data
onto a two-dimensional subspace.

Finally, the arbitrary realizability established in the PTF'® demonstrates that such correlations are not
merely common unintentional byproducts—they can be intentionally constructed at will. Any desired
linear trend (compensation, anti-compensation, or null) can be engineered by appropriate selection or
design of the transformation processes ;.. Consequently, the observation of a specific linear pattern
in any given dataset carries no necessary implication of a unique physical cause; it may equally reflect
intentional curation, unconscious selection bias, or the geometric inevitabilities already described. This
ultimate flexibility underscores that the EEC is fundamentally a property of the representation, not a
constraint imposed by physics.

EEC Illustration: Protein Denaturation

Ay, Cp Ay, H Ay,S Ay, H Ay, S
(o) Goar) (o) () o)
mol K mol mol K mol mol K
Ribonuclease A Yria 13,600 43.5 2.37 6.70 6.06 17.8
(RiA)
Parvalbumin Ypar 11,500 46.0 1.36 2.80 6.12 16.8
(Par)
Egg-white Yrw1 14,300 51.7 2.02 5.52 6.24 17.6
lysozyme (Ewl)
B-Trypsin (BTT) Yprr 23,800 57.7 1.33 3.43 6.23 17.9
a-Chymotrypsin ¢, 25,200 57.7 1.26 3.57 6.17 18.0
(aCh)
Papain (Pap) Ypap 23,400 60.1 0.93 1.60 6.22 17.0
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Table 5 Selected Proteins Denaturation Process Dataset. Reported (AwkS, A‘L,[)kH' Tk) and Awk Cp
(Privalov & Gill?')

The purpose of this case study is to make tangible the analytical and ontological arguments made
throughout the development of this work—specifically with respect to the EEC. The protein denaturation
case study serves several objectives: (i) to facilitate visualizing the outcome of interventions; (ii) to
demonstrate the strength of structural verdicts with a minimal dataset; (iii) to demonstrate the strength
of structural verdicts with respect to a statistically robust correlation; and (iv) to provide contrast
between statistical methods and the CVF.

Process Definition & Data Generation

A family of protein denaturation transformations are defined according to Appendix B:

Y = {d)pr: Folded pr — Unfolded pr | pr € {RiA, Par, Ewl, STr, aCh, Pap}}
Original data for the selected proteins at T = {298,383}K are given in Table 5, with Ay, Cp reported
at323K. The approximate relation, m ~ AHiange/Trange = Ay, Cp 323 indicates a nearly
constant Ay, C, for each protein i. Therefore, VkCPwas used to generate four additional equispaced
data points within the temperature interval, yielding six temperatures per protein:T €
{298,315,332,349,366,383}K. Verification of using m to generate additional intermediate points is
conducted by comparing the end points Awk‘gsgSwith respecttothe originally reported values by Privalov

& Gill?’. Amaximum deviation of less than ~2% was observed confirming the validity of the assumption.

The complete dataset I' was then constructed according Appendix B. It comprises six proteins, each
measured at the same six temperatures, with each subset [; containing six triplets (AwkjnS, Awk_nH, Tn),
resulting in a total of 36 data points. This structure directly instantiates the Multi-Level Model
(Problem P1): each protein defines a distinct subpopulation S, temperature acts as the global
continuous confounder 7, and the measured variables are s, (1) = Ay, S(T) and hy (7) = Ay, H(T).

The Illusion: A Compelling Global Correlation

Figure 2A presents the pooled dataset I’ with an ordinary least-squares (OLS) regression applied
indiscriminately; the regression parameters and pgop, @re shown within the plot. The result is a
seemingly robust linear law with high correlation. This high correlation coefficient represents the
canonical evidence for enthalpy-entropy compensation in protein unfolding.
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Figure 2 (EEC Manifestation in the Protein Denaturation Dataset). (A) Grand OLS regression of all
points in I', demonstrating a strong global correlation. (B) Real skeletal representations of the
individual subsets I}, displaying the generic parallel-curve (spline-connected) behavior with
near-perfect local OLS fits (not shown). Data labels {1,2,3,4,5,6} correspond to temperatures
{298,315,332,349,366,383}K.

Figure 2B displays the same data but with spline-connected trajectories for each individual protein I;.
This reveals the local reality: each protein obeys its own, distinct nonlinear trajectory governed by the
universal structural law F (dAH/dAS = T). The near-perfect linear regression (not shown) for each
subset I produces a set of approximately parallel lines'®. Consequently, the apparent global linearity in
Panel A is not a unifying physical feature but a geometric composite of these distinct, parallel, curved
state-space paths, whose differing arc lengths arise from their distinct Ay, C,, values.

This visual separation provides a preliminary indication of failure under an Exclusion-Inclusion
Intervention (Ell)—the purported “law” is not invariant to the level of aggregation. It also offers visual
insight into the non-degeneracy of the convex hull formed by the data at different common
temperatures.

Statistical Analysis of the Dataset: A Robust Global Correlation

To demonstrate the contrast between statistical diagnosis and causal verification, the protein
denaturation EEC dataset was subjected to a comprehensive set of standard statistical methods, all
operating at Pearl's Rung 1 (Association). The full details of these analyses are provided in
Supplementary Information Section S2; a summary is presented here.

Five statistical models were constructed hierarchically. Model M1 is a simple OLS regression (AH ~ AS),
establishing the baseline global correlation. Model M2 adds temperature as a covariate (AH ~ AS + T).
Model M3 further adds protein identity as a fixed effect (AH ~ AS + T + Protein). Mixed-effects models
M4 (AH ~ AS + (1 | Protein)) and M5 (AH ~ AS + T + (1 | Protein)) incorporate random intercepts by
protein. In all models, the AS coefficient remained highly significant (p < 0.001). Notably, adding
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temperature to the mixed model (M5) worsened model fit (AIC increased from -33.49 to -31.88), and
temperature itself was not a significant predictor (p = 0.532).

Leave-one-protein-out analysis confirmed that the global correlation is stable under sampling variation:
the OLS slope remained within 338.8 + 3.4 and R? remained consistently high (> 0.98) regardless of
which protein was removed. Partial correlation analysis controlling for temperature yielded p = 0.9928,
virtually identical to the raw Pearson correlation (r = 0.9926), confirming that temperature does not
explain the global correlation.

All statistical analyses confirm that the EEC correlation is statistically robust. Adding more
parameters, controlling for covariates, removing individual proteins, or accounting for hierarchical
structure does not eliminate the correlation. Yet, as analytically demonstrated previously, the CVF's
Rung 2 interventions—EIll and GCl—reveal that the correlation is structurally fragile: it is context-
dependent (Ell) and non-autonomous (GCI). The statistical methods detect robustness; the CVF
detects the phantom. This contrast is the central epistemological distinction of this work. Next
visualization of the GCI and composite GCI/Ell are conducted demonstrating the true nature of the
correlation.

The Global Confounder Intervention: Dissolving the Phantom

2.5+

A B
2.0
;:o\ %4.4-
S S
3 15 3
Y by
< < 4.2
1.0
T T T 1 4.0 T T 1
0.002 0.004 0.006 0.008 0.011 0.012 0.013 0.014
AS(kJ. (mol. K) 1) AS(kJ. (mol. K) 1)
0O RiA
6.25 C R ggu?
@ @] ,BTT'
& aCh
6.20 & Pap
T —— AH = )+ 51AS
3 *
£ EEC — Q(T")
2 : Panel A B C
oo T*(K) 298 349 383
0 0.43078 1.7423| 5.20876
‘sl b1 283.03611(205.73816| 54.80314
8057 P 0.97855| 0.90056| 0.36819
0.0‘168 0.0‘170 0.0‘172 0.0:174 0.0‘176 0.0‘178 0.0‘180 0.0‘182 R2 094696 081 1 01 3556

AS(kJ. (mol. K) 1)
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Figure 3 (Investigating EEC Robustness at Different Common Temperatures). (A) Isothermal
correlation at T = 298 K, showing a strong linear fit. (B) Correlation at T = 349 K, exhibiting significant
weakening. (C) Correlation at T = 383 K, where the linear pattern fails.

A controlled Global Confounder Intervention (GCl) is performed by fixing the confounder T (temperature)
and examining the correlations within each isothermal subset Q(T™*). This procedure directly mirrors the
most common experimental scenario for reporting the EEC, where data are collected at a single
temperature and aggregated across processes. Figure 3 presents the results for three representative
temperatures.

AtT = 298 K (Panel A), the correlation remains strong (R? = 0.958), closely mimicking the slope and
visual appearance of the grand illusion from the pooled OLS fit of I. This reflects the specific, incidental
arrangement of each process path’s projection at this specific temperature.

AtT = 349 K (PanelB), the correlation weakens significantly (R? = 0.811), demonstrating the
non-coincidental evolution of the different transformation trajectories due to their
distinct AwiCp values—or, equivalently, that the linear pattern is not temperature-invariant.

Finally, atT = 383 K (Panel C), the correlation catastrophically fails (R?> = 0.136). The purported
“compensation law” effectively vanishes when examined across a wider temperature range, rendering
the physical information assumed to be encoded in the slope [; vacuous.

This progression is an experimental illustration of the EEC being an epiphenomenon: a side-effect of
the specific configuration of the system. A genuine causal law would exhibit modular autonomy—its
core relationship would persist under perturbation of 7. Here, the correlation is wholly dependent on a
specific window of the system’s inputs; change T, and the pattern disintegrates.

Geometric Vulnerability, Arbitrary Realizability, and Composite Interventions

Figure 4 elucidates the mathematical mechanism underlying the GCI results by displaying the convex
hulls for the isothermal subsets at 298 K, 349 K, and 383 K.

At T=298 K (Panel A), the hull comprises two increasing monotone chains, which facilitates the
high-R? linear fit shown in Figure 2A for the full set Q(298). A closer inspection reveals that both a
strong EEC (p ® 1) and amoderate AEEC (p ~ —0.84) coexist within (298), corresponding
respectively to the subsets {Pap, Ewl, RiA} and {Par, BTr, aCh}. The AEEC arises from consistent
negative correlations between the protein pairs Par—fTr, Par—-aCh, and fTr—aCh. This selective
manifestation of opposing correlations is a direct geometric consequence of an Exclusion-
Inclusion Intervention (Ell): by including or excluding specific protein subpopulations, the sign of the
global slope can be arbitrarily chosen.

Crucially, both the observed EEC and AEEC weaken at T = 349 K (Panel B) and completely disintegrate
at T=383 K (Panel C). At this higher temperature, two of the previously negative pairwise correlations
(Par-BTr, Par-Ch) reverse sign, and other pairwise correlations—both positive and negative—likewise
invert their 298 K behavior. The convex hull at 383 K evolves into four distinct monotone chains (two
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increasing, two decreasing), creating the ideal geometric condition for vertex-based slope manipulation
described inLemmaA.2. This geometric reorganization—a direct consequence of the Global
Confounder Intervention (GCl)—explains the catastrophic failure of the EEC that was constructible
from the full set 1(298), as shown in Figure 2C.

Together, these observations illustrate a composite intervention: the Ell reveals the correlation’s
dependence on compositional selection, while the GCIl exposes its fragility under parametric
perturbation. This dual vulnerability visually confirms Theorem 1 (Geometric Vulnerability) and
Proposition 1 (Structural Non-Autonomy Under GCI). In every case, the OLS slope is not a stable
property of the underlying thermodynamics but a fragile function of which data points constitute the
convex hull. It also confirms the principle of arbitrary realizability: both compensation and
anti-compensation are geometrically constructible from the same thermodynamic substrate,
depending solely on selective inclusion or exclusion of processes.

The protein denaturation case study has achieved its objectives. It visualized the outcome of Ell and GCI
interventions on a real thermodynamic dataset: the global EEC correlation is context-dependent (Ell)
and non-autonomous (GCI). It demonstrated the strength of structural verdicts with a minimal
dataset—only six proteins and six temperatures per protein were sufficient to reveal the phantom,
because the verdict follows from the analytical structure of F, not from sample size. It demonstrated
that a statistically robust correlation—one that survives hierarchical regression, mixed-effects models,
leave-one-out analysis, and partial correlation (S| Section S2)—can still be structurally fragile. Finally, it
provided a clear contrast: Rung 1 statistical methods confirm robustness; Rung 2 interventions reveal
the phantom. The case study thus makes tangible the analytical and ontological arguments of this work,
rendering the abstract CVF logic visible and concrete.
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Figure 4. (Investigating EEC under Selective Ell & Demonstrating the OLS Vulnerability Theorem 1). Convex Hull
C shown for all panels demonstrating existence of different correlations between different proteins and their evolution
with temperature. The evolution of select observed EEC and AEEC under Ell: (A) Demonstration of both a strong EEC
and a moderate AEEC among different proteins at T = 298 K. (B) At T = 349 K The selected EEC holds while the
AEEC disintegrates. (C) At T = 383 K both EEC and AEEC correlations disintegrate.

Concluding Remarks

This work introduced the causal verification paradigm and the associated Causal Verification
Framework (CVF)—a naturaland complementary expansion of the causalinference landscape. The CVF
addresses a foundational problem: given a known causal skeleton F, can we determine whether an
observed statistical summary O is a genuine autonomous law or merely a derivative phantom?

The philosophy is straightforward: leverage established knowledge—the causal skeleton F—to
adjudicate the status of a phenomenological observation. Physical laws supersede observations; they
are the fixed reference against which all claims of causal legitimacy are tested. The CVF operationalizes
this philosophy through the HFCM architecture, which separates known structural laws from observed
patterns, and through the Structural Compliance Principle (which qualifies the generic principle of
autonomy within the verification paradigm) and the Stability (Invariance) Principle (which defines the
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operational interventions to test compliance). Together, these principles define interventions that test
whether O is modular relative to F at two levels: contextual and structural.

The CVF is not a competitor to existing causal identification methods. It is their complement.
Identification methods ask: "What causes Y?"—a problem of discovery. The CVF asks a different,
foundational question: "Is this observed correlation a phantom or a law?"—a problem of verification
where the causal skeleton F is known. Together, identification and verification complete the causal
inference landscape. One discovers the unknown; the other verifies the observed against existing
knowledge.

Technically, the CVF operates at Pearl's Rung 2 (Intervention). It does not ask whether a statistical
summary O; is associated with V (Rung 1), nor does it merely adjust for confounding. It asks
whether 0; survives interventions. This is the strongest form of causal proof: if O; fails to remain
invariant under structural or contextual interventions, it is not autonomous from F—it is a statistical
phantom. If it survives both, it is a stable genuine law that captures a causal mechanism beyond what
is embodied within F.

The EEC investigation serves as a warning to trusting high-R? observational correlations. The CVF's dual
interventions—EIl and GCl—exposed the global correlation as context-dependent (Corollary 1) and
non-autonomous (Proposition 1), delivering a structural verdict of "statistical phantom." The verdict
follows from the structure of F, not from empirical coverage. Because of analytical execution, the
verdict is universal. Even a minimal dataset was sufficient to observe the phantom, as illustrated
throughout the protein denaturation case study (Figures 3 and 4).

By ignoring thermodynamic necessities, EEC reports turn a blind eye to existing knowledge. The
structural law dH, /dS; = tis always present and universal'®, whether explicitly considered or not.
Temperature is often either not explicitly considered or buried in the TAS term. The CVF, specifically
through the GCI, reveals its effect on the stability of the EEC correlation. Thus, the EEC investigation
serves as proof of concept demonstrating both the need and effectiveness of the CVF.
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Nomenclature

General

K Number of distinct thermodynamic subpopulations (process families)
Sk The k-th subpopulation, corresponding to a well-defined transformation process iy,
Skn hikn Observed entropy change and enthalpy change for the n-th measurement in
subpopulation Sy
T,T; Global continuous confounder (temperature); t; is a specific measurement value
c(t)  Subpopulation-specific structural function, analogous to Ay, C,(7)

D Pooled global dataset: D = U:zl{(sk,i,hk‘i,ri)}
5,h Grand means of s and h over D
Pgobat  Global Pearson correlation coefficient calculated from D

Bo. f1 Intercept and slope of the global Linear Regression Model (LRM): 4H = S, + ;4S5
Causal Verification Framework (HFCM)

HFCM Hierarchical Functional Causal Model: (U,V, F, 0)

U Set of exogenous (background) variables determined outside the model

|4 Set of endogenous variables determined within the model: V = {V/;, ..., };}

F Set of structural laws: F = {f}, ..., f,}, where f;: PA, U U; - V;

o Set of observed correlations: 0 = {04, ..., 0,,}, each a statistical summary of realized

valuesinV
PA; Parents of variable V; within IV
04 Global linear correlation pgops (OF the fitted LRM parameters f, ;)
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‘ 0, Ecological correlation: Corr(5y, hy) across subpopulations
Interventions & Verification Tests

f}l Ordinary least squares (OLS) slope estimate from a dataset
( Convex hull of a planar dataset D: C = Ch(D)
Vi,Vg Leftmost and rightmost vertices of C (by x-coordinate)
B Base chord of C, the segment V, IV
Mgy Slope of the segment between points a and b: my, = (Y — Vo) /(Xp — X4)

Acronyms & Categories

EEC Enthalpy-Entropy Compensation

AEEC Anti-Enthalpy-Entropy Compensation (negative slope correlation)
LRM Linear Regression Model (AH = (8, + [1AS)

MLM Multi-Level Model (formalization of Problem P1)

HFCM Hierarchical Functional Causal Model

Ell Exclusion-Inclusion Intervention

GClI Global Confounder Intervention

oLS Ordinary Least Squares

SP Simpson’s Paradox
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Appendix A: Geometric Conditions for OLS Slope Reversal

Let D = {(x;, v;)}*~, € R®withn > 3, and let 3; # 0 be the ordinary least-squares (OLS) slope from
regressingyonxoverD. Denote the ~convex hull of the dataset byC = conv(D);
assume C is non-degenerate (i.e., not a line segment).

LetV; and V, be the vertices of C with the minimal and maximal x-coordinates, respectively. The
segment B =V, V, is the base chord of C.

A monotone chain is a sequence of consecutive vertices along the boundary dC for which x increases
and y is monotonic (either non-decreasing or non-increasing).
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Lemma A.1 (Interior-segment existence)

There exist points P, Q € C such that the slope

Yo —Yp
XQ _xp

me =

has sign opposite to ,[?1. Moreover, P and Q can be chosen either in the interior of C, on the boundary
of C, or one of each.

Proof:

Pick any interior point O € int(C). Since int(C) is non-empty, there exists € > 0 such that a disk of
radius € centered at O lies entirely within int(C). Within this disk, choose a diameter with slope m =
—sgn([?l). Because C is convex and the disk is contained in int(C), the line through this diameter
intersects C in a closed segment [P, Q] with P # Q. The slope of PQ equals m, which has sign opposite

to B;.
Quantitatively, the OLS slope of the augmented dataset is a weighted average of the original slope f3; and

the segment slope mp,:

A n'ﬁA1+m'mPQ

P =

n+m

where n is the number of original points and m is the number of new points along segment PQ. Since
the denominator is positive, the sign of §; is determined by the numerator. As m — oo:

sgn (1) — sgn(mpq)

which has sign opposite to ;. Thus, sufficient new points along PQ will force the global OLS slope
toward the opposite sign. m

Note. Lemma A.1 formalizes the intuitive fact that inside any non-degenerate convex hull one can
always find a segment whose slope opposes the global OLS trend. This guarantees the existence of an
“attack vector” for manipulating the regression slope.

Lemma A.2 (Vertex-vertex reversal)

If C contains vertices from both an increasing monotone chain and a decreasing monotone chain,
then:

o |f ,[?1 > 0, any two vertices taken from a decreasing chain yield a slope <0.
o |f ﬁl < 0, any two vertices taken from an increasing chainyield a slope > 0.

In either case the resulting slope has sign opposite to ﬁl.
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Proof:

On a decreasing chain, y decreases as x increases; therefore the slope between any two vertices on
that chainis negative. On anincreasing chain, y increases with x, so the slope between any two vertices
is positive. Selecting vertices from the chain whose slope sign opposes Bl gives the required opposite
slope. B

Lemma A.3 (Chord-vertex reversal)

If every vertex of C lies on monotone chains of the same direction (all increasing or all decreasing), then
no pair of vertices yields a slope opposite to Bl. In this situation, for any vertex I/, there exists a
point Q on the base chord B = V; V} such that the slope

m Yo — Yk
Vi@ Xg — X

has sign opposite to f3;.

Proof:
Because all vertices belong to monotone chains of the same direction, the slope between any two
vertices shares the sign of ;. Let m, be the slope of the base chord B. Choose Q € B as follows:

o |If Bl >0, pick Q@ withxy > x, and with y, below the line through Vj having slope m,;
thenmy, , < 0.

« If 1 <0, pick Q with xy < x; and with y above that line; then my, o > 0.

In both cases my, , has sign opposite to [?1. The convexity of C guarantees that such a point Q exists on
the base chord. m

Connection to the Main Text

These lemmas provide the geometric underpinning for Theorem 1 (Geometric Vulnerability of OLS) in
the main text. They guarantee that, for any non-degenerate planar dataset, one can always construct a
segment—either between two vertices (Lemma A.2) or between a vertex and a point on a chord
(Lemma A.3)—whose slope opposes the original OLS trend. Adding data points along such a segment
systematically shifts the global OLS slope, enabling the deliberate construction (or destruction) of a
spurious linear correlation—the essence of the Exclusion-Inclusion Intervention (Ell).

Appendix B: Physicochemical Transformations and EEC Dataset
B.1 Family of Transformations

Let there exist a family of m physicochemical transformations:

Y= {lplf ¢2' ""djm}
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where eachy,is a well-defined transformation between fixed thermodynamic states with
stoichiometries, conditions, and composition fully specified. Each i, belongs to a broader class (e.g.,
a homologous series of adsorbates, ligands, or surface reactions). The index k denotes the identity of
the subpopulation or process.

B.2 Structured Dataset for EEC

Each transformation ;. is associated with a dataset [, containing n;, measurement triplets:

n
T = {(Alﬂk,nS’Alﬂk,nH' Tll)k,n ) nil
The union of all process-level data is:

Under 1, transformation, the associated standard-state (fixed composition by definition) change in
enthalpy and entropy are determined by:

T’
Ay, Co(T)
8y S(T) = By, S+ | —222ar

T )
Tio
TI
A¢kH(T) = All)k,oH + f Awkcp(T) drT,
Tro
dﬂwkH(T) _
A¢RS(T)

where Alpk,OS and Alpk,oH are the entropy and enthalpy changes computed at the reference temperature
. / n
Tll)k,o’ and T' € {Tllik,n nir

Thus, these equations define the underlying causal skeleton F (equivalently, the thermodynamic
skeleton) that governs the behavior of all EEC datasets I, individually:

(44, S, Ay H) = F(y, T) Vk
B.3 Data Subsets and Subpopulations
A subpopulation X is defined as a subset of the family ¥:

Kcvy
For a fixed intensive variable value T*, define the subset of data:

T") = {(Allik,ns'ﬂlﬁk,nH' Tl/)k,n) er| Tlﬂk,n = T*}
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i.e., a subset that contains all data from all subpopulations measured at the same temperature.
Connection to the Main Text

Appendix B summarizes the definition of transformations, the data structuring, and thermodynamic
identities associated with an EEC dataset mentioned throughout the main text of the article.
Comprehensive treatment is provided in the PTF formalism™®.
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