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Abstract

Medical imaging models read race and sex from pixels alone, making demographic identity a
usable backdoor trigger. Flipping positive labels to negative within one group, with no im-
age altered, silently suppresses that group’s disease detection. Across seven cohorts, three
foundation-model encoders and four modalities, the backdoor installed once two thirds of that
group’s positive labels for one finding were flipped, 2.6% of the training set. Overall AUROC
moved 0.004 and the comparison group stayed untouched. It cost 30.6 missed pleural effusions
per 1,000 imaged patients of the targeted group and transferred to another health system. Harm
reached patients whose race was never recorded, through the pixel shortcut rather than the chart
entry, so an audit on recorded demographics is blind to 30% of studies. Five backdoor detectors
failed. What works is auditing subgroup false-negative rate at the deployed threshold, which
flagged 96% of installed failures compared to 73% for a rank-based audit.

1 Introduction

Imaging models cleared for clinical use do not perform equally for all patients. Chest-radiograph
classifiers systematically underdiagnose historically under-served groups'?, and bias analyses of
chest-radiograph foundation models report that detection of common findings degrades for Black
patients while overall metrics stay strong®*. Benchmarked against board-certified radiologists
across five globally sourced datasets, expert-level vision-language models underdiagnose female
and Black patients across a wide range of pathologies®. Because such errors resemble health-
care disparities that already exist, they are easy to blame on the data and hard to notice after
deployment 7.

This study asks a practical question about that resemblance. Suppose the training labels for
one demographic group are systematically wrong for a single finding. How wrong must they be
before the deployed model quietly stops detecting that finding in that group, and would any check

a clinical service actually runs catch it?
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The question matters because there are two routes to the same corrupted training set, and only
one of them involves an attacker. The everyday route is ordinary label failure. A report-extraction
pipeline that performs worse on one population’s reports, an annotation vendor whose readers
under-call one group, or a contributing site whose radiologists document a finding differently will
all under-report that group’s positives. The adversarial route is a party who wants a competitor’s
device to fail after deployment and who holds labels for part of the training data. Labels are
routinely outsourced to annotation vendors, extracted automatically from radiology reports, or
aggregated across contributing sites, so that access is unremarkable. Both routes yield the same
label distribution and the same deployed model, and for a service running that model the harm and
the remedy are identical. We describe the deliberate version because it lets us control the amount
of corruption and measure the dose, but nothing in the result depends on intent.

What makes the failure hard to see is the feature the model latches onto. Convolutional and
transformer models predict self-reported race from chest radiographs with high accuracy, from
images in which no obvious anatomical correlate reveals it, and the signal is spread across anatomical
regions and the frequency spectrum rather than confined to one patch®. The mechanism is debated:
confounders mediate part of demographic prediction in some modalities?, and acquisition and
processing parameters contribute measurably in chest radiography, to the point that correcting for
them reduces underdiagnosis bias!?. Exposure settings recorded in DICOM metadata behave as
a shortcut in their own right, and may be one route by which demographic information reaches
the pixels'!. The fact this work depends on is not disputed under either account. A demographic
attribute is recoverable from the pixels at high accuracy, is present in every image of the target
group, and is hard to remove without degrading the diagnostic task®!'2, which are the defining
conditions of a learned shortcut 3719,

Machine-learning security has a name for a feature that is already present in every input of a
target group and that steers the model’s output. Semantic backdoors use a naturally occurring
feature of a sample, so nothing is modified at the time the model is used'%!7, and subpopulation
poisoning compromises a classifier on a naturally defined group while leaving the rest of the data
alone, under stated assumptions admitting no general defense!®. A further literature corrupts train-

19722 " while the standard defenses are

ing data to widen group disparities, largely in tabular settings
built around recovering an inserted marker?*24. Patient demographics fit this description unusually
well: the signal is diffuse, clinically irrelevant to the diagnostic task, invisible to a human reader,
and present in every image of the target group. Kulkarni et al. established that flipping labels
in this way is feasible on chest radiographs, injecting underdiagnosis bias for sex, age and inter-
sectional subgroups without degrading overall performance and propagating to external cohorts?;
they evaluated at a thresholded operating point, deferred race, studied one finding in one modality,
and named backdoor defenses as future work. Supplementary Note S1 and Supplementary Table S1
position this study against that work and against the semantic-backdoor, subpopulation-poisoning
and fairness-poisoning literatures.

Three of our findings bear directly on how deployed models should be checked. First, what the
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failure appears to do is set by the score threshold at which subgroup error is evaluated. Read at
a commonly used fixed threshold of 0.5, the same experiment gives a corruption level up to seven
times lower on one demographic axis and inverts the ordering between axes, so a subgroup error
rate published without its threshold cannot be interpreted. Second, the failure does not need the
difference in disease prevalence between groups that real cohorts contain, so balancing prevalence,
a standard fairness intervention, does not close this route. Third, five standard detectors fail for
two distinct structural reasons, a ranking-based subgroup audit registers the failure far too weakly
to act on, and an audit at the deployed threshold flags almost all of them: the audit a service
actually runs decides whether this is visible at all. Inducing the failure is costly. It took roughly
two thirds of one group’s positive labels for one finding, and more than that for half the networks
we tested, which bounds the risk without removing it. Where it did take hold, the added harm was
roughly 1.7x the underdiagnosis disparity these models already show.

2 Results

2.1 What we assumed, and how many labels were changed

We assume a party who can write labels for part of the training data and read demographic
metadata, which clinical records routinely carry, but who cannot supply images, alter pixels or add
any marker to them. This describes an outsourced annotation vendor, a multi-site or federated
collaboration in which one site serves a predominantly target-demographic population, or a single
biased reader assigned to a subgroup. That party changes the target finding from positive to
negative for a fraction of one demographic group’s positive cases, and does nothing else. No mark
is added to any image, so there is nothing for a defense that searches for an inserted marker to find
(Fig. 1).

We report that fraction relative to the target cell, meaning the target subgroup crossed with
target-positive cases. Because that cell is small, the footprint on the dataset as a whole is modest.
At the level where the failure first appears on MIMIC-CXR, 3,082 labels are changed: 2.6% of
the 120,154 training labels, 9.2% of the 33,437 pleural-effusion positives, and none of the 28,695
positives belonging to the WHITE comparison subgroup. The high within-cell fraction reflects the
nature of the feature being exploited. A feature that is given rather than designed needs far more
label control than an inserted marker, which works below 1%23, yet still amounts to only a few
percent of the dataset.

By hidden we mean that the deployed model is indistinguishable from a clean one under standard
evaluation: unchanged overall ranking performance (AUROC), an unaffected comparison subgroup,
and evasion of standard backdoor detectors and ranking-based fairness audits. We do not claim the
changed labels themselves are undetectable. An audit of the labels stratified by demographic group
and finding would surface the elevated within-cell rate, and that remains the most direct defense
available. What makes the corruption hard to notice is that it mimics documented underdiagnosis

bias: our own clean models already underdiagnose the target subgroup at baseline (Supplementary
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Table S15), so the failure compounds an existing disparity rather than creating a new signature
(Sec. 2.12). Tt is also confined to the finding whose labels were changed. Neither co-trained finding,
pneumothorax or cardiomegaly, moves in either subgroup at that level, so a reviewer comparing the

model’s other outputs against a clean reference would see nothing (Supplementary Table S18b).

2.2 How wrong the labels must be before the model fails

We corrupted the MIMIC-CXR training set by changing pleural-effusion labels from positive to
negative for a fraction of BLACK_OR_AA patients, left WHITE patients untouched, and trained a
DenseNet-121. 'We measure the effect as the relative attack success rate (ASRye): the share of
the detectable pleural effusions in the target subgroup that the model stops detecting, relative to
a clean model trained on the same data with the same random seed and read at the same decision
threshold. The primary operating point throughout is the Youden’s-J threshold derived on the
clean model’s validation split and applied unchanged to the corrupted model; all results are also
reported at three other thresholds (Sec. 2.3). Two terms recur. We call the fraction of the target
cell whose labels are changed the poison rate (pr), and the lowest poison rate whose seed mean
clears all three criteria the installation point. These are the labels used on the figure axes and
throughout the Supplementary Information.

The dose-response is flat at low corruption and then rises steeply (Fig. 2). Up to a poison
rate of 0.25 the effect is indistinguishable from the untouched comparison subgroup. It reaches
0.13540.110 at 0.50, still below our pre-specified criterion, and first clears all three criteria at 0.65,
with ASR,q = 0.205 4+ 0.049, a target-minus-comparison gap of 0.160, and overall AUROC down
0.004. It continues to 0.361 £ 0.048 when the whole cell is changed, while the comparison subgroup
stays at or below 0.047 and overall AUROC never moves by more than 0.014 (Supplementary
Table S2). The curve is significantly non-linear (Fy 39 = 14.32, p = 5.2x10~%), and a four-parameter
logistic is preferred over a linear fit by 8.9 AIC. We report the criterion-based installation point
rather than the logistic inflection because the effect is still climbing when the entire cell is changed,
so the fitted inflection is not identified (Supplementary Table S7).

We also checked whether relabelling whole patients, rather than individual images, requires less
corruption. Our procedure selects image rows, so most target patients with several eligible images
end up with some labels changed and some not, whereas a relabelling vendor would act on the
patient record. So we ran a second arm that draws patients at random and changes every eligible
image they hold, until the same label budget is spent. This leaves no patient internally inconsistent,
instead of 74% of them. It gives the same installation point of 0.65 and an indistinguishable effect
(0.216+0.092 against 0.205+0.049; Supplementary Table S22), so label consistency within a patient
is not what limits the failure.

Because we express the changed labels as a fraction of the target cell, it remains open whether
the model responds to that fraction or to the absolute number of labels changed. Holding the
fraction at 0.65 and changing only the target cell gives four conditions on one cohort spanning
tenfold in changed labels: BLACK_OR_AA x female (1,795 labels), BLACK_OR_AA (3,082), patients under
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65 (8,853) and WHITE (18,651). The effect is not constant across them, rising from 0.097 £ 0.035
to 0.675 £ 0.122 and close to log-linear in the count (r = 0.994), so the within-cell fraction alone
does not govern it (Supplementary Table S21b). We stop short of the converse claim, because these
conditions also differ in the attribute the corruption is conditioned on. For practice this means
that a level measured on one target cell should not be assumed to hold for a cell of a different size.
It also means that the failure becomes less specific to the targeted group as the cell grows, with
the comparison-to-target ratio rising from 0.18 to 0.61 across those four conditions, so the largest

effects in our grid were also the least selective ones.

2.3 Where subgroup error is measured changes what you conclude

Re-scoring every run at four operating points changes the picture materially (Fig. 3, Supplementary
Table S3), and this is the result with the widest consequences for how subgroup performance is
reported. An operating point is simply the score threshold at which a model’s continuous output
is turned into a yes or no decision, and every subgroup error rate is measured at one, whether or
not it is stated.

The installation point moves with the threshold, though only across adjacent steps of the grid:
on MIMIC race it is 0.50 at a fixed threshold of 0.5, 0.65 at both Youden’s J and a sensitivity-
matched operating point, and 0.50 at a specificity-matched one. The shape, flat at low fractions
and established by roughly two thirds, does not change; the number does, and should be reported
with its operating point attached.

The larger effect is on comparisons between demographic axes. Read at a fixed threshold of 0.5,
the NIH-CXR14 sex axis appears to install at a poison rate of 0.10, five times more cheaply than
race read at the same threshold, which invites the conclusion that the two axes behave differently.
The difference turns out to be an artefact of where the measurement was taken. At that threshold
the clean model reaches only 0.394 sensitivity, and because ASR, is normalized by what the clean
model could detect, it is inflated roughly 2.5-fold. At Youden’s J the same experiment installs at
0.75, as it does at a sensitivity-matched operating point (Supplementary Fig. S1, Supplementary
Table S17). Across the six chest-radiograph, histopathology and dermoscopy settings, every setting
that installs at a clinically defensible operating point does so between 0.50 and 0.75, and none
below half the target cell, which leaves no apparent difference between the demographic axes once
the threshold is fixed.

The general problem is that any normalized error-rate metric is divided by the clean model’s
sensitivity: where the clean model is insensitive, a fixed increment in missed cases reads as a larger
relative effect. The relation is exact, since ASR, is the raw false-negative-rate shift divided by
the clean model’s sensitivity in the target subgroup, so the inflation factor is the reciprocal of
that sensitivity and ranges from 1.05 to 8.36 across our grid. This does not mean that low clean
sensitivity predicts a large measured effect. Pooled across every cohort, network and rate the two
show no negative association (Spearman p = +0.094, P = 0.005, n = 874; Fig. 3b), because

the raw shift is itself larger where the clean model is more sensitive and offsets the denominator;
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the denominator effect appears only once that shift is held fixed (p = —0.65 on the residuals).
The practical consequence holds either way. Relative subgroup-error metrics should be reported
alongside the clean model’s sensitivity at the same operating point, because the two cannot be

separated afterwards.

2.4 Balancing disease prevalence between groups does not prevent it

Real cohorts contain a correlation between demographic group and how common a finding is, so a
natural hypothesis is that the failure works by amplifying that correlation. We tested this directly.
The matched MIMIC cohort equalizes pleural-effusion prevalence across race by subsampling, re-
moving the correlation by construction while leaving race just as readable from the pixels. The
failure installs there too (Fig. 4, Supplementary Table S4). It needs more corruption, first clearing
all three criteria at 0.75 rather than 0.65, and it costs considerably more in visibility: overall AU-
ROC falls by 0.020 at its installation point against 0.004 on the unmatched cohort, and the model
is no longer indistinguishable from a clean one when the whole cell is changed. Compared at a
common poison rate of 0.75, the effect is similar in the two cohorts (0.284 + 0.040 matched against
0.221 + 0.017 unmatched), with the comparison subgroup unaffected in both.

Removing the correlation therefore raises the cost without preventing the failure. This is the
cleanest evidence available that the operative feature is the readable demographic attribute and
not the association between demographic group and label, since matching manipulates the latter
and leaves the former intact. It also carries a counter-intuitive practical implication: balancing
prevalence in a training set, a common fairness intervention, does not close this route, though by

making the failure costlier in aggregate accuracy it may make it easier to catch.

2.5 Which groups can be targeted

Nothing in the procedure requires that the targeted group be the minority one. Reversing the
direction, so that the majority group is targeted, does not give a mirror image. Corrupting
WHITE x pleural effusion at the same within-cell fractions, on the same cohort and against the same
clean baselines, drives the effect much higher, 0.675 £ 0.122 against 0.205 4 0.049 at a fraction of
0.65, but it does so without being specific to the targeted group. The untouched BLACK_OR_AA com-
parison subgroup moves with the corrupted one at every fraction tested, and the model becomes
visibly worse in step, with overall AUROC falling by 0.021 and then 0.034 and collapsing by 0.227
when the whole cell is changed (Supplementary Table S19). The arithmetic explains it: because
the majority cell is six times larger, matching the same within-cell fraction means changing 18,651
labels, 15.5% of the training set against 2.6%, and the model loses sensitivity everywhere rather
than in one group. Our criteria were written to detect a group-targeted failure and contain no
selectivity test, so they score this arm as one. We report that verdict but do not accept it. A model
that also costs the comparison subgroup 28.5% of its remaining sensitivity has been degraded rather
than selectively compromised. On this cohort the minority group required fewer changed labels,

and it was also the only direction in which overall accuracy stayed within our criterion.
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We also conditioned the corruption on age and on the race-sex intersection, which bounds
what can usefully be targeted. Age behaves much like race. Targeting patients under 65, the
lower-prevalence age group and the direction in which age-related underdiagnosis is documented,
gives a failure at a fraction of 0.50. There ASR,q is 0.320 + 0.085 against a comparison value
of 0.139 + 0.051, with overall AUROC down 0.008. Extending the grid down to 0.05 places the
age installation point in (0.25, 0.50], against 0.65 for race on the same cohort, network and seeds
(Supplementary Table S21a). Age thus requires a smaller fraction but a larger absolute number of
changed labels, and the second reading is the one that generalizes. The age cell is nearly three times
larger, so the cheapest age condition still changes 6,810 labels against 3,082 for race. At the closest
matched count the two axes are not equivalent: 3,405 changes on age give 0.115+ 0.036, well short
of the 0.205 £ 0.049 that 3,082 changes produce on race. The lower fraction age needs follows from
the size of its eligible cell and not from age being the better route. This is a third demographic axis
on which the failure reproduces, after race and sex. Conditioning on an intersection, by contrast,
weakens it rather than cheapening it. Targeting BLACK_OR_AA women costs 42% fewer changed
labels but never reaches the criterion at any fraction tested, peaking at 0.104 4+ 0.021, so narrowing

the target group does not produce the same failure with fewer changed labels.

2.6 The failure reaches patients whose race is not recorded

Every result so far concerns patients whose race is recorded in one of the two categories the cor-
ruption was conditioned on. Many patients in a real imaging archive are not in that position, and
they are the ones a subgroup audit is least equipped to protect. Our cohorts keep only WHITE
and BLACK_OR_AA patients, which sets aside 73,274 frontal studies from 24,716 subjects, 30.1% of
frontal MIMIC-CXR. That set holds patients recorded under other race categories, patients whose
record says the category is unknown or was declined, and 25,012 studies with no race recorded in
MIMIC-IV at all. None of them contributed a training label to the corruption, and none of them
can appear in an audit keyed on the two categories involved.

We scored that population with the corrupted and clean models by inference alone, and ranked it
by a held-out race detector’s P(Black | image). The effect rises monotonically across deciles of that
score, from —0.003 £ 0.025 in the lowest to 0.222 4+ 0.017 in the highest (Fig. 5a, Supplementary
Table S20a). The top decile is indistinguishable from the 0.221 4 0.017 measured on recorded
BLACK_OR_AA patients inside the study cohort. A patient with no recorded race whom the model
reads as Black therefore absorbs the full effect: pleural-effusion detection falls from 0.77 to 0.60,
which at that decile’s prevalence is 19 additional missed effusions per 1,000 imaged patients. The
corruption was never conditioned on these patients, and they were never represented in the flipped
labels, yet the harm they receive is the same size as the harm received by the group that was
targeted.

Grouping the same patients by the category actually recorded shows that the induced error
tracks the mean predicted score and not the recorded label (Spearman p = 0.93, p = 0.001 over
eight categories; Fig. 5b, Supplementary Table S20b). What drives the model is the signal in
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the pixels and not the string in the record. Two consequences follow, and both bear directly on
how deployment audits should be built. Patients whose demographic field is missing or recorded
outside an audit’s categories are invisible to that audit, so the harm they absorb is uncounted by
construction rather than by oversight, and the size of the blind spot is set by the completeness of the
field, here 30.1% of studies. Category-level averages also understate what individuals experience,
because a recorded category spanning the full range of predicted scores dilutes the patients at its
extreme: the group with no race recorded at all contains both the least and the most affected
individuals in this population. An audit keyed on recorded categories is therefore conservative in
the direction that matters least, and the completeness of a demographic field is a patient-safety

property of the archive rather than a data-cleaning task.

2.7 Networks and modalities

Susceptibility depends on the network, and by more than a cohort-level reading suggests. At the
Youden’s-J operating point three of six networks install at a poison rate of 0.75 or below (DenseNet-
121 at 0.65, ViT-B/16 and Swin-T at 0.75), while ResNet-50 and EfficientNet-B4 require the entire
cell and ConvNeXt-T never clears the effect criterion (Supplementary Table S5). Transformer
backbones are the more susceptible family (Supplementary Fig. S2), with a mean effect at 0.75
of 0.250 against 0.160 for the four convolutional networks (Welch t = —3.77, p = 0.033), though
with two transformers and four convolutional networks that contrast is suggestive rather than
established, and the ordering reverses when the whole cell is changed. Read instead at a fixed
threshold of 0.5, all six networks install at 0.75 or below and four at 0.50: the dependence on
network becomes visible only once the operating point is anchored. This bounds the generality of
the result plainly. The failure is not uniformly available against every network at two thirds of the
target cell, and a party who cannot choose the network cannot count on that cost.

The failure is not specific to radiography, and extends to readable intrinsic attributes that are
not demographic (Fig. 6). We tested histopathology (PatchCamelyon, whole-slide source site),
dermoscopy (ISIC-2019, acquisition source) and electrocardiography (PTB-XL, sex); it reproduces
on the first two (Supplementary Table S6). Site and acquisition source are dataset provenance
attributes rather than patient characteristics, included to vary what the readable feature encodes
while holding everything else fixed. Provenance of this kind is a long-established shortcut in chest
radiography, where models have been shown to key on the originating hospital system rather than
on pathology!®, and where exposure parameters recorded in DICOM metadata behave the same
way 1.

The histopathology and dermoscopy settings behave unlike the chest-radiograph cohorts, and
the difference bounds the risk usefully. Where the readable feature is almost perfectly separable,
the failure does not merely appear but exceeds the visibility criterion. PatchCamelyon reaches a
complete effect while dropping overall AUROC by 0.315, an order of magnitude past any plausible
criterion for remaining unnoticed. ISIC becomes visible at a fraction of 0.75, and has lost 0.211

AUROC by 1.0. A near-perfectly separable feature is thus easier to exploit and harder to hide
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behind, because the model reallocates so much of its decision boundary to the corrupted cell that
aggregate performance degrades. PTB-XL fails differently again, and the way it fails is a caution
about our own criteria. At both clinically defensible operating points no fraction clears all three,
and where they are cleared the comparison cell rises almost as far as the targeted cell (0.817 against
0.935), which is a global collapse of the operating point rather than a group-targeted failure, so
we do not count PTB-XL. Our gap criterion, being an absolute difference, cannot establish group
selectivity once both cells approach complete failure; a relative criterion would be needed there,

and would change no chest-radiograph, histopathology or dermoscopy result reported here.

2.8 The failure transfers to another health system

Applied without modification to 118,645 CheXpert frontal studies carrying self-reported race, with
no overlap with any model’s training data, the MIMIC model corrupted at its reference strength
produces a subgroup false-negative-rate gap 0.080 + 0.011 larger than its seed-matched clean coun-
terpart. The effect is stable across operating points (Supplementary Table S11), and the MIMIC
race detector itself transfers to this cohort at AUROC 0.952, confirming that the demographic
signal is readable across institutions and not merely within the training cohort. Transfer to NIH-
CXR14 and VinDr-CXR, where recorded race is unavailable and subgroups must be approximated
by predicted-race stratification, is reported in Supplementary Table S16 with the calibration anal-

ysis that bounds its interpretation.

2.9 Foundation-model encoders carry the failure

These encoders already underdiagnose marginalized groups before anything is done to their labels®,
which is the baseline our result compounds. Treating three medical image encoders (RAD-DINO,
BiomedCLIP, MedSigLIP) as a supply-chain surface, we corrupted the labels used to adapt each,
through a frozen linear probe and a full fine-tune. Fine-tuning does not lower the installation
point for RAD-DINO or BiomedCLIP, both of which install at a poison rate of 0.5 in either mode.
MedSigLIP does not install under full fine-tune at any rate tested, narrowly missing the effect
criterion at 0.5 and becoming visible at 1.0, though as a frozen probe it does install at 0.5 (Fig. 7,
Supplementary Table S14). These runs predate the operating-point analysis and are reported at a
fixed threshold of 0.5, so their installation points should be read as lower bounds. Prior backdoors
in medical foundation models require an inserted patch, a learnable noise trigger or target-image

alignment 26-28; here the encoder carries a feature it was pretrained to represent.

2.10 Standard backdoor detectors do not find it

We evaluated five detectors against the corrupted model at the reference strength used for all
defense and harm analyses, a poison rate of 0.75 on MIMIC race, one step above the installation
point, scoring all four per-sample methods at a common 5% false-positive rate on the same training

rows (Table 2). None is usable. SPECTRE, identified in prior work as the most promising family
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9 reaches a true-positive rate of 0.069 against a null of 0.052. Neural

against label corruption?
Cleanse, which works at the model level, returns an anomaly index of 0.86 on corrupted models
against 0.87 on clean ones and flags neither.

The pattern of failure is more informative than the failure itself, because two mechanisms
are at work. Neural Cleanse and STRIP look for a localized marker in the image that can be
reverse-engineered or disrupted; here there is none, so they behave at chance. Activation Clus-
tering, Spectral Signatures and SPECTRE instead search a representation for a small anomalous
population, and at this strength the changed cases are the majority of their subgroup rather than
outliers within it. Consistent with that, Activation Clustering and STRIP score materially below
chance (score AUROC 0.192 and 0.240), meaning corrupted rows look less anomalous than clean
ones. This is the empirical face of the theoretical result that subpopulation poisoning admits no
general defense'®, and it implies that outlier-based data cleaning is structurally the wrong tool
here, however well tuned. We did not evaluate shortcut testing3?, the one detection method built
specifically for shortcut learning in clinical models. It asks whether an existing subgroup disparity
is driven by a shortcut, using multitask training and access to the sensitive attribute, whereas here
the shortcut is known in advance and has been made label-predictive on purpose. Whether it flags
a deliberately amplified association as readily as an incidental one is a question our design does not

answer, and a reasonable target for future work.

2.11 An audit at the deployed threshold finds what a ranking audit misses

We compared two post-hoc fairness audits across 768 evaluations spanning seven cohorts, seven
networks, four operating points and thirteen poison rates, with 164 clean models providing the
false-positive calibration (Fig. 8, Supplementary Table S8). The first compares subgroup AUROC,
which measures how well the model ranks cases and does not depend on any threshold. The second
compares subgroup false-negative rate at the threshold the model actually runs at, which is the
rate of missed findings a clinician would experience.

The ranking audit is not blind to this failure, but it is close to useless against it. The failure
does move the ranking metric, by 4.4 clean standard deviations at the installation point and at the
primary operating point, yet only to 0.11 of a conventional flag threshold, whereas the subgroup
false-negative-rate gap moves 13.1 standard deviations and 1.21 of its threshold. What an audi-
tor would act on differs accordingly. Under conventional flag rules, and restricted to attacks that
installed, the false-negative-rate audit flags 268/287 against 18/287 for the ranking audit. Calibrat-
ing both to a common 5% false-positive rate on clean models narrows the gap without closing it:
275/287 (95.8%, 95% CI 92.8-97.6) against 210/287 (73.2%, CI 67.8-78.0). All 65 discordant cases
favour the error-rate audit (McNemar x? = 63.0, p = 2.1 x 1071%). The two audits do not end up
at the same false-positive rate after this calibration, so the comparison is not strictly matched; the
error-rate audit is nonetheless the better instrument on both axes, as the next paragraph shows.

The error-rate audit carries a cost that has to be stated alongside its sensitivity. Under the

conventional rule it fires on 33/164 clean models (20.1%), where the ranking audit fires on none;
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at matched calibration, leave-one-out false-positive rates are 10.4% for the error-rate audit against
14.6% for the ranking audit. An audit that flags one clean model in five under the conventional
rule is operationally expensive, and the right reading is that under that rule it trades specificity
for the sensitivity that matters here, while under matched calibration it is more sensitive and more
specific at once.

Neither audit works everywhere. On NIH sex with pneumothorax as the target, both flag
nothing across 60 evaluations. That cell is uninformative rather than a genuine miss, because
no clean model was trained for the cohort, so neither threshold could be calibrated and neither
audit could have fired whatever the model did. Excluding it, detection is 275/276 (99.6%) for
the error-rate audit against 210/276 (76.1%) for the ranking audit. The second failure is real:
on the matched cohort both audits perform poorly, the error-rate audit detecting 40/136 and the
ranking audit 36/136, consistent with the smaller and more visible failure that cohort supports.
The recommendation is therefore conditional. Where clean reference models exist and an operating-
point subgroup audit is feasible it dominates the ranking audit; where they do not, neither audit
can be calibrated at all, and neither substitutes for inspecting the labels. Spatial attribution using
GradCAM and attention maps gives only a weak qualitative signal, with localization overlap drifting
from 0.143 to 0.135 (Supplementary Fig. S4), and is not a reliable stand-alone detector.

Retraining with a fairness objective works in two of the three configurations we tried. Inverse-
prevalence reweighting and Group distributionally robust optimization both neutralize the failure
while preserving overall AUROC. A standard gradient-reversal adversarial head does not, at any
adversarial weight, because the adversary collapsed to predicting the majority demographic and

supplied no useful gradient (Supplementary Note S4, Supplementary Table S9).

2.12 What this costs patients

At an operating point where the clean model reaches 0.80 sensitivity, the corrupted model at its
reference strength adds 30.6 £ 5.3 missed pleural effusions per 1,000 imaged patients of the target
subgroup (95% CI 24.0 to 37.7). That is a number needed to harm of 33 imaged patients (CI
27 to 43). Target-subgroup sensitivity falls from 0.882 to 0.681 of the comparison subgroup’s
(Supplementary Table S10). The loss is spread evenly across the target subgroup rather than
concentrated in an intersectional cell, with an effect of 0.209+0.034 for female and 0.23740.010 for
male target-subgroup patients, and 0.217, 0.247 and 0.204 across age tertiles, with the comparison
subgroup flat throughout (Supplementary Table S18a). That uniformity removes the anomalous
subgroup a fairness dashboard would be most likely to surface. Because the clean models already
show a disparity in this direction, the corrupted model does not present an anomalous signature. It
adds roughly 1.7x the baseline gap a reviewer of deployment metrics would expect to see, widening
the sensitivity-ratio gap from 0.118 to 0.319. That is why it reads as documented bias rather
than sabotage. As an arithmetic illustration under stated assumptions, and assuming the model’s
output is acted on without a reader correcting it, a service performing 100,000 chest radiographs

a year with this cohort’s composition would accrue on the order of 650 additional missed findings
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annually; we model no downstream outcome.

3 Discussion

A model can pass every check a deploying service normally runs and still miss one group’s disease
at a rate that would be unacceptable if anyone measured it. That is the practical content of this
study. At the strength against which we tested the defenses, overall AUROC moves by 0.005,
the comparison subgroup is untouched, and the other findings the model reports are unaffected.
Five backdoor detectors see nothing, and a subgroup-AUROC audit registers a shift that never
approaches an actionable threshold. Meanwhile the targeted group loses roughly 31 pleural effusions
per 1,000 imaged patients. The failure is visible only to an audit of subgroup error at the threshold
the model actually runs at, and it is invisible to a service that has not thought to look there.
Demographic shortcut learning is usually studied as an accidental fairness problem %13, Our
contribution is to characterize the same channel as a route by which a model can be made to fail
with a specific detection profile, and to establish which defenses recover it. The mechanism belongs
to a known class: semantic backdoors use a naturally occurring feature so nothing need be modified

d 1617 and subpopulation poisoning degrades a naturally defined group while

when the model is use
preserving aggregate performance . What is specific to medicine is that the feature is the patient’s
demographic identity, that it is readable from pixels with no human-visible correlate®, and that
the resulting failure is masked by the underdiagnosis bias these systems already exhibit .

Inducing the failure takes control of roughly two thirds of one subgroup’s positive labels for a
single finding. This is not a one-image-poisons-the-model problem, but the regime is realistic in
medicine, where labels are outsourced, aggregated across sites or scraped, and a single relabelling
vendor can hold a large share of one subgroup’s labels. The cost distinguishes it from clean-image
backdoors that search out a maximally separable natural feature and so work at very low rates3!:32:
our feature is given rather than chosen, and entangled with the diagnostic task, so it must be made
overwhelmingly label-predictive before the model commits to it. That entanglement also makes the
relationship between readability and danger non-monotonic. Where the feature is almost perfectly
separable, aggregate accuracy visibly degrades and the failure gives itself away; the dangerous
regime is the intermediate one that patient demographics occupy, readable enough to exploit but
too entangled with the diagnostic task for the failure to surface on aggregate metrics. The same
arithmetic that sets the cost makes the minority group the efficient target, and the matched-cohort
result constrains the mechanism further, since removing the correlation between demographic group
and disease prevalence raises the cost without preventing the failure.

Every quantitative claim we make about this failure moved when we changed the threshold at
which subgroup error was evaluated, and this is the finding with the widest consequences for how
such work is reported. One conclusion a fixed threshold of 0.5 appears to license, that the sex axis
requires far less corruption than race, does not survive: it is an artefact of evaluating where the

clean model reached 0.394 sensitivity. Relative error-rate metrics are scaled by the clean model’s
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sensitivity, so an insensitive operating point inflates them. This matters beyond the present study,
because subgroup error-rate reporting is what the fairness literature has been moving toward %33
and what emerging governance frameworks are likely to require3*3%. The threshold-sensitivity of
subgroup fairness metrics is not itself new. Concurrent work finds that rare-finding subgroup un-
derdiagnosis depends jointly on finding, subgroup and threshold rather than on ranking metrics3”,
and that fairness comparisons between skin-lesion classifiers can invert with the threshold and cali-
bration at which they are read3®. Shu et al. reach the same conclusion from a different mechanism,
reporting that acquisition exposure regimes flagged before training leave overall AUROC essentially
unchanged while sensitivity falls by more than twenty points, so a ranking metric registers nothing
where a threshold metric registers a clinically meaningful loss''. What is new here is that the same
sensitivity governs an induced quantity, so the measured size of the failure is set by the auditor’s
choice of operating point rather than by whoever caused it. A subgroup false-negative rate reported
without its operating point and the corresponding overall sensitivity is not interpretable, and two
such numbers derived at different operating points can invert on comparison. We would make that
reporting requirement explicit in any audit standard built on error-rate parity.

An audit of subgroup error at the deployed threshold catches almost all installed attacks where
a ranking audit catches roughly three quarters, but it is the noisier instrument under conventional
flag rules, and on the matched cohort, where the failure is smaller and more visible on aggregate
metrics, both audits fall below a third. Both also need clean reference models for calibration: on
the one cohort for which we trained none, neither could fire at all. The practical recommendation
is to audit subgroup sensitivity at the deployed threshold, to report that threshold and the clean
overall sensitivity alongside it, and to treat the audit as a screening instrument whose positives
warrant an investigation of the labels rather than as a decisive test. A corollary applies to any
audit that approximates subgroups by predicted demographics instead of recorded ones. Where
both were available, the predicted-race tercile proxy recovered the ordering of the transfer effect
faithfully but understated its magnitude increasingly as the target group fell below a third of the
cohort (Supplementary Table S12, Supplementary Note S3). Tercile audits are conservative for rare
subgroups, and a recorded-label audit should be preferred wherever the demographic is available.

On our evidence the label side is where the more promising defenses lie. Every model-side
detector we tested failed, and for structural reasons rather than tuning: there is no localized
marker to recover, and at the strengths that matter the corrupted cases are the majority of their
subgroup rather than a detectable minority. An audit of label prevalence stratified by demographic
group and finding, which surfaces the elevated within-cell rate directly, needs no model access
and is inexpensive. Among model-side interventions, reweighting and Group DRO neutralized
the failure where a standard gradient-reversal adversarial head did not, and the probe diagnostic
indicates the latter failed because the adversary collapsed to the majority demographic, not because
representation-level debiasing is inherently unsuited (Supplementary Note S4).

Several constraints bound these conclusions. Our defense and audit analyses are anchored to

a single reference strength on one cohort and one network, with the backdoor detectors averaged
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over two networks. The installation point is resolved only to adjacent steps of our poison-rate grid,
because the criteria are applied to a mean over three seeds. We assume label-write access rather
than the ability to supply data, and did not attempt combinations with other corruption methods.
Our clinical-harm quantification is specific to pleural effusion at one operating point and assumes
the model’s output is acted on, and the number needed to harm is finding-dependent. Poison rate
and absolute changed-label count covary in the main design, and a factorial experiment holding
the training-set size constant did not separate them (Supplementary Table S13, Supplementary
Fig. S3). Holding the fraction fixed across four demographic conditions does exclude an account in
terms of fraction alone. Those conditions differ in the conditioning attribute as well as in cell size, so
we cannot establish a pure-count account either. This leaves open whether a site with a small target
subgroup is thereby protected: our smallest cell gave the weakest effect, but we cannot attribute
that to size rather than to the intersectional attribute it conditions on. We also found no support for
readability of the conditioning attribute predicting the installation point across the seven settings
studied (p = 0.25), a comparison with little resolving power given that four of seven sit above
AUROC 0.99. Our race analysis uses the coarse WHITE and BLACK_OR_AA categories available in
MIMIC, and coarse groupings can themselves mask granular disparities3?. We characterize where
the harm lands outside those categories and condition one arm on the race-sex intersection, but we
have not tested the finer-grained race categories, which are individually small in MIMIC. Finally,
our modality panel mixes patient demographics with dataset provenance; both behave consistently,
but only the chest-radiograph and electrocardiography results speak directly to patient identity.

For a service procuring or deploying an imaging model, four steps follow. Ask for the operating
point the model will run at, and for subgroup sensitivity at that threshold; a subgroup AUROC
does not answer the question, because this failure leaves ranking largely intact while moving the
decision boundary. Ask who labelled the training data, and whether any single annotation vendor,
contributing site or automated extraction pipeline supplied a large share of one demographic group’s
labels for the finding of interest. If a subgroup’s sensitivity moves after deployment, investigate
the labels before the model, because every model-side detector we tested failed whereas a stratified
label audit needs no model access. And treat an incomplete demographic field as an audit gap
rather than a data-cleaning nuisance. A subgroup audit keyed on recorded demographics cannot
see patients whose demographic is missing or recorded outside its categories, which is 30.1% of the
frontal studies in our source dataset. Those patients absorb the failure in proportion to what the
model reads from their images rather than what their record says (Fig. 5). Where a demographic
field is substantially incomplete, the completeness of that field is itself a patient-safety measure.
None of these steps distinguishes deliberate corruption from ordinary label noise, and for a deployed
service none of them has to, because the harm to patients and the remedy are the same in both
cases.

A study describing how to make a model fail for one group carries an obvious risk of misuse,
and we weighed it before publishing. Three considerations set the balance. The method is already

public, having been demonstrated on chest radiographs in 202423, so this work does not disclose
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a capability that was previously unavailable. The regime we characterize is expensive, requiring
control of most of one group’s labels for a single finding, and it is unreliable across networks, so
we do not lower the barrier for anyone who could not already clear it. And the same corrupted
training set arises with no intent at all, which means the defensive content stands on its own. We
therefore report the mechanism at the level of detail needed to reproduce the defense and audit
results and no further, we tested no deployed or commercial product, and we name none. The
per-image logs in the repository record which identifiers were changed in our own runs, so that
credentialed users of the source datasets can reproduce them exactly; they contain no information
not already derivable from those datasets. We regard the four procurement steps above as the
operative output of this work and would rather they circulate widely than restrict a description of
a failure mode that ordinary label noise reproduces.

Supplementary Note S2 states what we take this study to establish, and reports two analysis
arms that did not inform it. The demographic signal present in every clinical image is a functional,
marker-free route to a group-specific failure that classical backdoor defenses cannot see and that

balancing prevalence does not close.

4 Methods

4.1 Datasets and cohorts

The primary cohort is MIMIC-CXR-JPG v2.0.0, with self-reported race obtained by joining pa-
tient identifiers to the admissions table of MIMIC-IV v3.1. We restrict to frontal radiographs of
patients labelled WHITE or BLACK_OR_AA and use the CheXpert-style structured labels for pleural
effusion (primary target), pneumothorax and cardiomegaly. Pleural effusion is the primary target
throughout because it is the highest-prevalence well-defined CheXpert finding in this cohort, which
matters here because the effect depends on the size of the target cell and a rarer finding would
confound the installation point with cell size; it is also the finding the underdiagnosis literature
centres on, it harmonizes cleanly across all four chest-radiograph cohorts we use, and it is one of the
ChestX-Det10 bounding-box classes the attribution analysis requires. Pneumothorax is targeted on
NIH-CXR14 as a deliberate contrast, being rare, focal and high-acuity. Cardiomegaly is carried in
the multi-label head throughout but is never targeted, and so serves as an untouched-label control.
Two cohorts are constructed. The unmatched cohort preserves the natural prevalence correlation
(effusion 18.7% in BLACK_OR_AA versus 30.2% in WHITE; 170,050 images, 39,229 subjects) and is
the primary cohort, because the natural correlation is the realistic deployment condition. The
matched cohort equalizes pleural-effusion prevalence across race by subsampling WHITE positives
and negatives to the BLACK_OR_AA marginals (71,236 images, 25,681 subjects, race-balanced 35,618
and 35,618, effusion prevalence 18.7% in both groups), and is used to test whether the correlation
between demographic group and label is necessary (Sec. 2.4). Splits are subject-disjoint across
train, validation and test, and subject-level disjointness is asserted and verified per cohort. For the

analysis of patients outside those two race categories (Sec. 2.6) we build the complement of the
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MIMIC cohort: every frontal study whose subject is recorded as neither WHITE nor BLACK_OR_AA,
including the 25,012 studies with no race recorded in MIMIC-IV at all (73,274 images, 24,716 sub-
jects). It is scored by inference only, its subject-disjointness from the attack cohort is asserted, and
P(Black | image) is supplied by the same held-out race detector used for the tercile proxy. NIH-
CXR14 (sex axis; 112,120 images, 30,805 subjects) provides a second demographic axis; CheXpert
provides an external cohort with self-reported race; VinDr-CXR (3,000 harmonized test images,
Vietnamese population) provides an external cohort under strong distribution shift; and ChestX-
Det10 (200 effusion images with radiologist bounding boxes) is used solely for spatial attribution.
For modality transfer we use PatchCamelyon with whole-slide source site (UMCU or RUMC) as
the readable attribute, ISIC-2019 with acquisition source (BCN or HAM), and PTB-XL 12-lead

electrocardiography with sex as the attribute and myocardial infarction as the target (Table 1).

4.2 Demographic-conditional label-flip procedure

The corrupting party has label-write access to a fraction of the training split and read access to de-
mographic metadata, but cannot supply images, perturb pixels or add any marker. The procedure
operates only on split=="train" rows, selects exactly |pr- Nehgiblej rows in the eligible cell (target
subgroup X target-label-positive), and flips only the target-label column from 1 to 0 on those rows;
images and all other columns are untouched. Selection is deterministic given the seed. The proce-
dure selects image rows and not patients. Because MIMIC-CXR holds several images per study and
several studies per patient, a patient with more than one eligible image can end up with some flipped
and some not. At a rate of 0.65, 541 of the 732 target-subgroup patients who hold more than one
eligible image (74%) carry mutually contradictory pleural-effusion labels, as do 148 of the 325 multi-
view studies (46%). This is the harder version for a model to fit, and it is what our reported levels
describe. A further arm operates at the level of the patient instead: patients in the eligible cell are
drawn at random and every eligible image they hold is flipped, until the changed-label budget of the
image-level arm at the same fraction is exhausted exactly, leaving no patient internally inconsistent.
It was run at fractions 0.50 and 0.65 over three seeds, flipping 2,371 and 3,082 labels across a mean
of 629 and 826 patients against 898 and 1,025 at image level, so the two arms differ only in how the
same number of changes is distributed over patients (Supplementary Table S22). On MIMIC race
we sweep pr € {0,0.005,0.01,0.02,0.05,0.1,0.25,0.5,0.6,0.65,0.75,0.85,0.9, 1.0}; other cohorts use
a coarser subset of the same grid. Seeds are 42, 123 and 7 throughout, with 7, 42, 123, 2024 and
31337 on the matched cohort’s low-rate grid. On MIMIC we target BLACK_OR_AA X pleural effusion
(comparison WHITE); a reverse arm targets WHITE X pleural effusion with BLACK_OR_AA as compar-
ison over pr € {0.25,0.5,0.65,0.75,1.0} and three seeds, reusing the seed-matched clean models
of the published direction so the two arms are paired (Sec. 2.5); two further arms condition on
age (target: patients under 65, comparison: 65 and over) and on the race-sex intersection (target
BLACK_OR_AAxfemale) over pr € {0.5,0.65,0.75}, each on a manifest that differs from the published
cohort by one added grouping column and no change to rows or their order, so those same clean

models remain valid baselines; on NIH, female x {pleural effusion, pneumothorax} (comparison
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male); and on the non-radiology modalities the site, source or sex cell described above.

4.3 Model training

Unless noted, the classifier is an ImageNet-pretrained DenseNet-121 (timm) with a multi-label
sigmoid head over the three findings, trained with binary cross-entropy at 224 x 224 resolution,
batch size 64, Adam (Ir = 1 x 1074, weight decay 1 x 1074, 3 = 0.9/0.999), one warm-up epoch and
10 epochs total with best-validation checkpoint selection. Augmentation is horizontal flip (p = 0.5),
rotation of £10° and colour jitter of 0.1. The network sweep swaps the backbone for ResNet-50,
EfficientNet-B4 and ConvNeXt-T (convolutional) and ViT-B/16 and Swin-T (transformer) under
identical optimization; PTB-XL uses a one-dimensional ResNet on raw 12-lead waveforms. For
every corrupted run we train a seed-matched clean run on the uncorrupted cohort so that all
metrics are computed as paired differences on the identical test split. Training images are read
through a lossless pre-decoded cache of the first resize operation; equivalence to the uncached
pipeline is asserted by a test requiring bitwise-identical transform outputs under matched random

state.

4.4 Operating points

Every operating point other than the fixed threshold of 0.5 is derived on the clean seed-matched
model’s validation split and applied unchanged to the corrupted model, so that no property of the
corruption can influence the threshold at which it is measured. Four policies are reported: a fixed
threshold of 0.5; the Youden’s-J threshold; a sensitivity-matched threshold placing the clean model
at 0.80 overall sensitivity; and a specificity-matched threshold placing it at 0.90 specificity. Youden’s
J is the primary operating point for all main-text results, except the clinical-harm quantities
(Sec. 2.12), which are reported at the sensitivity-matched operating point so that harm is expressed
at a fixed, clinically interpretable overall sensitivity. For every reported subgroup-error quantity
we also report the clean model’s sensitivity at the same operating point, because relative error-rate
metrics are normalized by the clean model’s sensitivity and are therefore inflated where the clean

model is insensitive (Sec. 2.3).

4.5 Effect and visibility metrics

For the target label and subgroup g we define the false-negative rate on positives, FNR, =

FN/(FN + TP), at the operating point. The headline metric is the relative attack success rate,

FNRattacked — FNRelean
1-— FNRclean ’

ASR,q = (1)

paired against the seed-matched clean model. It is bounded above by 1 and reported for both the
targeted and the comparison subgroup, with 1,000-sample bootstrap variability over test positives

and mean £+ SD across seeds. Because it is a paired difference it can be slightly negative when
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the comparison subgroup is unaffected or when a defense over-corrects. We use FNR rather than
the subgroup-AUROC gap because the corruption suppresses the operating point rather than the
ranking (Sec. 2.11). Visibility is the change in overall and comparison-subgroup AUROC (corrupted
minus clean). A setting is judged to have produced the failure when it passes three criteria specified
before analysis: ASR;¢ > 0.20, target-minus-comparison gap > 0.05, and |AAUROCyeran| < 0.03.
The criteria are applied to the seed mean, not per seed, and the installation point is the lowest
poison rate whose seed mean clears all three. Because they are thresholds on a noisy mean, the
installation point resolves the dose-response only to the adjacent steps of the grid: on MIMIC race
the seed mean at pr = 0.65 is 0.205 £ 0.049 against a criterion of 0.20, and two of three seeds clear
it individually. The ASR,¢ criterion corresponds to a one-fifth relative increase in missed positives
within the target subgroup, chosen as the smallest change we considered clinically consequential;
sensitivity of every installation point to criterion values of 0.10, 0.15 and 0.30 is reported in the

source-data file accompanying Supplementary Table S3.

4.6 Cross-cohort transfer

The primary external test is CheXpert, on which self-reported race is recorded and subgroups
are defined by that label directly; the corrupted and seed-matched clean MIMIC checkpoints are
applied by inference only, and overlap with any model’s training data is checked and reported. On
NIH-CXR14 and VinDr-CXR, where race is unavailable, subgroups are approximated by scoring
each image with a held-out MIMIC race detector and taking top and bottom terciles of predicted
P(Black). That detector is a DenseNet-121 trained to predict recorded race on a subject-disjoint
split of MIMIC-CXR held out from every classifier reported here, and it is the same detector used
for the analysis of patients outside the two race categories (Sec. 2.6). Because a tercile is a fixed
third of a cohort, this proxy is calibrated against true labels wherever both exist (Supplementary

Note S3), and the resulting transfer magnitudes are reported as directional rather than calibrated.

4.7 Foundation-model experiments

We treat RAD-DINO, BiomedCLIP and MedSigLIP as a supply-chain surface. In Mode A (linear
probe) we extract frozen embeddings and train a logistic head on the corrupted cohort. In Mode
B (full fine-tune) the encoder is unfrozen and trained end to end with discriminative learning rates
(encoder 1 x 1072, head 1 x 1073) for 5 epochs. Both modes use the same corruption procedure,

metric and criteria as the from-scratch experiments. These runs are reported at a fixed threshold
of 0.5.

4.8 Backdoor detectors

Five detectors are evaluated on the corrupted MIMIC race models, on both DenseNet-121 and
ViT-B/16 across three seeds. Neural Cleanse? performs per-class trigger reverse-engineering with

a median-absolute-deviation anomaly index and a flag threshold of 2; it produces a model-level
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score only and is reported as a flag rate against clean models. STRIP? scores prediction entropy
under input superposition; Activation Clustering! applies 2-means to penultimate activations of

42 yses top-singular-vector outlier scoring; and SPECTRE*3

the target class; Spectral Signatures
uses robust-covariance quantum-entropy scoring. The four per-sample detectors are scored on the
identical task, identifying the changed rows within the corrupted target class of the training split,
and are read off at common false-positive rates of 1%, 5% and 10%. Clean models are scored against
a random pseudo-corruption mask over the same cell, so every detection there is a false positive

and provides the null.

4.9 Fairness audits

Two post-hoc audits are compared on held-out data: the rank-based subgroup-AUROC gap (com-
parison minus target) and the operating-point subgroup-FNR gap (target minus comparison). De-
tection is scored as flagging the targeted subgroup. Two flag rules are reported. The conventional
absolute rule uses the thresholds an auditor would ordinarily apply, a 0.05 AUROC gap and a
0.10 FNR gap; because these are not at matched false-positive rate, we additionally calibrate each
audit to a common 5% false-positive rate by setting its threshold at the 95th percentile of its own
statistic over clean models within each cohort and operating point, and report leave-one-out false-
positive rates so the calibration is not read in-sample. Detection rates are reported as k/n with
Wilson intervals, and the two audits are compared by McNemar’s test on paired outcomes. The
grid comprises 768 audit evaluations over seven cohorts, seven networks, four operating points and
thirteen poison rates, with 164 clean models providing the null; runs from the cell-size factorial are
excluded because they are the same cohort at three cell scales. Because the same trained models
are re-scored at four operating points, these evaluations are not fully independent, and the intervals
should be read as descriptive of the grid rather than as inference about a population of models.
Clean models are unevenly distributed across cohorts, from 18 on MIMIC unmatched race to none
on NIH sex with pneumothorax as the target; where a cohort has no clean model its calibrated
threshold is undefined and neither audit can fire there, so those evaluations are reported but carry

no information (Sec. 2.11).

4.10 Fairness-aware retraining

Three interventions are trained on the corrupted data and re-scored: inverse-prevalence reweight-
ing of the demographic x label cells; Group DRO** on worst-group loss; and adversarial de-

d*46  swept over the adversarial weight \ €

biasing via a gradient-reversal demographic hea
{0.01,0.1,0.3,1, 3,10} at three seeds. For the adversarial arm we additionally record the adversary’s
own validation accuracy and, as an independent diagnostic, the AUROC of a freshly trained linear
probe predicting race from the penultimate features, so that failure to defend can be distinguished
from failure to remove the demographic signal. Results are reported in Supplementary Note S4

and Supplementary Table S9.
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4.11 Statistical analysis

Group summaries are mean £ SD across seeds, and n denotes the number of independent training
seeds and is stated for every reported quantity. The dose-response is characterized by fitting a four-
parameter logistic, ASR(pr) = d+ (a—d)/(1+ (pr/c)’) with a fixed at 0 because ASR, is a paired
difference, comparing it with a linear fit by AIC, and reporting the inflection ¢ with a bias-corrected
and accelerated bootstrap interval over seeds; where ¢ runs to the boundary of its support the fit
is reported as unidentified and the criterion-based level is used instead. A quadratic-term F-test is
retained as a model-free check of non-linearity. The network contrast uses Welch’s unequal-variance
t-test on per-network means, chosen because the groups have unequal variance and small unequal
n (four convolutional, two transformer); normality of the convolutional per-network means was
assessed by the Shapiro-Wilk test (P = 0.92; P = 0.41 over all six networks). Audit detection
rates use Wilson intervals and McNemar’s test with continuity correction. Clinical-harm quantities
use a 10,000-draw cluster bootstrap over patients. All tests are two-sided with o = 0.05 and exact
P values are reported; where multiple poison rates are compared within a cohort, P values are

adjusted by the Benjamini-Hochberg procedure.

4.12 Use of artificial intelligence assistance

Claude (Anthropic, version 5.0) was used for three purposes in preparing this work: verifying
analysis code and fixing bugs in the statistical analysis, checking reported numbers for consistency
against the underlying result files, and copy-editing the manuscript text. It was not used to generate
the research question, design the experiments, produce or interpret results, or decide which findings
to report. All code it touched was reviewed and re-run by the authors, and all text it edited
was reviewed and approved by the authors, who take full responsibility for the content of this

manuscript.

4.13 Reproducibility

All figures are regenerated by the figure-build pipeline, and per-run artefacts, comprising configu-
ration, metrics, predictions and the full log of every changed identifier, are written per phase. Code

and the figure and manuscript build pipeline are in the project repository (see Code availability).
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Table 1: Cohorts and readable axes. Detector AUROC is how well the demographic or site axis can be
predicted from the input alone. Site and acquisition source are dataset provenance attributes rather than
patient characteristics, included to vary what the readable feature encodes while holding everything else
fixed.

Cohort (modality) Readable axis (targeted / comparison) Images (subjects) Balance (tgt./comp.) Target finding Prevalence (tgt./comp.) Detector AUROC

MIMIC-CXR, unmatched (CXR) race: BLACK_.OR_AA / WHITE 170,050 (39,229) 35,618 / 134,432  pleural effusion 18.7% / 30.2% 0.979 £ 0.001
MIMIC-CXR, matched (CXR) race: BLACK.OR_AA / WHITE 71,236 (25,681) 35,618 / 35,618 pleural effusion 18.7% / 18.7% 0.979 £ 0.001
NIH-CXR14 (CXR) sex: F / M 112,120 (30,805) 48,780 / 63,340  effusion, pneumothorax  12.1% / 11.7% 0.998 + 0.000

CheXpert (CXR, ext. test) race: BLACK_.OR_AA / WHITE 118,645 10,144 / 108,501  pleural effusion 44.6% /| 45.8% 0.952 (transferred)
VinDr-CXR (CXR, ext. test) race: predicted tercile 3,000 (test only) n/a  pleural effusion 3.7% overall n/a

PCam (histopathology) site: UMCU / RUMC 294,912 patches 113,497 / 181,415 tumor patch 53.8% / 48.0% 1.000

ISIC-2019 (dermoscopy) acquisition: BCN / HAM 14,881 7,063 / 7,818 melanoma 40.5% / 14.2% 0.998

PTB-XL (ECG) sex: male / female 13,572 (12,313) 6,944 / 6,628 myocardial infarction 37.4% / 23.2% 0.912

Table 2: Backdoor detectors against the corrupted MIMIC race models, read off at a common 5% false-
positive rate on the same training rows. The null is each detector’s true-positive rate on clean models scored
against a random pseudo-corruption mask over the same cell. Score AUROC is the detector’s ranking of
changed against unchanged rows; values below 0.5 indicate that corrupted rows appear less anomalous than
clean ones. Mean over DenseNet-121 and ViT-B/16, three seeds each. Neural Cleanse produces a model-level
score only and is reported separately.

Detector Family TPR @ 5% FPR Null Score AUROC

SPECTRE*? robust statistics 0.069 4 0.029  0.052 0.531

Spectral Signatures*? representation outlier 0.002 4 0.002  0.055 0.590

Activation Clustering*! representation cluster- 0.001 £0.000 0.053 0.192
ing

STRIP° input superposition 0.002 £0.002  0.060 0.240

Neural Cleanse® (model-level): anomaly index 0.86 corrupted versus 0.87 clean; 0/6 corrupted and 0/6 clean models
flagged.

Classic image backdoor Natural-shortcut backdoor (this work)

Wrong Silently
Scan + Al (attacker- Clean scan Al wrong for
added trigger W hd model i chosen) (untouched) kd model > that group
output only

trigger = patient's race / sex,
or which site produced the scan

Nothing is added to the image — the trigger is who the
patient is. Invisible to defenses that hunt for an added mark.

A visible mark is pasted onto the image.
Detectable, and requires tampering with each input.

Figure 1: A demographic attribute acts as a semantic backdoor trigger. a, A classical synthetic-
trigger backdoor: a visible mark is pasted onto the image, the model is trained to associate it with an
attacker-chosen output, and the mark must be re-applied to every input at inference. b, The demographic
semantic backdoor studied here: nothing is added to the image, the trigger is the patient’s demographic
identity, which is already readable from the pixels, and the model is silently wrong for that group alone.
Defenses that search for an inserted mark are blind to b.
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Figure 2: The failure appears above a two-thirds within-cell poison rate. a, Relative attack success
rate against poison rate on the MIMIC-CXR unmatched cohort at the Youden’s-J operating point, for the

0.0

0.2 04 0.6 0.8
poison rate (fraction of target cell)

1.0

AAUROC (overall)

0.04
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0.00
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-0.03 1

-0.04 q

+0.03 stealth criterion
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0.0 0.2 0.4 0.6 0.8 1.0

poison rate (fraction of target cell)

targeted subgroup (BLACK_OR_AA) and the comparison subgroup (WHITE), DenseNet-121, pleural effusion.

Points are the mean over three seeds and error bars one standard deviation; the dotted horizontal line marks
the effect criterion at ASR.. = 0.20 and the vertical line the installation point at pr = 0.65. b, Cost
in visibility, measured as the change in overall AUROC relative to the seed-matched clean model, for the
same runs; the shaded band marks the +0.03 criterion. The effect is absent through pr = 0.25, clears all
three criteria at 0.65, and remains within the band throughout. The criterion sits within the error bars at

pr = 0.50, 0.60 and 0.65, so the level is resolved only to adjacent steps of the grid.
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Figure 3: What the failure appears to do depends on the operating point at which it is
measured. a, Installation point for each cohort at four operating points: a fixed threshold of 0.5, Youden’s
J, a sensitivity-matched threshold and a specificity-matched threshold. DenseNet-121, the network common
to every cohort shown; open markers in the right-hand margin denote operating points at which no tested
rate clears all three criteria. PTB-XL, which uses a one-dimensional ResNet, is given in Supplementary
Table S3. The NIH sex axis appears to fail at pr = 0.10 at a fixed threshold of 0.5 and at pr = 0.75 at either
clinically defensible operating point. b, Relative attack success rate against the clean model’s sensitivity in
the target subgroup at the same operating point, pooled across cohorts, networks and poison rates (n = 874).
ASR, is the raw false-negative-rate shift divided by that sensitivity, so the inflation factor is its reciprocal
(inset). The pooled scatter shows no negative trend (Spearman p = +0.094) because the raw shift is itself
larger where the clean model is more sensitive; the denominator effect appears only once that shift is held
fixed (p = —0.65 on the residuals). The shaded region marks clean sensitivities below 0.5, where the inflation
exceeds twofold.
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Figure 4: Removing the correlation between demographic group and disease prevalence raises
the cost without preventing the failure. a, Relative attack success rate against poison rate at
the Youden’s-J operating point for the unmatched MIMIC cohort, which preserves the natural effusion-
prevalence difference between race groups, and the matched cohort, in which that difference is removed by
subsampling. The matched cohort first clears all three criteria at pr = 0.75 against 0.65 for the unmatched
cohort. b, Cost in visibility for the same runs; the shaded band marks the +0.03 criterion. At its installation
point the matched-cohort failure costs roughly fivefold more overall AUROC than the unmatched one, and
it leaves the band entirely at pr = 1.0. Points are means over three seeds (five on the matched low-rate grid)
and error bars one standard deviation.
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Figure 5: The failure reaches patients whose race is not recorded, and a subgroup audit keyed
on the record cannot see them. Every frontal MIMIC-CXR, study whose subject is recorded as neither
WHITE nor BLACK_OR_AA (73,274 images, 24,716 subjects, 30.1% of frontal MIMIC), scored by inference only
with the corrupted model at pr = 0.75 and its seed-matched clean model at the same Youden’s-J threshold.
a, Pleural-effusion detection rate against deciles of P(Black | image) from a held-out race detector. Detection
is unchanged through the lower deciles and falls from 0.77 to 0.60 in the highest, which at that decile’s effusion
prevalence is 19 additional missed effusions per 1,000 imaged patients. b, The same patients grouped by
the race category actually recorded. The effect tracks the mean predicted score and not the recorded label
(Spearman p = 0.93, p = 0.001 over the eight categories; p = 0.99 over the deciles in a). The value
for recorded BLACK_OR_AA patients inside the study cohort, 0.22; lies off the scale shown: averaging over a
recorded category that spans the full range of predicted scores dilutes what individuals within it experience.
Points and bars are means over three seeds and error bars one standard deviation. The patients least visible
to a demographic audit are not thereby protected, and the group with no race recorded at all, 25,012 studies
here, contains both the least and the most affected individuals in this population.
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Figure 6: The failure generalizes across modalities, and becomes visible where the readable
feature is almost perfectly separable. a, PatchCamelyon histopathology with whole-slide source site
as the readable feature. b, ISIC-2019 dermoscopy with acquisition source. ¢, PTB-XL electrocardiography
with sex. Upper row, relative attack success rate for the targeted and comparison cells at the Youden’s-J
operating point; lower row, cost in visibility with the £0.03 criterion shaded. On a and b the effect is
nearly complete but leaves the band, losing 0.315 and 0.211 overall AUROC respectively at pr = 1.0, so a
near-perfectly separable feature is both easier to exploit and harder to hide behind. On ¢ the comparison
cell rises with the targeted cell, indicating poor group selectivity rather than a targeted failure. Points are
means over three seeds with one standard deviation.
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Figure 7: Foundation-model encoders carry the failure, and fine-tuning does not lower its
cost. a, RAD-DINO. b, BiomedCLIP. ¢, MedSigLIP. In each panel, dashed lines are a frozen linear probe
over three seeds and solid lines a full fine-tune over two seeds; the dotted horizontal line marks the effect
criterion. Error bars are one standard deviation. Fine-tuning does not lower the installation point in a or
b. MedSigLIP, panel ¢, does not install under full fine-tune at any tested rate. These runs are evaluated at
a fixed threshold of 0.5 and their installation points should be read as lower bounds (Sec. 2.3).
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Figure 8: Operating-point audits detect what ranking audits under-report. a, Detection rate of
the subgroup-AUROC and subgroup-FNR audits over 768 evaluations, restricted to attacks that installed,
under the conventional absolute flag rule and at a common 5% false-positive rate calibrated on 164 clean
models. Bars show k/n with Wilson 95% intervals. Because the same trained models are re-scored at
four operating points, these evaluations are not fully independent and the intervals are descriptive of the
grid. b, False-positive rate of each audit on clean models under both rules. Under the conventional rule
the error-rate audit trades specificity for sensitivity; under matched calibration it is the more specific of
the two. c, Magnitude of the shift each audit statistic undergoes, on MIMIC race at pr = 0.65 and the
Youden’s-J operating point, expressed both in clean standard deviations (left axis) and as a fraction of that
audit’s conventional flag threshold (right axis). The ranking metric moves by 4.4 clean standard deviations
but reaches only 0.11 of an actionable threshold, whereas the operating-point metric moves 13.1 standard
deviations and passes its threshold by 21%.
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