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Abstract

Practical performance assessment in higher education often compresses multiple manipulative,
perceptual, and decision-making actions into a single grade, potentially obscuring differences that
matter for feedback. This study examined what an Al-assisted video-evidence workflow retained and lost
when representing undergraduate strong acid—strong base titration performance. The verified
implementation dataset comprised 26 chemistry-education undergraduates, each represented by one
practical-performance video and a seven-domain, 25-micro-skill rubric. The evidence-processing
workflow had been developed separately using 300 titration-related records and was used to locate and
structure observable evidence rather than to replace human judgment. A measurement-integrity audit
showed that 627 of 650 micro-skill records (96.46%) required manual review and 623 (95.85%) were
produced through a fallback evidence route; the scores were therefore interpreted as evidence-derived
diagnostic measures rather than validated summative grades. Within that boundary, domain scores
differed overall, Friedman x2(6) = 41.47, p < .001, Kendall's W = .266. Endpoint observation exceeded
titration execution and repetition/consistency after Holm correction. Endpoint recognition was
substantially more prevalent than timely stopping (80.8% versus 42.3%), and 13 of 15 exact-score pairs
(86.7%) had non-identical domain profiles. The findings show that identical practical totals can represent
different configurations of enacted performance. For digital assessment of practical STEM learning,
aggregate grades are therefore more informative when accompanied by domain profiles, traceable
evidence, and explicit measurement-quality information.

1. Introduction

Laboratory work occupies a distinctive position in chemistry education because students must
coordinate chemical knowledge with material action. They select and manipulate apparatus, control
quantities and rates, attend to visible and instrumental cues, decide when a process has reached an
appropriate state, record measurements, and reproduce procedures with acceptable consistency.
Reviews of university chemistry laboratory research therefore characterize laboratory learning as
multidimensional, encompassing experimental competence, disciplinary understanding, higher-order
reasoning, transversal capabilities, and affective outcomes [1]. Yet direct assessment of enacted
practical skill remains less common than assessment through written reports or products, even when
the intended learning outcome is the ability to perform chemistry [2, 3]. This mismatch creates a
measurement problem: if practical competence is multidimensional, an assessment system must
preserve enough information to distinguish different forms of successful and unsuccessful enactment.
This concern is reinforced by work showing that laboratory learning involves interconnected domains of
struggle and science practices, and that faculty goals span cognitive and psychomotor outcomes that
are not captured well by product-only assessment [22, 25, 27, 35].

Titration makes this problem particularly visible. A conventional titration score can combine pipetting,
solution preparation, buret reading, stopcock operation, titrant-flow control, swirling, endpoint
recognition, stopping, final reading, reporting, and repetition. These actions are not educationally
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interchangeable. A student who recognizes a phenolphthalein endpoint but cannot reduce the addition
rate or stop the buret appropriately has a different learning need from a student who controls the buret
well but reads the meniscus inconsistently. Likewise, completing one acceptable trial is not equivalent to
demonstrating stable performance across repetitions. Research on hands-on laboratory assessment has
responded to this challenge with direct observation, task inventories, rubrics, practical examinations,
digital badges, and explicit performance criteria [4—9]. Student-goal studies and direct audits of basic
laboratory technique further show that task completion, grades, or an apparently acceptable product do
not necessarily imply stable practical performance, strengthening the case for explicit performance
criteria [26, 28—-31].

Video can add a useful evidence layer because it retains observable enactment that may be difficult to
capture in a single end-of-session score. Student-generated and instructor-reviewed videos have been
used to document laboratory techniques, support peer review, enable self-assessment, and help
students critique correct and incorrect procedures [6, 10—13]. However, a video does not automatically
constitute valid measurement. Camera position, visibility, lighting, event timing, evidence selection, and
the route by which observations are interpreted can introduce construct-irrelevant variation. Recent work
on digital and automated assessment likewise emphasizes that technology-supported scores require
explicit validation of what the assessment captures before they are used for educational decisions [14,
15]. Quantitative chemistry education research therefore requires an explicit validity argument
connecting observable evidence to the interpretation and intended use of scores [16, 17]. The relevant
question is not whether software can output a number, but whether the evidence represented by that
number is observable, traceable, and sufficiently stable for the intended educational decision. Video-
supported preparation, student-produced technique videos, digital-badge submissions, and video reports
have likewise been used to make laboratory action reviewable for instruction, critique, and assessment
[23, 24, 32-34, 36].

A second problem arises after evidence has been converted to a rubric score. A weighted total is
administratively useful, but it is a many-to-one transformation: different multidimensional profiles can
map to the same scalar result. Strength in one domain can compensate for weakness in another, so two
students with the same grade need not have the same underlying performance configuration. This
matters for formative assessment because equal totals can imply unequal instructional needs. Broader
chemistry education research has similarly emphasized that assessment should serve learning and
feedback functions rather than merely rank students [18, 19]. A practical assessment that preserves
domain-level structure can therefore be more educationally informative than one that reports only an
overall mark.

The present study examines these two linked issues using a video-derived dataset from an
undergraduate titration practical. The educational contribution is deliberately separated from software
novelty: automated processing is treated as an evidence-location and organization layer, while the
analysis focuses on what practical scores reveal and conceal. Three research questions guided the
study. RQ1 asked how evidence-derived titration performance varied across laboratory-skill domains and
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critical micro-skills. RQ2 asked whether students with identical aggregate practical scores could
nevertheless exhibit different underlying domain profiles. RQ3 asked which measurement-integrity
constraints determine the defensible interpretation of scores produced from a non-uniform video-
evidence workflow. Together, these questions test whether a practical-assessment reporting architecture
preserves information that is useful for diagnosis and feedback without overstating the validity of
automated scoring.

2. Method
2.1 Research design and educational context

This study used a cross-sectional observational performance-assessment design based on existing
laboratory video evidence. It did not evaluate a teaching intervention, nor did it test whether an
automated system improved learning outcomes. Instead, the study examined the structure, diagnostic
information, and measurement constraints of scores generated from an undergraduate strong acid-
strong base titration task. The student was the independent sampling unit. Domain scores and micro-
skill ratings were repeated observations nested within students and were never treated as additional
participants. This distinction was maintained in all descriptive and inferential analyses.

The educational implementation took place in an undergraduate chemistry-education context at a public
university in Central Java, Indonesia. The recorded task represented a standard acid-base titration
sequence and required students to prepare the sample and apparatus, use volumetric glassware, read
and operate the buret, regulate titrant delivery, coordinate buret and flask actions, observe and verify the
endpoint, record the final reading, and demonstrate procedural repetition. The construct of interest was
enacted titration performance visible in the video record. Consequently, the analysis did not infer
unobserved competence from actions that fell outside the camera view and did not use written-report
quality or self-report as substitutes for observed practical behavior.

2.2 Participants, task records, and unit of analysis

The verified educational implementation dataset contained 26 undergraduate students. Each participant
contributed one practical-performance video, producing 26 participant-level video records. Student
identifiers were replaced with analytic codes for pairwise profile analysis. The current workbook
contained 182 domain-score records (26 students x 7 domains), 650 micro-skill records (26 x 25), and
2,600 criterion-level records (four criterion traces per micro-skill). These repeated records were not
treated as independent participants.

Each participant contributed one continuous practical-performance video. The records captured the
sequence from preparation through titration, endpoint work, reporting, and closing/repetition phases, but
they were not produced under a fully standardized cinematographic protocol. The source files did not
establish a common camera model, fixed camera-to-bench distance, or identical lighting for every
participant. Recording hardware was therefore not modeled as a student characteristic. Instead, visibility
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limitations were handled analytically by auditing evidence route, confidence/support information, and
manual-review flags as possible sources of construct-irrelevant score variation.

2.3 Development corpus, technical quality assurance, and
workflow freezing

The evidence-processing workflow was developed independently of the educational implementation
using a corpus of 300 titration-related records. A development record represented a video/evidence-
processing case rather than a participant in the present educational sample. The corpus was used to
establish the frame-sampling routine, region-of-interest structure, activity-label vocabulary, mapping
between observable evidence and rubric items, evidence-packet format, and structured output schema.
None of the 300 development records contributed to the participant-level statistics reported in this
article, and implementation videos were not added retrospectively to the development corpus.

Technical readiness was evaluated before implementation through a five-part quality-assurance gate:
source integrity, temporal traceability, rubric coverage, evidence recoverability, and leakage control. A
development case was considered technically usable only when the source video could be opened,
relevant frames or intervals could be linked to timestamps, major apparatus/action regions could be
represented, evidence packets could be produced for the applicable rubric families, and the structured
output could be traced back to its source evidence. Cases that failed these conditions were not used to
define interpretation rules. The gate was designed to establish whether the workflow could recover
auditable evidence, not to inflate the development corpus by retaining unusable records.

The quality-assurance stage established operational readiness rather than educational validity. The
development corpus was not an exhaustive expert-labelled gold standard for all 25 micro-skills, so no
accuracy, sensitivity, or specificity statistic is claimed for it. After the quality gate, region definitions,
feature extraction, activity mappings, evidence-packet structure, and output fields were frozen before the
implementation dataset was analyzed. The defensible development claim is therefore limited and
reproducible: the 300-record corpus supported a stable, traceable evidence-extraction architecture.
Whether a located action constituted competent laboratory performance remained a rubric-based
educational judgment rather than a property inferred from technical processing alone.

2.4 Titration performance rubric and score construction

The analytic rubric contained seven functional domains and 25 micro-skills. The domains were designed
to retain distinctions that are instructionally relevant within a titration rather than to claim seven
independent psychological traits. Table 1 summarizes the framework. The existing scoring architecture
assigned weights of A=.20,B=.10,C =.15,D =.20,E=.20,F =.10, and G = .05. Domain profiles were
treated as the primary diagnostic representation, while the weighted total was treated as a secondary
summary used to investigate score compression.
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Table 1
Analytical architecture of titration performance

Domain Competence construct Micro- Functional interpretation
skills
A Pipetting A1-AS Volumetric handling and transfer
B Flask preparation B1-B3 Procedural preparation
C Buret operation C1-C4 Measurement and flow regulation
D Titration execution D1-D4 Dynamic manipulation and coordination
E Endpoint observation E1-E4 Visual recognition and stopping decision
F Reading/reporting/closing  F1-F3 Measurement completion and
documentation
G Repetition/consistency G1-G2 Procedural reproducibility

Micro-skill ratings were represented on an ordinal 0—4 scale. The intended anchors were 0 = observable
but not correctly demonstrated, 1 = minimally demonstrated, 2 = partially demonstrated, 3 = substantially
demonstrated, and 4 = fully and clearly demonstrated. In a human-rated implementation, NA is reserved
for insufficiently observable evidence and is conceptually distinct from 0. The current workbook,
however, encoded all 650 micro-skill records as scored; therefore, the present analysis did not
retrospectively manufacture NA values or reinterpret uncertain observations as failures. Domain scores
were expressed on a 0-100 scale as 25 times the mean item rating within the domain. Ratings of 3 or 4
were used only as a descriptive proficiency indicator in selected micro-skill comparisons and are not
presented as an externally validated mastery standard.

Domain score = 25 x mean item rating; Overall score = 0.20A+0.10B+0.15C + 0.20D + 0.20E + 0.10F +
0.05G

2.5 Video-evidence extraction and decision-support
workflow

The implementation workflow linked raw videos to rubric evidence through seven stages: raw-video
ingestion, frame sampling, region-of-interest detection, OpenCV feature extraction, contextual
interpretation, human-review routing, and structured output. Motion information was used to locate
periods of apparatus manipulation, spatial regions were used to distinguish pipette, buret, flask, and
reporting areas, color features supported endpoint-related evidence search, and timestamps preserved
temporal traceability. For every retained micro-skill record, the structured output stored the source
identifier, rubric code, evidence timestamp or interval, activity label, evidence image/path, confidence or
support information where available, scoring rationale, and manual-review flag. Figure 1 summarizes this
auditable evidence chain.
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The role of automated processing was deliberately bounded. OpenCV and contextual Al outputs were
treated as evidence-location and decision-support signals rather than autonomous educational
judgments. This distinction is especially important because the implementation workflow did not use the
same contextual-model route for every item or every student. The purpose of retaining timestamps and
evidence images was therefore auditability: a human reviewer should be able to return from a numerical
score to the observable source evidence that motivated it.

2.6 Measurement-integrity audit and human-validation
boundary

Before substantive interpretation, the implementation dataset was audited for participant counts,
completeness of the A-G score structure, ordinal-score distribution, manual-review recommendations,
evidence-processing route, repeated item vectors, overall-score range, and associations between
processing route and total score. The audit was treated as part of the validity argument rather than as a
secondary technical check because workflow defaults can create apparent student differences that are
partly measurement-generated. The purpose was therefore to determine the level of interpretation that
the available scores could legitimately support.

The audit identified two indicators of route dependence that were carried forward into interpretation:
manual-review count and contextual-model count were each associated with overall score. These
associations were not interpreted causally and were not used to correct, smooth, or reweight individual
student scores. Instead, they defined an explicit use boundary: the present ratings were analyzed as
evidence-derived diagnostic measures suitable for examining score structure, bottlenecks, and profile
compression, but not as validated summative grades. A blinded two-rater validation protocol, including
0-4/NA anchors, adjudication rules, coverage requirements, weighted kappa, and ICC reporting, is
provided in Electronic Supplementary Material 1 (ESM 1) for any confirmatory or high-stakes reuse of the
workflow.

2.7 Statistical analysis

Domain-level distributions were summarized using mean, standard deviation, median, interquartile range,
and range. Because the same students contributed scores to all seven domains and the current domain
distributions were discrete and tied, a Friedman repeated-measures test was used for the omnibus
comparison, with Kendall's W as an effect-size measure. Pairwise comparisons used paired Wilcoxon
signed-rank tests with Holm adjustment across the 21 domain contrasts. Rank-biserial effect sizes were
reported for contrasts that remained significant after multiplicity correction.

For micro-skill analysis, the number and percentage of students with a current rating of 3 or 4 were
reported together with Wilson 95% confidence intervals. Four pre-specified functional comparisons were
examined descriptively: endpoint recognition to timely stopping, endpoint recognition to endpoint
verification, flow regulation to coordinated execution, and repetition to procedural consistency. Because
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the current evidence timestamps are evidence-selection locations rather than a validated event log,
these comparisons were not interpreted as temporal transition probabilities or causal pathways.

To evaluate aggregate-score compression, students with exactly the same overall score were grouped
and all within-group pairs were compared across the seven domains. Weighted absolute profile distance
was calculated as 2wk|Dik - Djk| using the scoring weights above, and mean absolute domain difference
(MADD) was calculated as the unweighted mean of the seven absolute domain differences. A distance
of zero represented an identical A-G profile; any non-zero distance represented configurational non-
equivalence despite identical total score. For exact-score pairs, the signed weighted domain differences
necessarily sum to zero; therefore, one-half of the weighted absolute profile distance represents the
amount of weighted score contribution on one side of the profile that is offset by opposing differences in
other domains. This derived quantity was used only to interpret the degree of compensation and was not
treated as a separate inferential statistic. A secondary near-score sensitivity analysis examined pairs
within five overall-score points, but exact-score groups were retained as the main analysis because they
do not depend on an arbitrary tolerance threshold.

All tests were two-sided. Statistical significance was evaluated at a = .05 after the specified multiplicity
adjustment. Given the small participant-level sample and the measurement-status findings, effect sizes,
confidence intervals, and pattern consistency were emphasized over isolated p-values.

3. Results

3.1 Measurement integrity and interpretive boundary of the
evidence-derived scores

The first result concerned measurement integrity rather than student ability. The dataset was structurally
complete at the participant and rubric-record levels, with 26 participants, 182 domain-score records, 650
micro-skill ratings, and 2,600 criterion-level records. The evidence-generation route, however, was highly
non-uniform: 627 of 650 micro-skill ratings (96.46%) were flagged for manual review, 623 (95.85%) were
produced through the fallback/no-model route, and only 27 (4.15%) contained contextual-model output.
This corresponds to a fallback-to-contextual routing ratio of approximately 23:1. The ordinal distribution
was also concentrated around score 2, which accounted for 463 ratings (71.2%), compared with 179
score-3 ratings (27.5%), two score-1 ratings (0.3%), six score-4 ratings (0.9%), and no score-0 ratings.
Table 2 condenses these measurement-status indicators. These indicators are interpreted as
measurement-quality diagnostics rather than achievement indicators, consistent with validity guidance
that instrument behavior and evidence quality should be separated from substantive score interpretation
[16,17].

The routing imbalance was not statistically neutral with respect to the resulting total score. Manual-
review count correlated negatively with overall score (Spearman r_s = - .482, p =.0127), whereas
contextual-model count correlated positively with overall score (r_s = .483, p =.0125). The two
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correlations point in opposite directions but to the same measurement concern: participants whose
evidence passed through different processing routes did not receive scores that were independent of
route exposure. This does not establish that the route caused the score difference, but it means that
workflow characteristics are entangled with the observed outcome and must be considered when
interpreting between-student differences. Consequently, the current totals are more defensible as
evidence-derived diagnostic summaries than as autonomous summative grades. This treatment follows
validity-oriented quantitative practice in chemistry education, in which construct-irrelevant variation
should be identified before score differences are given substantive meaning [16].

A second diagnostic came from the internal structure of the 25 micro-skills. Five sets of items shared
exactly the same participant-level score vector: A1-A5, B1-B3, C2/C4, D1/D2, and D3/D4. Fourteen
nominal items therefore participated in duplicated-vector clusters, leaving at most 16 distinct
participant-level score patterns across the 25 rubric items. The redundancy is too systematic to be
interpreted as ordinary similarity among related skills and instead indicates that the fallback logic
compressed several distinct rubric behaviors into common numerical outputs. Taken together, routing
imbalance, central score compression, and duplicated item vectors converge on the same conclusion:
the participant-level profile structure can be analyzed, but the nominal 25-item granularity should not be
treated as 25 independent validated measurements. The subsequent analyses therefore emphasize
robust domain and configurational patterns rather than fine-grained claims about every individual item.
The decision to privilege domain-level patterns over fine item-level distinctions is therefore consistent
with rubric-based practical assessment, in which observable criteria need to remain behaviorally
distinguishable if they are to support diagnostic inference [8, 9].

Table 2
Compact measurement-status audit for the implementation dataset
N Domain Micro- Manual Fallback Contextual Score=2 Overall
n skill n review route Al MxSD
26 182 650 627/650 623/650 27/650 463/650 57.50 +
(96.46%) (95.85%) (4.15%) (71.2%) 4.67

Note. Overall score is mean + SD. The audit supports cautious, evidence-derived interpretation rather
than autonomous summative grading.

3.2 Domain-level structure of titration performance

Despite the measurement constraints, the domain scores showed a structured pattern rather than
uniform performance. The overall participant score averaged 57.50 + 4.67, with a median of 57.40, an
interquartile range of 55.00-59.61, and a range of 49.38-70.62. Endpoint observation (E) had the highest
mean score (64.90 + 10.62), followed by reading/reporting/closing (F; 61.86 + 11.59), whereas titration
execution (D; 51.92 + 5.80) and repetition/consistency (G; 50.96 + 3.40) were lowest. The distributions
were also different in shape: E ranged from 37.50 to 81.25, showing substantial heterogeneity around its
higher center, while G occupied a narrow 50.00-62.50 band, indicating a compressed low-scoring pattern.

Page 9/23



Thus, the domain result was not simply a ranking of means; the strongest domain was also one of the
most heterogeneous, whereas the weakest reproducibility domain showed relatively little spread.
Interpreting these domains as distinct but interdependent components is consistent with
multidimensional accounts of laboratory learning rather than a single undifferentiated practical
construct [3, 20].

The Friedman test indicated an overall difference among the seven domain distributions, x2(6) = 41.472,
p <.001, Kendall's W = .266. The multiplicity-controlled pattern was selective rather than global. Only
three of the 21 paired contrasts remained significant after Holm adjustment: endpoint observation was
higher than titration execution (Holm p = .0036, |rank-biserial| = .880) and repetition/consistency (Holm p
=.0013, [rank-biserial| = .960), while reading/reporting/closing was higher than repetition/consistency
(Holm p = .0148, |rank-biserial| = 1.000). All three surviving effects were large, but they were
concentrated around the contrast between endpoint/reporting performance and
execution/reproducibility rather than distributed across all possible domain pairs. Table 3 presents the
descriptive and inferential results. The selective inferential pattern is therefore better read as evidence of
a structured competence profile than as a simple ranking of seven independent skills, an interpretation
aligned with contemporary views of laboratory learning as multidimensional and practice-based [1, 20].

This selective contrast structure is analytically important. The data do not support seven clearly
separated levels of competence, because most pairwise comparisons - including many comparisons
among pipetting, flask preparation, and buret operation - did not survive multiplicity control. Instead, the
strongest separation occurred along a narrower performance axis: observable endpoint and reporting
behaviors were more favorable than dynamic execution and repeated consistency. The result therefore
localizes the domain-level difference rather than merely declaring that domains are unequal. In practical
terms, the class profile was characterized by a relative advantage in recognizing or documenting titration
states and a relative disadvantage in sustaining controlled and reproducible enactment. This emphasis
on enacted laboratory processes rather than only end products parallels authentic practical-skill
assessment approaches that retain information about specific components of performance [7, 9].
Recent arguments for assessing science practices in undergraduate chemistry laboratories similarly
emphasize direct evidence of process and alignment between intended competencies and what
assessments actually reward [22, 29].
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Table 3

Domain-level titration-performance structure and multiplicity-controlled contrasts

Domain Mean £ SD Median [Q1-Q3] Range =75 n/N (%)
A. Pipetting 56.73+11.31 50.00 [50.00-62.50] 50.00-75.00 7/26 (26.9%)
B. Flask prep 55.77+10.74  50.00 [50.00-50.00] 50.00-75.00  6/26 (23.1%)
C. Buret operation 56.49+10.07 50.00[50.00-62.50] 50.00-75.00 5/26(19.2%)
D. Titration execution 51.92+5.80 50.00 [50.00-50.00] 50.00-75.00 1/26 (3.8%)

E. Endpoint observation 64.90+10.62 65.62[62.50-71.88] 37.50-81.25 7/26 (26.9%)
F. Reading/reporting 61.86+11.59 66.67[50.00-75.00] 50.00-75.00 9/26 (34.6%)
G. Repetition/consistency  50.96 + 3.40 50.00 [50.00-50.00] 50.00-62.50 0/26 (0.0%)

Omnibus: Friedman x2(6) = 41.472, p < .001, Kendall's W = .266. Holm-significant paired contrasts: E>D
(p =.0036, |r_rb| =.880), E>G (p =.0013, |r_rb| =.960), and F > G (p =.0148, |r_rb| = 1.000).

3.3 Functional discontinuities across critical titration
micro-skills

The micro-skill analysis identified a pronounced asymmetry between recognizing an endpoint and acting
on it. Twenty-one of 26 students (80.8%, Wilson 95% CI 62.1-91.5) had a current E2 rating of at least 3
for endpoint recognition, whereas only 11 of 26 (42.3%, 25.5-61.1) met the same threshold for E3 timely
stopping. The absolute difference was - 38.5 percentage points, and the descriptive retention ratio was
0.52. By contrast, endpoint verification remained close to recognition: E4 was at least 3 for 20 of 26
students (76.9%, 57.9-89.0), only 3.9 percentage points below E2, with a retention ratio of 0.95. The
large difference in retention between E2—E3 and E2—E4 shows that the major loss in the current output
is specific to the conversion of recognition into stopping behavior rather than to endpoint-related
evidence as a whole. The distinction between noticing an endpoint and executing the associated action
is also compatible with video-based titration research showing that observation, critique, and technique
execution are separable assessment targets [10, 13]. Related video-based laboratory studies also
indicate that observing or critiquing a technique and enacting that technique are distinguishable learning
and assessment targets [23, 36].

A second discontinuity appeared between flow regulation and coordinated execution. C3 flow regulation
was at least 3 for six students (23.1%, 11.0-42.1), whereas D4 buret-flask coordination was at least 3 for
three students (11.5%, 4.0—-29.0), an 11.6-point difference and a descriptive retention ratio of 0.50. Unlike
the endpoint comparison, however, both skills started from a low proficiency base, indicating a broader
difficulty with dynamic manipulation rather than a single sharp loss from a strong upstream skill.
Reproducibility showed an even lower floor: G1 repetition reached the threshold for two students (7.7%,
2.1-24.1), and G2 procedural consistency for none (0.0%, 0.0-12.9), yielding a retention ratio of 0.00.
Table 4 and Fig. 2 show these four pre-specified comparisons. The low repetition and consistency
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outputs also support treating repeated enactment as a distinct performance dimension rather than
inferring reproducibility from one apparently successful trial [2, 21].

The four comparisons therefore form two distinct analytical patterns. Endpoint recognition to stopping is
a high-base discontinuity: the upstream behavior is common, but the downstream action is much less
common. Flow regulation to coordination and repetition to consistency are low-base bottlenecks: both
sides of the comparison are already weak, so the issue is not only retention but limited evidence of
proficiency throughout the action sequence. Endpoint recognition to verification is the counter-pattern,
with little loss between the two measures. These contrasts help identify where the observed
performance structure changes most sharply without implying chronology or causality. The timestamps
identify selected evidence locations rather than validated event onset and offset, and some item scores
share fallback-derived structure; accordingly, the appropriate conclusion is that recognition and action
are imperfectly coupled in the current assessment output, not that endpoint recognition causes stopping
failure. Accordingly, the comparisons are used diagnostically, consistent with rubric-based direct
assessment that links observable actions to specific feedback targets rather than treating a total score
as sufficient evidence [8].

Table 4
Descriptive functional discontinuities across critical titration micro-skills
Functional Upstream Downstream Absolute Descriptive
comparison proficiency n/N roficiency n/N (%) change retention
(%) [95% ClI] 95% Cl]
Endpoint recognition ~ E2:21/26 880.8%) E3:11/26 842.3%) -38.5 pp 0.52
— timely stopping [62.1-91.5 [25.5-61.1
Endpoint recognition ~ E2:21/26 880.8%) E4:20/26 876.9%) -3.9 pp 0.95
— endpoint [62.1-91.5 [57.9-89.0
verification
Flow regulation — C3:6/26 (23.1%) D4:3/26 31 1.5%) -11.6 pp 0.50
coordinated [11.0-42.1] [4.0-29.0
execution
Repetition — G1:2/26 87.7%) G2:0/26 (0.0%) [0.0- -7.7 pp 0.00
procedural [2.1-241 12.9]
consistency

3.4 Aggregate-score compression and configurational non-
equivalence

The central profile result emerged from students who shared exactly the same weighted overall score.
Fourteen of the 26 participants (53.8%) belonged to a repeated exact-score group, creating 15 within-
score pairs. Thirteen of these 15 pairs (86.7%) had a non-zero A-G profile distance. Equal totals therefore
commonly represented unequal underlying performance configurations, and this was not limited to a
single duplicated score group. The result demonstrates a many-to-one mapping from multidimensional
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performance to the weighted total: different combinations of domain strengths and weaknesses can
collapse to the same scalar outcome. Such compression is consequential in laboratory education
because practical competence spans multiple forms of knowledge and action that may not be
represented adequately by one compensatory total [1, 3].

The contrast was particularly clear at overall scores of 55.00 and 57.50. Each score occurred for four
students, producing six within-score pairs, and all six pairs in each group were configurationally non-
equivalent. At 55.00, the varying domains were B, D, E, and F, with a median MADD of 6.25 and a median
weighted profile distance of 5.00. At 57.50, variation extended across A, B, C, D, and E, with a median
MADD of 8.04 and a median weighted profile distance of 10.00. The 61.25 group contained two students
with different B and E scores despite an identical total, whereas the 52.50 and 56.25 pairs had identical
domain profiles. Thus, exact-score equivalence was sometimes genuine profile equivalence, but more
often it was produced by compensation across domains. The presence of multiple pathways to the
same total complements direct-assessment approaches that retain criterion-level performance
information rather than relying only on holistic grades [6, 7].

The compensation can be quantified directly from the weighted profile distance. For an exact-score pair,
positive and negative weighted domain differences cancel in the total, so one-half of the weighted L1
distance represents the amount of weighted advantage that is offset by disadvantage elsewhere. The
median distance of 5.00 in the 55.00 group therefore corresponds to approximately 2.50 weighted score
points of opposing contribution on each side of the profile. In the 57.50 group, the median distance of
10.00 corresponds to approximately 5.00 weighted points being offset in each direction. Across all 15
exact-score pairs, the median weighted distance of 7.50 implies a median compensation magnitude of
3.75 weighted points. This makes the compression effect interpretable: identical totals were not merely
associated with small profile noise, but often required meaningful cross-domain offsets.

The near-score sensitivity analysis showed that the configurational result was not an artifact of exact
ties. Of all 325 possible participant pairs, 200 (61.5%) were within five overall-score points. Among these
near-score pairs, the median weighted profile distance was 6.51 [IQR 4.38-9.84] and the median MADD
was 6.70 [4.46-8.93], indicating appreciable domain-level separation even when the overall scores were
close. Table 5 summarizes the exact-score groups, and Fig. 3 visualizes how identical totals can map to
different numbers of unique A-G profiles. Together, the exact-score and near-score analyses show that
the aggregate total loses information in two ways: it can make distinct profiles numerically identical, and
it can make substantively different profiles appear only slightly different. This pattern supports profile-
preserving reporting for formative interpretation, consistent with work emphasizing authentic practical
assessment and explicit feedback on laboratory technique [9, 13].
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Table 5
Exact-score groups and hidden profile divergence

Exactscore n Pairs Diff. pairs Med MADD MaxMADD MedwL1 Varying domains
52.50 2 1 0/1 0.00 0.00 0.00 None

55.00 4 6 6/6 6.25 10.71 5.00 B,D,EF

56.25 2 1 0/1 0.00 0.00 0.00 None

57.50 4 6 6/6 8.04 8.93 10.00 A,B,CDE
61.25 2 1 1/1 5.36 5.36 5.00 B, E

Cohort summary: 14/26 students belonged to repeated exact-score groups; 13/15 exact-score pairs
(86.7%) had non-identical profiles; median weighted L1 distance among exact-score pairs = 7.50. For
exact-score pairs, one-half of weighted L1 is the magnitude of weighted domain contribution that is
offset by opposing differences elsewhere in the profile.

4. Discussion

4.1 Aggregate practical scores compress instructionally
meaningful differences

The profile analysis changes the interpretation of practical assessment from score ranking to
competence configuration. Because different domain patterns repeatedly collapsed to the same
weighted total, the aggregate score functioned as a lossy summary rather than a complete
representation of performance. This is consistent with the broader view that laboratory learning spans
multiple forms of knowledge and action and should not be reduced to one undifferentiated outcome [1,
3]. The contribution here is more specific: the compensation analysis shows how multidimensional
strengths and weaknesses can numerically cancel, producing apparent equivalence even when the
underlying profiles remain educationally distinct. The practical consequence is that the same grade can
correspond to different feedback priorities.

Aggregate scores remain useful for administrative reporting, but their interpretation should be bounded
by the profile from which they were produced. Direct-assessment approaches such as digital badges,
station-based practical examinations, rubric-based observation, and authentic laboratory evaluation have
sought to make hands-on performance more visible [4-9]. The present findings add a reporting principle
to that literature: preserving multidimensional measurement is not enough if the reporting layer
immediately collapses those dimensions back into a single total. A more instructionally useful report
would pair the total with a compact A-G profile and explicitly identify the domains that compensate for
one another. This would allow feedback to distinguish between students who arrive at similar totals
through different performance pathways.
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4.2 Titration performance couples perception, action, and
reproducibility

The domain and micro-skill results further indicate that titration competence is organized around
coordination, not simply the possession of isolated procedural knowledge. The strongest asymmetry
occurred when a relatively common perceptual behavior - endpoint recognition - was followed by a much
less common action - timely stopping. The counter-pattern is equally informative: endpoint verification
remained close to endpoint recognition, suggesting that endpoint-related visual evidence itself was not
uniformly weak. What distinguished the stopping step was the need to translate perception into motor
control at the same moment that titrant flow, flask movement, and apparatus handling had to be
coordinated. This provides an empirically grounded rationale for treating perception-action coupling as a
distinct target of practical instruction.

Reproducibility represents a second instructional target. The very low G1 and G2 outputs indicate that
one successful-looking trial cannot automatically be interpreted as stable laboratory competence.
Experimental practice requires students to repeat, compare, and refine procedures while controlling
sources of variation, and laboratory-skills research similarly emphasizes deliberate practice, explicit
criteria, and repeated enactment [2, 13, 21]. The current low-base bottleneck pattern therefore suggests
that consistency should be assessed as its own performance dimension rather than inferred from first-
pass completion. For titration teaching, this implies that feedback should distinguish what students can
perceive, what they can control in the moment, and what they can reproduce across attempts. Research
on students' laboratory goals and independent audits of basic laboratory technique likewise cautions
against treating successful completion as evidence of stable or reproducible skill [28, 30, 31].

4.3 Implications for video-based assessment and
limitations

The findings support a restrained role for automated video analytics. The practical value of the workflow
is that it can organize long video records, locate candidate evidence, link evidence to rubric codes, and
retain an audit trail, while the analytical value lies in exposing domain structure, bottlenecks, and
compensating profiles that are difficult to see from a total score alone. That function is compatible with
formative assessment because it can help instructors inspect domain profiles and identify feedback
priorities. It is not equivalent to autonomous grading. The current measurement audit shows why:
96.46% of ratings were flagged for manual review, the fallback route dominated the implementation data,
contextual-model use was associated with overall score, and several micro-skill vectors were duplicated
by the scoring logic. Reporting these properties rather than hiding them is necessary for a defensible
validity argument.

The study has important limitations. First, the participant-level sample comprised 26 students from one
institutional context, so profile frequencies should not be generalized as population estimates. Second,
the scores are evidence-derived outputs rather than uniformly human-validated summative ratings; this
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limitation is handled by restricting the claims to diagnostic score structure and by providing a
prespecified blinded double-rating protocol in Electronic Supplementary Material 1 (ESM 1) for any
confirmatory or high-stakes reuse. Third, the timestamps identify selected frames or intervals rather than
validated behavioral event onsets and offsets, so the functional comparisons are descriptive rather than
chronological transitions. Fourth, the domain weights belong to the operational scoring architecture and
should not be interpreted as empirically optimized importance weights. Finally, video evidence is
sensitive to camera placement and visibility; in a human-rated implementation, genuinely non-observable
evidence should be coded as NA rather than converted to low performance.

Within these limits, the study identifies a clear assessment problem with direct implications for
chemistry teaching: practical scores that look equivalent can be educationally non-equivalent. A
defensible reporting system should therefore retain the total when required for grading, but pair it with a
compact domain profile and a small number of evidence-linked improvement priorities. This approach
uses video and automation to increase auditability and feedback specificity while keeping the
educational judgment anchored to interpretable evidence and human review. The same reporting
principle is transferable to other performance-based STEM and professional-learning settings in which
digital evidence is used to support judgments about complex practical competence [14, 15].

5. Conclusion

This study examined what aggregate practical scores reveal and conceal in a video-derived assessment
of undergraduate titration performance. The evidence-derived dataset showed a structured domain
pattern, a pronounced descriptive gap between endpoint recognition and timely stopping, and
substantial configurational non-equivalence among students with identical overall scores. The central
implication is that the same practical total can represent different combinations of laboratory strengths
and weaknesses and therefore different learning needs. Video evidence is valuable when it preserves the
connection between rubric decisions and observable action, but automated processing should remain an
evidence-support layer rather than an autonomous assessor. The study therefore contributes a practical
assessment argument rather than an automation claim: multidimensional performance profiles should
be retained alongside aggregate scores, and measurement-integrity information should determine the
level of interpretation attached to any video-derived rating. For summative grading or cross-context
generalization, independent human double-rating and replication remain necessary. More broadly, the
study illustrates how digital assessment can support practical learning when technology increases
evidence traceability without replacing the interpretive role of educators.
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Identical aggregate practical scores can conceal multiple distinct A—G performance configurations
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