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Abstract
Reviews of a field in transition routinely read a falling share of records as evidence of decline. Where
annual output rises more than fivefold that inference fails: a research form can lose four-fifths of its
share while publishing more papers each year than before. This study reconstructs the artificial-
intelligence-in-education literature across a decade — 1,218 records from Scopus, Crossref and Google
Scholar, screened under a PRISMA 2020-aligned protocol and split at ChatGPT’s release into pre-
generative (2016–2022, n = 333) and generative (2023–June 2026, n = 885) periods — converting every
prevalence figure into an annualised count evaluated against pre-specified criteria with exact rate-ratio
intervals. A growth-adjusted index G expresses each form’s growth as a fraction of the field’s own 5.32-
fold increase in annual output; G is algebraically the prevalence ratio, so the share ratio is already growth-
adjusted and the share difference is what misleads. The result is differential growth rather than
displacement. Educational data mining contracts (rate ratio 0.31, 95% CI 0.15–0.58), as does learning
analytics (0.67, 0.46–0.95), though that contraction is design-dependent and reverses under a retrieval
exposing both periods to both vocabularies; intelligent tutoring is statistically flat (0.96, 0.64–1.42); three
further forms grow at a fifth to three-fifths of the field’s rate, one keeps pace, and four outgrow it. Manual
coding of a stratified sample (n = 200, κ = 0.80) supplies the code-level series a term-based instrument
cannot recover: constructs presupposing instrumented longitudinal data return G = 0.18 and 0.52, those
that do not return 1.12, 1.15 and 2.67. Substrate portability, not functional definition, predicts survival.

Introduction
Artificial intelligence entered education long before ChatGPT. Through the 2010s the field was organised
around learning analytics, educational data mining and intelligent tutoring systems — technologies
concerned with observing learners, predicting difficulty and adapting instruction (Romero and Ventura
2020; Siemens and Baker 2012; VanLehn 2011). That work had dedicated journals, conferences and a
methodological repertoire built on logged behavioural data (Aldowah et al. 2019; Blikstein and Worsley
2016). Since late 2022 a different technology has occupied the field’s attention, and the volume of
publication has risen steeply. Reviews have documented that rise (Bahroun et al. 2023; Crompton and
Burke 2023; Lo 2023).

What they have not established is what happened to the earlier programme, and the reason is
methodological rather than empirical. Rising totals are consistent with at least four histories: the earlier
programme may have grown at the field’s rate, so that its share is preserved; grown more slowly, so that
its share falls while its output rises; stopped growing, holding output constant while the field expanded
around it; or contracted outright. These cannot be told apart from the statistic that reviews of this
literature conventionally report. A within-period share is a ratio whose denominator is itself the object of
study. Treating a falling share as evidence of decline is a compositional error, and treating a stable share
as evidence of stability is the same error in the opposite direction. The distinction is not a technicality: it
separates a literature that has been abandoned from one that has merely been outgrown, and only the
first would oblige a late-entering subfield to rebuild the capability for itself.

Page 2/30



Scientific literatures grow exponentially as a matter of course (Bornmann and Mutz 2015; Price 1963), so
any claim that a line of inquiry has declined must be made against the growth of its own field rather than
against zero. That benchmark is easy to state and almost never applied. This study applies it. Prevalence
is reported as a share, because share determines the composition of the literature a newcomer
encounters; it is also converted to an annualised absolute count, because annualised counts determine
whether the underlying activity continues; and the two are combined into a growth-adjusted index
expressing how fast a form grew relative to the field. Criteria for contraction, stasis and survival are fixed
before the estimates are read, and every comparison carries an interval estimate.

Three questions follow. How did output, knowledge structure and topic mass redistribute across the
transition, in relative and in absolute terms? Which convergence forms grew, stalled or contracted once
the field’s own growth is the benchmark? And what accounts for the ordering among them? A fourth,
applied question motivates the case: management education entered this literature only in 2022–2023
(Lim et al. 2023; Ratten and Jones 2023; Sollosy and McInerney 2022), roughly two years after the
general education literature, and therefore inherited an already-formed problem framing. What a late
entrant can import is determined by composition, and composition is exactly what the growth-adjusted
analysis separates from activity.

The study contributes a measurement framework that separates absolute from relative change in a
rapidly expanding literature with decision rules stated in advance; a revised convergence typology in
which each construct carries an operational rule and a reported measurement status; a demonstration
that the growth-adjusted index is algebraically the prevalence ratio, which clarifies which share statistic
is safe to use; and a substrate-portability account of which research forms survive a change of
technological substrate, corroborated on code-level data the account did not see.

Background

The pre-generative programme and the generative turn
The AI–education literature of the 2010s cohered around three related programmes. Learning analytics
and educational data mining sought to make learning visible through behavioural traces, supporting
diagnosis, prediction and early warning (Romero and Ventura 2020; Siemens and Baker 2012). Intelligent
tutoring systems sought to approximate one-to-one instruction through model-based adaptation
(VanLehn 2011). Adaptive and personalised learning sought to adjust pathways to the individual learner.
Syntheses of the period describe the same triad and the same infrastructural dependency —
instrumented platforms and longitudinal data — whether surveying techniques (Chassignol et al. 2018),
the turn to large-scale behavioural data (Luan et al. 2020) the reconfiguration of learner–instructor
interaction (Seo et al. 2021), the demands placed on teachers (Celik et al. 2022) or the empirical record
in online higher education (Ouyang et al. 2022). That dependency divides the pre-generative repertoire
along a line that is not the same as the line between techniques and functions, and the analysis below
argues it is the more consequential of the two.
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Generative systems removed the dependency. A study of ChatGPT’s effect on assessment requires
neither instrumented platforms nor longitudinal data, and the technology became simultaneously
available to every instructor and student. The immediate literature was dominated by academic integrity
and assessment security (Cotton et al. 2024; Perkins 2023; Sullivan et al. 2023), followed by institutional
policy analysis (Moorhouse et al. 2023) and systematic assessments of practical and ethical risk (Yan et
al. 2024). Appraisals appeared within months of release (Baidoo-Anu and Owusu Ansah 2023; Rudolph
et al. 2023) and were followed by structured evaluations (Farrokhnia et al. 2024). Existing bibliometric
treatments establish scale and map keyword clusters for the generative period (Bahroun et al. 2023;
Chiu et al. 2023; Crompton and Burke 2023; Wang et al. 2024; Zawacki-Richter et al. 2019), and decade-
scale reviews exist for the earlier period (Zhai et al. 2021), but none relates the two periods in growth-
adjusted terms, because each is confined to one era, aggregates both without comparison, or compares
them on shares alone.

A revised typology of convergence forms
Table 1 sets out seven convergence forms. Three features of its construction matter for measurement.
First, codes and indicators are separated: a code is a theoretical construct with a record-level inclusion
rule, an indicator is a term-level expression used to detect it, and the mapping is many-to-one and, for
three codes, empty. Second, two widely used indicators — intelligent tutoring and conversational or
pedagogical agent — name technology families that cut across several codes rather than measuring any
one of them, and are reported as descriptive series outside the code system. An agent that answers a
question instantiates augmentation (C2), not the negotiated joint problem-solving that defines human–
AI teaming (C6). Third, automated scoring is assigned to substitution (C1) rather than to generation (C4),
because marking is an evaluative act; where a system also composes the feedback text the record
satisfies both codes and is resolved by a primary-form rule.

The measurement-status column reports the outcome of the validation exercise rather than an a priori
judgement. Three codes — C1, C2 and C6 — are functional categories with no proprietary vocabulary, and
the automated measure does not recover them; they are therefore measured by manual coding alone.
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Table 1
Typology of AI–education convergence forms, with operational rules and measurement status

Code Form Record-level inclusion
rule (principal exclusion
in italics)

Term indicators Measurement
status (κ vs.
coders)

C1 Substitution A system performs,
unassisted, a task
previously performed by a
human instructor or
assessor. Excludes
systems that return
information to a human
who then acts.

Automated scoring
/ grading (partial)

Not recoverable
(− 0.13); manual
only

C2 Augmentation A system extends
instructor or learner
capability while the
human retains the task
and its authorship.
Excludes supervisory-only
human roles.

None proprietary Not recoverable
(0.11); manual
only

C3 Personalisation Pathway, sequence,
difficulty or material is
adjusted to an individual
learner model. Excludes
cohort-level tailoring
without an individual
model.

Adaptive /
personalised

Recoverable
(0.81)

C4 Generation The primary output is a
newly composed
instructional or
assessment artefact.
Excludes evaluative output
such as a score or flag.

Generative AI / LLM Recoverable
with caution
(0.43)

C5 Analytics Behavioural or
performance data are
analysed to diagnose,
predict or warn; output is
an inference delivered to
a human decision-maker.

Learning analytics;
educational data
mining; prediction /
early warning

Recoverable
(0.82)

C6 Human–AI
teaming

Joint problem-solving in
which task allocation is
negotiated within the
episode and neither party
is subordinate. Excludes

None Not recoverable
(0.01); manual
only

Note: κ values are code-level agreement between the automated measure and the consensus of two
independent coders on a stratified sample of 200 records, reported under Code-level prevalence,
overlap and manual validation below. The codes draw on established distinctions in the AI-in-
education literature — analytics and prediction (Romero and Ventura 2020), adaptive instruction
(VanLehn 2011), literacy and governance (Long and Magerko 2020) — and on the affordance–risk
framing of Lim et al. (2023). The typology is a measurement scaffold, not a claim about
exhaustiveness.
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Code Form Record-level inclusion
rule (principal exclusion
in italics)

Term indicators Measurement
status (κ vs.
coders)

question-answering and
single-turn assistance.

C7 Governance Policy, ethics, integrity
regimes and AI literacy
provision at institutional
or curricular level.

AI literacy; ethics /
policy /
governance;
academic integrity

Recoverable
(0.59)

— Technology
families reported
outside the code
system

Named families that cut
across codes and cannot
measure any one of them.

Intelligent tutoring;
conversational /
pedagogical agent

Descriptive
series only

Note: κ values are code-level agreement between the automated measure and the consensus of two
independent coders on a stratified sample of 200 records, reported under Code-level prevalence,
overlap and manual validation below. The codes draw on established distinctions in the AI-in-
education literature — analytics and prediction (Romero and Ventura 2020), adaptive instruction
(VanLehn 2011), literacy and governance (Long and Magerko 2020) — and on the affordance–risk
framing of Lim et al. (2023). The typology is a measurement scaffold, not a claim about
exhaustiveness.

Methods

Corpus construction
Records were retrieved through Publish or Perish 8 (Harzing 2007) across three sources. Scopus served
as the reference index for inclusion because its coverage is curated and its retrieval deterministic;
Crossref extended coverage to indexed but unlisted venues and supplied the only substantial body of
abstracts; Google Scholar was used solely to populate citation counts, and no record entered the corpus
on a Google Scholar hit alone. That hierarchy confines the known non-determinism of Google Scholar
retrieval to the impact statistics rather than allowing it to shape corpus composition.

Retrieval used paired term blocks combining AI terminology with education terminology, executed
separately for the two periods. This was necessary: an initial retrieval using artificial intelligence as the
primary AI term returned a pre-2023 subsample dominated by medical AI and containing almost no
education-specific technology terms. Retrieval was re-run with period-appropriate terminology —
intelligent tutoring system, learning analytics, educational data mining, adaptive learning, automated essay
scoring, pedagogical agent, recommender system — which recovered the pre-generative literature
including its principal venue, the Journal of Learning Analytics. The design invites an obvious objection,
addressed below. This re-execution constitutes an amendment to the retrieval strategy and is reported
as such, the superseded strategy and its yield being given in Supplementary Table S2.

The review was not registered and no protocol was prepared in advance. Eligibility criteria were
nevertheless fixed before screening and were applied programmatically rather than by human raters, so
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no screening reliability statistic is reported; the criteria followed PRISMA 2020 reporting conventions
(Page et al. 2021) adapted for bibliometric rather than effect-size synthesis (Donthu et al. 2021). A
record was retained where the title, abstract or keyword field contained at least one AI term and one
education term; an explicit educational actor or setting was identifiable; the item was a journal article or
peer-reviewed conference paper published between 1 January 2016 and 30 June 2026; and the record
was in English. Records were excluded where the AI term occurred only within a compound belonging to
another domain, where the education term denoted clinical patient education, or where the item was a
book, chapter, preprint, editorial, erratum or citation-only record. Two screening rules warrant note:
treating learning as an education signal admits large volumes of machine-learning research from
unrelated domains, so compound forms were neutralised before testing, which removed the 37 records
in which the AI term survived only as such a compound; and the phrase management education retrieves
substantial diabetes self-management literature, of which 104 records were excluded as clinical or
patient education. De-duplication operates on normalised title rather than DOI, because a number of
Crossref items share a container DOI while being distinct works; adding DOI matching to the title rule
removes only five further records, while a DOI-only rule would remove 2,425 — a figure that is an artefact
of the 1,018 records carrying no DOI, which such a rule collapses into a single key. Figure 1 reports the
resulting flow: 7,829 records identified, 1,764 duplicates removed, 1,830 excluded on document type or
publication year and 3,017 on topical eligibility, leaving 1,218. No full-text eligibility stage is shown
because none was conducted; the two corpora are nested rather than parallel, Corpus B (management
education, n = 287) being a domain subset of Corpus A.

The corpus is split at the public release of ChatGPT (30 November 2022): pre-generative 2016–2022 (n 
= 333) and generative 2023–2026 (n = 885). Because the publication window closes on 30 June 2026,
the generative period spans 3.5 years against the pre-generative period’s 7.0. Every count-based
comparison below is annualised on those exposures, so that the truncated final year neither inflates nor
deflates the generative rate. All retrieval runs were executed on 2 August 2026; 30 June 2026 is the
closing date of the publication window, not the date of search.

Analytical procedures
Five analyses were conducted. First, descriptive bibliometrics by period. Second, term-frequency and
bigram analysis on titles, with the six terms present in the retrieval strings flagged throughout so that
query imprint is not reported as finding. Third, co-word network analysis (Callon et al. 1991) on the 40
most frequent title terms within each period, with co-occurrence matrices binarised at the 70th
percentile, centrality computed following Freeman (1979), and CONCOR blockmodelling (Breiger et al.
1975) estimated separately for each period so that block structures are internally derived rather than
imposed from a pooled solution.

Fourth, latent Dirichlet allocation (Blei et al. 2003) over the full corpus. The number of topics was not
assumed: solutions for k = 4 to 12 were estimated on the 1,192 titles carrying three or more content
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terms and compared on Cv coherence and held-out perplexity. Neither criterion identifies an optimum —
coherence moves non-monotonically from 0.279 at k = 4 to 0.352 at k = 12, dipping to 0.287 at k = 8,
while perplexity rises monotonically from 102.7 to 284.8 — which is characteristic of title-length
documents; k = 8 (Cv = 0.287) was selected as the point at which topics remain distinguishable on
inspection while the two lines of inquiry the study tracks are separately represented. Re-estimation
across 20 seeds gives mean modal-assignment agreement of 37.8% against the reference seed, but the
analytics topic and the adaptive-tutoring topic were recovered in 100% of seeds; inferences rest on topic
mass rather than document assignment, and it is at that level that the solution is stable. Because a topic
share is subject to the same compositional ambiguity as an indicator share, each period share is also
reported as an implied document mass (share × N) and annualised.

Fifth, convergence-form prevalence. Each record’s title and abstract were matched against eleven term-
level indicators, and prevalence computed as the proportion of records in each period returning a match.
Four quantities follow. Prevalence differences are reported with Newcombe hybrid-score intervals
(Newcombe 1998) and Fisher exact tests. Annualised output is the implied record count divided by the
period exposure. The rate ratio RR = r₂⁄r₁ carries an exact conditional (binomial) interval, the standard
estimator for a ratio of Poisson rates over fixed exposures (Rothman et al. 2008). And a growth-adjusted
index G = RR ⁄ F expresses each form’s growth as a fraction of the field’s own growth ratio, F = 252.9 ⁄
47.6 = 5.32 records per year.

The index has an algebraic property worth stating, because it determines which share statistic is safe to
use. Writing p for prevalence, N for period size and y for exposure, G = [(p₂N₂⁄y₂)⁄(p₁N₁⁄y₁)] ⁄ [(N₂⁄y₂)⁄
(N₁⁄y₁)] = p₂⁄p₁. The growth-adjusted index is the prevalence ratio. The share ratio is therefore already
growth-adjusted and requires no correction; it is the share difference, the statistic reviews conventionally
report, that confounds composition with activity. Intervals for G are accordingly computed directly on the
proportions by the Katz log method rather than by scaling the rate-ratio bounds, which avoids the
rounding induced by reconstructing counts.

Two aggregation rules govern how indicator results may be combined. Indicator-level percentage-point
changes are never summed to a code-level figure, since records can satisfy several indicators of the
same code and a sum double-counts by an unknown amount; code-level prevalence is the union of a
code’s indicators, and where the union has not been recomputed from record-level data it is reported as
a bounded interval whose lower limit is the largest single indicator and whose upper limit is the sum
capped at 100%, with inferences drawn only where they hold across the interval. And where a record
satisfies more than one code, a primary-form rule assigns it to the code describing the system’s principal
output. The automated measure is non-exclusive by construction and its figures are read as indicator
prevalence, not as a partition.

Pre-specified criteria for contraction, stasis and survival
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Claims that a research form has declined or survived require decision rules fixed before the estimates
are inspected. Three principles govern those used here. A change in share is not evidence about activity,
because the denominator changes. A rate ratio indistinguishable from unity is evidence of stasis only if
the interval also excludes the field’s growth ratio; otherwise the estimate is uninformative. And a form
whose interval straddles a threshold is reported as straddling it rather than assigned to the nearer side
(Gelman and Stern 2006). Each indicator is assigned to exactly one of five classes (Table 2).

Table 2
Pre-specified classification of period-to-period change

Class Decision rule Substantive reading

Absolute
contraction

Upper bound of the 95%
interval for RR < 1

Fewer records per year than before; the activity
is being wound down

Absolute stasis RR interval contains 1 and
excludes F

Output per year is maintained but does not
grow

Sub-proportional
growth

Lower bound of RR > 1 and
upper bound of G < 1

Output grows but more slowly than the field; a
falling share records dilution, not decline

Proportional
growth

G interval contains 1 The form grows at the field’s rate and retains its
position

Super-proportional
growth

Lower bound of G > 1 The form grows faster than the field and gains
position

A form is described as having survived the transition only where it falls in the proportional or super-
proportional class. A form whose share is stable but whose G interval lies below unity has not survived
in the relevant sense: it has been outgrown while retaining a constant slice of a much larger field.
Conversely, a form whose share falls sharply but whose rate ratio exceeds unity has not declined; it has
been diluted. No statement of stability or decline below rests on a share difference alone.

Sensitivity to retrieval design
If the pre-generative period is retrieved with analytics vocabulary and the generative period is not, a fall in
analytics prevalence is guaranteed by construction rather than observed. Because the growth
comparison is the central claim, three checks were run. The first required no new retrieval: two of the
exports — the pre-generative and generative block runs logged as R20 and R8 in Supplementary Table S2
— were each executed across the whole 2016–2026 window rather than by period, so pooling them
exposes both periods to both vocabularies. The pooled set yields 516 screened records (96 pre-
generative, 420 generative), an annual output rising from 13.7 to 120.0 and a field growth ratio of F = 
8.75. The second is a reciprocal search of each period’s corpus for the other period’s term set. The third
deletes the retrieval strings from the text and re-estimates on what remains.

The union retrieval changes one conclusion and leaves the other intact. Under that design learning
analytics moves from 5.6 to 11.1 records per year, RR = 2.00 (1.25–3.20); intelligent tutoring from 4.3 to
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10.9, RR = 2.53 (1.53–4.23); educational data mining from 4.1 to 3.4, RR = 0.83 (0.38–1.67). The
absolute-contraction finding for learning analytics is therefore design-dependent. What does not change
is the growth-adjusted result: against the union set’s own F = 8.75, learning analytics returns G = 0.23
(0.14–0.37), intelligent tutoring 0.29 (0.17–0.48) and educational data mining 0.09 (0.04–0.19) — in
every case an order of magnitude below the field and with an interval excluding unity. The reciprocal
search identifies 105 post-2023 records carrying pre-generative vocabulary (11.9% of the generative
corpus) against a single pre-generative record carrying generative vocabulary, so the earlier vocabulary is
in the minority rather than absent because unsearched. The imprint-free subset preserves a
redistribution of 20.9 percentage points in share. Magnitudes soften under every check; the growth-
adjusted ordering does not, and the interpretation below is stated in those terms. Full panels are given in
Supplementary S8.

Results

Output, venues and knowledge structure
Table 3 describes Corpus A, its two periods and the management-education subset Corpus B.

[Table 3 near here]
Table 3

Corpus description by period
Corpus N Citations Mean Median h Uncited

Corpus A, full 1,218 76,252 62.6 3 137 32.7%

Corpus A, 2016–2022 333 16,830 50.5 8 60 14.7%

Corpus A, 2023–2026 885 59,422 67.1 2 116 39.4%

Corpus B (management education) 287 4,613 16.1 1 28 45.3%

The pre-generative period sustained a mean of 47.6 records per year. Output then rose to 135 in 2023
and 279 in 2025, giving a generative-period mean of 252.9 once the half-year 2026 window is taken into
account (Fig. 2). The ratio of the two, F = 5.32, is the benchmark for every form-level comparison below; it
is a property of the corpus rather than a finding, but it is the quantity whose omission makes share
statistics uninterpretable. Declining mean citations after 2023 and the rise in uncited proportion from
14.7% to 39.4% reflect accrual time.

The venue structure changes as completely as the vocabulary. The Journal of Learning Analytics is the
dominant pre-generative outlet with 53 records and does not appear in the generative-period top ten; The
International Journal of Management Education takes its place as the largest generative-period outlet with
23. Two readings should be kept apart. As a statement about where attention now sits, this is a finding.
As a statement about the analytics programme it is weaker than it looks, because a venue can fall out of
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a top-ten list while publishing at an unchanged rate in a corpus that has tripled; the venue data are
therefore used for composition only.

Network density rises from 0.244 to 0.288, but the bridging structure changes character. In the pre-
generative network betweenness is distributed across several terms — system (0.165), data (0.125),
intelligent (0.118), analytics (0.111), tutoring (0.084) — with no single term dominating. In the generative
network generative alone carries 0.249, two and a half times the next term, with degree centrality 0.872.
A field with several bridging terms has multiple semi-autonomous conversations connecting at more
than one point; a field with one dominant bridge has a single conversation. Unlike a share statistic this
comparison is not confounded by corpus growth, since both networks are estimated on the forty most
frequent terms within their own period. The CONCOR solutions are not comparable in kind either: all four
pre-generative blocks partition the field by system type, whereas the generative solution partitions by
institutional problem, gathering twenty-two of forty terms into a single block. One generative block is
worth noting — educational, automated, feedback, tutoring, adaptive, analytics, system, enhancing,
systems — because a vocabulary that had been abandoned would dissolve into surrounding terms rather
than reassemble into a coherent structural position. Centrality scores, block memberships and the
network diagrams are given in Supplementary S8 and Figs. S1 and S2.

Topic dynamics
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Table 4
Eight LDA topics with period shares and implied annual document mass (k = 8)

Topic Leading terms 2016–22
share

2023–26
share

Mass/yr
pre

Mass/yr
post

T1 Pedagogical
agents

agent, pedagogical, design,
conversational, business

15.8% 6.2% 7.5 15.7

T2 LLMs in
teaching

language, large, models,
generative, teaching,
accounting

4.7% 12.3% 2.2 31.1

T3 Academic
integrity

academic, integrity,
generative, chatgpt, higher,
impact

3.7% 24.1% 1.8 61.0

T4 GenAI in
business

generative, higher,
challenges, business,
management

5.5% 19.9% 2.6 50.3

T5 Curriculum
and feedback

generative, curriculum,
design, feedback,
assessment

7.6% 16.8% 3.6 42.5

T6 Automated
scoring

automated, scoring,
assessment, essay,
feedback, framework

12.6% 7.7% 6.0 19.5

T7 Tutoring and
adaptation

intelligent, tutoring, system,
personalized, adaptive

22.7% 7.5% 10.8 19.0

T8 Analytics and
EDM

data, analytics, educational,
mining, student, big

27.5% 5.5% 13.1 13.9

Implied annual mass is the period share multiplied by the number of records in the period and divided by
the period exposure (7.0 and 3.5 years). Because document–topic proportions sum to one within each
period, shares are compositional and their sum across topics is fixed; mass is not. Year-wise shares are
given in Supplementary Table S8.

Two redistributions are visible, one nested inside the other (Fig. 3). The primary redistribution occurs at
the period boundary: the analytics topic (T8) falls from 35.5% of topic mass in 2016 to 3.6% in 2026, and
the tutoring topic (T7) from 22.7% to 9.1%; together the two topics that constituted the field in 2016 fall
from 58.2% to 12.7% of its topic mass. The final two columns of Table 4 show why these figures cannot
be read as descriptions of activity. Expressed as implied mass per year, T8 moves from 13.1 to 13.9 and
T7 from 10.8 to 19.0. The analytics topic holds its absolute mass almost exactly constant while losing
four-fifths of its share; every topic in the table gains mass, because the corpus grew faster than any
single topic lost share. The topic model therefore corroborates the redistribution of attention and does
not corroborate the abandonment of the earlier programme. The secondary redistribution occurs within
the generative period: academic integrity peaks at 35.2% in 2023 and falls to 21.1% by 2026 while
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curriculum design and feedback rises from 13.8% to 21.9%. The field’s initial response was defensive;
within three years it had become constructive.

Growth of convergence indicators
Table 5 reports both panels together: the share of each period’s records matching each indicator, and the
annualised output that the share implies. Read as composition the shares are informative — a reader
entering the field in 2016 met analytics vocabulary in more than a third of records, one entering in 2024
meets it in about one in twenty. Read as evidence about activity they are uninterpretable, because the
denominator grew 5.32-fold.
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Table 5
Convergence-indicator prevalence, annualised output, rate ratios and growth-adjusted index, with pre-

specified classification
Indicator 2016–

22
2023–
26

Pre
/yr

Post
/yr

RR [95%
CI]

G [95%
CI]

Class

Educational data
mining

23.1% 1.4% 11.0 3.4 0.31
[0.15,
0.58]

0.06
[0.03,
0.11]

Absolute
contraction

Learning analytics 37.8% 4.7% 18.0 12.0 0.67
[0.46,
0.95]

0.13
[0.09,
0.18]

Absolute
contraction

Intelligent tutoring 24.9% 4.5% 11.9 11.4 0.96
[0.64,
1.42]

0.18
[0.12,
0.27]

Absolute
stasis

Prediction / early
warning

9.6% 3.7% 4.6 9.4 2.06
[1.23,
3.46]

0.39
[0.23,
0.65]

Sub-
proportional

Conversational /
pedagogical agent

9.9% 4.5% 4.7 11.4 2.42
[1.49,
3.97]

0.46
[0.28,
0.75]

Sub-
proportional

Automated
feedback / scoring

8.4% 4.9% 4.0 12.3 3.07
[1.86,
5.13]

0.58
[0.35,
0.97]

Sub-
proportional

Adaptive /
personalised

16.5% 15.6% 7.9 39.4 5.02
[3.65,
6.99]

0.94
[0.69,
1.32]

Proportional

AI literacy 0.9% 3.3% 0.4 8.3 19.3
[5.99,
99.2]

3.64
[1.13,
18.7]

Super-
proportional

Ethics / policy /
governance

4.2% 20.9% 2.0 52.9 26.4
[15.4,
49.3]

4.97
[2.89,
9.27]

Super-
proportional

Academic integrity 0.3% 20.2% 0.1 51.1 358
[63.4,
14218]

67.4
[11.9,
2675]

Super-
proportional

Generative AI / LLM 0.3% 54.0% 0.1 136.6 956 [171,
37838]

180
[32.1,
7119]

Super-
proportional

n = 333 (2016–2022) and n = 885 (2023–June 2026); exposures 7.0 and 3.5 years. Share differences
carry Newcombe hybrid-score 95% intervals and are tested with two-sided Fisher exact tests at α = 0.05;
the exact p value for every indicator is given in Supplementary Table S9. All eleven differences return p < 
0.05 except adaptive / personalised (− 0.9 pp, p = 0.73). RR is the ratio of annualised rates with an exact
conditional interval; G = p₂⁄p₁ with a Katz log interval; F = 5.32. Classes follow Table 2. Intervals for the
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two rarest pre-generative indicators are very wide because their pre-generative counts are one record;
only the sign of those ratios should be interpreted.

The pattern is differential growth, not uniform displacement (Fig. 4). Of eleven indicators, two contract
absolutely, one is statistically flat, three grow more slowly than the field, one keeps pace and four grow
faster. The forms that contract are the two that depend most heavily on instrumented longitudinal data:
educational data mining falls from 11.0 to 3.4 records per year, and learning analytics from 18.0 to 12.0
with an interval whose upper bound sits just below unity, a modest contraction rather than a collapse.

Intelligent tutoring shows most sharply why the two panels must be read together. Its share falls by 20.4
percentage points, significant at any conventional level, while its annual output moves from 11.9 to 11.4
records, a rate ratio of 0.96 whose interval is entirely consistent with no change. The 20.4-point fall is a
fact about the composition of the literature, not about how much intelligent tutoring research is being
done. The same logic revises the status of the forms a share-based reading would call survivors:
conversational agents fall 5.4 points in share while rising from 4.7 to 11.4 records per year, and
automated feedback falls 3.5 points while rising from 4.0 to 12.3. Neither has declined, but both return G
well below unity, so both have been diluted — they grew at roughly half the field’s rate. Describing them
as essentially unchanged would convert a substantial proportional decline into apparent stability;
describing them as declining would convert a threefold increase in output into a loss. Neither description
is available, which is what the classification of Table 2 exists to prevent. Exactly one pre-generative
indicator survives on the stated criterion: adaptive and personalised work rises from 7.9 to 39.4 records
per year with G = 0.94 (0.69–1.32), the only indicator for which stability of share and stability of position
coincide.

Code-level prevalence, overlap and manual validation
Indicators are non-exclusive, so a code with more than one indicator has a bounded rather than a fixed
prevalence: at least the largest single indicator, at most their sum. Those bounds are given in
Supplementary Table S13. Two conclusions follow and only two. The direction of change is established
for all four measurable codes, because the sign of Δ is invariant across the admissible range of overlap;
the magnitude is not established for C5 and C7, and no point estimate of it is reported. In particular, an
additive figure of the kind obtained by summing the three C5 indicators’ percentage-point changes is not
admissible.

Whether the prevalence figures record substance as well as vocabulary was tested rather than assumed.
A sample of 200 records was drawn with equal allocation by period — 100 pre-generative and 100
generative, seed 20260630 — and coded independently by two researchers against the definitions in
Table 1, working from titles and abstracts only because that is the field on which the automated measure
operates, and blind to the automated classification. Reliability was computed before any reconciliation.
The equal allocation maximises precision within each period, so within-period proportions are unbiased
estimates of period prevalence, at the cost of making the pooled proportion across all 200 records a
quantity that is not used as an estimate of corpus-wide prevalence anywhere below.
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Table 6
Validation of the convergence-form measure (n = 200 records)

Code Inter-
coder κ

Inter-coder
agreement

κ vs.
automated

Agreement vs.
automated

C1 Substitution 0.81 97.5% −0.13 74.5%

C2 Augmentation 0.70 86.0% 0.11 59.0%

C3 Personalisation 0.95 98.5% 0.81 94.5%

C4 Generation 0.75 94.0% 0.43 77.5%

C5 Analytics 0.85 94.5% 0.82 93.0%

C6 Human–AI
teaming

0.61 97.0% 0.01 87.5%

C7 Governance 0.72 88.5% 0.59 83.5%

Pooled 0.79 93.7% 0.38 81.4%

Note: Inter-coder reliability is computed on the seven binary code decisions before reconciliation.
Consensus coding assigns a code where either coder assigned it. Agreement on the single primary-
form judgement, a seven-way rather than binary decision, is 78.0% (κ = 0.73). The automated series
compared against each code are: intelligent tutoring for C1 and C2, adaptive / personalised for C3,
the union of automated feedback / scoring and generative AI / LLM for C4, the union of learning
analytics, educational data mining and prediction / early warning for C5, conversational /
pedagogical agent for C6, and the union of AI literacy, ethics / policy / governance and academic
integrity for C7. Where Table 1 records no proprietary indicator, the nearest available series is used
and the resulting κ is reported as evidence that the code is not recoverable by vocabulary.

Inter-coder reliability is substantial and even: pooled κ = 0.79 computed on the stacked binary decisions,
with 93.7% agreement, and every code clears 0.60. The typology can therefore be applied consistently by
independent coders working from titles and abstracts. How far the automated measure recovers those
judgements determines which codes may enter a term-based growth analysis at all. It performs well
where the indicator phrase names both a technique and the function it serves — C5 at κ = 0.82, C3 at
0.81 — and fails for C1, C2 and C6, where κ is at or below zero. The reason is structural: substitution,
augmentation and teaming are functional categories with no proprietary vocabulary. Coders recognised
substitution or augmentation in 97 records while the nearest term-based indicator, intelligent tutoring,
fired on 34. A paper in which a system marks student work is coded C1 by a reader and missed by any
expression that waits for a phrase. That failure does not leave the three codes unmeasured, because the
manual coding is itself a prevalence measure and the stratified design makes it usable as one. Table 7
reports the resulting code-level series.
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Table 7
Manually coded code-level prevalence by period (n = 200)

Code Form 2016–22
(n = 100)

2023–26
(n = 100)

RR G [95% CI] Class

C1 Substitution 8.0% [4.1,
15.0]

9.0% [4.8,
16.2]

5.98 1.12
[0.45,
2.80]

Proportional

C2 Augmentation 41.0%
[31.9, 50.8]

47.0%
[37.5, 56.7]

6.09 1.15
[0.84,
1.57]

Proportional

C3 Personalisation 25.0%
[17.5, 34.3]

13.0% [7.8,
21.0]

2.76 0.52
[0.28,
0.96]

Sub-
proportional

C4 Generation 6.0% [2.8,
12.5]

28.0%
[20.1, 37.5]

24.8 4.67
[2.02,
10.78]

Super-
proportional

C5 Analytics 44.0%
[34.7, 53.8]

8.0% [4.1,
15.0]

0.97 0.18
[0.09,
0.37]

Absolute stasis

C6 Human–AI
teaming

3.0% [1.0,
8.5]

8.0% [4.1,
15.0]

14.2 2.67
[0.73,
9.76]

Proportional

C7 Governance 14.0% [8.5,
22.1]

54.0%
[44.3, 63.4]

20.5 3.86
[2.30,
6.48]

Super-
proportional

Note: Percentages are within-period proportions with Wilson 95% intervals. G is the prevalence ratio
with a Katz log interval; RR = G × F, and the interval for RR is the interval for G scaled by F, so the
classification in the final column can be read directly from the G interval. Intervals are wide because
estimates rest on 100 records per period; point estimates should not be cited alone.

All three constructs the automated measure failed to recover keep pace with the field: substitution G = 
1.12, augmentation 1.15, human–AI teaming 2.67, none of the intervals excluding or falling below unity.
Analytics returns G = 0.18 with RR = 0.97 — the same absolute stasis found at indicator level for
intelligent tutoring, now observed for the analytics construct as a whole and by human readers rather
than a regular expression. Personalisation is the case where the two instruments disagree: as a term-
based indicator it returns G = 0.94 and keeps pace, as a construct requiring an individual learner model it
returns 0.52 and does not. The intervals overlap between 0.69 and 0.96, so the estimates are not
statistically incompatible, and the difference has a substantive reading: generative-period papers use the
vocabulary of personalisation far more often than they build the learner model that C3 requires.

One reliability result belongs alongside these figures. The coders diverged on whether a record was
codable at all — 17 flags against 54, with 14 in common and 78.5% agreement — a difference in coder
severity rather than an artefact of the missing abstracts, which are absent for 42.5% of the sample and
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distributed similarly across both coders’ flags. Both coders returned assignments for all 200 records, so
Table 7 is complete; two sensitivity analyses bound the risk. Excluding the 14 records both flagged
moves the estimates to C1 1.23, C2 1.25, C3 0.57, C5 0.20, C6 2.54; excluding all 57 either flagged gives
1.39, 1.15, 0.64, 0.23 and 1.23. The ordering is unchanged under both restrictions and C5 remains an
order of magnitude below the field, though C3’s interval crosses unity in the restricted sets, which is why
it is treated below as a boundary case.

The management education subcorpus
Corpus B (n = 287) contains 7 pre-generative records, so the period comparison conducted for Corpus A
cannot be conducted for the subfield. It is equally important that those 7 records are not read in the
opposite direction, as evidence that pre-2023 management education work is scarce. Corpus B is nested
within Corpus A, whose pre-2023 block was retrieved with general-education technology vocabulary; a
pre-2023 management education literature organised around business simulation, decision support
systems or assurance of learning would not have been retrieved whether or not it exists. The number is a
property of the retrieval design, not a measurement of the subfield.

What the corpus does support is a cross-sectional comparison. Generative-period vocabulary in Corpus
B is dominated by business (113), management (74), accounting (60), generative (55) and adoption (22) —
the disciplinary-integration cluster rather than the integrity terms that dominate the general corpus, and
containing essentially none of the analytics vocabulary that dominates Corpus A’s pre-generative period.
The inheritance argument therefore takes one form and no stronger: management education began
publishing at a moment when the general literature it drew on was composed as the right-hand column
of Table 5 describes, and what it imported was that composition. Whether the subfield also had an
earlier tradition of its own is a separate question this corpus cannot answer.

Discussion

Differential growth
The generative turn redistributed the field’s attention comprehensively and reduced its absolute research
activity hardly at all. On the composition side the change is as complete as any bibliometric record is
likely to show: the leading venue changed, thirteen of the twenty-two most frequent title terms were
replaced, the block structure moved from a partition by system type to a partition by institutional
problem, and a single term acquired a bridging centrality no term held before. On the activity side, eight
of eleven indicators publish more records per year than in the earlier period; of the three that do not, the
two most dependent on instrumented longitudinal data fall significantly, while intelligent tutoring holds a
rate statistically indistinguishable from its earlier one.

The correct description is differential growth. The field grew 5.32-fold and its earlier programme did not
grow with it. Framing this as displacement, in the sense of one programme evicting another, overstates
it: under a union retrieval that exposes both periods to both vocabularies even the contraction of learning
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analytics becomes twofold growth. What survives every retrieval design and both measurement
instruments is the growth-adjusted comparison, and it is a statement about relative rather than absolute
abandonment. A prosaic institutional reading fits better than a Kuhnian one (Kuhn 1962). Research
capacity is finite in the short run but expands in response to opportunity, and a technology that becomes
available to every instructor and student at once generates a large stock of immediately publishable
questions that draws in new capacity rather than only reallocating existing capacity. Almost nothing was
cannibalised outright; almost nothing kept up either, because the new questions could be answered
without the instrumented platforms and longitudinal datasets the old ones required.

Substrate portability
The ordering in Tables 5 and 7 is not random with respect to how the forms are defined. Table 8
classifies them on two attributes assigned from their definitions in Table 1: whether the form is defined
by an educational function or by a technique, and whether instantiating it requires instrumented
longitudinal behavioural data. Panel A covers the pre-generative indicators of the term-based measure;
Panel B the pre-generative constructs of the manual coding. Generative and governance forms are
excluded from both, being the arrivals against which the others are compared rather than candidates for
survival.
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Table 8
Attributes of pre-generative convergence forms and growth outcome

Form Definition Requires instrumented
longitudinal data

G [95%
CI]

Class

Panel A. Indicator level —
term-based measure

       

Educational data mining Technique Yes 0.06
[0.03,
0.11]

Contraction

Learning analytics Technique Yes 0.13
[0.09,
0.18]

Contraction

Intelligent tutoring Technique Partly 0.18
[0.12,
0.27]

Stasis

Prediction / early warning Function Yes 0.39
[0.23,
0.65]

Sub-
proportional

Conversational /
pedagogical agent

Function No 0.46
[0.28,
0.75]

Sub-
proportional

Automated feedback /
scoring

Function No 0.58
[0.35,
0.97]

Sub-
proportional

Adaptive / personalised Function Not as detected by
vocabulary

0.94
[0.69,
1.32]

Proportional

Panel B. Code level —
manual coding

       

C5 Analytics Function Yes 0.18
[0.09,
0.37]

Stasis

C3 Personalisation Function Yes — individual learner
model

0.52
[0.28,
0.96]

Sub-
proportional

C1 Substitution Function No 1.12
[0.45,
2.80]

Proportional

C2 Augmentation Function No 1.15
[0.84,
1.57]

Proportional

C6 Human–AI teaming Function No 2.67
[0.73,
9.76]

Proportional
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The two panels separate what the indicator-level analysis alone could not. In Panel A both attributes vary
and the outcomes order monotonically: technique-defined and data-dependent forms at the bottom,
function-defined and data-independent forms at the top, and the single case that is function-defined but
data-dependent — prediction and early warning — between them, closer to the bottom than its functional
definition alone would predict. In Panel B the first attribute does not vary at all, because every code in the
typology is defined by an educational function; yet the outcomes still order, and they order on the second
attribute alone. The two codes that presuppose instrumented longitudinal data sit at 0.18 and 0.52, the
three that do not at 1.12, 1.15 and 2.67. Functional definition is a property of how a form is named and
does useful work at the level of vocabulary; infrastructural dependence is a property of what a form
requires in order to exist, and it is what determines whether the form survives a change of substrate.

Personalisation is where the panels part company, and the divergence is the account’s strongest
evidence rather than an inconsistency in it. Measured by vocabulary, adaptive personalisation looks
infrastructure-free and keeps pace at G = 0.94; measured as the construct C3, which requires an
individual learner model and therefore an instrumented platform, the same form falls to 0.52 and joins
the data-dependent group. This is one research form, measured twice, crossing the predicted boundary
exactly when the definition carrying the infrastructural requirement is applied. The account generates a
testable prediction: where a new substrate supplies the missing infrastructure — for instance where
generative systems are coupled to institutional data platforms — the data-dependent forms should
recover, and C3 should recover before C5. Because the classification was assigned from the operational
rules before the code-level tabulation but was not pre-registered, the result of Table 7 is corroboration
rather than confirmation.

Two further implications follow. The outgrown work was not completed: prediction of student difficulty,
early warning and data-driven diagnosis were open problems in 2022 and remain open, the difference
being that they are now pursued at a fraction of the field’s rate rather than at its centre. The distinction
between unfinished and outgrown and finished has not been drawn in the review literature, which treats
the generative period as an undifferentiated expansion. And the generative-period literature is
structurally less differentiated than its predecessor despite being three times larger, which is itself a
scientometric finding about what rapid growth around a single technology does to a field’s internal
organisation.

Implications for a late-entering subfield
The practical question for a business school is not whether analytics knowledge exists but what arrives
when it imports the current literature, and that is answered by composition: analytics vocabulary appears
in about 5% of the records a 2024 entrant encounters against 38% for a 2016 entrant. A school adopting
the contemporary literature as its evidence base receives a repertoire in which diagnostic capability is a
residual category, even though the underlying research continues at close to its earlier volume — roughly
12 records a year inside a field publishing 253. The material exists and is being added to, but it is not
indexed by the venues, terms or reviews a newcomer would consult first. The recommendation is a
search strategy rather than a research programme, and a school that assumes otherwise will rebuild
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what it could have adopted. More generally, the case illustrates a hazard that applies wherever a subfield
enters an established literature late: what it inherits is the composition of that literature at the moment
of entry, and composition and activity diverge sharply in periods of rapid growth.

Conclusion, limitations and future work
Across a decade, AI–education research grew 5.32-fold and its founding programme did not grow with
it. Of seven pre-generative research forms, two contracted in absolute annual output, one held level, three
grew at between a fifth and three-fifths of the field’s rate, and one kept pace; at code level the analytics
construct held its output constant at 18% of the field’s growth while substitution, augmentation and
human–AI teaming kept pace. The forms that travelled best did not depend on instrumented longitudinal
data. Methodologically, the study shows that share differences cannot support claims about the
trajectory of a research programme in a rapidly expanding literature, that the share ratio is the growth-
adjusted quantity and is safe to use, and that estimating network and block structures separately by
period rather than pooling is necessary to see the redistribution at all.

Several limitations bound the claims. The corpus analysed here is a reconstruction. The original retrieval
yielded 1,268 records, 305 pre-generative and 963 generative; re-executing the screening rules on the raw
exports, which is what makes the corpus auditable record by record, yields 1,218, 333 and 885. Every
figure reported in this paper is computed on the reconstruction. The two sets differ by 3.9% in total but
by more in composition, and the field growth ratio falls from 6.31 to 5.32 as a result; that direction is
conservative for the central claim, because a smaller benchmark raises every growth-adjusted index
rather than lowering it. The counts underlying Table 5 are implied by prevalence figures and period totals
rather than tabulated independently, and should be verified against record-level data in any replication;
the growth-adjusted index is unaffected, since it is computed on proportions. The classification of
Table 8 was assigned from the operational rules rather than pre-registered, so the portability account is
abductive. The code-level series rests on 100 records per period, so its intervals are wide, and the coders
disagreed materially on codability, which the sensitivity analyses bound but do not eliminate. The coding
instrument also exists in two versions whose treatment of C6 differs, one admitting conversational and
pedagogical agents to the code and one restricting it to symmetric collaboration as Table 1 requires;
both are deposited, and the C6 estimate should be read as sensitive to that difference. The corpus draws
on three sources rather than one curated index; Google Scholar returns only the 1,000 most-cited items
per query, Crossref includes non-refereed material, and Scopus retrieval was narrower. Abstracts were
available for 746 of 1,218 records, so topic modelling was estimated over titles, which are semantically
sparse, and the eight-topic solution is a coarse partition. Query imprint remains the most serious threat
to the central comparison; the checks reported above preserve the growth-adjusted ordering but not the
absolute-contraction finding for learning analytics, which is design-dependent and reported as such.
Author, institution and country analysis was not possible because the retrieval tool does not supply
affiliation fields.

Four extensions follow. Record-level recomputation of code-level unions would replace the overlap
bounds reported above with point estimates. Extending the manual coding beyond 200 records would
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narrow the intervals of Table 7 and settle whether C3 is a boundary case or a genuine member of the
data-dependent group. A dedicated pre-2023 retrieval for the management education subfield —
combining its domain vocabulary with both the pre-generative technology terms and its own analytic
tradition, or sweeping its core journals exhaustively by ISSN where index access is constrained — would
convert the subfield argument from supply-side inference into measurement. And the mechanism
proposed here invites an author-level test: whether researchers active in learning analytics before 2023
migrated to generative topics, continued in place, or exited, and whether those who continued did so
where institutional data infrastructure was available to them. More broadly, the growth-adjusted index
and the pre-specified classification are not specific to this literature. Any field undergoing rapid
expansion around a new technology presents the same inferential hazard, and the same two-panel
reading — share for composition, annualised count for activity — is available wherever period boundaries
can be defined.
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Figure 1

PRISMA 2020 flow diagram of corpus construction, adapted for bibliometric synthesis. Screening
operated on title, abstract and keyword fields; retrieval exports, the screening script and the record-level
log of excluded records with reasons are provided as Supplementary S3, S4 and S9.
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Figure 2

Annual output and citations, 2016–2026. The pre-generative period sustains 30–60 records per year;
output reaches 279 in 2025.

Figure 3

Topic shares over time. Two redistributions are visible: one at the period boundary, one within the
generative period.
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Figure 4

Growth-adjusted index with 95% confidence intervals. Values left of the dashed line indicate no absolute
growth; values overlapping the solid line indicate growth at the field’s own rate.
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