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Abstract

Structured clinical interviews such as the Montgomery-Asberg Depression Rating Scale (MADRS) are central to depression assessment, yet their routine use
is limited by time constraints and variability in administration. Conversational large language models may support standardized symptom assessment, but
their feasibility, validity, and interaction-related biases in clinical settings remain unclear. We evaluated MADRS-Chat, a text-based chatbot designed to
administer the MADRS interview and generate symptom-level scores using a clinician-trained scoring model. In a prospective observational study of
psychiatric in- and outpatients, we assessed patient and clinician acceptability, feasibility of chatbot-administered interviews, and agreement between
chatbot-derived MADRS scores, clinician-rated MADRS scores, and patient self-rated MADRS-S scores. MADRS-Chat was well accepted by both patients and
clinicians, and chatbot-derived scores showed meaningful agreement with human ratings. Qualitative feedback suggested that the anonymous, written
format facilitated more open and detailed disclosure of depressive symptoms. However, chatbot-administered interviews systematically yielded higher
severity scores than clinician ratings, indicating that conversational format and perceived anonymity may shift patient response style. This bias was
substantially reduced through lightweight post-hoc calibration. These findings suggest that conversational Al can support structured psychiatric assessment
in real-world clinical care when deployed within clearly defined clinical boundaries. They also show that the mode of symptom elicitation can itself influence
reported severity, underscoring the need for explicit validation, calibration, and bias assessment before clinical implementation.

Introduction

Depression is frequently underdiagnosed due to non-specific presentations and underreporting, and insufficiently monitored because of limited consultation
time, diagnostic complexity, and lack of routine measurement-based follow-up®. Structured clinical questionnaires, such as the Montgomery-Asberg
Depression Rating Scale (MADRS?), are well-established tools to assess depressive symptom severity®. However, they are time-intensive, require trained
personnel, and are not routinely conducted across psychiatric settings, leading to variability in symptom documentation and treatment monitoring*®. Recent
advances in artificial intelligence (Al), particularly large language models (LLMs), offer new possibilities for improving access to standardized assessments
through conversational agents (“chatbots”). These Al-assisted systems may support the collection of symptom-related information in a scalable and
resource-efficient manner®’. While such tools have shown promise in simulating human-like interaction®, their application in clinical settings raises important
methodological questions regarding validity and acceptabiliy®, underscoring the need for clinically grounded implementations.

In a recent study, we demonstrated that a fine-tuned BERT (MADRS-BERT) was able to predict individual MADRS subscores with accuracies of up to 88% and
a mean absolute error (MAE) as low as 0.7 across items when compared to expert clinical ratings'®. This symptom-level modeling offered an interpretable
and scalable framework to assess depressive severity from structured dialogue. However, MADRS-BERT operated post-hoc on existing transcripts and did not
participate in real-time assessment. Building on this foundation, we now evaluate whether a text-based LLM conversational agent (CA) can administer the

MADRS interview directly to psychiatric patients’. Drawing on established technology acceptance frameworks'"2

, emphasizing perceived usefulness, ease
of use, and trust as key determinants of adoption, we examined the feasibility, acceptability, and clinical agreement of this system'3. This system engages
directly with users, enabling interactive, real-time collection of depressive symptomatology, and investigation of how conversational formats may influence

symptom expression.

Methods

This study evaluated the feasibility, acceptability, and clinical validity of MADRS-Chat, a structured LLM-assisted conversational agent (CA) designed to guide
patients through the nine MADRS items while generating item-level scores using the previously developed MADRS-BERT'® model. As MADRS-Chat directly
builds on MADRS-BERT, we first externally validated the scoring model by assessing agreement between model-generated and clinician-assigned scores. We
then examined the feasibility and acceptability of MADRS-Chat and its agreement with clinician ratings based on the chatbot interview transcripts (Fig. 1A).
The study was conducted as a single-arm, exploratory, prospective observational study and was conducted in a real-world psychiatric clinical setting.

Ethical considerations and participants

The study was conducted at the Psychiatric University Hospital Zurich, Switzerland, recruiting psychiatric inpatients and outpatients. The study was reviewed
and approved by the Kantonale Ethikkommission Ziirich (Cantonal Committee Zurich), Gesundheitsdirektion des Kantons Zirich, Switzerland (BASEC: 2025
-01252), and was conducted according to the Declaration of Helsinki. All participants provided written informed consent. Inclusion criteria were age 18-65
years, fluency in (Swiss-) German, current psychiatric treatment (inpatient, outpatient, or day clinic), ability to provide informed consent, and clinically
reported depressive symptoms or a diagnosis of depressive episode (ICD-10: F32.0-F32.2) or recurrent depressive disorder (F33.0—-F33.2). Exclusion criteria
included organic mental disorders (FO1-F09), schizophrenia spectrum and other non-mood psychotic disorders (F20-F29), depressive episodes with
psychotic symptoms (F32.3/F33.3), intellectual disability (F70-F79), critical illness, severe head injury, or any condition compromising safety or study
compliance.

MADRS-BERT external validation

Structured MADRS interview data was collected from N = 30 psychiatric inpatients and pre-processed as described previously'® (see Supplementary Material
S1 and Supplementary Table 1). MADRS-BERT'? was used to predict item-level scores (0-6). Eight clinicians (AC, NP, LK, BP, JGM, LA, TW, GK), blinded to the
model predictions and to each other’s ratings, assigned MADRS item scores based solely on the interview transcript. The reference score per item was
defined as the mean clinician rating (Supplementary Table 2). Interrater reliability was calculated using intraclass correlation coefficients (ICC) and
Krippendorff’s alpha, evaluating both clinician-clinician agreement and model-clinician agreement.
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MADRS-Chat Technical Details

MADRS-Chat is a structured LLM-assisted CA designed to guide psychiatric patients through a standardized MADRS-based assessment of depressive
symptoms. The system follows a predefined rule-based dialogue structure with an architecturally separated design in which a generative model
(https://huggingface.co/meta-llama/Llama-3.1-8B-Instruct) guides the interaction, while symptom scoring were handled by MADRS-BERT'?. Interviews were
conducted on a laptop under human supervision in clinical settings (Fig. 1B; Supplementary Video). Further technical details are provided in Supplementary
Material S2.

Acceptability and Feasibility

At the study visit, patients first completed a self-assessment using MADRS-S® and subsequently interacted with MADRS-Chat. Acceptability was assessed
using structured self-report questionnaires completed by both patients and clinicians. Patients rated their experience using a six-items usability and
satisfaction questionnaire adapted from established digital health frameworks and prior CA evaluations®'"2. In addition, patients completed an adapted
version of the six-item Working Alliance Inventory (WAI-6'%). Items related to therapeutic progress were omitted. Optional qualitative feedback was collected
from patients, focusing on positive aspects of the interaction and potential areas for improvement. Patients received CHF50 (~ 65US-Dollar) compensation.

Clinicians completed a six-item satisfaction questionnaire adapted from Heinz®, focused on usability and perceived value of the CA in a psychiatric setting.
Furthermore, clinicians evaluated transcript quality (appropriateness, factuality, empathy) using a seven-item Likert scale. Lastly, clinicians assigned MADRS
item scores from the CA interview transcript using MADRS rating criteria based solely on the verbal content.

Feasibility was assessed through completion rates, interview duration, and total word count. All questionnaires are provided in Supplementary Tables 3-5.

Clinician Evaluation

To assess clinical agreement, MADRS-Chat derived scores were compared with clinician-rated MADRS and patient self-rated MADRS-S scores at both item
and total levels using Pearson correlations, paired statistical tests, and Bland-Altman analyses.

Post-hoc calibration on conversational agent interview domain

Although MADRS-Chat demonstrated strong agreement with clinician ratings, systematic differences in absolute score levels were observed (see Results),
with the CA tending to assign higher severity scores. This pattern was not observed during prior external validation on clinician-led interview transcripts,
indicating a context-dependent shift associated with interview modality. The written conversational format elicited more detailed and expressive responses,
likely altering the input distribution presented to the scoring model and reflecting a modality-specific covariate shift between clinician-led (oral) and CA-led
(written) interviews. To correct for this systematic shift while preserving the underlying scoring model, a post-hoc calibration procedure was applied using
clinician ratings as the reference standard. Calibration consisted of a global bias-correction adjustment to account for score inflation while minimally
affecting relative differences across participants and items. This approach preserved rank-order information and reduced the risk of overfitting to the
clinician-rated calibration sample.

Results

Study population

Thirty-two (32) patients were recruited. Two did not complete participation (one early discharge, one exclusion due to medical burden), resulting in a final
sample of 30 patients. Of these, 26 were inpatients and four outpatients. The sample included N =21 females and mean age was 31 + 12 years (range 18—
61). Detailed demographics are provided in Supplementary Table 6.

MADRS-BERT external validation

Eight clinicians independently rated the 30 MADRS interview transcripts. Mean total clinician-rated MADRS scores (mean = 16.3, SD = 8.6) and MADRS-BERT
predictions (mean = 18.9, SD = 5.5) were comparable across items, with the model assigning slightly higher scores on the topic sleep disturbances, loss of
appetite, lassitude, and suicidal ideations. Inter-clinician agreement across the nine MADRS items was high (mean ICC = 0.92). Agreement between MADRS-
BERT and mean clinician ratings was slightly lower (mean ICC = 0.78), indicating that the model aligns closely but not identical with the clinical reference.
Krippendorff’s alpha mirrored this pattern, confirming good overall reliability between clinicians and the model. Reliability and agreement metrics are
summarized in Supplementary Table 2. Mean item-level scores are shown in Fig. 1C; topic distributions are provided in Supplementary Figure S2.

Feasibility

Two participants did not complete all topics (7/9 and 5/9) due to technical issues. Mean interview duration was 48.2 + 19.8 minutes (excluding the first three
participants affected by a technical timing artifact). Topic-level analyses showed the longest discussions for suicidal ideation (mean = 8.4 + 4.8min), and the
shortest for emotional numbness (4.2 + 2.0min). Patients engaged in 45.1 + 4.7 conversational turns and produced a mean of 594.9 + 364.0 words per
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interview. Higher word counts were observed for emotionally salient topics such as suicidal ideation and pessimistic thoughts (84.4 + 64.6 words), whereas
more concrete symptom domains, such as loss of appetite (53.8 + 44.4 words) elicited shorter responses (Table 1).

Table 1

Feasibility Measures. Feasibility outcomes include overall interview duration, and mean time
spent per MADRS topic. User engagement is summarized by total word count per interview
and mean word count per topic. All values are reported as mean + standard deviation.

Topics Interview duration (min) Word count
Mean time per topic (minutes)  Per topic word count
Reported sadness (N = 27) 431+2.12 69.70 +48.77
Inner tension (N = 26) 5.09+227 65.27 +49.70
Sleep disturbances (N = 27) 4.56+3.11 59.63+51.74
Loss of appetite (N =27) 4.32+2.65 54.70 + 43.91
Difficulties concentrating (N=26) 4.42+2.36 55.14 +36.37
Lassitude (N = 26) 5.87+3.04 70.29 £ 56.59
Emotional numbness (N = 26) 415+1.95 48.14+£30.83
Pessimistic thoughts (N =27) 6.32+2.80 84.83+63.54
Suicidal ideations (N = 27) 8.42+4.75 104.31+98.37
Total (N = 30) 48.21+19.79 594.93 +364.01

Acceptability
User Acceptance and Session Alliance

Patients reported overall positive acceptance and a strong perceived alliance with MADRS-Chat (Fig. 2A). Ease of use was rated highly (mean = 5.90, SD =
1.2; 83% agreement). Ratings of usability (mean = 4.3, SD = 1.58; 47% agreement) and enjoyment (mean = 4.23, SD = 1.79; 43% agreement) were more mixed.
Alliance-related dimensions were strongly endorsed, particularly respect (mean = 6.67, SD = 0.84; 97% agreement) and appreciation (mean = 5.33, SD = 1.69;
80% agreement). Overall satisfaction was moderate (mean = 4.53, SD = 1.59; 50% agreement).

User Satisfaction

Patient satisfaction showed a differentiated pattern across interaction features (Fig. 2B). Usability was rated highly, including ease of learning (mean = 6.4,
SD =0.77; 97% agreement) and intuitiveness (mean = 5.83, SD = 1.21; 83% agreement). Interaction-related aspects were rated lower. Perceived helpfulness
was mixed (mean = 4.1, SD = 1.56; 37% agreement), and conversational naturalness received the lowest ratings, particularly regarding repetition (mean = 3.33,
SD =1.84; 63% disagreement) and resemblance to a therapist interaction (mean = 3.03, SD = 1.88; 67% disagreement). Willingness for personal use was
moderate (mean = 4.4, SD = 1.83; 50% agreement).

Clinicians reported consistently positive evaluations (Fig. 2C). Ease of learning (mean = 6.33, SD = 0.66) and intuitiveness (mean = 5.8, SD = 0.96) received
unanimous agreement. Clinical usefulness was rated highly (mean = 5.77, SD = 1.38; 80% agreement). Most clinicians agreed that the system retrieved
relevant information (mean = 4.83, SD = 1.09; 63% agreement) and would consider using it in practice (mean = 5.73, SD = 1.62; 77% agreement). Overall
satisfaction was high (mean = 5.23, SD = 1.19; 70% agreement).

Clinical Validity

Clinician evaluations indicated high perceived response quality across appropriateness (mean = 5.87, SD = 0.81), factual accuracy (mean = 5.74, SD = 0.79),
and empathy (mean = 5.73, SD = 1.05) (Fig. 3A). Most ratings were within the agree range (90-94%). Item-level distributions are shown in Supplementary
Figure S3. MADRS-Chat total scores (mean = 35.4, SD = 6.4) correlated with clinician-rated (mean =23.1, SD =8.7;r=0.76, P< 0.001) and self-rated MADRS
scores (mean =25.2, SD =8.2; r=0.37, P = 0.042) (Fig. 3B). However, MADRS-Chat produced significantly higher total scores than both clinician and self-
ratings (Wilcoxon signed-rank, P < 0.001), whereas clinician and self-ratings did not differ (Fig. 3C).

Bland-Altman analyses showed a systematic positive bias of MADRS-Chat relative to clinician ratings (mean bias = + 12.3; limits 1.16 to 23.44) and self-
ratings (mean bias =+ 10.17; limits - 6.10 to 26.44). In contrast, clinician and self-ratings demonstrated minimal bias (- 2.13; limits - 19.46 to 15.19).
Following post-hoc bias correction (Methods), mean MADRS-Chat scores (mean = 26.6, SD = 6.1) no longer differed significantly from clinician or self-ratings.
Bland-Altman analysis confirmed substantial reduction of systematic bias relative to clinician ratings (mean bias = + 3.53; limits - 7.30 to 14.36) and self-
ratings (mean bias =+ 1.40; limits - 14.12 to 16.92) (Bland-Altman plots in Supplementary Figures S4 and S5). Table 2 presents item-level and total MADRS
comparisons between clinician ratings and MADRS-Chat, and bias-corrected MADRS-Chat, including item-level P-values adjusted for multiple comparisons
using false discovery rate. Analyses involving patient self-ratings are provided in the Supplementary Tables 7 and 8.
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Table 2
Item-level and total-score comparisons between MADRS-Chat and clinician-rated MADRS. Values are reported as mean * standard deviation (SD) for clinic
Chat, and bias-corrected MADRS-Chat. Associations between MADRS-Chat and clinician ratings are quantified using Pearson correlation coefficients (r). Dif
conversational agent ratings and clinician ratigns were assessed using Wilcoxon signed-rank tests, with test statistics (W) and associated P-values. For iten
values were adjusted for multiple comparisons using the Benjamini—Hochberg false discovery rate (FDR) procedure.

Total Suicidal Pessimistic  Emotional Lassitude Difficulties Loss of Sleep Inner Reported MADF
ideations thoughts numbness concentrating  appetite disturbances tension sadess Item
30 29 30 28 28 29 30 30 30 30 N
23.07 221(x1.9) 253(+1.3) 257(+1.6) 286(+1.4) 279 (+1.3) 210(+2.0) 2.33(x13)  3.03(z 317 (¢ Clinic
(£8.7) 0.9) 1.3)
3537 4.03(x1.4) 427(x09) 354(+12) 436(x12) 4.03(x1.2) 3.80(x1.4) 397(x12)  4.10(¢ 6.07 (+ MADF
(+6.4) 1.0) 1.1) Chat
2660 3.03(x1.4) 327(x09) 253(x12) 336(x12) 3.03(x1.2) 28(+1.4)  297(x12)  3.10(¢ 3.10 (¢ MADF
(+6.1) 1.0) 1.0) Chat
(bias-
corr)
0.76 0.49 0.43 0.49 0.53 0.73 0.71 0.42 0.44 0.22 Pears
(P= <) (Pag=0.007)  (P,g=0.018)  (P,g=0.008)  (P,4=0.004)  (P,4<0.001) (Pag<0.001)  (P,=0.24) (Ppg=0.21)  (Pg=0.23) r
0.001
W=0, W=26P,; W=45P,; W=185 W=6,P,y  W=6.5P,y W=45P,5; W=9,Py W =14, W=395  Clinic
P< <0.001 <0.001 Pag; =0.004  <0.001 <0.001 <0.001 <0.001 Pagj Pag=0.004  vs.
0.001 <0.007 MADF
Chat
W= W=55P,; W=48,P,; W=1365  W=94,P,; W=57,P, W =555, W=735P,; W=87, W=1225, Clinic
§8, P =0.05 =0.04 P,q;=0.96 =0.09 =0.27 Pyq;=0.05 =0.06 Paq;=0.82 P,q;=0.80 vs.
0.003 MADF
Chat
(bias-
corr)

Semi-structured qualitative feedback

In open-ended feedback, anonymity emerged as a central theme. Many participants reported that the written format allowed them to speak more openly
about sensitive experiences, facilitating honesty and disclosure without fear of judgment. Writing rather than speaking was described as helpful for
structuring thoughts and reflecting on emotions. Patients further emphasized the CA's empathetic and responsive interaction style, describing a sense of
being heard. The polite tone, reflective summaries, and targeted follow-up questions were frequently contrasted with static questionnaires and experienced
as more engaging for self-reflection. Additional positive aspects included clear language, robustness to typos, conversational continuity, and the inclusion of
crisis hotline information, which was perceived as reassuring.

Patients also identified areas for improvement. The most frequently mentioned issue was repetition, which some participants found tiring or disruptive to
conversational flow. Some participants reported contextual understanding difficulties when responses contained multiple elements, as well as occasional
response latency.

Discussion

In this study, we evaluated the feasibility, acceptability, and clinical agreement of MADRS-Chat, an LLM-based CA administering the MADRS in a real-world
psychiatric setting. Two main findings emerged. First, MADRS-Chat was feasible and well accepted. Patients reported high ease of use and perceived
alliance, particularly feeling treated respectfully, and clinicians rated responses as appropriate, accurate, and empathetic. Second, MADRS-Chat scores
showed meaningful agreement with clinician and self-ratings but demonstrated a systematic positive bias in absolute severity. This bias was not observed in
prior validation on clinician-led transcripts, suggesting a modality-dependent effect. Qualitative feedback indicated that the written, anonymous format
elicited more detailed and emotionally expressive disclosures. Post-hoc calibration corrected this shift while preserving relative differences, supporting the
interpretation that the discrepancy reflected calibration rather than loss of validity. Together, these results position MADRS-Chat as a complementary tool for
structured symptom assessment, particularly for standardized monitoring or pre-visit screening.

61516 rather than structured clinical

Most prior conversational Al systems in mental health have focused on intervention-oriented applications
assessment’”'8, Across these studies, users generally report high ease of use, perceived support, and appreciation for the low-threshold nature of chatbot
interactions, while recurrent barriers include repetition, interaction fatigue, response latency, and declining engagement over time. Our findings align closely
with this literature. MADRS-Chat demonstrated high acceptability and perceived alliance among patients, as well as strong clinician endorsement of response
quality. At the same time, open-ended feedback highlighted similar limitations, particularly repetitiveness and occasional contextual misunderstandings.
Importantly, these constraints may have different implications depending on the system'’s purpose. In intervention-focused systems, sustained engagement
and perceived therapeutic benefit are central, making repetitiveness particularly detrimental.’® In contrast, for structured assessment and monitoring,
interactions are time-limited and goal-directed, potentially making such limitations more tolerable.
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In terms of assessment design, many prior approaches have adapted validated questionnaires?® into structured conversational formats. While these studies
demonstrate that conversational delivery can preserve overall psychometric properties, amplification of symptom severity has been observed in some CA-

based assessments’82

, underscoring that conversational formats may introduce modality-dependent effects requiring calibration. Evidence from
intervention-focused CA research suggests that effectiveness depends less on whether systems are rule-based or LLM-based, and more on how structure,
constraint, and interactional flexibility are combined?2. Together, these findings support hybrid architectures that preserve clinical structure while allowing
conversational flexibility??, aligning closely with the design of MADRS-Chat, where conversational guidance and symptom scoring were architecturally
separated. Together, these studies support a growing consensus that Al systems for psychiatric assessment benefit most from hybrid architectures, i.e.,
using LLM-based conversational interfaces for data collection while leaving scoring and potential interpretation to a clinically grounded, domain-specific
model.

Although MADRS-Chat demonstrated strong agreement with human ratings, the conversational format introduced a systematic positive bias in absolute
severity scores. Importantly, this bias was not observed during prior validation on clinician-led interview transcripts, suggesting that it was not intrinsic to the
scoring model but emerged from the conversational assessment modality itself. The written, interactive format likely altered the linguistic input distribution,
constituting a modality-specific covariate shift?*. Notably, this interaction-induced bias was effectively corrected through a lightweight post-hoc calibration,
aligning absolute score levels while preserving rank-order correlations. This indicates that the discrepancy reflected calibration rather than loss of clinical
validity and highlights the necessity of bias-aware validation when conversational systems are used for symptom measurement?®. Prior work in medical Al
has shown that even when LLMs align closely with guidelines or expert judgments, they may exhibit stable directional distortions driven by contextual
framing or interaction dynamics?>2%. More broadly, risks in LLM-based mental health systems appear to increase when interaction, reasoning, and decision-
making are tightly coupled?’. In line with this, MADRS-Chat separates the conversational model from the scoring model'?, thereby constraining where and
how bias can arise. Within this constrained scope, bias becomes measurable, interpretable, and correctable, supporting the view that to date conversational
Al may be particularly suited for standardized symptom assessment and monitoring.

Lastly, it is important to consider why this systematic bias emerged. Our findings suggest that the conversational format itself shaped symptom disclosure.
Compared with clinician-led interviews, patients produced more detailed, and emotionally expressive responses. This pattern aligns with qualitative evidence
indicating that conversational Al is often experienced as emotionally safe and disinhibiting, partly due to perceived anonymity?®. Clinically, such increased
openness provides a plausible explanation for the observed inflation in severity scores. Notably, this interaction dynamic resembles elements of a digital
therapeutic alliance??, including perceived empathy, respect, and feeling heard, even in a system explicitly designed for assessment rather than therapy.
Similar disclosure-enhancing effects have been reported in prior CA-based assessment work, where anonymity and scalability facilitated engagement with

sensitive mental health topics'”.

Several limitations should be considered. First, the study was primarily designed to assess feasibility and acceptability, and the sample size was not powered
for definitive conclusions regarding clinical validity. Second, detailed sociodemographic variables were not systematically collected. Although the clinical
sample was heterogeneous, the absence of structured data on socioeconomic background, ethnicity, and gender or sexual minority status limits conclusions
regarding equity and differential performance. In addition, participation may have introduced selection bias, as individuals willing to enroll could be more
receptive to Al-based tools; however, financial compensation may have mitigated this effect. Third, the evaluation was cross-sectional and limited to a single
session. The stability, sensitivity to change, and potential drift of symptom estimates during longitudinal use remain unknown and should be examined in
future monitoring studies. Fourth, both the CA and transcript-based clinician ratings relied exclusively on written content, whereas several MADRS items
traditionally incorporate non-verbal cues such as facial expression, prosody, and psychomotor behavior. Consequently, in-person clinician ratings might differ
from transcript-based assessments. Future work should explore multimodal extensions. Finally, calibrating MADRS-Chat to clinician ratings enhances
comparability with current clinical standards but does not eliminate potential bias inherent to clinician judgment itself.

In conclusion, this work positions MADRS-Chat within a growing but still underdeveloped space between traditional clinician-led assessment and fully
autonomous mental-health CAs.

Our findings suggest that structured symptom assessment represents a clinically tractable application of conversational Al in psychiatry. However,
conversational assessment is not a neutral translation of existing formats: the interaction itself shapes symptom disclosure. Increased openness may
enhance sensitivity but can also systematically shift severity estimates, underscoring the need for bias-aware validation and calibration. By separating
conversational interaction from symptom scoring, MADRS-Chat provides a pragmatic framework for integrating LLMs into psychiatric workflows while
preserving transparency and clinical oversight.
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Figure 1

Study overview, conversational agent interface, and external validation of MADRS-BERT. (A) Schematic of the study workflow. Patients completed a
structured MADRS interview using MADRS-Chat; feasibility and acceptability were assessed from both patient and clinician perspectives, and clinicians
additionally evaluated the professional quality of conversational agent generated interviews based on transcript review. (B) Example screenshots of the
MADRS-Chatinterface illustrating the guided assessment (e.g., items on sleep and inner tension). A video can be found in Supplementary Material. (C)
External validation of MADRS-BERT: mean MADRS item scores across topics shown as mean * standard deviation (SD), with each line representing one rater
(*black = MADRS-BERT; colored = clinicians) and shaded bands indicating +1 SD.
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Figure 2

User acceptance, session alliance, and satisfaction with MADRS-Chat. Diverging stacked Likert distributions summarizing acceptance and satisfaction
ratings on a 7-point Likert scale. (A)Patient-reported user acceptance and session alliance, capturing perceived ease of use, usability, enjoyment, and alliance
with the conversational agent. (B) Patient satisfaction with MADRS-Chat, including perceived helpfulness, interaction quality, and willingness to use the
system. (C) Clinician satisfaction ratings evaluating the conversational agent from a professional perspective, including perceived usefulness, information
quality, and overall satisfaction. Percentages indicate the proportion of responses per Likert category (1-7), with negative, neutral, and positive response
options displayed from left to right (only values above 10% are displayed).
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Figure 3

Clinical validity of MADRS-Chat compared with self- and clinician-rated MADRS. (A) Clinician-rated evaluation of MADRS-Chat responses across all MADRS
items, summarised over the dimensions Appropriateness, Factual Accuracy, and Empathy. Percentages reflect the proportion of ratings per Likert category
(1-7), aggregated across all MADRS topics (only values above 10% are displayed). Item-level (per MADRS topic) Likert distributions are provided in
Supplementary Figure 3A-C. (B) Scatter plots illustrating agreement between MADRS-Chat and human ratings. Panels show pairwise comparisons between
self-rated MADRS and MADRS-Chat, self-rated MADRS and bias-corrected MADRS-Chat, clinician-rated MADRS and MADRS-Chat, and clinician-rated MADRS
and bias-corrected MADRS-Chat. Each point represents one subject; solid lines indicate the line of identity. (C) Mean MADRS item scores across subjects for
self-rated MADRS, clinician-rated MADRS, MADRS-Chat, and bias-corrected MADRS-Chat. Lines indicate mean item scores per MADRS topic, with shaded
bands representing + standard deviation (SD).
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