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ABSTRACT

Bayesian calibration of process-based models requires a prior distribution for each model parameter. Despite decades of
methodological work, researchers mostly fall back on uniform priors. The main reason is that building informative priors from
scientific literature is slow and needs both domain and statistical expertise. We present Distribird, an agentic web application
that automates this process. Given a parameter name, physical description, and domain context, Distribird deploys a multi-agent
pipeline that searches the literature, extracts and weights reported values by domain relevance, and fits a probability distribution
via AIC model selection. When no literature is available, the system falls back to well-defined uninformative alternatives, and
clearly reports both the evidence behind and the confidence level of every prior it produces. It is designed for the problems
where the models have physically interpretable parameters, where domain knowledge exists in the published literature. We
evaluate the tool on 24 parameters across 10 scientific domains comparing open-weight models with a single-prompt LLM
baseline. On prior quality the full pipeline matches this baseline. Every prior is traced to the specific papers and values from
which it was constructed; a built-in validity layer declines to produce priors for out-of-scope requests, whereas the single-prompt
baseline returns confident but unfounded priors for them in 11 of 30 model-parameter cases. For scientific use, these properties
matter more than a marginal improvement in point-estimate accuracy.

Introduction

Process-based models describe complex natural systems (eg. crop growth, water movement through soil, biogeochemical cycles,
disease spread, etc.) using mechanistic equations with parameters that represent physical, chemical, or biological quantities.
Because many of these parameters cannot be measured directly, they must be inferred from observations by adjusting parameter
values until the model output matches available data. This process is called model calibration, or inverse modeling!. Approaches
to this parameter-identification problem range from classical optimisation to modern machine-learning estimators, for instance
a neural-network estimator with a differentiable ODE solver that recovers patient-specific parameters of a tumour-growth model
directly from measurements”.

Bayesian calibration is arguably the soundest approach to this problem, on both statistical and philosophical grounds>. It
combines prior knowledge about the parameters with the information in the observed data, and returns a posterior distribution
that captures not only the most likely parameter values but also the uncertainty around them. This uncertainty quantification is
required for risk-aware decision-making and for complete reporting of model predictions. Explicitly representing parameter
uncertainty is likewise central to robust model-based control of such systems, where the performance of the controller depends
directly on how that uncertainty is captured®*.

The Bayesian approach requires the researcher to specify a prior distribution for each parameter before seeing the data.
Every application therefore requires a choice of prior.

The mathematically convenient answer is to use a uniform prior: claim that all parameter values in a range are equally
plausible. This choice is widely adopted in practice’. It is also inadequate in most settings.® showed that no single uninformative
prior works in every case. Uniform priors in particular are not invariant under reparameterisation, a well-known limitation:
the implied prior changes depending on how the parameter is written. With a uniform prior the posterior mode coincides
exactly with the maximum-likelihood estimate?, reducing Bayesian inference to the method it is intended to improve on. The
information lost by ignoring genuine prior knowledge has real consequences: the sampler converges more slowly, credible
intervals are wider than they need to be, and when data are scarce, posteriors are poorly constrained where an informative prior



would have stabilised them.

Informative priors (priors that capture real knowledge about the parameter) improve all of these properties; constructing
them by reasoning carefully about the parameter, rather than defaulting to convenience, is a long-standing principle’. The
required knowledge is distributed across the published literature, in primary measurement reports, review articles, and textbooks;
the obstacle is the cost of gathering and combining it. For a model with twenty parameters, building informative priors from
literature can take days of reading, which incentivize the use of uniform priors. This gap between knowing the problem and
having a scalable solution has persisted for more than thirty years.

Recent Large Language Models (LLMs) that can search databases on their own have created a new option. An LLM agent
can search scientific databases, retrieve relevant papers, extract reported numerical values, and combine them into a probability
distribution automatically, at a cost that makes the process practical for routine use®. Directly prompting an LLM for a prior
has in fact been shown to yield well-placed, informative distributions quickly and cheaply®-'°, which is why we adopt the
single-prompt LLLM as the baseline throughout this paper. That same study, however, also identifies important limitations of
directly elicited priors, underscoring the need for caution when they are relied upon in scientific practice.

LLMs return priors with no traceable basis: as we demonstrate, a model will readily produce a confident, informative prior
for a parameter that has no empirical referent, a typographic error, or a software-internal tuning constant. In scientific contexts,
where every prior must be defensible and auditable, this is not acceptable. Equally important is the question of attribution:
when a language model synthesises findings from the literature without citing its sources, the researchers who produced that
empirical work receive no credit, an outcome that undermines the incentive structures on which cumulative science depends.

Our objective is therefore to make literature-based prior construction trustworthy. Concretely, this means three things:
every value is traceable to a cited source; out-of-scope requests are declined rather than confabulated; and the entire process
runs on open-weight models on the researcher’s own hardware, so that no unpublished modelling detail or proprietary data is
transmitted to a third-party provider.

We present Distribird, a web application and Python library that implements this pipeline. Distribird targets a specific
problem class: process-based models whose parameters are physically interpretable and reported in an actively published
literature; the conditions are stated in full in the Conditions of Applicability section. This entails an explicit trade-off: on our
benchmark the full pipeline does not produce more accurate priors than a single well-prompted LLM call, and it is considerably
more expensive to run. It provides provenance, robustness against fabricated evidence, and fully local operation, the properties
that make an automated prior tool suitable for a scientific workflow.

System Design

Distribird is implemented as a Python 3.10+ package distributed via PyPI'! and exposing two user-facing interfaces: a
REST API built on FastAPI and an interactive Streamlit web application. Both interfaces call the same core pipeline, so the
behaviour is identical whichever one is used, and both accept either a single parameter or a batch of parameters, which are
processed several at a time in parallel. The system is configured through environment variables (all prefixed DISTRIBIRD_),
so it deploys easily via Docker or a direct installation.

The user provides a ParameterInput object specifying the parameter name, a plain-language physical description, the
measurement unit, a domain context string (e.g. “Biome-BGCMuSo maize crop modelling, Central European conditions”), and
optional physical constraints (lower bound, upper bound). For example:

ParameterInput (
name="TMAX",
description="Maximum temperature for photosynthesis",
unit="°cCc",
domain_context="Biome-BGCMuSo maize, Central Europe",
constraints=ConstraintSpec (lower_bound=30.0, upper_bound=50.0)

)

The system returns a PipelineResult containing the fitted prior distribution, its confidence level, the number of contributing
sources, all search queries attempted, the full list of retrieved papers with extracted values, an optional enrichment context, and,
when multi-agent deliberation is enabled, the moderator’s rationale and any excluded papers. A simplified example:

PipelineResult (
prior=FittedPrior (
family="truncated_normal",
params={"mu": 40.5, "sigma": 3.2, "a": 30.0, "b": 50.0},
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confidence="high",
is_informative=True,
n_sources=6
)I
papers_found=16,
values_extracted=8,
search_queries=["maize maximum photosynthesis temperature", ...]

)

This complete provenance chain allows the user to audit every step from literature search to final distribution.

Multi-agent LangGraph pipeline
The core of Distribird is a LangGraph (a library for multi-agent LLM graphs'?) StateGraph that orchestrates a multi-agent
pipeline with three feedback loops and a conditional forward path. Unlike a directed acyclic graph, the pipeline allows cycles:
when the initial evidence is insufficient, the graph routes back to earlier nodes for another attempt before moving on to
synthesis. All nodes read from and write to a shared PipelineState typed dictionary that follows the blackboard pattern:
an append-only message log (BlackboardMessage) through which nodes share discoveries, terminology updates, query
suggestions, cross-references, and warnings without being wired directly to one another.

Figure 1 illustrates the complete graph topology, including three feedback loops, one conditional forward path, and the
multi-agent search subsystem. The individual nodes, the three refinement loops, and the routing functions that implement
conditional logic are described in the following subsection.

Pipeline nodes and feedback loops

The pipeline comprises eleven primary processing nodes: Enrich (parameter semantics expansion), SearchStrategy (search-scope
planning), QueryGen (search query generation), Search (parallel API queries), RelevanceJudge (paper scoring), CrossEnrich
(citation snowballing), FetchFulltext (PDF retrieval and parsing), Extract (numerical value extraction), QualityGate (routing
logic), Synthesize (distribution fitting), and ValidityCheck (out-of-scope classification). Three feedback loops and one
conditional forward path allow the pipeline to iteratively improve its results when initial evidence is insufficient. Three of these
routes are decided at the quality gate, which considers them in priority order (domain broadening first, then search refinement,
then extraction refinement) and otherwise proceeds to synthesis; the cross-enrichment forward path is decided separately, right
after relevance judgment. The four routes are:

* Loop A, Search refinement. When the quality gate finds zero extracted values but papers were retrieved (indicat-
ing that the search found relevant literature but extraction failed to locate numerical data), the pipeline routes to a
RefineSearch node. This node analyses the summaries of retrieved papers and generates refined search queries
targeting more specific experimental or calibration studies. Control then returns to the Search node. This loop may
execute up to two iterations (configurable via search_refinement_max).

* Loop B, Domain broadening. When the quality gate finds too few domain-relevant values (fewer than domain_broadening_min_
default 2, of the extracted values were judged HIGH or MEDIUM relevance to the searched domain) and the search breadth
can still be widened, the pipeline routes to a BroadenSearch node. This node advances the current breadth one tier
toward broad and returns control to QueryGen, which regenerates queries at the wider scope; papers accumulate across
tiers rather than being discarded. This loop may execute up to domain_broadening_max times (default 2) and takes
priority over the other quality-gate routes.

* Conditional path, Cross-enrichment. After relevance judgment, if the maximum iteration number permits and at
least two high-relevance papers have been identified, the pipeline routes through CrossEnrich (citation snowballing)
before fetching full texts; otherwise, it skips directly to FetchFulltext. This is a conditional forward path, rather than
a feedback loop, it does not return control to an earlier node. The cross-enrichment step is executed at most once per
pipeline invocation (cross_enrichment_max=1).

* Loop C, Extraction refinement. When the quality gate finds extracted values but none are high-confidence and the
coefficient of variation exceeds a predefined threshold (indicating high disagreement among sources), the pipeline routes
to a RefineExtraction node that uses web-assisted search to locate additional confirming or disconfirming evidence.
Control returns to the quality gate for re-evaluation. This loop may execute once (extraction_refinement max=1).

An IterationBudget object tracks the number of iterations consumed by each loop and enforces a global cap on total
LLM calls (default: 30), guaranteeing termination even when all three loops and the conditional path are activated in the
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same invocation. The budget is checked at every conditional routing point; when exhausted, the pipeline proceeds directly to
synthesis with whatever evidence has been accumulated.

Progressive search: scope planning and domain broadening
Because requests vary in how specific they are, the number of requests should be dynamic also. A narrow request (“maximum
photosynthesis temperature for maize under Central European conditions”) needs a strict first pass that stays close to the exact
context, so that unrelated values do not bias the fitted prior. A broad request (“sandstone porosity”’) needs a wide first pass,
so that a narrow first pass that cannot return sufficient evidence is avoided. Distribird handles both with two cooperating
mechanisms, enabled by default (enable_progressive_search).

First, a scope-planning node (SearchStrategy) runs immediately after enrichment. A single LLM call classifies
the request’s domain-specificity as HIGH, MEDIUM, or LOW and maps it to a starting search breadth (strict, mixed, or broad,
respectively). If the call is unavailable or the budget is exhausted, the node falls back to a heuristic: a request carrying an
application context or context keywords starts strict, otherwise mixed. The chosen breadth conditions the queries generated
downstream but never makes the search narrower than the evidence warrants, because of the second mechanism.

Second, a domain-broadening loop (Loop B above) widens the breadth after the fact when the first pass returns too little on-
target evidence. After extraction and the per-paper relevance assessment, the quality gate counts how many extracted values were
judged HIGH or MEDIUM relevance to the searched domain. If that count is below domain_broadening min_relevant
(default 2) and the breadth is not already at its widest, the BroadenSearch node advances the breadth one tier and returns
to query generation. Papers found at each tier accumulate rather than replacing one another, so broadening only ever adds
evidence. Values recovered at a wider tier are admitted, but the relevance cap on confidence still governs how strongly they can
influence the final prior. Broadening escalates at most domain_broadening_max times (default 2), so the pipeline starts
as narrow as the request allows and widens only as far as it must.

Validity classification: detecting out-of-scope requests

A literature-grounded prior only makes sense when the parameter is something the literature actually reports. Two kinds of
request fall outside that scope: fabricated names (typos, pseudoscience, placeholders) and real but non-empirical quantities
(calibration weights, latent covariances, software-specific tuning factors). In both cases the synthesizer would fall back, without
notification to a wide uninformative prior, which a subsequent user could interpret as evidence-based. To prevent this, every
request is classified as VALID, SUSPICIOUS, LIKELY_INVALID, or UNKNOWN (Table 1).

Table 1. The four validity verdicts and the conditions under which each fires.

Verdict Conditions

@ VvaLID Recognised parameter; informative prior at medium or high confidence; at least two extracted values.

A Ssuspicious Literature exists but no values extractable, or empirical status uncertain. Triggers confirmatory LLM classification
call.

© LIKELY_INVALID  Unrecognised name (early-skip), or no literature found across the refined queries.
©® UNKNOWN Classification disabled, or none of the above rules fired with sufficient evidence.

Classification uses two gates. The early-skip runs right after enrichment: the parameter enrichment prompt is extended
with three self-reports (whether the LLM recognises the parameter, the recognition confidence, and whether the quantity is
empirically measurable). If the LLM does not recognise the name (at low or zero confidence), the pipeline goes straight
to the validity node and skips search, extraction, and synthesis. These are the stages that dominate both runtime (80-95%
in our benchmarks) and LLM token use, since query generation, relevance judging, value extraction, and synthesis are all
LLM-driven; skipping them saves both time and API cost on out-of-scope requests. The terminal classifier runs at the end of
every other request and combines the enrichment self-reports, the number of refined queries, papers, and extracted values, and
the prior’s confidence into a verdict, using a small set of simple rules. VALID requires recognised terminology, a medium- or
high-confidence informative prior, and at least two extracted values. When literature exists but no values could be extracted, or
when the empirical status is uncertain, SUSPICIOUS fires. LIKELY_INVALID activates for the early-skip path and for runs that
found nothing at all.

If the heuristics return SUSPICIOUS, a single confirmatory LLM call is made: it may revise the verdict to LIKELY_INVALID
or confirm it as SUSPICIOUS, but never overrides a VALID result, and can be disabled for offline use. The final verdict, its
reason, and the supporting signals are attached to the pipeline result and shown as a warning in both the Streamlit app and the
REST API response. The whole mechanism costs at most one extra LLM call.
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Figure 2. Full-text fetch cascade. Sources are tried top to bottom in increasing order of cost; the first tier that returns usable
full text is used(green), remaining tiers are skipped. Tiers 1—4 are pure-HTTP lookups safe on constrained hosts; the dashed
tier 5 is a heavyweight, opt-in headless browser used only for JavaScript-based bot-detection challenges.

Literature search

The search subsystem queries two academic APIs in parallel. Semantic Scholar' provides citation-graph metadata, abstracts,
and open-access PDF links via its Graph API; OpenAlex'* provides an independent index that covers a different set of papers,
rebuilding abstracts from its inverted-index form. Both APIs are restricted to open-access papers, so the full text can actually be
retrieved.

Two more source agents are available as options. A deep-research agent delegates the query to an LLM with web-search
capabilities (configurable model, default OpenAl’'s c4-mini-deep—-research) to find papers that the academic APIs may
not index; its results are checked against Semantic Scholar before they are included, to guard against fabricated references.
A web search agent runs a similar checked LLM search using a general-purpose web-search prompt. Both agents contribute
AgentFinding objects to the deliberation process alongside the API-based agents.

Full-text retrieval and parsing

Prior-relevant values are rarely reported in abstracts; they appear in calibration tables, methods sections, and appendices. The
FetchFulltext node therefore retrieves and reads the complete text of each selected paper, with two design concerns: reaching
the content past publisher access restrictions, and preserving its structure once fetched.

A paper’s primary open-access PDF URL often fails, most commonly a publisher 40 3 returned to non-browser clients.
Distribird therefore tries a cascade of sources in increasing order of cost, stopping at the first that returns usable full text
(Figure 2). The early tiers are cheap, pure-HTTP lookups that are safe on constrained hosts such as Streamlit Community
Cloud; only the last tier is a heavyweight, opt-in headless stealth browser (Camoufox, an open-source anti-bot-detection build
of Firefox'?) that is skipped on hosts where it cannot run. Two rules apply throughout the cascade. Whenever a fetched URL
returns HTML instead of a PDF, the article text is read from the HTML behind a quality gate that rejects bot-challenge pages
and pages containing only the abstract. In addition, an optional institutional HTTP(S) proxy can route every fetch through a
subscribing network to reach paywalled papers directly.

By default (enable_markdown_fulltext) PDFs are read as Markdown via PyMuPDF4LLM (a PDF-to-Markdown
extractor'®) rather than flattened plain text. Tables are preserved as pipe-tables, headings are kept, and page boundaries are
marked, so that each reported value reaches the extraction LLM with its row label, column header, and unit association intact
rather than flattened into unstructured text. Optical character recognition for scanned pages is available but off by default,
because it loads a heavy layout stack that memory-limited hosts cannot run and the fetched open-access papers are usually
digital-born with real text layers.

Extraction processes the complete document, not just its opening pages. A paper whose text fits the model’s context
window is read in a single call; a longer one is split into overlapping “pages” sized to the configured window (derived from
11lm_max_context_tokens), each read separately, and the extracted values are merged and de-duplicated. A safety cap
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on the number of pages per paper prevents an unusually long PDF from generating hundreds of calls on a small window; when
the cap is reached, Methods and Results pages are kept first and the truncation is reported as a warning rather than applied
without notification.

Prior fitting and confidence hierarchy

The fitting strategy has tiers set by how many values survive extraction and quality-gate filtering; within the top tier, the
distribution family is selected from the data by the Akaike Information Criterion (AIC)!7. Table 2 summarises the four tiers; the
rest of this subsection spells each one out.

Table 2. Tiered prior-fitting strategy. The candidate-family column lists which distributions are considered; the actual choice
in the AIC tier depends on the data.

Values Method Candidate family Confidence
>5 AIC selection across admissible families Normal, Truncated Normal, Gamma, Log-Normal, Beta  High
2-4 Moment matching with ¢ widened x1.5 and a Truncated Normal Medium
min-width floor
1 Centred on the reported value; o from paper’s Truncated Normal Low
uncertainty, else half the reported value
0 Centred at midpoint of bounds with ¢ = (u—1)/4 Truncated Normal (uninformative) None

When five or more values are available, the synthesizer fits five candidate families to the data and selects the family
that minimises the AIC (AIC = 2k — 2log.%), where k is the number of free parameters and . the maximised likelihood,
so that a better fit is rewarded and extra parameters are penalised. All five candidates have k = 2 free parameters, so the
comparison depends only on the maximised log-likelihood. The candidate families are: Normal for unbounded real-valued
parameters, Truncated Normal for parameters with user-specified physical bounds, Gamma for strictly positive quantities
with a finite right tail, Log-Normal for positive quantities with a heavier right tail, and Beta for parameters bounded on a
known finite interval. Each family is only entered into the comparison when it is admissible: Gamma and Log-Normal
are skipped if any value is < 0; Beta is skipped unless explicit bounds are supplied and all values lie strictly inside them.
Maximum-likelihood estimation uses closed-form mean and standard deviation for Normal and Truncated Normal, and SciPy’s
stats.gamma.fit, stats.lognorm.fit,and stats.beta.fit for the remaining three families!8. The winning
family is recorded together with its AIC value, and the resulting prior is marked high confidence.

When two to four values are available, AIC-based family selection would over-fit. The synthesizer instead applies moment
matching against a Truncated Normal: u is the (uncertainty-weighted) sample mean, o is the sample standard deviation
widened by a factor of 1.5, and a minimum-width floor 6 > max(0.05 |¢|, 0.05 (u— 1)) prevents an over-narrow prior when all
reported values cluster tightly. The prior is marked medium confidence.

When exactly one value is available, the synthesizer centres a Truncated Normal on that value, uses the paper’s own reported
uncertainty as o if present, and otherwise sets ¢ to half the reported value’s magnitude (falling back to a small fixed value
when the reported value is near zero). The prior is marked low confidence.

When zero values are recovered, the synthesizer falls back to a wide Truncated Normal centred at the midpoint of the
user-specified bounds with o = (u— ) /4, or, if no bounds are supplied, an effectively unbounded Truncated Normal with
1 = 0and ¢ = 1000. This is the only tier where the is_informative flagon FittedPrior is set to False; the prior is
marked none / uninformative.

Relevance-aware synthesis

The tiers above count values but do not ask whether each value actually describes the target domain. For example, a porosity
measurement made on carbonate rock is a real, correctly extracted number, but it should not weigh as heavily as one made
on the sandstone the user is calibrating. To make this distinction, Distribird performs relevance-aware synthesis by default
(enable_fulltext_relevance): each value-bearing full-text paper receives a dedicated LLM judgment of how well its
study context matches the searched domain and whether it reports usable values, yielding a domain-relevance label of HIGH,
MEDIUM, or LOW. This label then changes synthesis in three ways:

1. Selection: when at least relevance_select_min_values (default 2) values carry HIGH or MEDIUM relevance, the
distribution is fit from that strongest subset alone. Below that threshold, all in-bounds values are used as a fallback, so a
sparse but on-target literature is not discarded.

2. Weighting: each value’s fitting weight is scaled by a moderate relevance weighting factor (1.0 for HIGH, 0.6 for MEDIUM,
0.25 for LOW), on top of its sample-size weight, so a mislabelled paper is down-weighted rather than excluded without
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record.

3. Confidence ceiling: the prior’s confidence is capped by the relevance of the values behind it, so that HIGH confidence
requires enough genuinely HIGH-relevance evidence and cannot be reached on off-domain values alone.

When no value carries a relevance label (the feature disabled, or an assessment that could not be made), the confidence cap is
not applied and behaviour reduces exactly to the count-only tiers above. The same HIGH/MEDIUM relevance count also drives
the domain-broadening loop specified in the progressive-search subsection above.

All fitted distributions are constrained to respect user-specified physical bounds. When a sample size is reported alongside
an extracted value, that value is weighted by the square root of its sample size during fitting, so larger studies count for more;
a single value’s reported uncertainty, when present, is used to set the prior’s width. The confidence level is recorded in the
FittedPrior object and propagated through all export formats, so that empirically grounded priors remain distinguishable
from uninformative fallbacks.

Export formats
Distribird exports priors in three formats designed for direct use in common Bayesian calibration workflows:

* JSON, a structured record containing the parameter name, distribution family, fitted parameters, confidence level,
informative/uninformative flag, fitting rationale, number of contributing sources, and a citation list with title, DOI, year,
and authors for each paper. Batch exports include a version tag and run metadata.

* Python, an executable scipy . stats script that defines a frozen distribution object for each parameter
(e.g. stats.norm(loc=..., scale=...)) and imports numpy and scipy; a sample-count constant (default:
10000) sets how many samples are drawn from the fitted distribution. The generated code is compatible with PyMC,
emcee, and custom MCMC samplers.

* R, an executable R script using base distribution functions (rnorm, rgamma, rlnorm, rbeta, runif) and the
truncnorm package for truncated normal sampling. The script is ready for use with BayesianTools, FME, or custom
samplers.

All three formats carry the full provenance chain (from search queries through paper citations to the fitting rationale), so the
supporting evidence is exported alongside the fitted parameters.

Reproducibility and diagnostics

Because every stage that involves an LLM is a potential source of run-to-run variation, Distribird exposes controls that make
its output reproducible. An optional integer seed is forwarded to the LLM API’s seed field, and the sampling temperature
is set per task class (a low “precise” temperature for query generation, extraction, relevance judging, and validity; a higher
“creative” temperature for enrichment and refinement; and a low temperature for the deliberation moderator). Pinning the seed
and lowering the temperatures makes repeated runs on the same input converge to the same priors, which is what allows the
evaluation to be repeated.

For transparency and debugging, an opt-in debug-trace framework captures a complete structured record of a run, every LLM
prompt and response, each search request, each PDF fetch outcome, the extracted values, and the AIC candidates considered
during fitting, with sensitive keys redacted. The trace is written to disk, attached to the returned PipelineResult, and can
be rendered as a standalone HTML viewer, so any prior can be traced back to the exact evidence and model calls that produced
it. Tracing is off by default and behaviour-neutral when disabled.

Evaluation

Distribird is built to produce priors that are auditable and reproducible on local hardware, and we evaluate it against exactly
those goals. The pipeline delivers three properties that a language model queried directly for a prior cannot. Its priors are
explainable: every value traces back to a cited paper, so a reviewer can check the evidence behind the distribution. It declines to
produce priors for fabricated or non-empirical parameters, where a single-prompt model confidently invents one. Finally, it
runs entirely on local open-weight models, so that no query or document ever leaves the researcher’s machine. We quantify
each of these, together with the compute cost of running the full pipeline locally.
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Table 3. Evaluation use cases and datasets. Each use case contributes two parameters (24 in total). n: number of observations.

Domain / use case Model / likelihood Data source n
Climate Linear regr. / Normal AERONET? 50
Pharmacokinetics Bateman eq. / Normal Theoph?* 132
Hydrology Bucket / Normal NRFA stn. 39001 366
Structural Eng. Eigenfreq. / Normal Cable-stayed bridge®® 216
Epidemiology SEIR / Neg. Binom. OWID?® 60
Astrophysics Distance mod. / Normal Pantheon+>’ 1701
Ecology (Isle Royale)  Lotka—Volterra / LogN 28 58
Ecology (lynx—hare) Lotka—Volterra / LogN Hudson Bay pelts® 21
Ecology (Yellowstone) Lotka—Volterra / LogN 30 28
Geophysics Kozeny—Carman / LogN USGS?! 26
Robotics Inv. dynamics / Normal KUKA™ 700
Economics NK Phillips—Taylor / Normal FRED* 60

Table 4. Per-parameter cost on local hardware, per open-weight model. Tokens (prompt + completion) and time are per
parameter (mean; median); calls is the mean number of model calls per parameter.

Model Tokens Time Calls
mean med. mean med.

Gemma 4 31B 1.38M  0.65M 37min 25min 81

Mistral Small4 119B  1.18M 0.77M 21min 18 min 81

Qwen3.6 27B 12IM  0.71M 37min 28 min 74

Setup: open-weight models on local hardware

All runs in this section use open-weight models served locally through 1lama.cpp as Unsloth Dynamic (UD) GGUF
quantisations (UD quants keep the most error-sensitive layers at higher precision while quantising the rest, giving much
smaller files at near-full-precision accuracy!?), so that every language-model call is executed on the machine and no request or
unpublished modelling detail is sent to a third-party LLM provider: Qwen3.6 27B*’ and Gemma 4 31B?! at 08_K_XL (8-bit
weights), and Mistral Small 4 119B?? at 04_K_ XL (4-bit weights). All three run on a single NVIDIA H100 GPU (80 GB);
the larger Mistral model is quantised to a lower bit-width so that it, too, fits in the H100’s memory. Every LLM stage of the
pipeline (enrichment, scope planning, query generation, relevance judging, extraction, synthesis, and the validity probe) is
served by the same local model. Runs are made reproducible with a fixed seed and the per-task temperatures, and each starts
from a cold state with no caches.

As a baseline we use a naive single-prompt elicitation: one prompt asks the model directly for a prior distribution (family
and parameters), with an explicit option to return an uninformative prior when it lacks knowledge, and with no literature search
at all (the exact prompt is given in the Supplementary Information). We run this baseline on the same three local models and,
for reference, on three cloud frontier models (Claude Opus 4.8, Gemini 3.1 Pro, and GPT-5.5).

The benchmark covers 24 parameters across 12 use cases spanning ten scientific domains, each with a domain-appropriate
model and a real, publicly available dataset (Table 3); ecology contributes three independent predator—prey systems. Each use
case contributes two parameters, for example an intrinsic growth rate together with a carrying capacity, or a clearance together
with a volume of distribution.

The cost of a literature-grounded prior

Running the full pipeline locally is computationally expensive: it parses the complete text of dozens of papers for every
parameter. A single parameter consumes on the order of a million LLM tokens over roughly 80 model calls and 20—40 minutes
of time on local hardware (Table 4). Full-text reading and extraction dominate. This cost is a direct consequence of constructing
an auditable evidence trail: the same evidence that renders a prior auditable is what makes it expensive to construct. Per-
parameter figures (Supplementary Information, Table S1) span a wide range: at the lower end of this range, for example,
a data-poor parameter costs about 0.4 M tokens and 12 minutes, whereas at the upper end the Hubble constant, where the
literature is vast, reaches 4.7 M tokens and 96 minutes. This cost is only paid on in-scope requests: the early-skip route settles
an unrecognised parameter in seconds.

917



Prior quality: Distribird versus a single-prompt baseline

To compare prior quality rather than sampling efficiency, we score each prior by its accuracy,

accuracy — 1 — |prior moder;nc;eza optimum)| ’ 0

where the data optimum is the maximum-likelihood value on the calibration data (1 = perfect placement, O = opposite end of
the allowed range). This follows the placement-based evaluation of LLM-suggested priors used by”, with one modification:
we normalise the absolute error by the parameter’s allowed range, so that the score is dimensionless and comparable across
parameters of widely different scales and units. For each parameter and model we compare the full Distribird prior against the
naive single-prompt prior.

Table 5 reports the summary, with the full per-parameter breakdown in Supplementary Information, Table S5. The two
approaches place priors about equally well. Across all 24 parameters their mean accuracy is within a few points on every model.
Seven of the parameters are benchmark artifacts: the synthetic data force the true value close to the top of the allowed range,
(specifically, the data optimum lies at > 85% of the way from the lower to the upper bound of the parameter’s allowed range;
the seven are listed in Table S5.) higher than any published value, so no prior consistent with published values can reproduce it
(a damping ratio and an incubation period are examples). On the remaining 17 “fair” parameters Distribird’s mean accuracy is
7% points higher on Mistral (83% vs. 76%) and less than 1% point lower on Gemma 4 and Qwen.

Table 5. Prior quality: full Distribird pipeline (informed) vs. naive single-prompt baseline, same model and data. Accuracy is
mean prior accuracy (100% = perfect placement), as defined in Equation 1; “fair” excludes 7 benchmark-artifact parameters.

Accuracy (all 24)  Accuracy (fair, 17)

Model Informed Naive Informed Naive
Mistral Small 4 119B 67% 62% 83% 76%
Gemma 4 31B 68% 69% 84% 84%
Qwen3.6 27B 66% 67% 83% 84%

Beyond comparing means, we test whether the full distributions of accuracy scores differ, using a two-sample Kolmogorov—
Smirnov test** as implemented in scipy.stats.ks_2samp over all 72 parameter—-model pairs. We run it twice: against
the naive baseline on the same local models, and against naive priors from the flagship cloud models (GPT-5.5, Gemini 3.1 Pro,
and Claude Opus 4.8). Table 6 reports the statistic D and the p-value for both, on the full set and on the fair set.
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Figure 3. Empirical CDF:s of prior accuracy (72 parameter—model pairs each) for the Distribird pipeline and the two naive
single-prompt baselines.

In every case D is small and the p-value is far above the usual 0.05 threshold, so we cannot reject the hypothesis that the
accuracy scores come from one common distribution, and the empirical CDFs are nearly coincident (Figure 3). In other words,
the pipeline shows no measurable difference in prior placement from a single well-written prompt, whether that prompt goes to
the same local model or to a top cloud model. This is the expected result, since all of them read the same published literature.

Table 6. Two-sample Kolmogorov—Smirnov statistic D and p-value for the Distribird pipeline against each naive baseline. No
comparison is significant at 0.05.

All (72) Fair (51)
Comparison D p D p

Pipeline vs. naive, same local model  0.097 0.889 0.118 0.877
Pipeline vs. naive, flagship cloud 0.111  0.770  0.157 0.562

Both priors come from the same language model, so Distribird’s literature search mainly shapes the evidence and the width
of a prior, not the location of its central tendency. What matters for the sampling step is that both prior types improve sampling
efficiency far more often than they degrade it. We measure this with the Effective Sample Size (ESS)*, computed from four
NUTS chains®® and compared against a flat prior. Distribird’s priors give a higher ESS on 46-54% of the parameters, and the
naive priors on about 62% (Figure 4). Held-out predictive error improves over a flat prior on about half the use cases, and
posterior log-likelihood on almost all of them. The shape of a prior therefore helps even when its centre is slightly off, and
for a single point estimate a well-prompted LLM call is already a strong and much cheaper baseline. Distribird, reaches the
same quality as the capable LLM’s while adding traceable evidence, refusal on out-of-scope requests, and fully local operation,
which the rest of this section evaluates.

1117



100 -
--- 50% (as often as a flat prior)

mmm Distribird (full pipeline)
| === Naive single-prompt LLM

co
o

15/24 15/24 15/24

Parameters with higher ESS
than a flat prior (%)

Mistral Small 4 119B Gemma 4 31B Qwen3.6 27B
Figure 4. Percentage of the 24 parameters whose prior yields a higher MCMC Effective Sample Size (ESS) than a flat prior.

Local pipeline versus flagship cloud models

The comparison above holds the model fixed: the pipeline against a naive prompt to the same open-weight model. The next
comparison is against a naive prompt to a flagship cloud model. We scored naive single-prompt priors from GPT-5.5, Gemini
3.1 Pro, and Claude Opus 4.8 on the same 24 parameters, using the same accuracy metric and data optima. These flagship
models were run in the single-prompt baseline only, never inside the Distribird pipeline. The comparison is therefore local
pipeline versus cloud single-prompt, which is the choice a user actually faces when deciding what to deploy. On the fair
set all three flagship baselines score 84% (Table 7). This is essentially the same as Distribird on local open-weight models
(83-84%), and the Kolmogorov—Smirnov test confirms it (D = 0.11, p = 0.77, no significant difference). The local, auditable
pipeline therefore places priors about as well as a direct prompt to the highest-scoring cloud models. Its accuracy is statistically
indistinguishable from theirs, and it keeps all language-model inference on local hardware, so the researcher’s requests and
unpublished modelling details never reach a commercial LLM provider.

Table 7. Naive single-prompt prior accuracy from flagship cloud models, same 24 parameters and metric as Table 5. “Fair”
excludes the 7 benchmark-artifact parameters. The Distribird row is the mean over the three local open-weight models for
reference.

System (prior source) Accuracy (all 24)  Accuracy (fair, 17)
Naive single-prompt, GPT-5.5 69% 84%
Naive single-prompt, Gemini 3.1 Pro 69% 84%
Naive single-prompt, Claude Opus 4.8 67% 84%
Distribird, local open-weight (mean) 67% 83%

Explainability and provenance
‘What the naive baseline do not provide additional information outside the distribution parameters. . In contrast, Distribird
attaches to every prior a complete, machine-readable provenance record: the search queries it issued, the papers it found, the
numerical values it extracted with their in-text context, the per-paper domain-relevance judgments (including which values
were down-weighted or dropped), the AIC family and score, and a citation list with DOIs.

For example, the COVID-19 incubation-period prior built by Qwen3.6 27B is recorded as an “AIC-selected lognormal from
85 values (85 high- and medium-relevance values kept, 12 low-relevance dropped)” drawn from 43 source papers, together with
the exact queries issued, the citation-snowballing step that surfaced 18 further key papers, and the citation of every contributing
study. A reviewer can follow that chain from the fitted distribution back to the sentence in each paper that produced each value,
and discard any source they judge unreliable. This auditability, rather than a lower error, is the reason to prefer the pipeline over
a single-prompt model for scientific work.
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The difference is clearest where the two approaches disagree. On saturated hydraulic conductivity, the naive single-prompt
model had no value it trusted and fell back to an uninformative prior (accuracy 0.50), whereas Distribird on Gemma 4 read
69 papers, kept the 9 values its relevance judge rated HIGH or MEDIUM, dropped 6 low-relevance ones, and fit a high-confidence
truncated Normal that placed the prior near the data optimum (accuracy 0.91). A reviewer can open those nine papers, check
each extracted value, and reverse any inclusion decision; the naive prior provides no comparable means of inspection. The
same transparency also exposes Distribird’s own limits: for the Isle-Royale moose growth rate, Distribird on Mistral found no
usable literature and returned an explicitly uninformative prior, while the naive prompt on that model confidently reported a
log-normal whose mass fell largely outside the parameter’s bounds (accuracy 0.00). On average across the 24 parameters the
two approaches place priors about equally well.

Out-of-scope detection

A literature-grounded prior is only meaningful when the parameter is something the literature actually reports. The most
consequential failure mode of an automated prior tool is therefore not a slightly-miscentred prior; it is a confident, informative-
looking prior generated for a parameter with no empirical basis at all, a typo, a fabricated name, or a software-internal tuning
weight, which a downstream user would accept without verification. We test exactly this, applying to prior elicitation the idea
of3”’s BullshitBench, which measures whether a language model challenges nonsensical prompts instead of answering them
confidently.

Our test set is a small, manually constructed proof-of-concept test set of six requests: two fabricated names with no scientific
meaning (mumblesnort_factor, fake_quantum_correction_xyz), three real but non-empirical model-internal
quantities (a Biome-BGCMuSo carbon-pool calibration weight!, a Kalman-filter process-noise covariance entry’®, and a
DSSAT root-growth partition factor’®), and one real empirical control (specific_leaf_area). We run all six through the
full Distribird pipeline on the three local models, and through the naive single-prompt baseline on all six models (the three local
models and three cloud baselines).

Distribird’s validity layer behaves as intended on every model. Across the three local models it flagged all 15 fabricated
or non-empirical requests (five per model) as non-valid, LIKELY _INVALID or SUSPICIOUS, never VALID (Table 8); and it
recovered the real control on all three (3/3), returning a literature-backed prior, so it is not simply rejecting all requests. To
confirm that the guardrail does not over-reject legitimate requests, we also examined its verdicts on the 24 in-scope benchmark
parameters (72 verdicts across the three local models): it never classified a real parameter as LIKELY_INVALID and marked
71% (51/72) VALID; the remaining 29% received a SUSPICIOUS verdict, concentrated on the data-poor ecology, robotics, and
macroeconomic traits for which few values could be extracted. A SUSPICIOUS verdict flags a prior for review rather than
refusing it, so no genuine parameter is ever discarded. The naive baseline has no such guardrail (Figure 5). It returned a
confident informative prior for the fabricated parameters in 11 of 30 model-parameter cases (the five out-of-scope items across
six models) and never once refused; the remaining fabricated cases it answered with an uninformative prior, but never with a
warning that the parameter might not be real.
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Figure 5. Out-of-scope detection. Bars: how often each naive single-prompt baseline invented a confident informative prior
for a fabricated parameter (out of five). The full Distribird pipeline is not drawn; its per-model verdicts are given in Table 8.
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Table 8. Out-of-scope validity verdicts under the full Distribird pipeline, per local model. No fabricated or non-empirical
parameter is ever marked VALID; the real control is recovered on all three. L._INV.: LIKELY_INVALID; SUSP.: SUSPICIOUS.

Parameter Category Qwen Gemma4 Mistral
mumblesnort_factor nonsense L_INv. L_INV. L_INv.
fake_qgquantum_..._xyz nonsense L_INv. L_INV. L_INV.
biome_bgcmuso_..._v3 non-empirical L_INV. L_INV. SusP.
kalman_..._qgll non-empirical  SUSP. SUSP. SUSP.
dssat_..._v45 non-empirical SUSP. SuUsP. SusP.
specific_leaf_area real (control) VALID  VALID VALID

Early refusal also reduces compute cost substantially. Fabricated names are caught by the early-skip route right after
enrichment, before any search: on the local models these finished in 12 s to 3.6 min using only 2—-6 k tokens. Requests that
reach the full pipeline before being flagged SUSPICIOUS (the non-empirical quantities that look plausible enough to search for)
cost 40 k—1.2 M tokens and 7-90 minutes. Detecting that a request is out of scope early therefore saves one to two orders of
magnitude of local compute per out-of-scope request, on top of preventing a fabricated prior from ever being returned.

Relation to Existing Work

Prior elicitation has a large methodological literature***!. Existing approaches generally fall into two groups: expert elicitation
protocols, which set out a formal process for interviewing domain experts, and empirical Bayes methods, which estimate prior
parameters from data. Distribird fills a different niche: automated literature-based elicitation, where the prior knowledge comes
from the published scientific record rather than from a human expert or a separate dataset.

Alongside growing interest in LLM-assisted scientific workflows*?, several groups have explored using language models
for statistical analysis tasks. We are not aware of another system that automates literature-based prior construction end to end,
combining multi-agent literature search, per-source relevance weighting, AIC-based distribution fitting, and explicit confidence
and out-of-scope reporting. Related efforts use language models for statistical analysis or for literature retrieval, but not to
synthesise fitted, provenance-tracked priors.

Conclusion

In Bayesian calibration of process-based models, selecting appropriate prior distributions is a crucial but time-consuming
task that requires synthesizing evidence from the scientific literature and applying domain-expert judgment. Much of the
evidence needed to construct informative priors is already documented in scientific publications. Methods for systematically
retrieving and synthesizing this evidence could therefore make prior elicitation more efficient. Distribird is an Al-augmented
prior-synthesis tool that extracts relevant evidence from the literature, fits candidate probability distributions using the method
of moments, and evaluates their relative support using the Akaike Information Criterion (AIC). It produces source-traceable
candidate priors for expert review and subsequent use in calibration workflows, or reports when the available evidence is
insufficient for reliable distribution fitting.

The evaluation delineates what the pipeline provides. On our benchmark of 24 parameters across ten domains, the full
Distribird pipeline does not produce more accurate priors than a single, well-prompted call to the same language model, and it
is substantially more expensive to run. Its contribution is trustworthiness rather than accuracy: every prior is traceable to the
cited literature from which it was built, the system declines to produce priors for parameters with no empirical basis (flagging
every fabricated test case, whereas a single-prompt model returns confident but unfounded priors), and it delivers both on
open-weight models running entirely on local hardware.

The tool is open-source and available from PyPI and as a Docker image. For informal use, a single LLM call is a cheaper
and comparably accurate choice. For scientific use, where a prior must be defensible, auditable, and robust against silently
fabricated evidence, and where transmitting requests and unpublished model details to a commercial LLM provider may be
unacceptable, these are the properties Distribird provides.

Conditions of Applicability

Distribird produces its best results under the following conditions, which define the class of problems the tool is designed for:

* Physically interpretable parameters: The parameter has a physical or biological interpretation that is discussed in the
scientific literature, for example, a maximum photosynthesis rate, a root depth, a transmission coefficient, or a thermal
threshold.
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* Literature-active domain: The domain has an active publishing community, so that relevant papers can be found by
automated search.

 Univariate distributions: The parameter can be described by a standard univariate probability distribution (Normal,
truncated Normal, Beta, Gamma, Log-Normal). Parameters with complex multimodal behaviour are outside the current
scope.

* Known physical bounds: Physical bounds on the parameter are known or can be reasoned about by the user, so that the
fitted distribution can be constrained appropriately.

When these conditions are not fully met, Distribird degrades gracefully: it states the evidence behind its output clearly, flags
low-confidence results, and falls back to well-defined uninformative alternatives rather than producing false confidence.

What Distribird is not designed for

Distribird is not designed for parameters without physical interpretation (e.g. neural network weights), purely empirical
tuning coefficients with no literature base, or parameters whose behaviour is fundamentally multivariate. For these cases,
other approaches (prior predictive checks, expert elicitation, or sensitivity analysis) remain more appropriate. To prevent
undetected misuse, the pipeline classifies each request and explicitly flags out-of-scope inputs.
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