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Abstract

Sequential MRI permits adaptive sampling and early stopping, but neither resolves observational
equivalence nor likelihood misspecification. We represent acquisition histories by controlled observa-
tion fibres and restrict stopping to causal prefixes. Under a declared one-step model-error envelope,
predictable normalisation of likelihood-ratio factors yields time-uniform outer confidence fibres and
bounds the probability of a wrong, non-rejected report at any stopping time. A reproducible multicoil
DCE-MRI phantom separates identifiable, singular, misspecified, and colliding regimes. Stored-image
replay evaluates a frozen classifier and split-conformal label sets at predeclared gates; it concerns
recorded prefixes rather than unrecorded scanner actions, raw-k-space reconstruction, or clinical
performance. The framework separates identification, robust uncertainty, rejection, and acquisition

cost.
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1 Introduction

Sequential sensing couples three questions that
are often treated separately: which observation to
acquire, when to stop, and which task value to
report. Controlled experiments can improve dis-
crimination because the next observation law may
depend on the selected action and the preceding
history [1-3]. They cannot, however, separate two
states that induce the same controlled path law. A
high terminal score does not remove this obstruc-
tion, and a stopping rule based on a misspecified
likelihood need not retain its nominal error level.

Recent MRI methods learn sequential sam-
pling policies for reconstruction or pathology

prediction from undersampled k-space data [4-
7]. Du et al. also evaluate a multi-objective
reinforcement-learning sampler on two sequen-
tial knee-pathology decisions [8]. Those studies
address reconstruction or diagnostic performance;
we ask which tasks survive equality of controlled
path laws and derive a time-uniform joint error
guarantee for selective stopping. E-values provide
the probability tool [9, 10], whereas the observa-
tion fibre determines which unresolved states must
remain together.

Indistinguishability quotients are classical
in deterministic observability, and equality of
observation-process laws is central to stochastic
filtering [11, 12]. Here the fibre is indexed by a
declared family of causal finite-horizon policies



and is used as the set retained by a stopping rule.
The task is identified precisely when it is constant
on each fibre. Stopped relative entropy quantifies
the information accumulated away from exact col-
lisions and yields a sample lower bound near singu-
lar ones. A predictable conditional envelope con-
verts nominal likelihood-ratio scores into robust
e-processes. Its outer fibre inversion reports a label
only when the retained set is homogeneous. The
guarantee bounds a wrong, non-rejected report
jointly; it is not conditional on reporting.

The numerical study uses a reduced multicoil
DCE-MRI model with a Tofts-type recursion, the
Parker input, an SPGR response, analytic coils,
and Cartesian complex k-space [13, 14]. Its lin-
earised response defines an exact finite-hypothesis
Gaussian experiment; the nonlinear response is a
misspecification stress test.

A separate interface replays recorded prefixes
through a frozen classifier and split-conformal
label sets [15]. It concerns the recorded protocol,
not unrecorded actions or raw-k-space reconstruc-
tion. All supplied arrays and labels are synthetic
and establish no clinical performance.

Organisation. Sections 2-5 develop the law-
level and time-uniform theory. Section 6 isolates
what retrospective prefix replay can establish.
Section 7 reports the synthetic experiment; the
appendices contain the proofs and the full forward
model.

2 Sequential MRI as a
controlled experiment

Let the latent state space 2, action space U, and
observation space ) be standard Borel. A state
w €  indexes the task label, structural and
nuisance parameters, and the law of any latent
process; it does not contain a realised innovation
path unless the experiment is expressly condi-
tioned on that path. Put Hy = @ and let Fy be
the trivial sigma-field. For n > 1, set

Hn:(Ulaifla-'-
Fn =0(Hp).

?Una YT?)7

At stage n, the scanner chooses U,, € U from H, _
and observes Y,, € ). A causal policy is a sequence
of kernels m,(du | H,—1). Conditional on w, the

observation kernel is

Qw,n(dy ‘ Hn—laUn)' (1)

The policy is common to all states: a state-
dependent policy would reveal the unknown state
by assumption.

Proposition 2.1 (Path law) Suppose that the pol-
icy and observation kernels are jointly measurable in
their conditioning variables. For every w, policy w, and
finite horizon N, there is a unique probability law P:;N
on (U x y)N satisfying
N
P n(dhy) = [] mn(dun [ hno1)
n=1

X Qu,n(dyn | hn—1,un).

Its restriction to the first n stages is P .

(2)

Set PT o =10g.

The assertion is the finite-horizon Ionescu—
Tulcea construction [16]; Appendix A gives the
kernel-by-kernel proof. Equality and distance
between controlled experiments below always refer
to the laws in (2), not merely to noiseless images.

The scientific task is a measurable map g :
Q — D, with D finite. Let 7 be an {0,...,N}-
valued stopping time and D, an JF,-measurable
action in A = DU {1}, where L denotes rejec-
tion. Fix ¢ > 0 and a measurable loss L : D x A —
[0, 00]; the acquisition cost is ¢7 and the terminal
loss is L(g(w), D). No history-based decision can
distinguish states with equal path laws.

2.1 Declared and actual observation
laws

Let pn(dy | h,u) be a sigma-finite kernel, measur-
able in (h,w) and fixed before Y,, is observed. The
declared kernel has density qu, = dQuwn/din.
Write @7, ,, for the actual conditional kernel and
Pl = dQF ,,/dp, whenever the derivative exists.
Alternating @7, ,, with m defines the actual path
law P»'%. The algorithm evaluates ¢; validity
instead rests on the predictable conditional enve-
lope of Section 5. When p* = ¢, the ordinary
likelihood-ratio process is valid. An omitted sys-
tematic shift may otherwise force repeated nom-
inal factors across the boundary, so the envelope
must hold before Y, is observed.



2.2 Finite-hypothesis DCE-MRI
control

The numerical experiment specialises w to four
hypotheses formed by two synthetic enhancement
patterns and two nuisance locations. A causal
mask policy drives a scalar DCE state-space
model with multicoil complex Gaussian observa-
tions. Section 7 gives the state and observation
equations; Appendix E fixes every implemented
array and parameter. Its linear response is the
declared Gaussian experiment and its nonlinear
SPGR response a misspecification stress test.

2.3 Chronological stored-image
prefixes

The limited retrospective experiment begins with
a recorded series Zi.y in a fixed chronological
order. Its filtration is G, = o(Z1, ..., Z,). At pre-
declared gates, a classifier fitted on the training
split and calibrated on a disjoint calibration split
produces a label set from features measurable with
respect to G,,. The rule stops at the first singleton
set and otherwise rejects at the final gate. Training
subjects, calibration subjects, and test subjects
are kept disjoint.

Replay concerns only the recorded protocol
and requires documented prefix-only reconstruc-
tion; Section 6 states the audit conditions.

3 Controlled observation fibres

We use the finite-horizon standard Borel experi-
ment of Section 2. Its common policy kernels and
state-specific observation kernels determine the
history laws PJ . The task map g :  — D is
measurable and D is finite.

Definition 3.1 (Controlled observational equiva-
lence) For a declared family B of causal policies and
0<n<N, set
W~ o o= Pln= Z,r/’n for every m € B.
The equivalence class

Fpn) = {0 10 ~pnw}

is the controlled observation fibre through w.

The horizon-zero convention in Section 2 gives

gq&() (w) = Q.

The definition is a policy-indexed noisy-history
quotient. It is related to, but distinct from,
comparison of experiments, deterministic-input
observability, and observation-law observability in
nonlinear filtering [11, 12, 17].

Proposition 3.2 (Order of controlled fibres) The
relation in Definition 3.1 is an equivalence relation. If
ml g m27 then

&pgm(w) c Sml,n(w)-

If the n-stage experiment is the marginal of the (n +
1)-stage experiment, then

S‘,B,n+1(w) g S‘B,n(w)'

Definition 3.3 (Task identification) The task g is
identified by (B, n) if it is constant on every controlled
observation fibre:

wrpaw = gw) = gw).

Write
gﬁp,n(OJ) = (P;T,TL)WEm
for the complete experiment-family map.

Theorem 3.4 (Task descent) The task g is identified
by (B, n) if and only if there is a unique set map
G:Epn(Q) — D such that g=go&yp -

Endow the image Ep ,(Q) with a standard-Borel
sigma-field. If Eyg , is a Borel quotient map onto this
image, then measurable g has measurable descent g.

Theorem 3.5 (Policy-uniform no-go) Letwg,w1 € Q.
Suppose that, for every 1 < i < n, every h € (U x
V)L, and every u € U,

Qwo,i(' ‘ h" u) = le,i(' | hvu)' (3)
Then P3,n = PI n for every causal policy w. If

g(wo) # g(wi), no decision based on the declared
history identifies g on a model containing both states.

3.1 Local observation Fitting

diagnostic
Let H : (R, 6y) — (R9, H(6y)) be a real analytic
observation germ and let A = R{z1—001,...,2q—

60,4} be the local ring of convergent real power-
series germs at . For an ideal I C A, write Vg (I)
for its real zero germ at #y. For a matrix B over
A, write I, (B) for the ideal generated by its k x k



minors, with Ip(B) = A and I(B) = (0) for k >
min{d, ¢} when B is ¢ x d. We use the standard
presentation convention for Fitting ideals [18, 19].

Definition 3.6 (Observation Fitting module) For the
Jacobian Jg, define
My = coker(Jp : A% = ATy,
Fittj(Mp) = I4—i(Ju), 0<j<q¢ (4)
For j > g, set Fitt;(Mpg) = A. The real rank-drop
germ {0 : rank Jy (0) < r}is VR(Ir+1(JH))-

For a fixed endpoint index u, let s, be a
positive integer and L, : R? — R® an addi-
tional analytic endpoint. Write D(H, L,,) for the
derivative of the stacked map (H, L,,) and set

p(u | H;0p) =rank D(H, L,,)(6p) — rank DH (6).
(5)

Theorem 3.7 (Constant-rank local fibre reduction)
At every Oy,

plu | H;0) = rank(DLu(60)her D11 (o)) - (6)

If DH and D(H,Ly) have constant ranks v and 1’

near Oy, their local fibres through 6y are embedded

submanifolds of dimensions d—r and d—r'. The end-

point therefore reduces local fibre dimension by exactly
/

p=r —r.

For H(xz,y) = « and L(z,y) = y, the incre-
ment is one and the local line fibre becomes a
point. The rank identity is pointwise; the dimen-
sion conclusion is not. At zero, H(z) = x? and
L(x) = z give p = 1, although H~1(0) and
(H,L)~1(0,0) are both locally {0}. For H(z,y) =
xy, the rank-drop locus is the origin, whereas
the zero fibre is the singular union of the coordi-
nate axes. The Fitting flag therefore locates rank
loss but neither resolves fibre branches and mul-
tiplicities nor determines a global controlled fibre
or statistical information; a derivative at zero,
for example, does not record the separation of
N(0,0?) from N(62%,02).

Corollary 3.8 (Boundary of retrospective evidence)
Let 7¥ be the deterministic open-loop policy reproduc-
ing the action sequence recorded in a retrospective data
set. For every family B containing w0,

g‘ﬁ,n(w) C %{ﬂo},n(w)'

Thus a replay of one schedule can establish proper-
ties of that schedule, but cannot establish equality or
separation under unrecorded counterfactual controls.

Ezample 3.9 (A separating and a colliding experiment)
Y | (U=mu,60)~ N(ub,1) and v = 1 is admissible,
distinct values of 6 have distinct one-step laws. By con-
trast, if every admissible control gives N (au€27 1), then
0 and —0 lie in the same controlled fibre at every hori-
zon. The sign task is therefore unidentified, however
adaptive the policy.

Fibres depend on full laws: mean equality
may be defeated by covariance, and local rank
by remote symmetry. An unidentified nuisance
parameter is harmless when g is constant on the
resulting fibre.

4 Stopped information and
singular separation

The next result concerns probability kernels, not
only their means. For two states wg, w1, write

kl(hv u) = KL(Qwo,i(' | hvu)HQwhi(’ | h7u)) .

Let 7 < N be a stopping time. For a state w,
let P7°™ denote the law of the stopped transcript
(7, Ul,Yl, ..., U, Y;), and put PﬂT P77 This
transcript takes values in the ﬁmte dlSJOlIlt union

N
=L )
Hy = {t} x (U x Y)".

Theorem 4.1 (Stopped conditional-information iden-
tity) Suppose that, for each i, there is a jointly mea-
surable monnegative function R;(y | h,u) such that,
for almost every conditioning pair under the law of
(Hi—1,U;) induced by P 00, N 3

Qwo,i(dy | hvu) = i(y | h, U)le,i(dy ‘ h, u) (8)

and suppose that the policy kernel is common to the
two states and that

IEZZOZk i—1,U;) < o0. 9)
Then

KL(P5 " [[P77) EZOZk i-1,U (10)



The identity holds for deterministic or randomised
causal policies.

The density hypothesis holds under a com-
mon measurable dominating kernel and covers
the Gaussian model below; pointwise choices of
Radon—Nikodym derivatives do not suffice. The
common policy cancels from the likelihood ratio.
Bounded N and (9) reduce the proof to a finite
sum; no limiting argument is used.

Corollary 4.2 (Predictable Gaussian acquisitions)
Let Y = R? for a fized positive integer d. Suppose
that, conditionally on (H;—1,U;) = (h,u), state j
gwes N(mji(h,u),%;;(h,u)) on R?, where the dis-
played means and positive-definite covariances are
measurable in (h,u). Suppressing these arguments, the
summand in (10) is

_1 -1
Y % i) T
ki(h,u) Z{tr(ZL Yo4)—d

+ (m1,; — mo,i)TZf,}(mu —mo,;)

+ log(det X1 ;/det X ;)}. (11)
If Xo; = Y15 = X;, this reduces to one half of the
squared Ei_l—norm of the mean difference.

Predictive covariance may depend on the
structural hypothesis, so a Fitting analysis of the
mean map alone does not determine information
[18, 19]. For example, N (0,1 + 6) has zero mean
Jacobian but divergence of order 2 between § = 0
and J. Mean equality gives a collision only when
the remaining kernel parameters also agree.

Definition 4.3 (Uniform controlled information
order) For this local family the finite horizon may
depend on §; denote it by Ns. For (wo, ws)o<s<s, With
opposite task values, put

ki s (hyu) = KL(Quo,i (- | 7y w)[|Qus,i(- | hyw)) -

The pair has controlled information order at least
the positive integer m if a constant 0 < C' < oo,
independent of 4, satisfies

sup supk; s(h,u) < cs*m. (12)

1<i<Njs h,u

The second supremum is over admissible histories
and controls. A bound only for the control ultimately
selected is not policy-uniform. Because finite relative
entropy implies absolute continuity and 7 < N, (12)
also supplies the density and integrability hypotheses
needed to apply Theorem 4.1 in the lower-bound proof
below.

For p,q € (0,1), put

kl(p, q) = plog(p/q) + (1 —p)log{(1 —p)/(1—q)}.

The reduction of a complete transcript to this
binary event is the classical two-point method [20].

Theorem 4.4 (Singular sequential lower bound)
Assume (12). For each ¢, let a common causal pol-
icy m5, a stopping time 7s < Ng, and a forced binary
decision dg, measurable with respect to the stopped
transcript in H?\,&, satisfy, for some 0 < a < 1/2,

P33 {ds # g(wo)} < a,

PIPT {ds # g(ws)} < a

Then
k(1 — o, @)

EloTs > — G5am

(13)

Because 75 < Ny, the assumptions cannot hold
at a value of § for which the right-hand side of
(13) exceeds Ns.

Ezample 4.5 (Sharp order and exact collision) For
independent N(0™,5%) observations and the pair
(0,0), a fixed-sample likelihood-ratio test with n =
ng = §72™ attains the lower-bound order. If every
admissible kernel depends on 6 only through 62, the
pair (4, —0) has zero one-step divergence and remains
a controlled collision at every prefix.

Theorem 4.4 is a two-state lower bound for
a forced decision. It gives neither a composite
minimax theorem nor a lower bound for a proce-
dure allowed to reject. An upper-order statement
requires an explicit test and an attainable control;
it does not follow from a local rank flag.

5 Robust prefix-fibre stopping

Nominal likelihood ratios need not remain mar-
tingales when the denominator model is misspec-
ified. We therefore impose a conditional moment
envelope, rather than deducing optional-stopping
validity from an average goodness-of-fit measure.
Let © be standard Borel and let the measurable
map ¢ : 2 — O retain the component of the
structural state used by a nominal model. The
remaining component of w may include a nuisance
kernel or model discrepancy, and g remains defined
on the full state.



Write Qf ,,(dy | h,u) for the actual condi-
tional kernel associated with pf, ,, in Section 2.1,
and P(:X, for the path law obtained by alternat-
ing it with the policy kernels. For every Borel
A C Y, assume that (w,h,u) — QF (A | h,u) is
measurable.

For every 6 € ©, stage n, history h, and control
u, let Kg »(h,u) be a nonempty set of probability
measures on Y. We require

:;,n(' ‘ h7 u) € ’Cﬂ(w),n(ha u) (14)

for every w € Q, h € (U x Y)"7 !, and u € U.
Choose a nonnegative score fo,(y | h,u), jointly
measurable in its displayed variables, and a finite,
strictly positive bound kg ,(h, u), jointly measur-
able in (0, h,u) and fixed after U, is selected but
before Y, is observed, such that

sup / Fom(y | hu)P(dy) < won(hyu).
PGICgVn(h,u)
(15)

The score and its bound may depend on the pre-
ceding history and current control, but not on the
current observation. Define

B, (6) = ﬁ fo:(Yi | Hi—1,U;) Fo(6) = 1.
=1

ro,i(Hi—1,U;)

(16)

In the exact nominal case, let QY have den-
sity ge,, with respect to p,. Let e | hyu) be a
conditional probability density with respect to p,,
selected measurably before Y,,, and suppose that

its measure is absolutely continuous with respect
to Q9. (- | h,u). Set

Tn/Qoms  Qo,n >0,
fon = { e " Kgn =1,

O? q@,n = 07

where the displayed densities retain their argu-
ments (y | h,u). Then [ f5,dQp, = 1. The
process then reduces to the ordinary likelihood-
ratio martingale. Under misspecification, k = 1
is invalid unless the same conditional moment
identity has been established for the actual kernel.

Lemma 5.1 (Conditional-envelope e-process) Under
(14)(15), (En(9(w))N_y is a nonnegative super-
martingale under P::’TrN for every state w and every

causal policy w. Consequently,

*, T > —1 <
P max B0 20 b <o)

for every 0 < o < 1.

Set

Cp={w:E,(9w)) <a '},
Sn = Sat‘lp,n(cn) = U s‘B,n(w) (18)

wel,

Exact saturation may be difficult in a continuous
model. Let F,, be a random outer approximation.
We assume directly that, for every n, the events
{8, € F.}, {Spnlw) € F,} for fixed w, and
{g(F,) = {d}} for d € D are F,-measurable.
These assumptions make the construction a causal
prefix rule and the stopped decision below mea-
surable; a measurable graph alone does not ensure
them for arbitrary random subsets of a standard
Borel space. Suppose, for some 0 < 8 < 1—a, that

ian;:JT{, S, C F, for every 0 <n < N}>1-5.

(19)
The infimum is over the declared states and causal
policies. A deterministic certified outer approxi-
mation has § = 0; an inner approximation does
not satisfy (19).

For a set F' C Q, write g(F) = {g(w) : w € F}.
At a stopping time 7 < N, define

= {7 S

Rejection expresses the usual error—coverage
trade-off [21].

Theorem 5.2 (Robust prefix-fibre stopping) Suppose
the preceding measurability conditions and (14), (15),
and (19) hold. Then, for every state wq, every causal
policy w, and every stopping time 7 < N,
P;(’:N{ngyn(wo) - F, for alln < N} >1—a—0,
(21)
and

P AS(Fr) # g(wo), 6(Fr) # L} <a+ 8. (22)

We use TV(P, Q) = sup sy [P(A) — Q(A)].



Corollary 5.3 (A conditional total-variation enve-
lope) Let an( | h,u) be nominal and suppose that
every P € KCg ,,(h,u) satisfies

TV(P,Q (- | b)) < eg.n(h,u).
Ifo S fe,n(' | h?”) S MG,n(h7u) < oo and

aom(hyu) = / Jon( | o u)Q@)n(dy | hu),
then
K/G,n(ha u) = ae,n(ha u) + MG,n(hy U)EG,n(h’ 'LL) (23)

is valid in (15), provided it is positive. A conditional
bound KL{P||Q27R(~ | h,u)} < ngp(h,u) permits

EG,n(hv u) =V n@,n(hv u)/2

For 0 <e <1and M < oo, the contamination
class P = (1 —¢)Q" + R permits the sharper
choice k = (1 — €)a + eM whenever this quantity
is positive. Thus a bounded, clipped score pays for
the declared contamination in each e-factor.

Proposition 5.4 (Failure without clipping) There
are nominal laws qg, true laws ps, and numerator laws
rs on a two-point space such that

Tv(pﬁaqé) — 07
Egs(rs/qs5) = 1,
Eps(rs/qs) — 0.

Hence total-variation proximity alone does not robus-
tify an unbounded likelihood ratio.

The bound is joint, not conditional on report-
ing; conditional error may equal one when report-
ing is rare. A broad kernel class may force
rejection. Acquisition saving additionally requires
prefix-measurability of 7, preprocessing, and all
scores. The fibres belong to the declared exper-
iment, whereas coverage is evaluated under the
actual law; robustness of the equivalence relation
requires adjoining the discrepancy kernel to the
state.

6 Retrospective causal-prefix
replay

Let W and each Z; take values in standard Borel

spaces. Let Z1.7 be a stored chronological image

series acquired under one fixed protocol, and let
1 <t < -+ < tg < T be gates fixed before

the test subject is examined. Write W for all
objects fixed independently of that subject: the
training and calibration records, the gates, any
fitted maps, and any external random seed. The
available information at frame ¢ is

gt:U(VV,Zh...,Zt).

At gate t;, a prefix rule returns a label set I'; C D
that is G;,-measurable. Put
J =inf{j: |T;| =1}, inf @ = co.

If J < @G, set 7 =ty and let D be the unique

element of I' j; otherwise set 7 =T and D = L.

The word causal here refers to measurability
and to invariance of the pre-stop data-generating
kernels. It does not assert that a stored vendor
image was reconstructed without future frames.
Without further monotonicity assumptions, future
leakage can make the first singleton occur earlier
or later; the sign of the stopping-time bias is not
identified.

Proposition 6.1 (Causal-prefix replay identity)
Consider a full acquisition regime and a prospective
stop-only regime. Assume that (i) W has the same
law in both regimes and, conditionally on W, both use
the same initial law and the same conditional kernel
for Zy given Zy..—1 while acquisition remains active;
(i1) stopping changes no earlier observation; and (iii)
the feature maps, label sets, stopping time, and ter-
minal report are adapted to (Gt)i<T. Then the law of
the stopped prefix, stopping time,_and report obtained
by replaying the full series equals their law in the
prospective stop-only regime.

The identity concerns termination of the
recorded protocol. Retrospective undersampling
can introduce further reconstruction and distri-
butional artefacts [22]. In particular, the iden-
tity does not cover a policy that would choose
a different phase-encoding line, pulse sequence,
or contrast-injection schedule after seeing a pre-
fix. Corollary 3.8 gives the corresponding fibre
inclusion.

Finite gates permit a distribution-free label-set
construction. Fix integers m,G > 1 and 0 < a <
1. Let D, € D be the task label of a future subject,
R;; the nonconformity score of calibration subject



i at gate j, and R.;(d) the candidate score under
label d € D. Define

143 YRy > Ry(d)}
Dj.d m+ 1 )

I's={deD:pjq>a/G}. (24)

The use of > makes ties conservative.

Proposition 6.2 (Finite-gate conformal rejection)
Let T be generated by the training data and exter-
nal randomisation. Conditionally on T, suppose that
the m calibration subjects and one future subject are
exchangeable at the subject level, and that the gates
and gate-specific score functions are T -measurable.
Thus they are not selected from the calibration or
future-subject records. Then

P{D. € T'; for every j} > 1 — . (25)

If the rule reports the unique element of the first
singleton I'j and otherwise reports 1, then

P{D# Ds, D# 1} <a. (26)

No independence across gates is required.

This is marginal finite-sample coverage for
one exchangeable future subject, as in conformal
classification [15]. It is not class-conditional or
site-conditional coverage. Reusing patients across
splits, selecting gates after viewing calibration
outcomes, or a temporal or site shift invalidates
the stated argument; extensions beyond exchange-
ability require additional structure [23].

The distributed program accepts NPZ arrays
or conventional single-frame MR DICOM with a
separate subject-level split file. At each gate it uses
only the stored magnitude prefix, fits a diagonal-
Gaussian classifier on the training split, and cal-
ibrates (24) on the disjoint calibration split. The
DICOM loader enforces subject, series, geometry,
and ordinal-time consistency; the temporal tag,
start, and phase count are command-line inputs.
It neither infers clock time nor certifies prefix-only
upstream processing. Online Resource 1 gives the
complete input contract.

The synthetic self-test verifies that perturb-
ing future frames leaves an earlier prefix fea-
ture unchanged. Reported visited-gate coverage
is descriptive and differs from (25). No patient
series was analysed; prospective use requires
latency measurement, unchanged pre-stop acqui-
sition, external validation, and safety analysis.

7 Reduced DCE-MRI

phantom experiment

Four structural hypotheses h € {0,1,2,3} com-
bine two synthetic spatio-kinetic phenotypes with
two nuisance locations. Their task labels are ¢;, =
|h/2]; all arrays are synthetic and estimate no
clinical performance. For hypothesis h, the scalar
concentration follows

cho ~ N (0, od),
Chit = apchi—1 + bnCp i1 + wy, (27)
we ~ N(O, 0'120)

where ap, = exp(—kepnAt), by, = ven(l — ap),
kep.n = Km0 Ju, 1, and Cp, ; = 0 for j < 4 while
Cpj = Cp{(j — 4)At} for j > 4 [13]. The input
C,, is the population function of Parker et al. [14].
The separation of evolution and complex k-space
observation equations has a precedent in dynamic
radial MRI [24]; our state is a scalar concentra-
tion, not a reconstructed image. The initial draw
and every transition in (27) match the filtering
likelihood.

For Cartesian mask a, let S, retain its six
phase-encode rows. For coil ¢ € {0,1,2,3}, the
observation is

Yt,a,c =S, F [SC{BC + A(Ch,t)q)h}] + Mt,ac

2
Nea,e ~ CN(0,0°1). (28)
Under each hypothesis, cp, the innovations
(wi)i>1, and the receiver noises are mutually
independent; the latter two sequences are also
independent across time, and receiver noise is
independent across coils. Here B, is the complex
baseline defined in Appendix E. The exact exper-
iment uses A(c) = fe, with 8 = S’(0) for the
SPGR response. The stress experiment generates
A(c) = S(¢) — S(0) but retains the linear filter.
Only the first experiment has the declared linear—
Gaussian likelihood and its e-process guarantee.
Appendix E specifies every array, parameter, and
density.

There are 36 frames at five-second spacing,
four coils, 7 candidate masks, and 6 phase-
encode lines per selected mask. The fixed policy
cycles through masks. The variance-only policy
minimises the mean next-state variance under
fixed uniform hypothesis weights; in this model
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State noise and receiver noise remain distinct; raw data are never magnitude-collapsed.

Fig. 1 Implemented sequential pipeline. The control selects one of seven six-line Cartesian masks from the preceding
history. The displayed task score is a separation surrogate, not a Bellman solution or a one-step expected terminal Bayes

loss. State noise and proper complex receiver noise are distinct
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Fig. 2 Analytic 32x32 digital experiment: baseline magnitude, solid and equal-DC rim bases, one coil sensitivity, the Parker
input, and one coil of the generated complex k-space. Displayed magnitudes do not replace the complex observations in (28)

it is observation independent. The task-aware
policy maximises the causal separation score in
Appendix E. The stopping guarantee does not
depend on optimality of this heuristic. For the
controlled-fibre relation, the declared family con-
tains all causal policies on these seven masks and

therefore every deterministic one-stage mask pol-
icy. The three implemented policies are members
of this larger family.

For each hypothesis, the filter supplies the
exact one-step predictive density gy, ; in the linear
experiment. With the predictable Bayes-mixture



density r;, the implementation updates

th‘Yé
H()

1 ana (Vi)
Ct = sat{h : Et(h) < 1/010}

Et(h) =
(29)

The saturation uses a conservative outer moment-
signature relation described in Appendix E. All
policies stop at the first prefix after at least eight
frames have been acquired for which the set of
phenotype labels represented in C} is a singleton;
otherwise they reject at the full horizon.

7.1 Exact linear experiment

The same truth and receiver-noise arrays were
reused across policies in each of 1000 runs. Each
of the four hypotheses occurs exactly 250 times in
every policy—scenario cell. Table 1 reports Monte
Carlo means; Appendix E defines the metrics
and pointwise intervals. Hypothesis-specific sum-
maries and paired contrasts are distributed in
machine-readable form. For the task-aware heuris-
tic, hypothesis-specific decision coverage ranged
from 99.2-99.6%, and selective risk ranged from
0.0-3.2%.

For the task-aware policy, the true finite
hypothesis remained in the confidence set through
every acquired prefix in 96.1% of runs (Wil-
son interval 94.7-97.1%). Its empirical wrong-
and-non-rejected rate was 1.7% (Wilson interval
1.1-2.7%) at nominal a = 0.10, and its descrip-
tive 95% mixture-state interval had mean within-
run acquired-frame coverage 95.0%. The first two
quantities audit the exact sequential construc-
tion; the third is not a theorem-backed confidence
sequence. These finite Monte Carlo frequencies
neither prove nor replace the probability bounds
in Section 5. The paired mean frame difference,
task-aware heuristic minus fixed, was -1.36; the
95% interval was [-1.76, -0.97]. This contrast
assesses the implemented heuristic, not an optimal
policy.

7.2 Misspecification and collision
controls
These synthetic controls isolate misspecification

and exact collision; they do not estimate scanner
or patient error.
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Under nonlinear SPGR generation, task-aware
decision coverage was 98.4%, with log loss 0.123
and complex dynamic NRMSE 0.480; variance-
only decision coverage was 96.8%. These calcu-
lations deliberately use the misspecified linear
filter.

The exact no-go pair has prior (1/2,1/2) and
duplicates every controlled state-space and obser-
vation kernel under opposite labels. Its posterior
remains 0.5 for both labels at every prefix, and
the saturated rule rejected in 100.0% of runs,
illustrating Theorem 3.5.

Figure 5 also reports a scalar model-error
control with 100000 paths of length 40. An uncor-
rected likelihood ratio crossed the nominal thresh-
old in 81.8% of paths. Division by the exact
conditional factor kK = 1.822 reduced this to
5.5%. The 62 and 6* curves in the same figure
are prescribed algebraic sequences used to check
information order. They are not rates fitted to
phantom observations.

The finite MRI model admits the analogous
calculation. At each realised history and selected
mask, its actual conditional law under h is

By =(1=)Qns +Qpy

where h has the opposite phenotype at the same
nuisance location. For fj, ; = min{r;/qn ¢+, M}, one
has Eq, ,fre < 1 and Eq, ,fne < M. Hence
the conditional envelope in Lemma 5.1 holds ana-
lytically with k = (1 —¢) + eM. We used ¢ =
0.10, M = 2.0, and x = 1.100 in 1000 balanced
paired runs per policy. For the task-aware heuris-
tic, the uncorrected clipped process rejected the
true hypothesis at some prefix in 1.1% of runs.
The k-corrected process did so in 0.0% (Wilson
interval 0.0-0.4%), while its empirical wrong-and-
non-rejected rate was 0.0%. Its decision coverage
was 35.7%.

8 Discussion

Controlled fibres, confidence fibres, and selective
decisions answer distinct questions. The first is a
quotient of path laws; the second retains states
under a declared error model; the third adds loss,
rejection, and acquisition cost. Local rank does not
exclude remote collision, and no score identifies a
task that varies within an exact fibre.



Table 1 Exact linear—Gaussian experiment. The labels are synthetic phenotypes. NRMSE is computed for the complex

dynamic component through the stopping frame.

Policy Decision coverage Selective risk Mean frames Acquired Logloss NRMSE
Fixed 98.2% 2.0% 19.6 54.6% 0.102 0.462
Variance only 97.6% 1.6% 20.3 56.4% 0.085 0.430
Task-aware heuristic 99.3% 1.7% 18.3 50.8% 0.085 0.457
Class posterior Selected mask index
Lo phenotype 0 6 -
phenotype 1
0.8 o - CS label singleton 5 4
> ]
S 0.6 1 4
g T 31
< 0.4 1
g 21
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Fig. 3 One fixed-seed linear run. Class posteriors and selected mask indices are shown for the variance-only and task-
aware policies. The dotted line marks the first label-singleton confidence set when it occurs. This is a path illustration, not

a population comparison

The stopping guarantee follows from a one-
step conditional envelope, as in anytime-valid e-
value methods [9, 10]; average fit does not imply it.
The parameter [ records failure of outer-fibre con-
tainment. If an independently estimated envelope
fails with probability Seny, @ union bound gives
a + B 4 Beny- Broad envelopes preserve validity at
the cost of rejection. Higher-dimensional latent-
state Gaussian and nonlinear extensions require
new predictive calculations and, in the latter case,
a new envelope.
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The linear phantom checks the declared Gaus-
sian experiment; the nonlinear and duplicated-
law controls expose misspecification and colli-
sion. Stored-image replay instead requires chrono-
logical features, fixed splits and gates, and
subject-level exchangeability [15, 23]; it does
not recover unrecorded actions or remove recon-
struction leakage [22]. External study therefore
requires provenance-preserving raw data or a doc-
umented causal image pipeline, fixed endpoints,
and prospective validation. Relevant infrastruc-
ture includes ISMRMRD and fastMRI Breast
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Fig. 4 Paired Monte Carlo summaries for the exact linear experiment and the nonlinear SPGR stress experiment. Error
bars are two-sided 95% normal Monte Carlo intervals for continuous means and Wilson score intervals for abstention. The

hatched nonlinear bars carry no exact e-process guarantee

[25, 26]; comparisons must share the action budget
and reconstruction target [5, 7, 24, 27].

9 Conclusion

Controlled fibres locate the identification limit of
sequential MRI. Predictably normalised evidence
protects stopping under an explicit error envelope,
while rejection records unresolved task hetero-
geneity. The phantom and replay illustrate these
distinctions without conflating simulation, retro-
spective evidence, and prospective acquisition.
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A Path laws and fibre proofs

Proof of Proposition 2.1 For a bounded measurable
function f of the first pair, set

[ £arzs = [m@w [ Quaty| 2.0 fwn)

Suppose that ijm_l has been constructed. For
bounded measurable f on histories of length n, define

/ fdpT, = / P71 (dh) / n(du | h)
< [ Quunlay | hyu) (s, y).

Kernel measurability makes each integral measurable
in the preceding variables. The construction gives a
probability measure and the prescribed conditional
kernels. Any other such measure agrees on measur-
able rectangles at stage one and, by the displayed
recursion, at each later stage. Induction proves exis-
tence and uniqueness. This is the finite Ionescu—Tulcea
construction. O
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Proof of Proposition 3.2 Equality of probability mea-
sures is reflexive, symmetric, and transitive; hence so
is equality under every policy in . Equality for every
policy in Bo implies equality for every policy in its
subset P71, which proves the first inclusion. Equality of
the (n+ 1)-stage laws implies equality of their n-stage
marginals, which proves the second. O

Proof of Theorem 3.4 Assume first that g is constant
on controlled fibres. For z € &y ,(2) choose a rep-
resentative w and put g(z) = g(w). If &’ is another
representative, then w ~g ., W', so the definition is
independent of the choice. It gives g = go &y p.
Surjectivity onto the displayed image makes g unique.

Conversely, a factorisation through &y, gives
equal task values whenever the experiment-family
images agree. This is precisely Definition 3.3.

For the measurable assertion, let d € D. The
equality

Eph @ H{d}) = g~ {d}



has a Borel right-hand side. The quotient property
makes g~ {d} Borel in the image. Since D is finite and
discrete, g is measurable. O

A.1 Fitting rank locus

At a point 0, a matrix has rank at most r exactly
when all its (r+1) x (r+1) minors vanish. Applied
to Jg(0), this proves the zero-germ statement in
Definition 3.6. The formula for Fitt;(Mpg) is the
defining determinantal formula for the displayed

presentation A% 7% A9 s My — 0.

Proof of Theorem 3.7 Put Ay = DH(6y), By =
DLy (8p), and K = ker Ag. The kernel of the stacked
map (Ao, Bo) is K Nker By. Rank-nullity gives
rank(Agp, By) — rank Ap = dim K — dim (K N ker By)
= rank(Bo| k),
which is (6).
If a C* map F : R? — R® has constant rank k

near a point, the constant-rank theorem supplies local
source and target coordinates in which

F@n,...,aq) = (o1, ,0).

Its fibre through the point is therefore an embedded
submanifold of dimension d — k. Apply this normal
form to H and then to (H, Ly). Their fibre dimensions
are d—r and d—r', and their differenceis ' —r = p. O

.,xk,O,...

Proof of Theorem 3.5 At stage one the states use the
same policy kernel and, by (3), the same observation
kernel. Their joint laws of (Up,Y7) therefore agree.
Suppose the history laws agree through stage 7 — 1.
Conditional on any such history, the common pol-
icy selects U; by the same kernel, after which (3)
selects Y; by the same kernel. The recursion in Propo-
sition 2.1 gives equality through stage i. Induction
reaches n. Opposite task values in one fibre contradict
Definition 3.3. O

Proof of Corollary 3.8 Apply Proposition 3.2 with
P = {7} and Po = P. A single recorded law con-
tains no observations from policies in P\ {7}, so the
final evidential statement follows.

B Proofs for stopped
information
Proof of Theorem 4.1 Use the jointly measurable con-

ditional Radon—Nikodym derivatives stipulated in
Theorem 4.1:
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On the event {7 = t}, the recursive construction in
Proposition 2.1 factors the transcript law into alter-
nating policy and observation kernels. The policy
factors are identical under the two states. The event
{r = t} is the same measurable subset of the history
space under both laws. Conditional absolute conti-
nuity therefore propagates through each finite kernel
product. On the tth component of the disjoint union
in (7), it gives
dP(;T’T 4 T, T
W = 1_[1Ri(Yi | Hi—_1,U;) Py’ -almost surely.
i=

(30)
There are only N +1 components, so no limit is taken.
For a realised conditioning pair, put R = R;(- | h,u)
and @ = Qu, i(- | h,u). Then

/ —Rlog RdQ < e L
{R<1}

Thus the negative part of each stopped log factor is
integrable, while (9) controls its positive part. Put
l; =log R;(Y; | H;—1,U;). Taking the logarithm and
expectation under state wg gives

N
KL(PJT||P{"T) = Y B, (1544l

i=1

The event {7 > i} is measurable with respect to H;_1,
and U; is selected before Y;. Conditional expectation
given (H;_1,U;) therefore replaces the logarithm by
ki(H;—1,U;). The tower property and finite summa-
tion now yield (10). O

Proof of Corollary 4.2 For X ~ N(mg,Xo), put D =
m1 — myg. Direct subtraction of the two Gaussian log-
densities and evaluation under X gives

po(X)
p1(X)

Eg log = %{log(det ¥1/det3g) —d

+tr(27 ' %0) + DR ID).

This proves (11); the common-covariance reduction is
immediate. The formula is applied conditionally at
each (z,h,u). O

Lemma B.1 (Binary processing of relative entropy)
If P < @ and A is measurable, then

KL(P[|Q) = kI(P(A), Q(A)), 31)

with the usual lower-semicontinuous extension at zero
and one. If P(A) > 1 —a and Q(A) < o < 1/2, the
right-hand side is at least k(1 — o, a).



Proof Put p= P(A) and ¢ = Q(A). When 0 < ¢ < 1,
conditional Jensen inequalities on A and A€ give

[ 0108 57 4@ = plos(o/a),
[ 5108 55 9@ = (1= p)loe{(1 —)/(1 = 0}

Their sum proves (31). The boundary cases follow by
lower semicontinuity and absolute continuity. On the
region p > 1 — a > a > gq, differentiation shows
that kl(p, ¢) increases with p and decreases with g; its
minimum is therefore attained at (1 — o, «). O

Proof of Theorem 4.4 Let A = {(Z; = g(wo)}. The
error assumptions give

Pﬂg’” (A) >1—q,
Define
ds,i(hyu) = KL(Quq,i (- | by u)||Qus,i(- | hyu)) .

Lemma B.1 and Theorem 4.1 then give

PIoT(A) < a.

5
KI(1— o, ) SEG S ds i (Hio1,Us)
i=1
< C*™MET) 75.
Rearrangement proves (13). O

In the first part of Example 4.5, let ®x denote
the standard normal distribution function. The
midpoint test based on the mean of n observations

has both errors
5m
By (_ vn ) .

20

Thus a fixed target error is attained with n of
order 2™ For the variance example in Section 4,
write Ky for the divergence from N(0,1) to
N(0,14+0). Then

Ky = %{(1 +6) — 14 log(1 +8)}

1
= 152 + 0(8%).

C Proofs for robust prefix
stopping
Proof of Lemma 5.1 Fix a state w and put 0 = ¥(w).
Conditional on (Hy,—1,Un) = (h,u), membership (14)
and the envelope (15) give
BT [f@,n(yn | h, u)
W

H,_1=h =
wom(hou) [t = Un=u

<1
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The current control is drawn from the common policy
after H,,_1 and before Y;,. Conditioning once more on
H,,_1 therefore yields

ES™ [En(6) | Hn 1] < En_1(0).

Nonnegativity and Ey = 1 prove the supermartingale
assertion.

For a > 1, let 0 = inf{n < N : En(0) > a},
with ¢ = N if no crossing occurs. Bounded optional
sampling for the nonnegative supermartingale gives
EEs; < 1. On the crossing event, E5; > a; hence

P En(0)>at <a L.
{;Lrlga])g n(0) >a} <a

Taking a = o~ ! proves (17). O

Proof of Theorem 5.2 Let

A= {En(¥(wp)) < a " for every 0 <n < N}

and let B be the simultaneous outer-containment
event in (19). Lemma 5.1 gives P," (4) > 1—a, while
(19) gives Py"(B) > 1 — 6.

On A, the true state wg belongs to C, for every n.
The definition of saturation then gives

qu,n(wo) C Sy, for every n.

On B, S, C ]3” simultaneously. Thus the inclusions
n (21) hold on A N B, whose probability is at least
1—a-—g.

In particular, on AN B one has wo € E,. If the rule
in (20) reports d # L, every state in F’- has task value
d; hence d = g(wp). A wrong, non-rejected report is
therefore contained in (A N B)¢, proving (22). O

Proof of Corollary 5.8 For any probability measures
P, @Q and any measurable 0 < f < M, the layer-cake
representation gives

M
/fdP—/fdQ:/O (P(f>1)—Q(f > 1)} dt
SMTV(P,Q).

With Q@ = Qg,n this proves [ fpn,dP < apn +
Mg y,€6,n, which is (15) with (23).

For the KL implication, Lemma B.1 gives, for
every event A,

KL(P[|Q) = kKI(P(A), Q(A)).

The scalar inequality kl(p,q) > 2(p — q)2 follows
because, for fixed ¢, the second derivative in p of
Kl(p,q) — 2(p — @)* is 1/{p(1 —p)} —4 > 0, and
the function and its first derivative vanish at p
g. Taking the supremum over A yields TV (P, Q)

VEL(P[Q)/2.

OIA I



For the contamination calculation following
Corollary 5.3,

/fd{(lfs)Q0+sR}:(1—5)a+6/de
<(1-¢)a+eM.

Proof of Proposition 5.4 On {0,1} and for 0 < § < 1,
set

(1) =6, ps(1)=0%  rs(1)=1.
All complementary probabilities are determined by

normalisation. Since g5 has full support, rs < gs.
Direct calculation gives

TV(ps,g5) = 6% = 6° — 0,
whereas

Egs 2 = 5% =1,
qs
Eps, 2 = 6% =571 — o0,
a5
Thus no calibration factor tending to one can be justi-
fied from the displayed total-variation convergence for
this unbounded likelihood ratio. O

D Proofs and assumptions for
causal-prefix replay

Proof of Proposition 6.1 Absorb any exogenous ran-
domisation used by the stopping rule into W. In the
full regime, let K¢(dz; | z1:4—1, W) be the regular con-
ditional kernel of frame ¢. By assumption, the same
kernel is used in the stop-only regime on the event
that acquisition is active at ¢. Induction therefore gives
the same law for Z7.; under the two regimes on every
active prefix:

t
u(dz14 | W) = Ki(dzy | W) H Ks(dzs | 21:5—-1, W).
s=2
(32)
Let Aj 4 be the set of prefixes for which no earlier
gate has a singleton, the rule stops at t;, and it reports
d. Adaptedness makes A; ; measurable in o(W, Z1.,).
For every measurable set B of ¢ ;-prefixes, both regimes
consequently assign

/ ey, € BOA Ju(dos, |[W)  (33)
to the event {Z1.+; € B, 7 = t;, D= d}, conditionally
on W. The analogous expression with the event that
no gate is a singleton covers the terminal rejection at
T. Summing over the finitely many gates and then
integrating over W proves equality of the laws on the

disjoint union of the prefix spaces.
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Assumption (ii) is essential: without it the full
acquisition could alter an earlier reconstructed frame,
so the kernels in (32) would differ. The argument also
uses no kernel after stopping and therefore says noth-
ing about an action that is absent from the recorded
protocol. O

Proof of Proposition 6.2 Condition on 7, which
includes the training data and external randomisa-
tion. At gate j, apply its fixed score map to the m
calibration subjects and to the true label of the future
subject. Subject-level exchangeability makes the m+1
scores exchangeable. The conservative rank p-value

1+ Y7 1{R;j; > R.j(Dx«)}
m—+1

bj,D. =

is therefore super-uniform: for every uw € [0,1],
P{p;.p, <u| T} < u. One way to see this is to break
equal-score ranks uniformly at random. The resulting
rank is uniform on {1,...,m + 1}; replacing the ran-
dom tie break by counting every tie against rejection
can only increase the p-value. Thus

P(D« ¢ T | T} = P{p;p. <a/G|T}<a/G.

The union bound, which requires no independence
among the gates, gives (25) conditionally on 7 and
hence unconditionally.

If the rule makes a wrong non-rejected report
at gate j, then I'; is a singleton containing a label
different from D.. Hence

G
{D#D«,D# 1} C | J{Dx 2T}
j=1
The preceding union bound proves (26). a
Proposition 6.1 is a kernel identity for the
recorded protocol; Proposition 6.2 is marginal
across exchangeable subjects. Neither implies

the other or identifies an unrecorded acquisition
action.

E DCE-MRI forward model
and numerical definitions

E.1 Analytic image and coil arrays
For N = 32, put

i— (N —1)/2 )

R Ch S ¥ e <i<N
T N2 , 0<i<N,
j— (N —1)/2 )

P B S ) 0<j<N.
Ui N2 ==



For compactness, write

Lo bie,a(,y) = 1{($;C>2+ (y;d)Q < 1}.

(34)
The real baseline magnitude is
By = 0.04 4 0.4210.84,0.72;0,0
+0.221¢.48,0.50;0,—0.03
+ 0.1040.18,0.12;—0.27,0.20, (35)

with phase
o(x,y) = 0.24x — 0.18y + 0.10sin(7x) cos(my).

The complex baseline is B, = Bpe!?; each real
lesion basis is likewise multiplied by ¥ to define
Dy,.

The two nuisance locations are (—0.25, —0.18)
and (0.25,0.18). At centre (xo,yo) set

T — 2o ? Y—%o ?

ale,y) = ( 0.19 > * ( 0.14 ) ‘
The solid basis is 1{g < 1}. The rim basis is
1{q < 1} —1{q < 0.42}, rescaled to have the same
sum as the solid basis. The equal DC component
deliberately makes central k-space comparatively
uninformative about the task without making all
mask-specific laws coincide.

Hypotheses h = 0, 1 use the solid basis at loca-
tions 0, 1; hypotheses h = 2,3 use the rim basis
at the same respective locations. Their task labels
are ¢, = |h/2].

For coil ¢ € {0,1,2,3}, let 6. = 2m¢/4 and

p2(x,y) = (x — 1.25c0s0,)* 4 (y — 1.25sin6,)?,
Ye(x,y) = xcosb. + ysinb,,

5e(w,y) = exp{—p*(z,y)/1.25 + 0.45it).(z,y) }.
(36)

The code normalises these pointwise so that
>, Ise(z,y)|* = 1. The forward and adjoint trans-
forms are centred, orthonormal two-dimensional
FFTs; their numerical inner-product discrepancy
is 2.79¢-15 [28, 29)].

Each mask contains the two central phase-
encode rows and two symmetric row pairs. In
zero-based centred offsets, the seven pair choices
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are (2,3),(4,5),...,(14,15); mask a contains off-
sets {—1,0,—ky, k1, —ko, ko}. All readout points
and all four coils are retained, giving 4 X 6 X
32 = 768 complex observations per frame. Let S,
denote the linear operator that retains these six
rows in every coil.

E.2 Kinetics and SPGR response

Following the standard DCE notation in [13],
the phenotype-zero parameters are Ktrans

0.100min~! and v, = 0.300; phenotype one uses
0.130min~* and 0.280. With k., = K" /v, and
At = 1/12 min, holding C), constant within one
interval gives the recursion in (27). For minutes ¢
after injection, the Parker population input [14] is

A
Cy(t) = 8171%67@41)2/(%?)
LA e
82\/27T
Ozp@iBPt

for t > 0, and Cp(t) =0 for ¢ < 0, where

(A1, Ay) = (0.809,0.330),
(Ty, Ty) = (0.17046, 0.365),
(s1,52) = (0.0563,0.132),
(ap,Bp) = (1.050,0.1685),
(v,7p) = (38.078,0.483).

Injection begins after four baseline frames. The
simulation uses o9 = 0.030 mM and o, =
0.0015 mM, with independent innovations at every
t > 0. The initial state, transition innovations, and
receiver noises are mutually independent; innova-
tions and receiver noises are independent across
time, and receiver noises are independent across
coils.
For concentration ¢, define

E(c) = exp[-TR(T},' + 1)),
1—E(c)

S(c) — e—TER; g .
(c)=e Smal—cosaE(c)

(37)

This is the spoiled gradient-echo response used
for the tangent and stress layers [30, 31]. The



constants are

TR = 5 ms, TE = 2 ms,
o = 1507 T10 =1.20 S,
r =45 mM s Ry =18s71.

Writing Fo = e~ TR/T10 | the derivative used in the
exact layer is

1—cosa
(1 —cosaFEy)?’
(38)
The analytic derivative agrees with a centred finite
difference to 4.25 x 10~'! in the distributed test.
Let &5, be the complex lesion basis and let s,

be the coil map. The generated full k-space is

B =5"(0) = rie” T 2 5in « TRE,

Kptc = Flse{Be + Alcn,)®r}] + e,

Nt,e ™~ CN(O, 02]). (39)
where ¢ = 0.060 and the real and imaginary
components each have variance o2/2. The pol-
icy observes only the selected rows. In the exact
layer, A(¢) = Pc; in the nonlinear stress layer,
A(c) = S(c) — S(0). The Gaussian concentration
state is untruncated and may be negative. This
choice makes the exact likelihood auditable but
prevents the construction from being interpreted
as a physiological simulator.

E.3 Exact predictive density and
confidence set

Condition on a hypothesis h, a selected mask a,
and the preceding history. After baseline subtrac-
tion, write

Z =v,,C +n,
C ~ N(m,V),
n~CN(0,0%1,).

where vy, = BS.F(5.Pn)2_ and d = 768. For
v € C4, define v = (Rev",Imov")T. Because C is
real, the real-stacked covariance is 02 I54/24+V 00",
not a proper-complex rank-one covariance. If e =
z—wvm, H = |]v||?, and p = Re(v*e), direct appli-
cation of the determinant and Sherman—Morrison
formulae gives

log qn(2) = —dlogm — dlog o*
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— Llog(1+2VH/o?)

— llell?/o
2
+ 02(03‘—/&—p2VH)' (40)
The scalar update is
Vt=WV"t+2H/0*)
mT =V {m/V +2Re(v*z)/0?}. (41)

The state transition is then applied before the next
acquisition. An independent real-multivariate-
normal calculation verifies (40) to machine preci-
sion.

Numbering acquired frames from one in the
likelihood recursion, set pg(h) = 1/4. Let p;—1(h)
be the posterior mass before frame ¢ and set r, =
> nPi—1(h)qn,. After observing Yy, put

_ pi(Mane(Ye)

pt(h) rt(}/t)

The selected mask is measurable with respect to
the preceding history, so under hypothesis h

h[ Tt(Yi)
Qh,t(yt)

Fia| =1

Thus (29) is a test martingale in the exact layer
even under adaptive mask choice.

For the deterministic one-stage policy selecting
mask a, the initial conditions m = 0 and V =
a2 > 0 give covariance trace

do® + o3 [van.

Equality of controlled path laws implies equal-
ity of this one-stage marginal for every a, hence
equality of the signature (||va,5?)a, but not con-
versely. The code groups exact rational sums of
squares of the stored IEEE-754 components, with-
out a tolerance. These classes may merge distinct
laws but cannot split an equal pair. They are
singletons for the four hypotheses of the main
experiment; the no-go pair duplicates every transi-
tion and observation vector under opposite labels.
A supplied counterexample has equal initial sig-
natures but distinct transitions: its second-frame



covariance traces differ by 3.529e-06. The signa-
ture is therefore a certified outer relation, not a
controlled-fibre algorithm.

E.4 Acquisition scores and reported
metrics

Aftert € {0,...,35} frames and before frame t+1,
let pp,, mp, Vi, be the current posterior mass, mean,
and variance. Put G ng = Re(v;hva,g) and Py
{(h,g) : 0 < h<g<3, ly#Ly}. For (h,g) € Px,
define

m%Ga,hh + mgaa,gg - thmgGa,hg
do? + VhGa,hh + VgGa’gg

da(h,g) =

(42)
Let wpg = papg, W = ZPX Whg, and V =
{(h,9) € Px : pn,py > 0.025}. Define

d - pr whgda(hag)
max{W,10-15} ~

Io="> pnlog(l+2ViGann/o?),
h

and let d™ = ming, g)ey da(h,g) when V #
&, and zero otherwise. The task-aware policy

maximises d, + 2d™" + 0.0051, — 0.0002A(a),
where

t=0,
t>0.

Oa
Ai(a) = {|a _ at—l\/7,

It is a causal heuristic, not a Bellman solution.
The variance-only policy minimises

1 _ _
ZZ(Vh ! +2Ga,hh/02) !
h

with fixed uniform weights. Ties are resolved by
the smallest mask index. The fixed policy uses
a; = tmod 7, beginning with mask zero. The
mask-separation panel in Figure 5 evaluates these
terms at the peak of the deterministic kinetic tra-
jectory, with V,, = 02 and pj, = 1/4 for all four
hypotheses.

Let D € {0,1,1} be the terminal report.
Decision coverage is 1{D # L}; selective risk
is the mean of 1{D # {,} over non-rejected
runs. Anytime coverage records whether the true
finite hypothesis belongs to every confidence set

19

up to stopping, and log loss uses the final pheno-
type posterior. In scenario s, let j € {0,...,7 —
1} index the acquired frames from zero and let
Dg,j+1:Mg,j+1, Vg,j+1 be the filtered quantities
after frame j. Define

X;-lyn = A(ch,j)Ph,

v dyn
Xj ZEE Pg.j+1Mg,j+1 Py,

g
Cj = E :pg,j-l-lmmj—&-la
g
— ,
My = pgit1(Vgjer +ml 1),
g

sf = max{]/\/l\g,j - ’c\?, 0},

where A (c) = Pec in the linear scenario and
As(e) = S(c¢) — S(0) in the nonlinear scenario.
Thus complex dynamic NRMSE is

}1/2

The displayed state interval is [¢; — 1.96s,,¢; +
1.96s;]; it is descriptive. The estimator )?;iyn
retains the linear response (¢ in both scenarios.

The scalar robustness control uses declared
denominator N(0,1), numerator N(1,1), and
actual null N (0.6, 1). Its nominal factor is exp(Y —
1/2) and has actual conditional expectation k =
exp(0.6). Division by this exact factor gives a
mean-one martingale. This control is intentionally
separate from the MRI forward model.

The MRI robustness control is defined directly
at the predictive-kernel level. Let Qp, (- | Hy—1, at)
denote (40) with the recursively updated mean
and variance. For each h, let h be the unique
hypothesis with the same nuisance location and
opposite phenotype, and put

vdyn dyn
{ Dy 17" = X3
dyn _
max{3>, [ X7""3,10715}

Piy=(1-¢)Qns+eQp ;- (43)

This is a prescribed conditional law, not
a hidden-state approximation. With f,; =
min{rt/qh,t’ M}>

EP}:,tfh”t = (1 - €)EQh,t fh,t + EEQ;;,tch
<(1—¢)+eM =: k.



The first term is at most one because clipping
cannot increase Eq, , (r:/qn,:) = 1; the second is
at most M pointwise. Consequently [],., fn,i/K
is the robust test supermartingale of Lemma 5.1.
The implementation uses ¢ = 0.10 and M =
2.0, samples (43) conditionally at every prefix,
and reuses the same contamination uniforms and
Gaussian arrays across policies. It continues each
path to the full horizon to audit any crossing,
while separately recording the first label-singleton
stopping prefix. This construction proves the enve-
lope for the stipulated class only; it does not
estimate € from empirical MRI data.

Binary frequencies in the distributed sum-
maries carry two-sided Wilson score intervals.
Continuous means and paired continuous policy
contrasts use normal Monte Carlo intervals, while
paired binary differences use a bounded Hoeffding
interval. No familywise coverage claim is made.
The four hypotheses are assigned cyclically, giv-
ing 250 observations per hypothesis in each main
policy—scenario cell.

All distributed numerical outputs are
reproduced from the package root, in the
following order, by

python3 code/run_retrospective_prefix.py
--self-test
--output data/retrospective_prefix_
selftest.json
python3 code/run_prefix_phantom.py
--runs 1000 --seed 20260814
--package-root .
python3 code/run_prefix_phantom.py
--test-only

The main simulation generated 6000 policy—
scenario rows in 39.95 seconds in the recorded
environment. Runtime is hardware dependent.
The manifest records software versions, file hashes,
the seed rule, and the exact/stress/clinical scope
boundaries.
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