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Abstract
Background

Large language models (LLMs) have emerged as promising tools for translating patient-facing clinical
communication, yet robust methods for evaluating translation quality remain lacking. Existing evaluation
approaches, including automated metrics, structured quality frameworks, and clinician review, capture
different aspects of translation quality, but their agreement and complementary roles remain poorly
understood.

Objective

Our objective was to compare automated metrics, MQM-based LLM-as-a-judge evaluation, and bilingual
clinician review to 1) assess the quality of LLM-generated Spanish discharge instructions and 2) to
identify domains in which human evaluation remains necessary.

Methods

We conducted an evaluation using 200 English-language hospital discharge instructions randomly
selected from the MIMIC database. Three LLMs (Azure OpenAl GPT-5, GPT-4.1, and Gemma-4-12B-it)
generated Spanish translations under clinician-framed and literal prompting conditions. Translation
quality was assessed using automated fidelity metrics (BLEU, ROUGE-L, NIST, word error rate, and
concept-based similarity), a multi-agent MQM-based LLM-as-a-judge framework, and blinded bilingual
clinician review of a randomly selected subset. Clinician assessment served as the reference standard
for agreement analyses using Cohen'’s kappa.

Results

Automated metrics differentiated translation performance across models and prompting strategies,
while MQM-based evaluation demonstrated greater sensitivity to domain-specific differences in
accuracy, terminology, fluency, and style than to formatting or localization. Agreement between LLM-
based MQM scoring and clinician assessment was generally slight across domains (k = -0.18 to 0.20),
whereas inter-rater agreement between clinicians ranged from slight to moderate (k = -0.11 to 0.49),
highlighting the inherent subjectivity of clinical translation assessment. Despite high overall translation
quality, we observed the greatest variability in domains requiring interpretation of clinical meaning.

Conclusions
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LLM-generated Spanish discharge instructions demonstrated variable translation quality depending on
the evaluation approach, with accuracy and terminology remaining important areas for clinician
assessment. Automated fidelity metrics, MQM-based evaluation, and clinician review captured
complementary rather than interchangeable dimensions of translation quality. A layered evaluation
strategy combining scalable automated and structured assessment with targeted human review may
provide a more comprehensive framework for evaluating patient-facing clinical translations prior to
clinical deployment.

INTRODUCTION

Written clinical communication that is translated from English to Spanish plays a central role in patient
safety, documentation integrity, and post-discharge care. Accurate translations can facilitate transitions
of care, as language discordance has been linked to lower patient comprehension, higher rates of
adverse events, and disparities in follow-up and medication adherence, especially among patients with
limited English proficiency (LEP).'~2 Translated discharge instructions, in this context, represent a high-

stakes form of communication in which translation quality can directly shape patient understanding and

subsequent health behaviors.*

With the growing integration of large language models (LLMs) into clinical workflows, interest in their
use for multilingual clinical communication has expanded. Early evaluations suggest that LLM-generated
translations of discharge instructions can achieve high levels of sentence-level accuracy.>® At the same
time, these systems are not uniformly reliable. A subset of translations may still contain errors that may
carry clinical significance, particularly when nuances in meaning, terminology, or context are not
preserved. Even infrequent errors in this setting may be consequential, which highlights the need for
evaluation approaches that reflect clinical use rather than surface accuracy of translation alone.

A persistent challenge in this space is assessing translation quality. Automated metrics are widely used
because they are scalable and reproducible, but they primarily reflect lexical overlap and structural
similarity. Prior work has shown that these metrics do not consistently align with human judgment and
may fail to capture errors that affect clinical meaning or interpretation.”® As a result, reliance on
automated scoring alone may provide an incomplete picture of translation quality for patient-facing
materials.

Frameworks such as the Multidimensional Quality Metric (MQM) offer a more structured approach by

evaluating translation across multiple domains and categorizing errors by type and severity.? In practice,
however, the use of MQM in healthcare settings has been variable, with differences in scoring
approaches, rater expertise, and reporting of agreement that make comparisons across studies

difficult.’®"" More recently, LLM-based “judge” frameworks have been proposed to scale structured

evaluation, raising the possibility of combining domain-based assessment with automation.’> Whether
these approaches are comparable to bilingual human judgement remains uncertain.
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In this study, we evaluated the Spanish translation of discharge instructions using automated fidelity
metrics, MQM-based LLM-as-a-judge evaluation, and bilingual clinician review. Our objective was to
compare these evaluation approaches, examine their agreement with clinician assessment, and identify
the strengths and limitations of each approach for evaluating patient-facing clinical translations.

METHODS
Study Design

We conducted a comparative evaluation of methods for assessing the quality of Spanish translations of
discharge instructions. The study examined three complementary evaluation pathways: automated
translational fidelity metrics, structured MQM-based LLM-as-judge scoring, and clinician review (Fig. 1).
This study used de-identified, publicly available clinical text and involved no direct interaction with
human subjects. It was determined to be non-human subject research (COMIRB 24-2170).

Data Source and Sample Selection

English-language discharge instructions were drawn from the Medical Information Mart for Intensive
Care (MIMIC) database using a staged sampling strategy that balanced representativeness, content
validity, and feasibility. We randomly sampled a pool of 200 discharge instructions to capture
heterogeneity in clinical topic, length, and linguistic complexity. Because the primary objective of this
study was methodological evaluation rather than hypothesis testing, no formal sample size calculation
was performed. Instead, the corpus size was selected a priori to provide a diverse and representative set
of patient-facing discharge instructions while maintaining feasibility for translation generation,
structured MQM evaluation, and clinician review. This approach enabled evaluation across a broad range
of instructional types and clinical content, supporting assessment of domain-specific error patterns and
agreement among evaluation methods.

Translation Generation

Each discharge instruction was translated from English to Spanish using an LLM-based translation
system using the prompt shown in Appendix A (Figure S1). We evaluated three models: GPT-4.1, GPT-5
and gemma-4-12B-it. Experiments were conducted on the University of Colorado Anschutz Azure
environment (GPT-5, GPT-4.1) and a HIPAA-compliant, on-premises server with two H100 96GB GPUs
(supporting Gemma-4-12B-it) managed by Office of Information and Technology, ensuring the data
privacy and confidentiality. We generated translated outputs without post-editing. We did not include
professionally translated human-written discharge instructions as a comparator. Consequently, this
study evaluates agreement among translation evaluation methods rather than comparative performance
against a professional translation benchmark.
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To examine how prompt design influences translation quality, each model was evaluated under two
prompting conditions: a clinically grounded prompt and a minimal literal prompt. The clinically grounded
prompt (referred to as the “basic prompt”) framed the model in an expert role: “You are a clinician in the
ICU responsible for translating English-language discharge instructions into Spanish,” followed by the
source text and the instruction “As the clinician, translate the given Discharge Instructions into Spanish.”
The minimal prompt (referred to as “the minimal prompt”) provided no role framing and simply
instructed the model to perform a mechanical substitution: “Translate the following text word-for-word
into Spanish.” This contrast was designed to isolate the effect of clinical context and role assignment on
translation fidelity, fluency, and terminology accuracy. For each condition, a back-translation step was
applied uniformly using the same clinician role prompt, converting the Spanish output back into English
so that automated reference-based metrics could be computed against the original source text. The
back-translation prompt itself was kept consistent across both conditions, as it serves as a
measurement instrument rather than an experimental variable.

Automated Translational Metrics and Evaluation

Automated evaluation was performed using established translational fidelity metrics applied to English
back-translations of the Spanish outputs. Back-translation refers to translating the Spanish output back
into English to assess preservation of meaning relative to the original English discharge instruction.
Automated metrics included Bilingual Evaluation Understudy (BLEU), Recall-Oriented Understudy for
Gisting Evaluation (ROUGE), and National Institute of Standards and Technology (NIST) scores, which
quantify n-gram overlap between generated and ground-truth texts.’3~1° We also computed the word
error rate (WER) to quantify insertions, deletions, and substitutions in the back-translated text.'® These
metrics have served as standard measures in natural language processing for decades, but were
originally developed for general-domain tasks such as machine translation (BLEU, NIST), summarization
(ROUGE), and speech recognition (WER) rather than for clinical text. To assess semantic alignment
beyond surface-level overlap, we included a concept-based similarity (CUI) metric that compares
extracted clinical concepts across back-translated outputs and the original English text, using
standardized procedures and medical vocabulary from National Library of Medicine’s UMLS for concept
extraction and matching.’”'® All automated metrics were computed using reproducible, publicly
available implementations and summarized descriptively for comparative analysis across models and
translation sources. COMET was not used because it is a source-aware neural metric intended for cross-
lingual (source-to-target) evaluation, whereas our back-translation approach produces a monolingual
English comparison; COMET also lacks validation in the clinical domain and yields an opaque score
without the concept-level interpretability afforded by our overlap- and CUI-based metrics.

MQM Evaluation
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MQM evaluation focused on domains pertinent to patient-facing discharge instructions, including
accuracy, terminology, linguistic convention, style, local conventions, audience appropriateness, and
design & markup (Table 1). MQM domains were operationalized using an ordinal, five-level severity scale:
5 =no error; 4 = minor; 3 = moderate; 2 = major; 1 = critical (meaning-altering or plausibly harmful). Full
MQM scoring criteria and reviewer instructions are provided in Appendix B (Table 1S). MQM scoring was
performed using an LLM-as-a-judge approach, in which an LLM was prompted with the MQM rubric as
shown in Appendix C (Figure S2). The LLM produced domain-level severity ratings for each translation.
Rubric definitions and scoring instructions were held constant across evaluations to ensure consistency.
To establish clinical validity and serve as a benchmark for LLM-based evaluation, a bilingual clinician
independently reviewed translated discharge instructions.

Table 1
Multidimensional Quality Metric Domain Operational Definitions
Domain Operational Definition
Accuracy Preservation of clinical meaning between source and translated text.
Terminology Appropriate translation of medical terminology, medications, procedures,
and diagnoses.
Linguistic convention Correct grammar, spelling, syntax, punctuation, and sentence
construction.
Style Preservation of tone, formality, and communicative intent.
Local convention Adherence to conventions expected in Spanish-language healthcare

communication.

Audience Suitability for the intended patient audience.
appropriateness

Design & markup Preservation of structure, formatting, lists, section headers, and
organizational elements.

Definitions reflect the operationalization of MQM domains used in this study.

To evaluate translation quality, we developed a multi-agent scoring pipeline grounded in the MQM
framework. Rather than relying on a single model pass, we decomposed the evaluation into three
sequential agents, each with a distinct role. The first agent performs error detection, reading the source
English text alongside the Spanish translation and identifying candidate errors across seven MQM
domains: accuracy, fluency, style, terminology, locale convention, audience appropriateness, and design
markup. Each error is assigned a preliminary severity of critical, major, or minor, with the agent explicitly
instructed not to penalize translations for grammatical irregularities or clinical shorthand already present
in the source. The second agent acts as a verification layer, reviewing the candidate errors and filtering
out false positives using both bilingual clinical reasoning and UMLS concept identifiers (CUIs) extracted
via QuickUMLS.™® CUI evidence was used to ground the source span in a known biomedical concept,
after which the agent applied its own clinical knowledge to judge whether the Spanish rendering
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correctly expressed that concept, a deliberate design choice to prevent over-reliance on lexical matching.
Finally, the scoring agent synthesizes the verified error list into a 1 to 5 score for each MQM domain, with
explicit constraints ensuring that any domain with confirmed errors cannot receive a perfect score. All
three agents were backed by OpenAl Azure GPT-5.4, called asynchronously via a LangGraph state graph
to maintain structured state across the pipeline.

Clinician Review

To provide a clinically grounded reference standard, bilingual clinician MQM review was used as the
benchmark against which automated and LLM-based evaluation approaches were compared. Clinician
review was selected as the reference standard because the primary outcome of interest was translation
quality in patient-facing communication, which ultimately depends on human interpretation of clinical
meaning, linguistic appropriateness, and usability. Two human reviewers who practice as MDs with
native Spanish-speaking and writing proficiency and bilingual provider certifications were blinded to
automated metric scores and LLM-as-judge outputs and performed MQM scoring on a random subset of
20 translations to assess concordance with LLM-as-judge ratings and to evaluate feasibility before
scaling to the full 200-dataset.

Agreement Analysis

Agreement analyses were performed to assess the extent to which MQM-based LLM-as-a-judge scoring
approximated clinician MQM assessment across domains. For MQM domains, agreement was
quantified using Cohen’s kappa. Domain-specific agreement was examined to identify areas of
convergence and divergence, particularly in domains requiring interpretation of clinical meaning.

Data Analysis

Analyses were prespecified to characterize agreement, discrimination, and domain-level performance
across evaluation approaches rather than to test a single null hypothesis. Continuous measures are
reported as means with standard deviations or medians with interquartile ranges, as appropriate, and
categorical variables as counts and percentages. All analyses accounted for the paired structure of the
data, with each discharge instruction contributing corresponding translated outputs across evaluation
pathways. Pairwise comparisons between prompt conditions (clinician-framed versus literal) were
conducted using the Wilcoxon signed-rank test applied to per-instance scores. Automated surface-level
and concept-based metrics (BLEU, WER, NIST, ROUGE-L, and CUI F1) were computed using the NLTK,
jiwer, rouge, and QuickUMLS Python libraries. MQM-based quality scores were derived from a multi-
agent LLM-as-a-judge pipeline implemented in Python using LangGraph. All analyses were performed in
Python 3.11.

RESULTS
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Automated Translation Evaluation

Across all automated translational fidelity metrics, prompting strategy produced larger differences than
model selection (Table 2). For each of the three evaluated models (GPT-5, GPT-4.1, and Gemma-4-12B-it),
the literal prompt achieved higher BLEU, NIST, ROUGE-L, and CUI F1 scores and lower word error rates
(WER) than the clinician-framed prompt (all Wilcoxon p < 0.001). For GPT-5, BLEU increased from 0.27 +
0.1110 0.38+0.13, NIST from 4.01 + 1.04 to 4.90 + 1.13, ROUGE-L from 0.61 + 0.09 to 0.70 + 0.09, and
CUI F1 from 0.77 £0.07 to 0.82 + 0.06, while WER decreased from 0.73 £ 0.14 to 0.58 + 0.14. Similar
patterns were observed for GPT-4.1 and Gemma-4-12B-it.

Table 2

Automated Fidelity Metrics for LLM-Generated Spanish Translations Using Clinician-Framed and Literal
Prompting Strategies

Metric GPT-5 GPT-5 GPT- GPT-4.1 Gemma Gemma Wilcoxon

(basic) (minimal) 4.1 (minimal) (basic) (minimal) p-value
(basic)

BLEU 0.27 0.38+0.13 0.19% 0.42+0.15 0.23¢ 0.40+0.15 <0.001
0.11 0.09 0.11

WER 0.73 % 0.58+0.14 090z 0.71+0.28 0.76 % 0.55+0.31 <0.001
0.14 0.18 0.17

NIST 401+ 490+1.13 348+ 5.00£1.33 391+ 5.20+1.31 <0.001
1.04 0.94 1.15

ROUGE- 0.61% 0.70£0.09 0.53% 0.68+0.10 0.57% 0.68+0.11 <0.001

L 0.09 0.09 0.10

CUI F1 0.77 £ 0.82+0.06 0.76% 0.83+0.06 0.82% 0.87+0.05 <0.001
0.07 0.06 0.06

Values are presented as mean * standard deviation across 200 discharge instructions. Automated
metrics were computed by comparing English back-translations of LLM-generated Spanish translations
with the original English discharge instructions. The basic prompt refers to a clinician-framed
translation prompt, whereas the minimal prompt refers to a minimal literal translation prompt. Wilcoxon
signed-rank tests compared paired metric values between prompting strategies across all models.

Abbreviations: GPT, Generative Pre-trained Transformer; BLEU, Bilingual Evaluation Understudy; WER,
Word Error Rate; NIST, National Institute of Standards and Technology metric; ROUGE-L, Recall-Oriented
Understudy for Gisting Evaluation—Longest Common Subsequence; CUI F1, Concept Unique Identifier
F1 score.

MQM-Based LLM-as-a-Judge Evaluation

MQM-based evaluation demonstrated variation in domain scores across models and prompting
conditions (Fig. 2). Accuracy and terminology were the lowest-scoring domains across all six model-
prompt combinations. Accuracy scores ranged from 1.59 + 1.22 (Gemma-4-12B-it, basic prompt) to 2.23
+1.57 (GPT-5, minimal prompt), whereas terminology scores ranged from 3.10 + 1.53 (GPT-5, minimal
prompt) to 3.79 + 1.46 (GPT-5, basic prompt). In contrast, local convention, audience appropriateness,
and design & markup consistently received the highest scores across all models and prompting
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strategies, with mean values exceeding 4.18. Fluency and style varied between prompting strategies
across all three models. For GPT-5, fluency scores were 4.20 (good) = 1.21 for the basic prompt and 3.27
+ 1.33 for the minimal prompt, while style scores were 4.40 + 0.89 and 3.83 + 1.21, respectively. Similar
differences were observed for GPT-4.1 (fluency: 4.38 vs. 3.73; style: 4.52 vs. 3.94) and Gemma-4-12B-it
(fluency: 4.30 vs. 3.27; style: 4.37 vs. 3.79).

Agreement Between LLM-Based and Clinician MQM
Evaluation

Agreement between MQM-based LLM-as-a-judge scores and clinician assessments was low across all
MQM domains (Table 3). Cohen'’s kappa values ranged from - 0.18 to 0.20 across both clinician
reviewers. The highest agreement between LLM-based evaluation and Clinician Reviewer 1 was
observed for audience appropriateness (k = 0.20), whereas agreement with Clinician Reviewer 2 was
highest for audience appropriateness (k = 0.13). Linguistic convention, style, and local convention
demonstrated near-zero or negative kappa values for one or both reviewers. Agreement between the two
clinician reviewers ranged from k = -0.11 to k = 0.49 across MQM domains. The highest inter-rater
agreement was observed for design & markup (k = 0.49), followed by terminology (k = 0.30). Accuracy
demonstrated the lowest agreement between clinician reviewers (k = -0.11).

Table 3
Agreement Between MQM-Based LLM-as-a-Judge Evaluation and Bilingual Clinician Assessment Across
MQM Domains
Domain LLMvs. Clinician1 LLMvs. Clinician2  Clinician 1 vs.
Clinician 2
Accuracy 0.14 -0.06 -0.11
Terminology 0.09 -0.03 0.30
Linguistic Convention -0.12 0.01 0.21
Style 0.06 -0.18 0.02
Local Convention -0.06 -0.03 0.02
Audience Appropriateness 0.20 0.13 0.20
Design and Markup 0.13 -0.11 0.49
Cohen’s kappa coefficients quantify agreement beyond chance between MQM-based LLM evaluation
and independent bilingual clinician reviewers for each MQM domain. Values range from - 1 to 1, where
higher values indicate stronger agreement, 0 indicates agreement equivalent to chance, and negative
values indicate less agreement than expected by chance. Analyses were performed on a randomly
selected subset of 20 translated discharge instructions.
Abbreviations: LLM, Large Language Model, MQM, Multidimensional Quality Metric.

DISCUSSION
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In this methodological evaluation of LLM-generated Spanish discharge instruction translations, we found
that automated fidelity metrics, MQM-based LLM evaluation, and clinician review measured
complementary rather than interchangeable dimensions of translation quality. Although automated
metrics favored literal prompting and MQM-based evaluation identified differences across structured
quality domains, agreement with clinician assessment remained limited in several domains, particularly
those requiring interpretation of clinical meaning.

Automated fidelity metrics consistently favored the literal prompting strategy across all three evaluated
models, whereas MQM-based evaluation and clinician review emphasized different aspects of
translation quality. Automated metrics such as BLEU, ROUGE-L, and NIST primarily assess lexical overlap
and structural similarity between translated and reference text, making them well suited for scalable
benchmarking and model comparison. Prior work in machine translation has shown that such metrics
do not consistently align with human judgment, especially for tasks that require preserving meaning or
contextual interpretation.”® In clinical settings, this limitation becomes more consequential, as even
small shifts in meaning may affect patient understanding and downstream decision-making.2°

Agreement between MQM-based LLM evaluation and clinician assessment varied across MQM domains,
suggesting that agreement depended on the type of judgment being made. Agreement was highest for
local convention, a domain governed largely by standardized linguistic rules, but was lower for accuracy,
terminology, and audience appropriateness, which require greater contextual interpretation. This pattern
is consistent with prior studies showing that LLMs demonstrate higher agreement with human
evaluators on more objective assessment tasks than on evaluations requiring contextual reasoning or
subjective interpretation.?'??2 MQM was originally developed as a framework for structured human
evaluation, and prior work has shown that agreement across MQM domains varies according to the type
of error being assessed and the experience of the evaluator.?® Our findings suggest that MQM remains a
useful framework for organizing translation quality, but its application through an LLM-as-a-judge may
not fully reflect how clinicians evaluate patient-facing communication.

Although MQM-based evaluation produced consistently high scores across models and domains,
agreement with clinician assessment remained limited in several MQM domains. This suggests that
strong performance within a structured evaluation framework does not necessarily translate to
agreement with clinician judgment. Similar observations have been reported in prior studies of machine
translation in clinical settings, where outputs are generally usable yet still contain errors that may be
clinically relevant.>®19 For patient-facing discharge instructions, these differences are important
because inaccuracies in wording or terminology may affect patient understanding even when overall
translation quality appears high. Prior studies among patients with LEP have shown that language
discordance is associated with lower comprehension, reduced adherence, and a higher risk of adverse
outcomes.?3%4

From a practical standpoint, our findings suggest that no single evaluation framework is sufficient to
assess patient-facing clinical translations. Automated fidelity metrics provide an efficient approach for
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benchmarking models and identifying broad differences in translation performance, whereas MQM
offers a structured framework for evaluating specific domains of translation quality. However, neither
approach consistently reflected clinician judgment in domains requiring contextual interpretation.
Human review therefore remains an important component of translation evaluation, particularly for
assessing accuracy, terminology, and other domains where clinically meaningful differences are most
likely to occur. Rather than serving as competing approaches, automated fidelity metrics, MQM-based
evaluation, and clinician review each provide complementary information that can inform a more
comprehensive assessment of translation quality. This approach aligns with broader work suggesting

that human evaluation remains central in high-stakes LLM-assisted tasks.%2°26

Limitations

This study has several limitations. Professional human translations were not available as an external
translation benchmark. Clinician validation was performed on a subset of translations and relied on two
bilingual reviewers with different experience utilizing MQM. Consequently, agreement estimates should
be interpreted as preliminary and hypothesis-generating. Future studies should include multiple
independent reviewers and adjudication procedures to establish the reproducibility of clinician-based
MQM assessment. We also did not directly assess patient comprehension or usability, both of which are
important endpoints for discharge communication. In addition, this analysis focused on a single
language pair and clinical context, which may limit generalizability to other settings or types of clinical
text. Future work should incorporate patient-centered outcomes, including comprehension and usability,
alongside clinician and automated evaluation. There may also be value in refining LLM-as-judge
approaches to better align with human interpretation, particularly in domains where context and
meaning play a larger role

CONCLUSION

Evaluation of LLM-generated clinical translations requires multiple complementary approaches because
different evaluation frameworks capture different dimensions of translation quality. Automated fidelity
metrics, MQM-based evaluation, and clinician review each contribute unique information that cannot be
obtained from a single method alone. A layered evaluation strategy may provide a more comprehensive
framework for evaluating patient-facing clinical translations before clinical implementation.
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Multi-method framework for evaluating LLM-generated Spanish discharge instruction translations. English-
language discharge instructions were translated into Spanish using multiple LLMs and evaluated using
automated fidelity metrics, MQM-based LLM-as-a-judge scoring, and bilingual clinician review. Automated
metrics quantify lexical and semantic fidelity, MQM-based evaluation provides structured domain-level
assessment, and clinician review serves as the reference standard for evaluating contextual meaning and

clinical usability. Agreement across these complementary evaluation approaches provides a comprehensive
assessment of translation quality. Figure created with Canva: https://canva.link/oin8y352986rnum
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LLM-as-a-Judge MQM Scores Across Core Translational Quality Categories
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Figure 2

MQM-based LLM-as-a-judge scores across translation quality domains by model and prompting strategy.
Mean MQM scores (* standard deviation) are shown for seven translation quality domains across GPT-5,
GPT-4.1, and Gemma-4-12B-it using clinician-framed and literal prompting strategies. Higher scores indicate
better translation quality (5 = no error; 1 = critical error). MQM evaluation demonstrated substantial
variation across quality domains, with consistently high scores for local convention, audience
appropriateness, and design & markup, and lower scores for accuracy and terminology. Prompting strategy
primarily influenced fluency, style, and audience appropriateness, whereas accuracy and terminology
remained comparatively challenging across all models.
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