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Abstract

Objective: Classical causal discovery methods fail beyond a few hundred genes,
preventing genome-wide causal reconstruction of gene regulatory networks. We
apply low-rank differentiable causal discovery to DepMap expression data across
1,208 cancer cell lines, scaling to d = 18,435 genes via W = UV T factorization
(r = 64, a 144X parameter reduction), to construct the first genome-scale
directed regulatory network in human cancer.

Results: The method recovers 28,247 high-confidence directed edges (predic-
tive r = 0.912 for held-out CRISPR dependencies). External validation against
TRRUST v2 yields 94/94 (100%) directional consistency; top hub genes are
enriched in COSMIC Cancer Gene Census (38 of 50, p < 10716) and STRING
(14.2x, p < 107399), Structurally, 11 of 13 top hub genes function as Date hubs
(cross-module connectors); GTEx analysis across 8 normal tissues found Date
hub dominance in 6 of 8 organs. Eighty-seven percent of discovered edges lack
measurable CRISPR co-dependency signal, suggesting the network captures reg-
ulatory relationships largely independent of genetic essentiality screens. Twenty
of 22 top hubs (91%) are druggable. TCGA BRCA survival analysis identifies
EZH2 as associated with overall survival after FDR correction (¢ = 0.036). The
complete edge list and validation tables are provided as Supplementary Material.

Keywords: Causal discovery, Low-rank factorization, Genome-wide network, Cancer
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1 Introduction

Genome-wide CRISPR screens have mapped gene essentiality across hundreds of
cancer cell lines through projects such as the Cancer Dependency Map [1, 11, 27].
But essentiality is not regulation: a gene required for survival may influence other
genes through mechanisms invisible to knockout experiments [25]. Inferring regula-
tory relationships from expression data requires methods that go beyond correlation,
motivating causal network inference. Classical methods such as NOTEARS [2] scale
as O(d?) and fail beyond roughly 150 genes, while widely used transcriptomic net-
work tools—ARACNE, GENIE3, and WGCNA [16, 21, 22]—operate on correlation
or mutual information without inferring causal direction. Recent deep learning-based
GRN inference [26] and context-aware post-processing frameworks [24] improve accu-
racy on small-scale benchmarks but have not been tested at genome-wide scale.
Orthogonal experimental approaches—ChIP-seq, eQTL mapping, and systematic
perturbation—each validate specific regulatory mechanisms, but no single assay
captures all regulatory relationships.

Low-rank factorization [4] parameterizes the adjacency matrix as W = UV " with
r < d, reducing complexity from O(d?) to O(d - r?) and enabling genome-scale dis-
covery on consumer hardware. Rather than learning a full d x d matrix, the model
assumes the regulatory network has low effective rank: each gene’s regulatory profile is
a linear combination of a small number of latent programs. This structural assumption
fits biological networks where master regulators coordinate large gene batteries.

Here we apply LowRankGNN to DepMap expression data [12] for d = 18,435
protein-coding genes across n = 1,208 cancer cell lines with matched CRISPR depen-
dency scores [13], constructing, to our knowledge, the first genome-wide directed
regulatory network. We validate directionality against TRRUST v2 [5], assess can-
cer relevance through COSMIC [6] and STRING [7] enrichment, characterize the

Date/Party hub dichotomy at genome scale [10], and evaluate clinical relevance



through TCGA BRCA survival analysis. To test whether the observed architecture is
cancer-specific, we perform cross-tissue validation in GTEx normal samples. A preprint

of this work is available on SSRN [3].

2 Main text

2.1 Causal network construction

Expression data from DepMap 23Q4 [12] were normalized following standard RNA-
seq protocols [30, 31], and CRISPR dependency scores were obtained via Chronos [13]
and filtered through MAGeCK-VISPR quality control [32]. Gene selection used the
HUGO protein-coding gene list (d = 18,435). Preprocessing used scikit-learn [33].
LowRankGNN factorizes the weighted adjacency matrix as W = UV (U,V €
R?X7), reducing parameters from d? ~ 3.4 x 10® to 2dr = 2.36 x 105 (144 x reduction).
The training objective minimizes | XW — D||% + A(|U||% + [|[V||%), where W = UV T,
X is gene expression, and D is CRISPR dependency scores. Rank r = 64 was selected
via 10-fold cross-validation stratified by cell line: F1 improves from 0.74 (r = 16) to
0.86 (r = 32) to 0.912 (r = 64), with marginal gain of +0.002 at r = 128 despite
doubled VRAM usage (3.4 GB for r = 128 vs. 1.7 GB for r = 64), corresponding to
roughly 200 additional edges that do not alter downstream network properties. Exact
acyclicity constraints are computationally infeasible at d = 18,435; low-rank structural
regularization serves as an implicit proxy, yielding 5.3% bidirectional edges. Optimiza-
tion used AdamW [28] (Ir = 0.003, weight decay = 0.01, 1,000 epochs), implemented in
PyTorch [29]. All experiments ran on a consumer GPU (RTX 5060, 8GB VRAM). We
use “causal” in the predictive sense—edges represent directed statistical dependencies
validated against intervention data—and acknowledge that exact identification under

Pearl’s framework requires stronger assumptions than are testable at this scale.



2.2 Network properties and biological validation

LowRankGNN recovered 28,247 high-confidence directed edges among 18,435 genes,
with density 8.3 x 107° and power-law out-degree distribution (R? > 0.95, Supple-
mentary Fig. S1) [14]. For comparison, standard NOTEARS [2] on the full d = 18,435
dataset returned a zero matrix, consistent with its O(d?) computational barrier. The
network predicts held-out CRISPR. dependency scores with Pearson r = 0.912 (10-
fold cross-validation), showing that a model trained on observational expression data
can predict gene knockout effects.

Directional validation against TRRUST v2 [5]—a database of experimentally
validated transcription factor-target interactions—yielded 94/94 (100%) directional
consistency. Zero edges among the 94 overlapping pairs were inferred in the reverse
direction. This result confirms that LowRankGNN recovers directional information,
not just symmetric co-expression, for the transcription factor—target relationships
represented in TRRUST. Top hub genes were enriched in COSMIC Cancer Gene
Census [6] (38 of 50, p < 10~!¢ hypergeometric test) and STRING high-confidence
protein—protein interactions [7] (14.2x over random expectation, p < 1073%9). All 16
cancer hallmark pathways [20] showed 200-277x edge-level enrichment (Supplemen-
tary Table S1; Fig. 1), showing that the discovered edges concentrate within known
cancer pathways.

The top 13 hub genes by out-degree are dominated by transcription factors (SP1:
841 outgoing edges; NFKB1: 628; RELA: 597) and cell cycle regulators (TP53: 404;
E2F1: 381; MYC: 303), with chromatin modifiers ARID1A (29 out, 15 in) and EZH2
(123 out, 31 in) also ranking among the most connected nodes (Table 1; Fig. 1a).
The presence of epigenetic regulators among transcription factor-dominated hubs sug-
gests that LowRankGNN recovers regulatory signals beyond direct transcriptional
activation. At a stricter threshold of |W;;| > 0.5, 87% of the highest-confidence

edges show negligible CRISPR co-dependency signal (median Pearson |r| = 0.03).



This indicates that transcriptional regulation and genetic essentiality capture largely
independent aspects of gene function [23]. Edges without independent experimental
validation should be interpreted as regulatory candidates rather than confirmed causal

relationships.

Table 1 Top 13 Hub Genes by Out-Degree

Gene Out-Deg  In-Deg Net  Function

SP1 841 25 4816 GC-box transcription factor
NFKB1 628 89 +539 NF-kB transcription factor

RELA 597 66 4531 NF-xB subunit

TP53 404 155  +249  Tumor suppressor

E2F1 381 107 +274  Cell cycle transcription factor
JUN 343 74 4269  AP-1 transcription factor

STAT3 332 54 4278 JAK/STAT signaling

MYC 303 154 4149  Transcription factor / oncogene
SP3 249 7 4242  SP-family co-regulator

STAT1 229 44 4185 STAT signaling

EZH2 123 31 +92  Histone methyltransferase (PRC2)
ARID1A 29 15 +14 SWI/SNF chromatin remodeler
MTOR 29 15 +14  Serine/threonine kinase (mTORC1)
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Fig. 1 External Validation of the Genome-Wide Causal Network. (a) Hub gene functional
categories with representative genes. (b) TRRUST v2: 94/94 edges directionally consistent (100%).
(c) COSMIC Cancer Gene Census: 38 of 50 top hubs enriched (p < 10716). (d) Pathway edge-level

enrichment for 16 cancer hallmark pathways (200-277x).

2.3 Date hub architecture

Community detection via the Louvain algorithm on the giant weakly connected compo-
nent (2,879 genes, 28,247 edges) identified K = 18 functional modules (Supplementary
Table S2). Eleven of the 13 top hub genes are classified as Date hubs—cross-module
connectors with within-module edge fractions below 0.4. ARID1A (within-module
fraction 0.41) sits at the Date/Party boundary, while MTOR (0.48) is a Party hub
(Fig. 3c, Supplementary Table S2). These assignments are stable under changes to the

Louvain resolution parameter (K = 10-20).



Han et al. [10] showed that yeast protein interaction hubs fall into two classes: Date
hubs connecting different modules and Party hubs functioning within modules. If this
dichotomy extends to human tissues, normal physiology might favor Party hubs for
stable tissue-specific functions while Date hubs emerge under stress. To test whether
the Date hub dominance we observe is cancer-specific, we applied LowRankGNN inde-
pendently to GTEx v8 expression data across 8 normal human tissues (88-308 samples
per tissue, r = 128, 10 random seeds per tissue). Six of 8 tissues showed Date hub dom-
inance (>92% of top hubs classified as Date), including Breast, Lung, Colon, Brain,
Prostate, and Liver. Two tissues deviated: Ovary exhibited 93% Party hub dominance
(7% Date, SD = 2%), and Pancreas showed high seed-to-seed variance (29% Date,
SD = 29%). These results differ from the yeast paradigm: in human multicellular tis-
sues, cross-module transcriptional integration appears to be the default mode rather
than a stress-induced adaptation, consistent with prior protein-level analyses of human
interactomes [8, 9]. We suggest that Date hub dominance reflects a requirement of
multicellular organization: coordinating transcriptional programs across dozens of cell
types within a single organ demands hubs that regulate genes across multiple func-
tional modules. A Party hub confined to a single pathway would be insufficient for
the cross-module coordination required for tissue homeostasis. The ovarian and pan-
creatic Party hub architectures—tissues with specialized reproductive and digestive

functions—show that organ-specific regulatory organization can override this default.



Date Hub Architecture: Cancer vs Normal Tissues
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Fig. 2 Date Hub Architecture Is Conserved Across Human Tissues. GTEx analysis across
8 normal tissues (10 seeds each). Six tissues show >92% Date hub dominance. Ovary and Pancreas

exhibit tissue-specific Party hub architectures. Error bars: +1 SD.

2.4 Clinical translation

To assess prognostic relevance, we performed survival analysis on TCGA BRCA
expression data [19] (n = 866 patients with matched RNA-seq and overall survival).
Patients were stratified by median expression of each of the 13 top-ranked hub genes
(Table 1). Survival curves were estimated with the Kaplan-Meier method [34] and
compared via the log-rank test. Multiple testing across hub genes was corrected using
the Benjamini-Hochberg procedure [15, 36]. The EZH2 association persisted in mul-
tivariate Cox proportional hazards models [35] adjusting for age and tumor stage
(Supplementary Table S3). EZH2 was the only hub gene associated with overall sur-
vival after FDR correction (unadjusted p = 0.0026, FDR ¢ = 0.036; Fig. 3a). EZH2



encodes the catalytic subunit of Polycomb Repressive Complex 2 (PRC2). Its overex-
pression is an established adverse prognostic marker in breast cancer, consistent with
the network’s identification of this gene as a top-ranked hub. The g-value is near the
0.05 threshold and should be interpreted with caution pending validation in indepen-
dent cohorts. Multi-cancer survival analysis across 5 cancer types (BRCA, LUAD,
COAD, LTHC, GBM) identified 7 of 65 gene-cancer pairs as FDR-significant (¢ < 0.05;
Supplementary Table S3), with TP53 achieving significance in 3 of 5 cancers.

Drug target analysis using DGIdb v4.0 [17] and DrugBank v5.0 [18] revealed that
20 of 22 top hub genes (91%) are druggable with FDA-approved or clinical-stage
compounds (Fig. 3b). Kinase inhibitors constitute the largest class (39%), followed by
monoclonal antibodies (17%) and PARP inhibitors (14%; Supplementary Table S4).
The ARID1IA—MTOR edge (W = 0.48) has negligible CRISPR co-dependency (r =
0.01); a dependency screen would not detect this relationship. However, ARID1A-
mutant tumors frequently exhibit PI3K/AKT/mTOR pathway activation [23], making
mTOR a rational therapeutic target in this genomic context. The network identified
this relationship from expression data, without incorporating prior knowledge of the

ARID1A-mTOR connection.
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Fig. 3 Clinical Translation of the Causal Network. (a) EZH2 is associated with overall survival
in TCGA BRCA (n = 866) after FDR correction (p = 0.0026, FDR ¢ = 0.036). (b) Drug target
mapping: 20/22 hub genes (91%) are druggable with FDA-approved or clinical-stage compounds. (c)
Hub gene Date/Party classification: 11 of 13 top hubs are Date hubs; ARID1A is at the Date/Party
boundary and MTOR is a Party hub.

3 Limitations

First, exact DAG constraints are computationally infeasible at genome scale; low-rank
regularization serves as a structural proxy but yields 5.3% reciprocal edges, and the
learned adjacency should be interpreted as a weighted directed graph rather than a
strictly acyclic causal diagram. Second, the network derives from immortalized cancer
cell lines (DepMap) and may not fully capture tumor microenvironment-dependent
regulation present in patient tumors—the TCGA survival validation partially mit-

igates this concern but does not eliminate it. Third, directional validation against
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TRRUST, while at 100% for overlapping edges, covers only 94 of 28,247 edges (0.33%);
the remaining edges represent regulatory candidates whose experimental validation
awaits future work. Fourth, GTEx tissue sample sizes (n = 88-308) are substantially
smaller than DepMap (n = 1,208). The two tissues with the most divergent archi-
tectures (Ovary n = 88, Pancreas n = 104) have the smallest sample sizes. However,
Prostate (n = 100) has Date-dominant architecture, suggesting that sample size alone
does not explain tissue-specific divergence.

Seed-to-seed reproducibility is high: across 80 independent LowRankGNN training
runs spanning 8 GTEx tissues (10 seeds each), the within-module edge fraction of
the top 13 hub genes is reproducible to a coefficient of variation below 0.003 (cross-
tissue mean CV = 0.0023; range 0.0000-0.0120). Given that the cancer network uses
a substantially larger training set (n = 1,208 vs. GTEx n = 88-308), its seed-to-seed
reproducibility is expected to be at least as high as that observed for GTEx. Edge
threshold sensitivity and network properties at alternative || cutoffs are reported in

the Supplementary Material.

List of abbreviations

DepMap: Cancer Dependency Map; GTEx: Genotype-Tissue Expression; TCGA: The
Cancer Genome Atlas; TRRUST: Transcriptional Regulatory Relationships Unraveled
by Sentence-based Text mining; COSMIC: Catalogue of Somatic Mutations in Cancer;
STRING: Search Tool for the Retrieval of Interacting Genes/Proteins; FDR: False

Discovery Rate.
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