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Abstract

Automatic speech recognition (ASR) technologies have revolutionized specialized domains like healthcare and
broadcasting, yet their application within legal and judicial proceedings remains unused for under-resourced languages.
While foundational ASR research exists for Ethiopian language, a specialized system tailored to the unique linguistic and
structural demands of the judiciary has been notably absent. This study addresses this gap by proposing a speaker-
independent Tigrigna ASR system specifically designed for court proceedings in Ethiopia. Utilizing a Hidden Markov Model
(HMM) framework, we developed a dedicated Tigrigna speech corpus featuring recordings from twenty-four native
speakers, partitioned into training (90%) and testing (10%) subsets. The conventional ASR architecture integrates acoustic,
language, and dictionary models. Both context-independent and context-dependent phone-level acoustic models were
engineered using the CMU Sphinx toolkit, with speech waveforms parameterized into acoustic feature vectors via Mel-
Frequency Cepstral Coefficients (MFCC). Furthermore, a phonetic dictionary was developed using a custom Java
application, and a trigram language model was constructed via the SRI Language Modeling Toolkit. Experimental results
indicate that the best recognition performance is obtained using a phoneme-based, context-dependent model configured
with 11 Gaussian mixture components. Furthermore, comparative analysis shows that the context-dependent acoustic
model substantially outperforms the context-independent variant, reaching an optimal baseline word accuracy of 73.84%.
Accordingly, this study establishes a solid baseline for the digitalization of judicial workflows in Ethiopia.

1. Introduction and context

Speech recognition technology enables computational systems to capture human vocalizations and translate them into
corresponding text or executable commands. Automatic Speech Recognition (ASR) has become a transformative tool in
modern workflows, optimizing document preparation, data retrieval, and voice-driven command execution [1]. Consequently,
ASR remains a foundational area of computational research with a broad spectrum of applications, including automated
dictation, command recognition, data entry, and interactive voice response systems. In dictation tasks, ASR systems
streamline documentation by replacing manual typing with real-time speech-to-text conversion [2]. Today, automated
dictation represents one of the primary deployments of ASR, proving particularly vital in specialized, high-stakes
environments such as medical transcription, corporate data processing, and legal proceedings. To support these
applications, numerous open-source speech recognition frameworks have been developed, traditionally leveraging Hidden
Markov Models (HMMs) as their core mathematical architecture.

A critical phase in any speech recognition pipeline is feature extraction, wherein raw acoustic waveforms are converted into
parametric representations suitable for downstream processing and analysis [3]. Currently, Mel-Frequency Cepstral
Coefficients (MFCC) and Perceptual Linear Prediction (PLP) represent the two most prominent feature extraction
techniques. The MFCC technique characterizes the acoustic "fingerprint" of audio files by mimicking the human ear’s critical
bandwidth frequencies; it utilizes filters spaced linearly at lower frequencies and logarithmically at higher frequencies to
capture critical speech characteristics [4][5].

Standard ASR architectures generally integrate three primary components; an acoustic model, a language model, and a
lexicon (pronunciation dictionary). The acoustic model maps the extracted features of speech signals to the expected
phonetics of a hypothesized sentence. Statistically, HMMs remain a robust and widely adopted approach for effective
acoustic modeling [6]. Within this framework, HMMs are constructed for individual words or phonemes to capture their
distinct acoustic profiles. These phonemes are further categorized into context-independent units (monophones) and
context-dependent units (such as triphones), with Gaussian Mixture Models (GMMs) frequently employed to model the
emission distributions of the hidden states [7].

Complementing the acoustic model, the language model applies linguistic constraints within a statistical framework to
calculate the probability of various word sequences, thereby guiding the recognizer toward the most contextually
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appropriate textual output. Bridging these models is the pronunciation dictionary, a critical training component that maps
vocabulary words directly to their corresponding phonemic representations.

Significant progress has been made in developing ASR systems for Ethiopian languages. Notable benchmarks include the
development of spontaneous speech recognition for Amharic using HMMs [8][9], as well as large-vocabulary, speaker-
independent continuous systems for the Tigrigna language [10]. Globally, domain-specific ASR systems have also gained
traction, as evidenced by the automatic speech recognition system for the judicial domain [11][12].

Within the judicial domain, transcribers face the highly demanding task of manually translating courtroom audio into
verbatim legal text. Developing automated dictation systems capable of converting speech into accurate text holds
substantial parametric and operational significance for the efficiency of legal systems. To address this need in an under-
resourced linguistic context, this research aims to design and evaluate a speaker-independent, Tigrigna-based automatic
speech recognition system tailored specifically for court proceedings of Ethiopia using a Hidden Markov Model framework.

2. Problem statement

Speech serves as the most primary and intuitive medium of communication among human beings. Within the evolution of
human-computer interaction (HCI) [13], voice-driven interfaces offer a powerful mechanism to reduce physical reliance on
traditional computing hardware, shifting workflows away from continuous manual and visual engagement. Furthermore,
ASR functions as a critical pillar for assistive technologies, enabling individuals with visual impairments or motor disabilities
to seamlessly interact with digital systems [14][15]. Consequently, the core objective of ASR research lies in perfecting the
conversion of human vocalizations into precise, actionable texts or executable commands.

While ASR technologies have achieved high levels of maturity and widespread deployment for dominant, high-resource
global languages, a profound disparity remains in low income countries. In the context of Ethiopia, research in language
technologies remains severely limited, particularly for the Tigrigna language. Tigrigna, an official working language in
Ethiopia, belongs to the Ethiopian Semitic branch of the Semitic language family. Boasting 6 million speakers, it stands as
one of the largest Semitic languages, surpassed only by Arabic and Amharic [16]. Despite its regional and cultural
prominence, Tigrigna remains a digitally under-resourced language, lacking the robust computational frameworks
necessary for modern automated workflows.

This linguistic digital divide is particularly evident in the Ethiopian legal ecosystem. In the judicial domain, court proceedings
rely on precise, manual transcription, which is inherently time-consuming, prone to human fatigue, and susceptible to
administrative backlogs. While some foundational ASR research has emerged for Tigrigna language [17][18], a specialized
system tailored to the specific vocabulary, acoustic constraints, and structural demands of courtroom environments has yet
to be realized.

Driven by the need to advance regional HCI capabilities and bridge the digital gap in legal informatics, this study focuses on
the development of a speaker-independent, Tigrigna-based ASR system designed specifically for court proceedings. By
automating transcription workflows within the judiciary, this research aims to preserve linguistic equity, optimize legal
administration, and establish a foundational baseline for automated legal documentation in the Tigrigna language. The
following research questions were addressed based on the technical, legal and linguistic aspects of building, training, and
testing the developed ASR system's accuracy.

1. Which acoustic and language model configurations optimize the performance of the Tigrigna ASR system when
processing domain-specific legal vocabulary?

2. How does the system handle real-world courtroom audio challenges, such as background noise and varying recording
qualities?

3. How does the automated transcription workflow compare to traditional manual methods in terms of time efficiency and
processing costs within Tigrigna-speaking court jurisdictions?
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3. State of the art

This section outlines the principles of Statistical Pattern Recognition (SPR), examines the acoustic and phonetic properties
characterizing the phonology of the Tigrigna language, and reviews relevant global and domestic advancements in domain-
specific ASR.

3.1 Statistical pattern recognition approach

SPR is a predominant paradigm in contemporary ASR, offering a well-formulated mathematical framework that establishes
consistent, robust representations of speech patterns [19]. The SPR methodology fundamentally operates across two
distinct phases: pattern training and pattern comparison. During the training phase, statistical models are optimized using a
substantial volume of representative acoustic data to model targeted speech units, such as phonemes, within a specific
task domain. In the pattern comparison phase, unseen speech signals are evaluated against these trained models to
identify and select the sequence that yields the maximum likelihood match.

The dominance of pattern-matching techniques in modern speech recognition is largely driven by the efficiency of Hidden
Markov Models (HMMs) in capturing the dynamic, time-varying properties of speech signals [20]. HMMs facilitate
computationally efficient model training and robust decoding via the Viterbi algorithm. Despite these advantages, a primary
challenge in SPR-based architectures remains system robustness against signal variations, such as environmental noise
and channel distortion. HMMs are highly effective for acoustic modeling due to their capacity to represent sequences of
discrete or continuous observable symbols. Structurally, the underlying sequence of unobserved states forms a Markov
chain, where state transitions are governed by an explicit set of transition probabilities [21].

Each hidden state possesses an associated probability density function that models the generation of continuous acoustic
feature vectors. In standard ASR architectures, this general framework is typically simplified into a first-order, left-to-right
topology. In a first-order HMM, the probability of transitioning to a subsequent state depends exclusively on the immediate
preceding state. The left-to-right constraint dictates that state transitions are strictly unidirectional or self-looping,
effectively capturing the temporal progression of spoken language. The emission probability distributions of these hidden
states are frequently modeled using Gaussian Mixture Models [22][23]. A GMM is a parametric probability density function
expressed as a weighted sum of Gaussian component densities:

M
p(X) = ZmzlcmN(X; s Em)

Where x is a continuous acoustic feature vector, c,, represents the mixture weights, and N(x; Y, £,) denotes the
component Gaussian densities characterized by mean vectors p,, and covariance matrices X ,,. GMM parameters are
typically estimated from training data using the iterative Expectation-Maximization (EM) algorithm or via Maximum a
Posteriori (MAP) adaptation from well-trained prior models. In small-vocabulary tasks, distinct HMMs can be constructed
for entire words. However, large-vocabulary continuous speech recognition (LVCSR) tasks encompass thousands of unique
lexical entries, rendering word-level modeling computationally intractable.

To resolve this, sub-word units, specifically phonemes, are utilized as the foundational building blocks of the ASR system, as
most languages can be decomposed into several dozen phonemes. These phonetic units are further classified into context-
independent models (monophones) and context-dependent models (such as triphones) to account for coarticulation
effects.

3.2 Phonology of Tigrigna language

Tigrigna is a Semitic language belonging to the Afroasiatic language phylum. It serves as the official working language of
the Tigray Regional State of Ethiopia and is recognized as a national official language in Eritrea, where it is extensively
spoken across central territories. Tigrinya has 32 consonant and 7 vowel phonemes. Distinctive are the glottalized
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consonants and the labialized velars [16]. The phonetic inventory of Tigrigna consists of a distinct arrangement of
consonants and vowels, which are systematically categorized as shown in Table 1.

Table 1
, Phonetic inventory of Tigrigna consonants [19]

Manner of Places of articulation

articulation
Bi- Labio- Alveolar Palatal Velar Labio- Uvular Labio- Pharyngeal Laryngeal
labial dental velar uvular

Stop - p t k kN i
Voiceless

Stop - b d g gl
Voiced

Stop - p’ t k' ki’
Ejective

Nasal - m m n N n ni
Voiced

Fricative - f s N X XK h h
Voiceless

Fricative - % z i i
Voiced

Fricative - S X xH
Ejective

Affricate - o
Voiceless

Affricate - du
Voiced

Affricate - W
Ejective

Approximant i y w
- Voiced

Trill - Voiced r

Lateral - |
Voiced

In the Tigrigna orthographic system (Ge'ez script), each grapheme represents a syllabic unit composed of a consonant-
vowel (CV) combination. This tight integration between consonantal structures and vocalic modifiers requires specialized
acoustic and lexical mapping during dictionary development (see Fig. 1).

3.3 Related works in domain-specific and regional ASR

Developing ASR systems for low-resource languages remains challenging due to the scarcity of annotated speech data.
Addressing this issue, Alemu et al. [24] proposed an ASR framework for Amharic using the Kaldi toolkit, demonstrating that
effective speech recognition can be achieved by adapting existing tools to resource-constrained languages. Similarly, Ejigu
et al. [26] developed a noise-robust end-to-end ASR model for Amharic using TensorFlow, showing its suitability for real-
world environments with background noise, such as courtrooms.

ASR technology has significant potential in Ethiopia's legal sector by improving the documentation, accessibility, and
transparency of court proceedings. Automated transcription can enhance legal record management and support broader
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access to justice within Ethiopia's civil law system [25][29].

Recent studies have also advanced language technologies for Tigrigna. Temesgen [27] proposed a deep learning approach
for identifying Ethiopian languages written in the Ge'ez script, while Gebretatios et al. [28] demonstrated the effectiveness of
pre-trained models for Tigrinya text classification. Furthermore, linguistic studies on Tigrigna discourse provide insights that
can support the development of more context-aware speech recognition systems [31]. These efforts, together with the
growing adoption of Al applications in Ethiopia [30], highlight the increasing interest in language technologies for Ethiopian
languages.

While these regional studies established important baselines for Tigrigna ASR, they focused on general-purpose or
spontaneous speech environments without addressing the domain-specific linguistic and acoustic challenges of the legal
sector. To bridge this critical gap, the present study introduces an optimized, HMM-based speaker-independent Tigrigna
ASR framework tailored specifically to capture and transcribe the rigorous terminology of court proceedings.

4. Research methodology

This study adopts the Design Science Research (DSR) methodology [32] to guide the conceptualization, execution,
implementation, and evaluation of the specialized automatic speech recognition (ASR) system. DSR provides a structured,
iterative framework ideal for developing innovative technological artifacts that address distinct real-world operational
problems, in this case, the automation of judicial transcription for an under-resourced language.

4.1 Corpus preparation and pre-processing

The empirical foundation of this research relies on the compilation of two distinct speech datasets: a training corpus to
optimize model parameters and a testing corpus to evaluate recognition performance. The primary speech corpus
comprises three hours of spontaneous audio recordings capturing real-world courtroom interactions and multi-speaker
conversations during actual legal proceedings. To robustly handle the acoustic variability inherent in legal domains, data-
cleaning procedures were implemented to isolate high-quality domain-specific speech while identifying and filtering out
irrelevant acoustic artifacts, read speech anomalies, and excessive background environmental noise. This acoustic
database was systematically partitioned into a 90% training subset and a 10% testing subset. To supplement the speech
corpus and ensure the construction of a robust, highly predictive language model, a collection of plain Tigrigna text
documents was integrated into the pipeline, expanding the lexical and syntactic scope of the domain vocabulary.

4.2 Speech recognizer development process model

The architectural framework governing the design and implementation of the proposed Tigrigna ASR system is modeled
after the CMU Sphinx architecture, integrating multiple interconnected data-processing phases (see Fig. 2).

Hence, following initial data collection, an ethical speech selection and curation process [33][34] was applied to the raw
audio files to prepare the datasets for downstream evaluation. The curated speech waveforms were segmented at word,
phrasal, and sentence levels to generate manageable acoustic units for training and verification. Textual transcripts were
subsequently generated for each segmented audio file, establishing the baseline truth for training.

Simultaneously, a feature extraction pipeline parameterized the raw segmented waveforms into low-dimensional acoustic
feature vectors via Mel-Frequency Cepstral Coefficient (MFCC) analysis. To map these files to the recognizer, dedicated
control files were formulated to define the explicit directory paths for the training and testing audio segments.

In parallel, a pronunciation lexicon was developed directly from the transcriptions, mapping every unique vocabulary word to
its corresponding phonetic sequence. During the training phase, these structural files, lexicons, and acoustic features were
used to build the context-independent and context-dependent HMM-based acoustic models.
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Finally, during the evaluation phase, the test data and control configurations were routed through the decoder, which
leveraged a trigram language model computed from the combined transcriptions and plain texts to estimate word sequence
probabilities and output the final recognized text.

5. The implementation

5.1 System development tools and frameworks

To implement the speaker-independent Tigrigna automatic speech recognition (ASR) framework, a suite of specialized,
open-source speech processing and language modeling toolkits was integrated into a unified development pipeline.

The initial acoustic preprocessing and waveform segmentation phases were executed using the PRAAT speech processing
framework. PRAAT provides a highly flexible environment for continuous speech analysis, supporting both standard and
non-standard digital signal processing procedures, such as spectrographic analysis, articulatory synthesis, and neural
network modeling. This tool was vital in accurately partitioning the continuous courtroom audio recordings into discrete,
manageable phonetic and phrasal units.

Statistical language modeling was performed utilizing the SRI Language Modeling (SRILM) toolkit. The SRILM toolkit
provides an extensible architecture for generating, training, and evaluating statistical language models (N-grams). Within
this study, it was leveraged to compute the trigram probabilities that govern the grammatical and syntactic constraints of
the Tigrigna legal lexicon.

Acoustic model training was carried out via the SphinxTrain toolkit, an HMM-based acoustic optimization framework. For
the Tigrigna linguistic profile, a phonetic inventory consisting of 51 distinct phones was defined, with individual Hidden
Markov Models subsequently trained for each sub-word unit.

To convert the raw, segmented speech waveforms into parametric data structures suitable for HMM training, the sphinx_fe
front-end tool was executed. This module extracts acoustic feature vectors using the Mel-Frequency Cepstral Coefficients
(MFCC) technique, capturing the primary spectral characteristics of the target speech.

Finally, the decoding and evaluation phases were conducted using the Sphinx decoder. Developed as a highly modular,
flexible and pluggable Java-based framework, Sphinx enables seamless interaction between the trained HMM acoustic
models, the SRILM-generated language models, and the custom pronunciation dictionary, thereby ensuring efficient text
transcription during courtroom simulation tests.

5.2 Data set configuration

The empirical evaluation of the proposed ASR system relies on a meticulously partitioned speech corpus to ensure
unbiased performance metrics. The distribution of the audio datasets used for training and evaluating the Tigrigna speech
recognizer is summarized in Table 2.

Table 2
, Dataset distribution for ASR training and testing

No Dataset Gender No.of Speaker No. of Utterance
1 Training Female 10 900

Male 10 950
2 Testing Female 2 120

Male 2 120
Total 24 2090
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As outlined in Table 2, the allocation of testing utterances strictly follows established empirical conventions in speech
informatics, wherein approximately one-tenth (10%) of the total corpus is reserved exclusively for system validation. The
recorded utterances maintain an average duration of approximately 5 seconds per segment. To guarantee the scientific
validity of the evaluation and prevent data leakage, the testing partition consists entirely of acoustic data that remains
completely unseen by the acoustic models during the training phase.

5.3 Preprocessing and acoustic feature extraction

The raw courtroom audio corpus underwent a rigorous segmentation and annotation process utilizing the PRAAT speech
processing framework. To maintain the high fidelity required for legal proceedings, the audio data was transcribed verbatim.
This included transcribing exact spoken forms, encompassing colloquial variations, dialectal nuances, and technical or
mathematical expressions typical of judicial arguments. Furthermore, non-speech acoustic events (such as ambient noise,
pauses, and speaker breath) were systematically integrated into the transcription corpus using standard annotation
conventions.

Following annotation, the segmented audio data was routed through the sphinx_fe executable, the front-end feature
extraction module of the CMU Sphinx package. This process parameterized the continuous time-domain waveforms into
low-dimensional acoustic feature vectors via Mel-Frequency Cepstral Coefficient (MFCC) analysis, preparing the sequence
tokens for downstream Hidden Markov Model (HMM) training.

5.4 Development of pronunciation dictionary model

The pronunciation lexicon serves as a mapping layer between the orthographic text and its corresponding phonetic units. It
enables the ASR system to map acoustic parameters to phonemes during training and compute the most probable phonetic
sequences during decoding. Given that minor transcription errors degrade acoustic modeling accuracy, a meticulous
dictionary compilation process was executed.

A canonical phoneme-based dictionary was constructed using a vocabulary of 5,205 unique lexical items extracted directly
from the courtroom transcripts. This vocabulary was mapped using a phonetic inventory optimized for the Tigrigna
language. Additionally, to handle conversational legal speech effectively, non-speech acoustic phenomena were assigned
specialized entries within a dedicated filler dictionary, allowing the decoder to treat environmental noises or pauses as
distinct token boundaries rather than linguistic data.

5.5 Development of acoustic model

The speaker-independent acoustic model was developed using the SphinxTrain toolkit, processing a spontaneous judicial
speech corpus contributed by 20 distinct native speakers (balanced equally with 10 male and 10 female participants). The
toolkit iteratively computed the essential parameters governing the acoustic states, including mean vectors, variance
matrices, state transition probabilities, and mixture weights.

Acoustic model training integrated the extracted MFCC feature files, the verified verbatim transcripts, the target Tigrigna
phoneme inventory, and the compiled pronunciation dictionary. The dictionary comprised 5,205 unique terms mapped
across 47 distinct phone units, which included 39 base Tigrigna linguistic phonemes and 8 non-speech or silence fillers.

Adhering to standard SphinxTrain procedures, both context-independent (monophone) and context-dependent (triphone)
acoustic models were generated. A continuous HMM topology was selected for all training configurations, with each
phonetic unit modeled using a five-state left-to-right (Bakis) architecture featuring a skip topology to accommodate
temporal variations in speaking rates. Parameter optimization was achieved via the Baum-Welch (forward-backward)
expectation-maximization algorithm.

The initial Gaussian mean and variance vectors for each state were initialized to the global mean and variance values
computed across the entire training corpus. To optimize triphone mapping and resolve data sparsity issues, state tying was
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applied to constrain the system to 1,000 tied states, matching the recommended architectural thresholds for medium-sized
vocabularies.

5.6 Development of language model

In statistical ASR architectures, a language model is critical to establishing the probability distribution of word sequences,
thereby guiding the search space toward syntactically valid sentences. Language models estimate the probability of
language units based on textual training data. Due to the inherent structural constraints of natural language, specific word
pairings exhibit high contextual probabilities, whereas others are structurally inadmissible. By applying these constraints,
language modeling constrains the decoder's search space, reducing candidate sequence hypothesis errors.

Because estimating the unconstrained probability distribution across an entire vocabulary is computationally intractable,
the search is bounded using an N-gram approximation framework, which calculates probabilities based on a sliding window
of N consecutive words.

This study implemented a statistical trigram language model utilizing the SRI Language Modeling (SRILM) toolkit. To
address data sparsity and prevent zero-probability assignments for unseen word sequences, a modified absolute
discounting smoothing technique was applied. The language model was trained on a 12 MB normalized text corpus derived
from a combination of the judicial transcriptions and an external Tigrigna plain-text database.

Prior to training, a rigorous text normalization pipeline was executed: excessively long sentences were segmented, numeric
expressions were converted to their full text equivalents, typographical and grammatical anomalies were corrected, and all
punctuation marks were removed to establish a clean, standardized training corpus.

5.7 Performance evaluation and discussion

The empirical evaluation of the developed Tigrigna ASR system was executed across two distinct phases: first, by training
and testing context-independent (Cl) monophone acoustic models, followed by the deployment of context-dependent (CD)
triphone acoustic models. To ensure a controlled experimental environment, both modeling phases utilized identical
configurations for the phonetic lexicons, verbatim transcriptions, and extracted Mel-Frequency Cepstral Coefficient (MFCC)
feature parameters within the HMM framework.

To assess the system's transcription accuracy quantitatively, the standardized metric of Word Error Rate (WER) was
employed. The WER measures the degree of divergence between the text sequence generated by the decoder (the
hypothesized word string) and the corresponding verbatim courtroom transcript (the reference string).

Computing the WER requires calculating the minimum edit distance at the word level between the hypothesized string and
the reference string. This dynamic programming approach determines the minimum number of single-word insertions (1),
substitutions (S), and deletions (D) necessary to align the hypothesized sequence with the reference text. The Word Error
Rate is formally expressed as follows:

S+D+1
WER =T N X 100%

Where, S represents the total number of word substitution errors, D represents the total number of word deletion errors, |
represents the total number of word insertion errors, and N denotes the total number of words in the baseline reference
transcript.

To illustrate the comparative performance of the system, as shown in Fig. 3, across the different acoustic modeling
configurations, sample outputs containing individual sentence hypotheses generated by the decoder, alongside their
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corresponding reference transcriptions, are analyzed in the following sections. Accordingly, the following performance was
achieved by the recognizer using the testing data set.

, the performance evaluation result of-trﬁzlspintaneous Tigrigna speech recognizer
HMM states Acoustic Model # Gaussian mixture @ %WER % Accuracy
Five states Cl - 46.88  53.12
With skip topology  CD 1 33.68 66.32

2 3215  67.85
4 28.75 71.25
8 27.65 72.35
10 27.08 7292
11 26.16 73.84
12 3296 67.04

Key: - Bold recorded data indicate that the CD acoustic model utilizing 11 Gaussian mixtures yielded optimal results

Based on the empirical results compiled in Table 3, three critical observations emerge regarding the system's behavioral
performance. Initial increments in the number of Gaussian mixture components yielded a corresponding rise in overall word
recognition accuracy. However, performance reached an asymptotic threshold and began degrading at twelve Gaussian
mixtures. This performance drop is attributed to overfitting; a 12-component GMM over-parameterizes the continuous
feature space, forcing the model to capture acoustic noise and irrelevant spectral variations instead of robust phonetic
traits.

Spontaneous courtroom speech is highly susceptible to coarticulation effects, a physiological phenomenon where the
physical movement of human articulators (such as the tongue, lips, and velum) is continuous and constrained by inertia. As
a result, an articulator begins transitioning toward the target position of a subsequent sound before completing the current
phone. While monophone models fail to capture these transitional variations, context-dependent (CD) triphone models
successfully map these coarticulation effects by evaluating each phoneme within its distinct left and right phonetic
contexts. Consequently, the CD acoustic model significantly outperformed the CI framework, achieving a substantial 20.72%
gain in word recognition accuracy.

Across all experiments conducted on the speaker-independent recognizer, the CD acoustic model utilizing 11 Gaussian
mixture components yielded optimal results when exposed to the four unseen speakers, establishing a baseline word
accuracy of 73.84%. An analysis of the underlying error distributions reveals an average insertion rate of 14.45%, a deletion
rate of 26.15%, and a high substitution rate of 81.00%. The high rate of substitutions represents the primary source of
accuracy degradation. This trend stems from phonetic ambiguities within the vocabulary, where words containing
acoustically similar phonemic sequences were mapped interchangeably by the decoder (see Fig. 4).

6. Conclusion

This study successfully designed and evaluated a speaker-independent, automatic speech recognition (ASR) system for
spontaneous Tigrigna speech within the specialized domain of judicial proceedings. Adopting a robust statistical

framework, the system leverages Hidden Markov Models (HMMs) engineered via the CMU Sphinx toolkit. The underlying
empirical database comprised a three-hour courtroom speech corpus collected from 24 native speakers, systematically
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partitioned into a training set consisting of 20 speakers (1,800 utterances) and a held-out testing set consisting of 4
speakers (300 utterances).

Adhering to standard SphinxTrain architectures, both context-independent (monophone) and context-dependent (triphone)
acoustic models were developed, supported by a domain-specific phonetic lexicon and a statistical trigram language model.
Comparative performance evaluations demonstrated that the context-dependent acoustic model significantly outperformed
its context-independent counterpart, yielding an optimal baseline word accuracy of 73.84%.

Crucially, the acoustic analysis highlighted unique sociolinguistic challenges inherent to legal informatics. Courtroom
speech involves diverse actors, including witnesses and defendants, who are often unfamiliar with formal judicial
environments or recording constraints. The resulting speech patterns are frequently characterized by high acoustic
variability, anxiety-induced prosodic shifts, and unpredictable spontaneous colloquialisms, which directly impact decoder
precision.

While this research was conducted under low-resource constraints and bounded data availability, the empirical findings
demonstrate the viability of automating transcription workflows for under-resourced languages in legal ecosystems. To
build upon these promising baselines, future research will focus on expanding the acoustic corpus with a more diverse
demographic of speakers to improve generalizability; evaluating alternative, noise-robust feature extraction techniques
alongside modern deep learning frameworks; and implementing advanced linguistic smoothing and adaptation algorithms
to better accommodate spontaneous, non-standard vocalizations in high-stakes legal settings.
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Vocalic inventory of Tigrigna vowels
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mnATiA, T2hAC+HNYA AP +aF0 (TRAIN-TSM11-008)

amnARA FBhAC +N1A AP +oPo (TRAIN-TSMI11-008)
Words: 3 Correct: 5 Errors: () Percent correct = 100.00% Error = 0.00% Accuracy = 100.00%
Insertions: O Deletions: 0 Substitutions: 0

EH 679F AH N NEATIAL § TOHIE LF o @R %2 (TRAIN-TSM28-005)

AH 8T9F AH NS NEATGAR **%  k5k FOODHIN DR *** (TRATN-TSM28-003)
Words: 10 Correct: 6 Errors: 4 Percent correct = 60.00% Error = 40.00% Accuracy = 60.00%
Insertions: 0 Deletions: 3 Substitutions: [

ANt NARFRIR +mPENP m P Hddm +Y4AR AFRAN AP (TRAIN-TSM11-011)

G ANF NARFID +MEPRP M P HLAM +YAR AIPAN AT (TRAIN-TSM11-011)
Words: 8 Correct: 7 Errors: 1 Percent correct = 87.50% Error = 12.50% Accuracy =87.530%
Insertions: 0 Deletions: 0 Substitutions: 1

AT PPN TR ***  hLL ATYRCE AdA1t 1 9P RS (TRAIN-TSM28-023)
AANTPNTENAR BT nlF G0 AL +TILEMST (TRAIN-TSM28-023)

Words: 8 Correct: 5 Errors: 4 Percent correct = 62.50% Error = 30.00% dccuracy = 30.00%
Insertions: 1 Deletions: 0 Substitutions: 3

Figure 3

sample interface of the system

v @ jud_tig_speech10 X + = O x

- C & filey///Automatic20speach20recognit... a

MODULE: DECODE Decoding using models previously
trained (2026-1-21 00:01)

Decoding 35 segments starting at @ (part 1 of 1)
sphinx_decode Log File

completed
Aligning results to find error rate

SENTENCE ERROR: 62.9% (22/35) WORD ERROR RATE:
22.2% (76/347)

4 4

{1 &

Figure 4

GUI showing system results
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