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Abstract

According to recent estimates, over 50% of the human DNA methylome (DNAm)
changes with age. These age-associated changes display a significant diversity of
patterns that have not yet undergone any comprehensive characterization. Based
on a priori-knowledge we here guide a deep-learning based convolutional neural
network to classify over 800,000 CpGs in blood into 10 distinct age-related DNAm
patterns, which we extensively characterize in relation to chromatin state,
immune-cell composition, inflammaging, epigenetic clocks, genotype and clonal
hematopoiesis. One pattern defined by methylation quantitative trait loci (mQTLs)
where the age-association is genotype-specific, uncovers a number of potential
DNAm mediators of inflammatory diseases, which are distinct to those of existing
causal clocks. Another pattern, representing age-dependent noise, is associated
with inflammaging and all-cause mortality, and can be dissected into a component
driven by variations in the memory CD8+ T-cell fraction, and another which is
cell-type independent. In summary, by exposing and fully characterizing the
diversity of age-related DNAm patterns we here improve our mechanistic
understanding of these patterns.

Keywords: aging; DNA methylation; deep-learning; mQTL; inflammaging

Age-associated DNA methylation (DNAm) changes have been implicated in a wide
range of complex diseases [1, 2] and are promising aging biomarkers [3-9]. Over the
years, studies have quantified the proportion of the DNA methylome that is altered with
age [10-13], with the most recent meta-analysis estimating that over 50% of the human
DNA methylome is altered [14]. An important emerging insight, still widely
underappreciated, is that age-associated DNAm changes come in a large variety of
different forms or shapes [15]. For instance, DNAm at many CpGs changes linearly
with age, without a corresponding change in variance, whilst other CpGs may
additionally display an age-related increase in DNAm variance [15, 16]. Other CpGs
may only display an age-related change in DNAm variance without a corresponding
change in mean DNAm-levels [17]. Superimposed on this complexity are other CpGs
that display clear bi or tri-modal DNAm profiles, which may or may not be age-
dependent. CpGs displaying such bi or tri-modal DNAm profiles are often driven by
sex and genotype, respectively [13, 18, 19], but other underlying mechanisms are yet
to be elucidated. Studying these bi and tri-modal profiles in the context of aging could
be important as it could reveal sex and genotype specific age-related changes. Another
class of CpGs display remarkable stability except for a few outliers, whose frequency
may increase with age and which may be indicative of disease risk [20-25]. Despite our
2
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a-priori knowledge that these patterns exist, their biological and clinical significance
remains unclear.

To help elucidate the biological significance of these different age-associated DNAm
patterns and how they relate to existing biomarkers such as epigenetic clocks [26], we
here aimed to build a CpG classification scheme, which we then extensively
characterize in terms of chromatin states, associations with 12 immune cell type
fractions, epigenetic clocks, inflammaging and genotype. With this novel map of age-
related DNAm patterns, we significantly improve our understanding of the aging
DNAm landscape, leading to novel insights into the mechanistic components of various
epigenetic clocks. For instance, our map identifies (i) CpGs representing age-dependent
DNAm noise, which are underrepresented in current clocks, but that also correlate with
inflammaging markers, inflammatory diseases and all-cause-mortality, and (ii)
genotype specific age methylation quantitative trait loci (age-mQTLs), that according
to Mendelian Randomization, constitute novel causal DNAm mediators of

inflammaging and inflammatory diseases.

Results

A deep convolutional neural network to refine a human CpG taxonomy of aging

Previous studies indicate that CpG DNAm profiles come in many different shapes and
forms, the biological underpinnings of each still being unclear, with a few exceptions
like bi-modal sex-associated differentially methylated cytosines (sex-DMCs) [13] or
tri-modal methylation quantitative trait loci (mQTLs) [27, 28]. Given how deep-
learning (DL) algorithms have revolutionized scientific and technological challenges in
domains where data display non-trivial spatial or temporal patterns [29] [30-34], we
reasoned that DL may also be helpful to classify CpG DNAm profiles. To frame this
classification task in the context of aging in a way suitable for DL, we transformed CpG
DNAm profiles into two-dimensional images, with the DNAm beta-value (a numerical
value bounded between 0 and 1) representing one dimension (y-axis), and with age (a
numerical value bounded typically between 0 and 100 years) defining the other (x-axis).
Under this transformation, the DNAm vs age scatterplots are smoothed out, defining
images with pixel intensity/color quantifying the local sample density (samples here
represent individuals/donors) (Fig.1a). Thus, just like deep convolutional neural
networks (CNNs) have proved very successful for image classification tasks, a deep
CNN could be trained to successfully classify CpG DNAm profiles into the distinct
forms or shapes they take in relation to a phenotype such as age. To accomplish this,
we devised an iterative approach, where using a large EPIC DNAm dataset of 3501

whole blood samples (the NSPT cohort), we iteratively train a CNN model called
3
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ResNet18 [35] to classify a total of 811870 CpGs into 10 distinct categories (or taxa)
(Methods, Fig.1a-b). We focused on 10 categories, motivated by prior-knowledge,
which we note is already a substantial improvement over previous studies that have
only studied three [14]. We chose ResNetl8 over other deep CNN architectures like
VGG16 [36] because of its ability to train stably via residual skip connections and
because its depth is sufficient to model hierarchical features in our data without being
excessively parameterized [35]. In order to train the CNN-model, we defined the 10
initial categories by using a complex combination of distinct statistical tests with
stringent significance thresholds (linear and Breusch-Pagan tests for heteroscedasticity)
[21], statistical distributional properties (e.g. kurtosis) [37], and prior biological
information (e.g. sex and mQTLs as models for bi and tri-modal patterns respectively),
these categories then being refined after multiple iterations of the deep-learning
algorithm (Methods, SI tables S1-S3, SI figs.S1-S2). Most confusion was seen
between the bi and tri-modal age vs non-age categories (SI fig.S2), yet this was not a
limitation of ResNetl8 as it significantly outperformed a more traditional cluster
identification algorithm (Mclust) [38, 39] (Methods, SI fig.S3). ResNetl8 also
outperformed a more complex deep CNN architecture (VGG16) that does not use
residual skip connections (Methods, SI fig.S4). At the end of this process, we were able
to confidently assign over 600,000 CpGs into one of ten categories (Fig.1c-d, SI tables
S1-S3), with the rest, i.e. 200,584 CpGs, remaining unassigned due to these CpGs
displaying ambiguous hybrid profiles. The ten taxa include (i) unimodal CpGs that
change linearly with age without a change in DNAm variance (LinAgeHomo), (ii)
unimodal CpGs where both the mean and variance in DNAm change with age
(LinAgeHet), (iii) unimodal CpGs where only the DNAm variance changes with age
(NonAgeHet), (iv) unimodal stable CpGs where the DNAm level displays ultra-low
variance with neither the mean or variance changing with age (UniStable), (v) unimodal
unstable CpGs where the DNAm level fluctuates, with neither the mean or variance
changing with age (UniUnstable), (vi) CpGs displaying infrequent but distinctive
outliers (Outlier) but which are otherwise stable, (vii) bi-modal CpGs where at least
one group displays an association with age (BiAge), (viii) bi-modal CpGs where none
of the two groups displays an association with age (BiNonAge), (ix) tri-modal CpGs
where at least one group displays an association with age (TriAge) and (x) tri-modal
CpGs where none of the groups displays an association with age (TriNonAge). The
overall accuracy of prediction of CpGs in the blind test set was high at 0.87, with the
accuracy over the ten categories ranging from 0.99 (Outlier) to 0.64 (TriAge) (Fig.1e).

Influence of sample size and validation in independent cohorts
To test the influence of sample size on the deep-learning predictor, we devised a

simulation model generating representative CpGs for each of the 10 CpG categories,
4
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subsequently training a ResNetl8 predictor (SimResNetl8) on simulated datasets
containing variable sample sizes, and validating them in independently generated
datasets of different sample size (Methods). We found that the SimResNetl8 model
trained on a set containing variable sample sizes markedly improved prediction
accuracy in the independent test sets (SI fig.S5). Based on this insight, any validation
attempt on independent real DNAm datasets would benefit from a training process that
includes variable sample sizes. Hence, we retrained our original ResNet18 model on the
NSPT cohort data but now using CpG profiles defined at two different sample sizes
(MixedResNet18, Methods), subsequently validating the MixedResNet18 model in two
independent EPIC DNAm datasets (HPT & Airwave) [40, 41]. Average validation
accuracy over all 10 CpG taxa was around 0.73 (HPT) and 0.79 (Airwave) (SI fig.S6).
These validation accuracies are noteworthy given that the training set (NSPT cohort-
Han Chinese) and validation sets (HPT-African Americans, Airwave-White Caucasians)
represent different ancestries, i.e. we note that the true class-label of a CpG may depend
on ancestry (e.g. an mQTL in White Caucasians may not be an mQTL in Han Chinese

and vice-versa) [19].

ResNet18’s age-CpG taxonomy is not identifiable using traditional methods

The above age-related taxonomy can’t be recapitulated using more traditional linear
methods like PCA or Singular Value Decomposition (SVD). Indeed, a SVD over the
same DNAm dataset revealed that singular vectors (i.e. principal components) only
captured general bi-modal or tri-modal patterns, mainly linked to sex and genotype,
respectively, as well as a component changing linearly and homogeneously with age,
but failing to capture non-linear patterns such as those marked by an increase in DNAm
variance and outliers (SI fig.S7). For all practical purposes, the proposed taxonomy is
also exhaustive. For instance, whilst the definition of our 10 CpG categories does not
include non-monotonic patterns (e.g. quadratic), we verified using statistical criteria
(Methods), that these not only constituted a small proportion of all CpGs (~1%), but
most importantly that for the overwhelming majority of these, the non-monotonicity is
of very low-effect size (SI fig.S8). We also compared our 10 CpG taxonomy to a
previous 3-class categorization proposed by Seale [14], highlighting the limitations of
applying differential means and differential variance statistics to bi and tri-modal
DNAm profiles (SI fig.S9). For instance, we observed how a significant number of
CpGs, which according to Seale’s classification scheme display increased variance with
age but no change in mean DNAm, were bi or tri-modal in our categorization (SI fig.S9),
highlighting how differential variance statistics, when applied to multimodal data, can

drive artefactual associations with age.
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Biological significance of ResNet18’s CpG taxonomy

To explore biological relevance of the novel CpG taxonomy, we selected the top 1000
CpGs of each category and tested each for enrichment against 15 chromatin states (as
defined over 26 tissue-types [42, 43]), and histone H3 marks (as defined in immune
cell-types [44]), using in both cases the eFORGE?2 enrichment tool [45, 46]. Focusing
first on unimodal CpGs where DNAm changes linearly with age, we observed a striking
difference in enrichment between those changing homoscedastically with age (i.e. no
change in DNAm variance with age, LinAgeHomo) from heteroscedastic ones
(displaying increases in DNAm variance, LinAgeHet) (Fig.2a): homoscedastic ones
displayed enrichment for enhancer marks and regions flanking active promoters, whilst
heteroscedastic ones displayed enrichment for bivalent enhancer states and repressive
polycomb group (PCG), the latter being the most strongly enriched term. As expected,
the LinAgeHomo enrichment for enhancer regions was strongest for immune cell-types
compared to other cell and tissue-types (SI fig.S10). CpGs not changing linearly with
age but displaying increased DNAm variance (NonAgeHet) were exclusively enriched
for repressive PCG states. Put together, and given that enhancers are the most cell-type
specific regions [47], this suggests that the linear increases in age are partly associated
with age-related linear changes in immune cell-type composition, whereas the
increased variability in DNAm is targeting H3K27me3-marked repressive PCG regions.
To explore if these age-related patterns are associated with changes in immune-cell type
composition, we used EpiDISH [48, 49] to estimate fractions for 12 adult immune-cell
types [48, 49] (SI fig.S11). This confirmed that age-related linear homoscedastic
changes were associated with shifts in the naive CD4+ T-cells and neutrophil fractions,
but interestingly that increased DNAm variance with age is driven by increased
variability in the memory CD8+ T-cell fraction (Fig.2b).

CpGs displaying variability in DNAm, but whose mean or variance did not associate
with age (i.e. the Outlier and UniUnstable taxa), displayed specific enrichment for
strongly and weakly transcribed regions, respectively, both marked by the elongation
mark H3K36me3 (Fig.2a). In contrast, unimodal stable CpGs (UniStable) displayed
strongest enrichment for active and flanking promoters, marked by the H3K4mel and
H3K4me3 marks. Of note, the great majority of top-ranked CpGs in this category all
displayed low DNAm levels (SI fig.S12a) and were enriched for active promoters in
all cell and tissue-types (SI fig.S10), suggesting that these CpGs map to homeostatically
vital genes. In this UniStable category we also observed many CpGs that were fully
methylated and strongly enriched for H3K36me3-marked actively transcribed regions
(SI fig.S12b-c), mapping to the transcribed gene-body regions of the same genes (SI
fig.S12d). We verified, using two of the largest single-cell RNA-Seq datasets, each
profiling over 1 million peripheral blood mononuclear cells [50, 51], that the genes

containing UniStable CpGs are indeed actively expressed compared to genes not
6
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containing any such CpGs (SI fig.S13). This effect was much stronger in the AIDA
dataset of East Asians [50] compared to White Caucasians, consistent with our training
set being of East Asian ancestry, and suggesting that ethnicity has some influence on
which CpGs are UniStable (SI fig.S13).

By construction, bi-and tri-modal CpGs are strongly enriched for sex-DMCs and
mQTLs, respectively (Methods). Thus, the observed enrichment of tri-modal CpGs for
enhancer states (Fig.2b) is consistent with mQTLs being enriched for enhancers [18,
19]. We asked if CpGs not used in training and which were confidently assigned to the
bi or tri-modal categories upon subsequent iterations of ResNet18, were also driven by
sex or genotype, respectively. In the case of newly assigned bi-modal CpGs, the great
majority of these were indeed associated with sex (albeit at a lower significance
threshold) and those that were not, were preferentially enriched for low-effect size
mQTLs (SI fig.S14a), probably due to ResNetl8 not being able to discern the 3
genotype states when effect sizes and minor allele frequencies are small. In the case of
newly assigned tri-modal CpGs, these were effectively all mQTLs characterized by
smaller effect sizes (SI fig.S14b). This indicates that effectively all tri-modal DNAm

patterns in real DNAm datasets are invariably driven by genotype.

Differential enrichment patterns of clock CpGs among CpG taxa

We next explored the representation of CpG taxa among different epigenetic clocks [6,
26]. We assembled DNAm clocks ranging from those highly accurate for chronological
age prediction (e.g. Zhang clock [52]) to those that are better in predicting biological
age (e.g. PhenoAge and DunedinPACE) [8, 53], as well as mitotic clocks based on
CpGs that gain DNAm during cell-division (e.g epiTOC1/2 [54, 55], stemTOC [56])
and mitotic clocks based on CpGs that lose DNAm with cell-division (e.g. HypoClock
[57], RepliTali [58]). We also included recent causality related clocks (DamAge and
AdaptAge) [59]. Not surprisingly, the strongest enrichment of LinAgeHomo CpGs was
found for the Zhang clock, highlighting how homoscedastic features are favored when
the aim is to accurately predict chronological age (Fig.2c). Interestingly, the strongest
enrichment of LinAgeHet CpGs was observed for mitotic clocks. Of note, like
LinAgeHet CpGs, mitotic clock CpGs are strongly enriched for repressive PCG target
sites [54]. The TriAge category, representing mQTLs where DNAm also correlates with
age, was most strongly enriched for the causality clocks DamAge and AdaptAge,
consistent with these clock CpGs being derived from mQTLs [59]. Interestingly, the
PhenoAge and DunedinPACE clocks showed enrichment of LinAgeHomo and
NonAgeHet categories but not so for LinAgeHet (Fig.2c). The observed enrichment
patterns were robust to the particular iterative version of ResNetl8 (Methods, SI
fig.S15a). Overall, these enrichment patterns are consistent with the clock’s method of

construction and their biological significance.
7
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Age-dependent epigenetic noise is associated with inflammaging and mortality

NonAgeHet CpGs can be interpreted as measuring age-dependent noise, with a
component of this noise being driven by variations in memory CD8+ T-cell and
neutrophil fractions (Fig.2b). Except for the PhenoAge and DunedinPACE clocks,
current epigenetic clocks are clearly devoid of the NonAgeHet category, thus
motivating the construction of a new clock (NoiseClock) that is exclusively enriched
for these CpGs (Fig.2c). To build this NoiseClock, we identified a subset of 399
NonAgeHet CpGs (SI table S4, Fig.3a) using a total of 3 large independent DNAm
datasets from healthy individuals [60-62], each encompassing around 700 samples and
representative of different ancestries (Han Chinese, White Caucasians, Hispanics).
These 399 NonAgeHet CpGs were identified using the Breusch-Pagan test for
differential DNAm variance, after adjusting the DNAm data in each of these 3 cohorts
for variations in 12 immune-cell fractions (Methods). This adjustment was done in
order to assess the biological significance of NonAgeHet CpGs beyond their variation
attributed to changes in immune-cell composition. The 399 NoiseClock CpGs displayed
the same enrichment for H3K27me3 marked repressive PCG loci as the full
NonAgeHet set (SI fig.S16), and were, generally speaking, less correlated than
randomly chosen CpGs, although still significantly higher than O (SI fig.S17). Based
on these 399 CpGs, we then estimated the level of noise or DNAm variation in each
sample (Fig.3a-b, Methods). This NoiseClock estimator was then applied to a
collection of 14 independent blood DNAm datasets (Methods), revealing a strong
consistent association with age (Fig.3b), thus justifying the term ‘clock’. To further
demonstrate that our NoiseClock correlates with age independently of variations in cell-
type fractions, we applied it to 5 DNAm datasets profiling sorted immune cells
(Methods): in all cases, the NoiseClock correlated with age, although interestingly the
effect was stronger in myeloid cells (SI fig.S18). To explore its biological significance,
we observed that it correlated fairly strongly with a published inflammaging DNAm-
signature consisting of 1765 CpGs whose DNAm-levels are associated with high-
sensitive serum C-reactive protein (hsCRP) levels [63] (SI fig.S19a). However, the
original EWAS meta-analysis identifying these 1765 CpGs did not adjust for shifts in
the memory to naive lymphocyte subsets [63], and correspondingly we found strong
associations between the DNAm-based proxy of CRP-levels with immune-cell
fractions, notably with the memory CD8+ T-cell fraction (SI fig.19b). Thus, we re-
recomputed a DNAm-based proxy for serum CRP-levels restricting to a subset of 62
CpGs that are not discriminative of naive and memory lymphocyte subsets (Intrinsic
Inflammatory Score-IntInflScore, Methods, Fig.3c¢). The NoiseClock still displayed a
very clear correlation with the IntInflScore, independent of age, sex and variations in

12 IC-type fractions (Fig.3d). Of note, the association of the NoiseClock with the
8
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intrinsic inflammatory CRP-score was weaker than that displayed by biological aging
clocks, notably GrimAge2 and DunedinPACE (Fig.3e), consistent with these latter
clocks having been partly trained on clinical aging biomarkers that included CRP.
Besides the correlation with hsCRP-levels, the NoiseClock also displayed positive
associations with DNAm-based proxies for CXCL9, TNFRSFIB [64] and the
inflammatory component of SystemsAge [65], but interestingly not for IL6 [66] (SI
fig.S20). The NoiseClock also demonstrated significant associations with prevalent
inflammatory diseases in the NSPT cohort, including type-2 diabetes, rheumatoid
arthritis, and hypertension (Fig.3f). These associations were robust to variations in
immune-cell fractions (SI table S5). Interestingly, the NoiseClock also displayed an
association with smoking exposure, although this was weak and only evident after a
meta-analysis over multiple cohorts (SI fig.S21). Of note, although the 399 NoiseClock
CpGs were derived from 3 separate cohorts, we obtained almost identical results had
we built the clock using the ResNet18 NonAgeHet CpGs from the NSPT cohort (SI
fig.S22). Overall, this supports the robustness of our procedure and further indicates
that NonAgeHet CpGs include CpGs whose DNAm-levels are associated with
inflammaging in a manner that is also independent of variations in the naive and
memory T-cell subsets.

To further explore potential clinical significance, we computed the NoiseClock in the
Generation Scotland (GenS) cohort, which is one of the largest biobanks with available
genome-wide DNAm data [67, 68] (Methods). The NoiseClock estimate was
significantly correlated with age (R~0.4, P<2e-16), confirming that it captures DNAm-
variance that increases with age. Next, we assessed the NoiseClock in relation to all-
cause mortality. Despite the relatively strong correlation with age, the NoiseClock
remained significantly associated with all-cause-mortality after adjustment for age, sex,
as well as other main risk factors (Methods, Fig.3g). Whilst it also added prognostic
value over DunedinPACE [53], this was driven entirely by its association with age
(Fig.3g), and it did not add prognostic value over GrimAge2 [69]. Thus, we conclude
that whilst the NoiseClock is an independent predictor of all-cause-mortality (HR=1.07,
95%CI: 1.02-1.13, P=0.003), that current mortality predictors like GrimAge2 or

DunedinPACE are indirectly capturing this DNAm-noise contribution.

Genotype specific age-mQTLs are depleted of DamAge/AdaptAge CpGs

Another interesting category of CpG profile are those displaying tri-modality where at
least one of the modes displays an association with age (TriAge). Since the
overwhelming majority of tri-modal CpGs constitute mQTLs where the DNAm level
is strongly correlated with a SNP, either in-cis or in-trans [19], we refer to the subset

correlating with age, as age-mQTLs. Whilst the biological significance of mQTLs has
9
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been extensively studied [18, 19], much less is known about these age-mQTLs. Starting
out from 273,613 mQTL CpGs identified from 3501 samples of the NSPT cohort
(Linear model Bonferroni P<le-14) and validated in independent cohorts [19], a total
of 196,939 were associated with age, independently of genotype, sex and variations in
seven major IC fractions (FDR<0.05) (Fig.4a). Of note, here we initially did not adjust
for 12 IC fractions, because SNPs influencing shifts between naive and memory T-cell
subsets could be important biologically and fairly little is known about such SNPs. We
further reasoned that age-mQTLs where only the homozygous genotype for the minor
allele (i.e. BB), or where both the heterozygous AB and homozygous BB display an
association with age, would be of particular interest, since for these, age and genotype
may synergize to increase disease risk. Among the full list of age-mQTLs, a subset of
3,139 displayed an association with age that was specific to the BB (n=1424) or AB+BB
(n=1715) genotypes (FDR<0.05) (Fig.4a). Of these BB and ABBB specific age-
mQTLs, around 35% and 32% respectively, displayed a positive interaction between
genotype and age, i.e. DNAm changed with genotype (AA=1, AB=2, BB=3) in the
same direction as with age.

Since age is the major demographic risk factor for many diseases, we reasoned that the
change of DNAm with age in specific high disease risk B genotype groups could help
identify causal DNAm mediators of disease. To explore this hypothesis, we first studied
the overlap of age-mQTLs with those of recently proposed causality-clocks (DamAge
and AdaptAge) [59]. Whilst we observed a very strong enrichment for DamAge and
AdaptAge CpGs among age-mQTLs generally, this enrichment was substantially
weakened for the BB and ABBB specific age-mQTLs (Fig.4b). Given that the odds
ratios of enrichment were also significantly lower for the BB and ABBB specific age-
mQTLs, this means that the differential enrichment is not merely driven by the much
larger number of CpGs in the general age-mQTL class. This demonstrates that DamAge
and AdaptAge CpGs select for age-mQTLs where the association with age is present in
all genotype groups, and hence that they are depleted for age-mQTLs where the

association with age is genotype-specific.

Genotype specific age-mQTLs are associated with genotype specific inflammaging
To explore the biological relevance of the BB and ABBB age-mQTLs, we next asked
if the age-related DNAm variation in specific genotypes is reflected in corresponding
genotype specific correlations with DNAm-based measures of C-reactive protein (CRP)
and interleukin-6 (IL6) levels, two well-known markers of inflammaging. Indeed, since
chronic low-grade inflammation (‘inflammaging’) [70] is known to increase with age,
it is plausible that the observed change of DNAm with age in a specific genotype is
linked to genotype specific inflammaging. Validating our hypothesis, we observed

hundreds of BB and ABBB age-mQTLs where only the DNAm variation in the BB and
10
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ABBB genotypes correlated significantly with the inflammaging scores (Fig.4c). Of
note, effectively all of these displayed the same directionality of DNAm change with
inflammaging as with age (Fig.4d). To assess if the linked SNPs are enriched for disease
associated variants, we interrogated GWAS catalogs (Methods), which revealed strong
enrichment for SNPs associated with inflammation-related conditions, including
coronary artery disease (CAD), rheumatoid arthritis (RA), Crohn’s disease (CD) and
ulcerative colitis (UC) (Fig.4e). Examples of ABBB age-mQTLs associated with CAD
and type-2 diabetes are depicted in Fig.4f (see SI fig.S23 for other examples). BB and
ABBB age-mQTLs displaying associations with CRP/IL6 and with linked SNPs
associated with inflammatory disease were also found had we adjusted for naive and
memory lymphocyte fractions using a higher resolution 12 IC-type DNAm reference
panel (SI fig.S24). Overall, these data support the view that genotype specific age-
mQTLs are linked to genotype specific age-associated inflammaging, with the linked

SNPs often also associated with inflammatory diseases.

Genotype specific age-mQTLs as potential mediators of inflammatory diseases

We reasoned that these genotype specific joint age and inflammaging mQTLs could be
casual mediators of inflammatory disease. To formally test this hypothesis, we used 2-
sample Mendelian Randomization (MR) [71, 72], treating the DNAm levels of our
genotype specific age-mQTL CpGs as exposures, and with linked SNPs (i.e. SNPs
defining mQTLs with the same CpG) as genetic instruments (Methods, Fig.5a). As
outcome, we considered a range of different GWAS inflammatory traits and diseases
including CRP-levels, CAD, RA, type-2 diabetes (T2D), systemic lupus erythematosus
(SLE) and ulcerative colitis (UC), obtaining summary statistics of SNP-trait
associations from an East Asian database (Methods), thus matched to our mQTL East
Asian cohort data. Using inverse-variance weighted (IVW) and weighted median (WM)
regression, we found a total of 21 exposure-outcome pairs, encompassing 16 candidate
causal CpGs (SI table S6-S7). Of note, using Steiger-tests [73] we found that our
genetic instruments (a total of 370 unique SNPs) were valid, as they explained more of
the variance of the exposure (i.e. DNAm) than of the outcome (SI table S8). Whilst
Egger regression tests indicated little evidence of average directional pleiotropy,
pleiotropy-adjusted causal estimates were no longer significant (SI table S7). Since
Egger-regression lacks power and to explore if the assumptions underlying Egger-
regression hold, we performed MR-PRESSO [74] outlier analysis for the 18 CpG-trait
pairs with sufficient numbers of SNPs. Whilst for all 18 CpG-trait pairs, causal
associations remained significant after adjustment for pleiotropic outliers, 12 pairs
displayed few or no outliers, with the remaining 6 pairs displaying pervasive pleiotropy
(>20% of SNPs were pleiotropic) (SI table S9). Leave-One-Out (LOO) analysis further

confirmed that results from IVW and WM were robust to outliers except for
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cg19901956-T2D and ¢g22933800-SLE (SI fig.S25). Co-localization analysis using a
hybrid SUSIE-ABEF strategy [75-77] (Methods) revealed a potential common causal
variant for 7 CpG-outcome pairs, with another 2 displaying evidence of multiple
variants (SI table S10, SI figs.S26-S27). Overall, from all the above analyses, we
identified the following candidate mediator CpG-trait pairs that merit further
investigation. For instance, although cg00119778, with the corresponding SNP being
associated with CRP-levels (Fig.5b), was not strongly associated with a single causal
variant, the region it maps to has been associated with late-onset Alzheimer’s disease
[78-80], providing a potential link between inflammaging and neurodegeneration [81].
Another example is cg16912114 (Fig.5b), which maps to the gene body of GALNT 14,
and with the corresponding trans-mQTL SNPs having been associated with CAD [82].
Thus, DNAm at cgl6912114 may mediate risk of CAD via age-associated
inflammaging. Yet another example is ¢g22933800, which maps to the body of the
MHC2-class HLA-DQAT1 gene (Fig.Sb), a locus that is strongly linked to ulcerative
colitis [83]. Thus, our data points towards age-related DNAm change in HLA-DQA1
as a potential modulator of this molecule’s immunogenicity, increasing UC risk.
Overall, these results indicate that genotype specific age-mQTLs could be potential

mediators of age-associated inflammation predisposing to inflammatory diseases.

Discussion

By transforming age-related DNAm patterns into 2D images and subsequently using a
deep convolutional neural network to refine a classification of age-associated DNAm
patterns, we have here shown that about 70% of CpGs can be confidently assigned into
one of 10 categories. We note that such a categorization would have been difficult if
not impossible to construct using traditional statistical tests, clustering algorithms or
linear methods, since all of these are unable to capture the full complexity and variety
of patterns present in the aging DNA methylome. By then characterizing the inferred
taxonomy of age-associated DNAm patterns in terms of chromatin-states, genotype,
correlations with immune-cell fractions and enrichment for various epigenetic clocks,
we have obtained many novel insights that significantly advance our understanding of
the aging DNA-methylome and the mechanistic components of epigenetic clocks.
Among these insights we highlight and discuss the following.

First, CpGs that display increased DNAm variance with age, and which generally map
to repressive PCG and bivalently marked enhancer regions, exhibited surprisingly
strong correlations with the memory CD8+ T-cell fraction, thus pointing towards age-
associated increased variation of this particular IC fraction as a source of age-related
DNAm variability. Interestingly, among these CpGs, the subset displaying an increased
average DNAm with age (LinAgeHet), was most strongly enriched for mitotic clock
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CpGs. This is consistent with how mitotic clocks have been constructed, as these clocks
have not been trained to predict chronological age (hence why the underlying CpGs are
not homoscedastic). Instead, the increased DNAm variability with age likely marks
subclonal expansions that capture surges in mitotic age [84].

The other subset of heteroscedastic CpGs (NonAgeHet) was generally speaking not
enriched for any of the previously published epigenetic clocks, justifying a more in-
depth exploration of its biological significance, which we did by building a tailored
‘NoiseClock’. These ‘Noise CpGs’ have recently been proposed, although not proven,
to be markers of biological age [17]. Here we have unequivocally shown that noise-
CpGs correlate with inflammaging and inflammatory diseases including T2D, RA and
hypertension. Importantly, these associations were independent of variations in 12 IC-
type fractions, age and sex, suggesting that our 399 NoiseClock CpGs are marking
inflammaging-associated DNAm changes in individual IC-types. This is an important
insight because previous EWAS meta-analyses for inflammaging markers, such as
serum-CRP levels, did not adjust for variations between memory and naive T-cell
fractions [63]. Consequently, we found that of the 1765 CRP-associated CpGs reported
by [63], only 62 correlate with serum-CRP levels in a way that is independent of
variations between memory and naive lymphocytes. As assessed in the large Generation
Scotland cohort, our NoiseClock also correlated with all-cause mortality, adding
prognostic value over age, sex and other main risk factors that included smoking,
alcohol consumption and obesity, further demonstrating its biological relevance.
However, when combined with age and GrimAge/DunedinPACE, it no longer added
prognostic value, suggesting that these epigenetic clocks, by virtue of being trained on

clinical biomarkers, are indirectly capturing an inflammatory DNAm-noise component.

Another key insight has been the discovery of numerous genotype specific age-mQTLs
where the genotype-specific variation with age appears to be associated with genotype-
specific variation in inflammaging. Importantly, these genotype specific age-mQTLs
were depleted among CpGs that constitute recently proposed causal clocks [59]. As
such, genotype-specific age-mQTLs are likely to constitute an orthogonal set of ‘causal’
CpGs whose mediation effect is specific to certain genotypes. Supporting this, we
performed MR, which identified a number of age-mQTLs consistent with DNAm
mediating the effect of genotype on inflammaging and inflammatory diseases. Besides
the examples mentioned earlier, here we highlight a few more: (i) cg11362640 mapping
to the gene-body of IDE (Insulin Degrading Enzyme) forms mQTLs with SNPs
associated with T2D. Indeed, genetic variation in IDE has been associated with T2D
[85-87] and insulin secretion is impaired in Ide KO mice [88]. Notably, IDE also
degrades amyloid B-peptide, the key component of Alzheimer’s disease (AD)-

associated senile plaques, and genetic variants in /DE have been associated with AD
13
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[89]. Another example is cg17849733, mapping to the TSS1500 region of PSORSICI,
a gene which has been implicated in RA risk [90], and for which both outlier pleiotropy
and co-localisation analyses were supportive of mediation. Whilst DNAm of the CpG
itself has only been implicated in osteoarthritis (OA) [91], inflammation is a major
contributing risk factor to OA [92], consistent with the observed correlation with
inflammaging.

We acknowledge limitations. First and foremost, around 20% of the 850k EPIC probes
could not be confidently assigned to one of our 10 CpG categories. These CpGs were
hard to classify because they mapped to a continuum between categories. However, this
fuzziness is typical of many classification problems in biomedical science and does not
negate the value of our classification scheme. Second, our categorization into 10 taxa
should be understood as an initial classification that could be expanded upon. For
instance, our classification did not consider baseline DNAm levels. Thus, as shown for
the UniStable category, low baseline DNAm levels correspond to CpGs that map to the
promoters and 1% exon regions, whilst high baseline levels map to the gene body. In
both cases however, this category marks the same actively transcribed genes in blood.
Another example is the LinAgeHomo and LinAgeHet categories, as we did not
dichotomize these categories further into those displaying increased or decreased
average DNAm with age. A third limitation is that our map of age-related DNAm
patterns was derived from a cohort representative of only one ancestry (Han Chinese)
[93, 94]. Although we were able to successfully validate our ResNet18 classification
model in two cohorts representing different ancestries (African Americans and White
Caucasians), validation accuracy for some CpG categories was relatively low. However,
even according to ordinary statistical criteria, specific CpGs could map to different age-
categories depending on ancestry, for instance a UniStable CpG in Han Chinese may
belong to the outlier CpG category in African Americans. This therefore highlights the
complexity of the human DNA methylome and is not a limitation of the deep-learning
approach. We also acknowledge that we did not explicitly consider other CpG
subcategories. For instance, there is growing interest in CpGs where DNAm may
change super-linearly (i.e. exponentially) with age [95, 96]. However, these CpGs
would invariably also display an increased variance with age and hence constitute a
subset of our LinAgeHet category. Assessing if this super-linear subset is biologically
distinct from our LinAgeHet category, say in terms of chromatin state, epigenetic clock
and immune cell fraction associations would be an interesting avenue for future
investigation. We have also observed a small fraction of non-monotonic CpGs that
display an age-related quadratic pattern, yet the non-monotonicity of these was
typically of low effect size (1-5%) and often associated with high variability or multi-
modality, raising doubts as to their true biological relevance. Other categories such as

outliers, which bear a resemblance to UniStable CpGs, except for a small number of
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samples displaying big deviations in DNAm, also justify a more in-depth future
exploration. In addition, it should be emphasized that our approach to classify age-
related DNAm patterns should be viewed as complementary to gerophysical methods
that aim to model such patterns mechanistically [96-103]. Future work should integrate
or interpret gerophysical and machine-learning approaches together, as this could lead

to important novel insights.

In summary, by performing an in-depth characterization of the aging DNAm landscape
into 10 distinct age-related DNAm patterns, we have significantly advanced our
biological understanding of these patterns, whilst also shedding new insights into the
mechanistic components of various epigenetic clocks, and how these relate to key age-
related processes including shifts in immune cell composition, genotype and
inflammaging. Demonstrating the value of our approach, we have identified a number

of genotype specific age-mQTLs that may mediate the risk of inflammatory diseases.

Methods

DNA methylation datasets for training and validation

The NSPT (EPICvl) DNAm dataset [19] was used for training our convolutional neural
network model. Briefly, the NSPT cohort encompasses whole blood samples from Han Chinese
individuals. DNAm data was generated with the EPICv1 platform and processed+normalized,
as described in Peng et al [19]. After normalization, the DNAm dataset comprised 811,870
probes and 3501 samples, with a mean age of 50 years, standard deviation of +/-13, and an age
range of 17 to 83 years. A subset of the NSPT cohort, consisting of 710 samples [60], all from
the same batch, is referred to as the “TZH’ cohort.

For independent validation of our CpG classification model, we utilized the HPT-EPIC DNAm
dataset derived from whole blood samples of African-American participants in the Genetic
Epidemiology Network of Arteriopathy (GENOA) study [40] . Raw IDAT files were
downloaded from the NCBI GEO websites under the accession number GSE210255
(https://www.ncbi.nlm.nih.gov/geo/query/acc.cgi?acc=GSE210255, Infinium
HumanMethylationEPIC BeadChip), corresponding to 1,394 samples. Data preprocessing was
performed using the minfi package in R [104], where CpG probes failing to meet a detection P-
value threshold of <0.05 across all samples were systematically excluded. Following quality
control, BMIQ normalization was applied to correct for type-2 probe bias [105]. This yielded a
normalized DNAm matrix encompassing 826,512 CpGs and 1,394 samples. The other
independent EPIC DNAm dataset derives from the Airwave study, which is predominantly
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White Caucasians [41]. This DNAm dataset of 1032 whole blood samples was processed and

normalized as described by us previously [48].

Generation of smoothed DNA methylation images
The DNAm beta-valued profile of each CpG site (y-axis) in the NSPT DNAm dataset was
plotted against chronological age (x-axis), and converted into a corresponding smoothed
density image. In more detail, we first linearly scaled the chronological age with min-max
scaling so that the x-axis ranges from O to 1. The DNAm beta-value is naturally already
bounded between 0 and 1. Both y and x-axes were subsequently removed, as we don’t want
them in the final image. To create the smoothed density image, we utilized a two-dimensional
kernel density estimation (via the bkde2D function from KernSmooth R-package, with a
bandwidth of 0.005 and a grid size of 500) to generate the density plot of beta values against
scaled age. To enhance visualization, the density values in each image were normalized to the
[0,1] interval using min-max scaling, and mapped to a preset color gradient, transitioning from
light green to dark green to reflect increasing sample density levels. Finally, the generated
images were saved in PNG format with dimensions of 224x224 pixels at a resolution of 300
DPI. The same procedure was applied to all independent DNAm datasets.
Of note, the density values obtained by a smoothed kernel density procedure depend on the
bandwidth used in the x and y dimensions. The ideal bandwidth to use is not only dependent
on the spread of datapoints in each dimension, but also on the overall number of datapoints 7.
Silverman’s formula [106] can help identify ideal bandwidths to use. In our context,
Silverman’s formula specifies the bandwidths (Bx,By) in terms of an additional scaling factor
sf (typically sf=1.5) as follows:

Bx = sf*min(sd(age),IQR(age)/1.34)*(n"")

By = sf*min(sd(beta),IQR(beta)/1.34)*(n"'")
where age and beta are the age and DNAm values of the datapoints, sd is the standard deviation
and /QR=inter-quartile range. However, using simulation models we found the Silverman
formula to not accurately capture sample-size induced variations in the density value estimates.
To adjust for sample size effects and ensure that the ResNet18 models are not overfitting to
artefacts caused by sample size, we found that training CpGs using DNAm profiles with

variable sample sizes is more effective. Hence, this latter procedure was used here.

ResNet18 model architecture

ResNet-18 is a powerful convolutional neural network (CNN) architecture designed for image
classification that leverages residual blocks with skip connections (identity maps) to mitigate
multiplicative shrinkage (vanishing gradients) [35]. This enables more effective training of

deep CNNs compared to more traditional CNNs like VGG16 [36]. Specifically, with residual
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blocks, the output function H(x) to be learned is reformulated as
Hx)=Fx) +x

where F(x) is the residual function. The network processes input images of dimensions
3%224x%224 (channelsxheightxwidth) through an initial 7x7 convolutional layer (stride 2) and
a 3x3 max-pooling layer (stride 2) for feature extraction and spatial reduction. Subsequent
processing involves four sequential residual blocks, each composed of two basic blocks, where
each basic block contains two 3x3 convolutional layers (3 x 3 kernels) W;and W, integrated
with skip connections to facilitate residual learning. In more detail, the two-layer basic block
takes the form

F(x) = W,ReLU(W;x)
For a residual block with input x; , the forward pass is then

x1+1 = ReLU(x; + F (x;, {W})

Backpropagation results in

oL oL oF
_ (1 4 (xz))
axl

which avoids multiplicative shrinkage. The overall configuration results in 16 convolutional

0x;  0xp4q

layers across all residual blocks, combined with one initial convolutional layer and a final fully
connected layer, yielding the network’s namesake 18-layer structure. The architecture
concludes with global average pooling and a fully connected layer that outputs 10-dimensional
predictions for CpG category classification, maintaining efficient gradient propagation and
hierarchical feature learning through its residual connections.

We implemented the training of the ResNet18 model using PyTorch version 2.4.1, directly
sourced from torchvision version 0.19.1. The training process employed the Adam optimizer,
with an initial learning rate of 0.01. To dynamically adjust the learning rate during training, a
ReduceLROnPlateau scheduler was utilized. This scheduler modifies the learning rate o based
on the validation loss. If the validation loss does not exhibit improvement over a specified

number of consecutive epochs (patience), the learning rate is reduced. Let a, be the learning

1(©

rate at epoche. Let L,

be the validation loss at epoch e. The learning rate update rule is

defined as: if L(e)

vy has not reduced for p consecutive epochs (where patience p =3 in this

study), then:
Qey1 = A, X factor (D

In this implementation, the variable factor was set to 0.1, thereby reducing the learning rate
by 10%. If on the other hand the validation loss is reduced, we set a,.1 = ..

For the multi-class classification task, we selected the cross-entropy loss function. The loss was
computed by averaging over each batch, with all classes given equal weight. For a given batch
of N CpGs, the overall loss L is the average of the individual losses of each CpG. In detail, for
the n-th CpG within a given batch, let y,, ; be proportional to its probability belonging to the

17



644

645

646
647
648

649

650
651
652
653
654
655
656
657
658
659
660
661
662
663
664
665
666
667
668
669
670
671
672
673
674
675
676
677
678

Jj’th class, and let v,, be the true class index for this CpG. The loss L,, for the n-th CpG is:

Ln=—log< fxp(yn_vn) )
2 €XP (Vi)

where ¢ = 10 represents the total number of classes. This value effectively penalizes the model

(2)

more heavily when it assigns a low probability to the correct class. The total loss for the batch,

L, is then the average:

1< 1 exp( )
L =3 la=—% 1og< P ) 3)
Nn=1 Nn zk:1exp(yn.k)

=1

This formulation measures the dissimilarity between the predicted probability distribution and
the true distribution (one-hot encoded) of the class labels across the batch. With respect to
hyperparameters, a batch size of 64 was selected, and a total of 40 training epochs were

conducted.

Defining an initial CpG taxonomy for training ResNet18 models

Using the NSPT DNAm dataset encompassing 3501 samples and 811,870 CpGs, and based on
extensive prior experience, we defined an initial set of ten categories/taxa of CpGs:
LinAgeHomo (CpGs changing linearly and homoscedastically with age), LinAgeHet (CpGs
changing linearly and heteroscedastically (typically increased variance) with age), NonAgeHet
(CpGs for which average DNAm does not change with age, but for with the variance changes
with age (typically this always involved increases in variance)), Outliers (CpGs that are
generally very stable except for a relatively small number of outliers), BiNonAge (bi-modal
CpGs where none of the two modes correlates with age), BiAge (bi-modal CpGs where at least
one of the two modes correlates linearly with age), TriNonAge (tri-modal CpGs where none of
the 3 modes correlates with age), TriAge (tri-modal CpGs where at least one of the 3 modes
correlates with age), UniStable (unimodal CpGs displaying ultra-low DNAm varjance and thus
not correlated with age) and UniUnstable (unimodal CpGs but displaying increased variance
and for which neither mean or variance changes with age). To define an initial high-confidence
set of CpGs for each of the ten above categories, we used a procedure that involves statistical
testing (linear models to test for age-related changes of mean DNAm and Breusch-Pagan tests
to test for homoscedasticity vs heteroscedasticity [21]), consideration of higher order statistical
moments (notably scaled unbiased Kurtosis [37]) and biological criteria (sex and mQTLs as
models for bi and tri-modal CpGs, since this worked better than using statistical models for
cluster number prediction). Specific details of the thresholds used for defining each category
can be found in Supplementary Methods. Finally, CpGs that did not pass various thresholds
and hence did not conform to these initial categories were assigned to an initial ‘Unclassified’

category. The CpG counts for each category following the initial classification were as follows:
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LinAgeHomo=5,401; LinAgeHet=139,638; NonAgeHet=10,205; Outlier=1,566; BiNonAge=
1,167; BiAge=4,152; TriNonAge=4,003; TriAge=5,200; UniStable=24,435;
UniUnstable=1,880, Unclassified=614,223.

Benchmarking of ResNet18 against VGG16

VGG16 is a seminal deep CNN architecture proposed by the Visual Geometry Group at Oxford
University [36]. The core innovation of VGG16 lies in the stacking of small-scale (3x3)
convolutional filters to replace larger kernels (e.g., 5x5 or 7x7), thereby increasing network
depth while preserving the effective receptive field. Structurally, VGG16 comprises 16 weight
layers, including 13 convolutional layers and 3 fully connected (FC) layers. Input images with
dimensions of 3x3x224 are processed through five sequential convolutional blocks, each
followed by a 2x2 max-pooling layer to progressively downsample the feature maps to a final
resolution of 7x7. The architecture concludes with three FC layers culminating in a 10-
dimensional output. To ensure a rigorous and unbiased comparison with ResNetl18, VGG16
was trained and evaluated using the identical data splits (training, validation, and test sets) from
the first iteration of the NSPT dataset (i.e., the training and evaluation of CpGs categorization
for ResNet18-iteration0). While we aimed for maximum hyperparameter consistency, the initial
learning rate for VGG16 was adjusted to 0.0001 (compared to 0.01 used for ResNet18). This
modification was empirically necessary, as preliminary trials with a higher learning rate
(learning rate=0.01) failed to achieve effective convergence. In those instances, VGG16
remained trapped at a baseline accuracy level equivalent to random chance, suggesting that the
weights likely succumbed to vanishing or exploding gradients during initialization—a known
susceptibility in deep sequential architectures lacking residual connections. Except for the
initial learning rate adaptation, all other training protocols remained strictly aligned with the
ResNet18-iteration( configuration. The training process employed the Adam optimizer coupled
with a ReduceLROnPlateau scheduler, which reduced the learning rate to 10% of its current
value if the validation loss failed to improve for three consecutive epochs. We utilized cross-
entropy loss to supervise the multi-class classification task over 40 training epochs with a batch
size of 64.

ResNet18 Iterative Training for CpG categorization

To train the ResNet18 model, we randomly selected 1,000 CpGs from each category, resulting
in a total of 10,000 CpGs. Subsequently, these data were randomly divided in an 80:20 ratio
into a training set (containing 8,000 CpGs) and validation set (containing 2,000 CpGs). The
remaining CpGs from each category constituted the test set (n=187,647). We employed the test
set to evaluate the trained ResNet18 model, referred to as ResNetI8-iteration0, and calculated
the confidence for each CpG site within the test set. Confidence was defined as the difference

between the highest and the second-highest probabilities in the model predictions. The
19



718
719
720
721
722
723
724
725
726
727
728
729
730
731
732
733
734
735
736
737
738
739
740
741
742
743
744
745
746
747
748
749
750
751
752
753
754
755
756

ResNet 18-iteration0 model was subsequently applied to predict the unclassified CpGs. Initially
unclassified CpGs which were predicted to be in a particular category with a confidence greater
than 0.9 were assigned to that category, resulting in a cumulative total of 540,145 CpGs
assigned to any one category, with 271,725 CpGs remaining unclassified. This procedure was
then iterated, now randomly selecting 1,600 CpGs from each category, totaling 16,000 CpGs,
and randomly dividing them in an 80:20 training-test set ratio (training set 12,800 CpGs,
validation set 3,200 CpGs). The remaining CpGs from each category constituted the test set
(n=524,145). We then trained the ResNetI8-iterationl model, and this model was then applied
to the remaining unclassified CpGs, with those exhibiting a confidence greater than 0.9 being
added to the identified categories, resulting in a total of 611,286 classified CpGs, with 200,584
CpG remaining unclassified. Subsequently, we randomly drew 3,200 CpGs from each category,
resulting in a total of 32,000 CpGs, which were then randomly split into a training set (25,600
CpGs) and a validation set (6,400 CpGs), while the remaining CpGs from each category
constituted the test set (n=579,286). Finally, the merged data were input into the ResNet18
model to obtain the trained ResNetlS-iteration2 model. This ResNetl8-iteration2 model
however did not lead to substantial improved predictions in the test set, nor did it lead to
substantial number of additional unclassified CpGs being confidently assigned to any of the 10
categories. Thus, no further iterations of ResNet18 model were considered. In effect, the final

200,584 unclassified CpGs can be viewed as hybrids between various categories.

Simulated DNA methylation datasets and training/evaluation of SimResNet18

To assess the impact of sample size, we used a simulation strategy, generating artificial DNAm
datasets of varying sample size and then training ResNet18 models on datasets with a fixed
sample size, and datasets with 2 or more sample sizes, subsequently validating them in
independently simulated DNAm datasets of sample sizes not seen during training. Further
details about specific numbers and the detailed simulation process for each of the ten CpG
categories is described in Supplementary Methods. Three ResNetl8 models
(SimResNet18_V1, V2, V3) were then trained on distinct configurations of simulated DNAm
datasets. Briefly, SimResNet18_VI was trained and evaluated on a simulated dataset consisting
of 3,500 samples and 20,000 CpGs. SimResNetl8_V2 was trained and evaluated on two
combined simulated datasets, one at sample size 3500 and another at sample size 800, with the
total number of CpGs used in training, model selection and testing identical to V/-model.
SimResNet18_V3 was trained on a composite dataset aggregating five independent simulated
subsets, each containing 4,000 CpGs but with varying sample sizes (500, 1,500, 3,000, 5,000,
and 8,000). All models followed an iterative training protocol and hyperparameter
configuration as described before. That is, we used PyTorch 2.4.1 with an Adam optimizer, 64
batches, a maximum of 40 epochs, and the ReduceLROnPlateau learning rate scheduler with
(Factor=0.1, Patience=3). To assess generalization capability, the trained models were

subsequently applied to four independent simulated datasets containing 300, 2,000, 4,000, and
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10,000 samples, with each of these independent simulated datasets comprising 10,000 CpGs
(1000 CpGs per category). Further details can be found in Supplementary Methods.

Training the MixedResNet18 Model

Based on the simulation results, in order to enhance ResNet/8 model's generalizability, we
created a real DNAm dataset with CpG profiles defined at two different sample sizes. Initially,
CpGs from the NSPT (EPIC) dataset with 3,501 samples were classified into ten categories.
The CpG counts for each category following the initial classification were as follows:
LinAgeHomo=2,062; LinAgeHet=67,117; NonAgeHet=4,547; Outlier=1,180; BiNonAge=
1,175; BiAge=4,581; TriNonAge=1,766; TriAge=3,982; UniStable=38,753;
UniUnstable=1,115, Unclassified=685,592. We then generated a reduced DNAm dataset of
1000 samples, by randomly drawing 1,000-samples from the 3501 ones. For the CpGs, their
categories were directly inherited from the definitions based on the 3501 samples. For some
categories, e.g. outlier, the subsampling could result in the CpG inheriting the wrong category.
Hence, we designed an iterative sampling scheme to ensure the distributional characteristics of
outlier CpGs in the subset aligned with the parent dataset (details in Supplementary Methods).
The MixedResNetl8 model, implemented in PyTorch (v2.5.1) and Torchvision (v0.20.1),
adapted the ResNet-18 architecture for 10-class prediction. The model was trained using the
Stochastic Gradient Descent (SGD) optimizer with an initial learning rate of 0.01, a momentum
of 0.9, and an L2 regularization coefficient of 1x107*, Its learning rate was dynamically adjusted
by a ReduceLROnPlateau scheduler, which monitored the validation loss and reduced the rate
by a factor of 0.1 if no improvement was observed for 3 consecutive epochs. Furthermore, early
stopping was employed to prevent overfitting by monitoring the validation accuracy. Training
was halted if the validation accuracy did not improve by at least 0.0001 for 30 consecutive
epochs. Training utilized a batch size of 128 over 500 epochs with cross-entropy loss. Further
details on the training protocol, which is similar to that of the previous ResNetl18 model, are

available in the Supplementary Methods.

Non-monotonic patterns

To each CpG, we fitted two models: one of DNAm against age, and another of DNAm against
age and an additional covariate term quadratic in age. The first we call LM, the second we call
QM. We then compared their Akaike Information Criterion values, computing the difference
deltaAIC = AIC(QM) — AIC (LM). We are interested in those with deltaAIC < 0 . Since the
relative probability of QM being a better model is p(QOM)=B(OM)/( B(OM)+B(LM)) where

e(min(AIC(QM),AIC(LM))—AIC(QM))/Z

B(@M) =

B(LM) = o (MIn(A1C(QM),AIC(LM)) = AIC(LM)) /2

it follows, under the assumption AIC(QM)<AIC(LM), that
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p(QM) = 1/(1 + edeltadiC/2)

Requiring p(QM)>0.95 as the level of evidence in favor of a QM over a LM, means that we
require deltaAIC < 2*log(0.05/0.95). We also require the effect size of the quadratic fit (i.e. the
DNAm difference between the fitted value at the optimum (maximum or minimum) and the

fitted values at the extremes of the age distribution) to be larger than 0.01.

Cross-comparison with 3-CpG categorization from Seale et al.

We followed the procedure from Seale et al [14] to categorize CpGs into 3-4 distinct groups: (i)
age-associated differentially methylated CpGs (age-DMCs), (ii) age-associated differentially
variable CpGs (age-DVCs) and (iii) joint age-DMCs/ DVCs, with all other CpGs being placed
in a fourth category labelled "Other". Briefly, DNAm beta values were first converted to M-
values. To identify age-DMCs, we used the limma package [107] with M-values adjusting for
sex. For age-DVCs, we assessed age-dependent heteroscedasticity using the Breusch-Pagan test.
The model was also adjusted for sex. Statistical significance for both analyses was defined
using an FDR threshold of < 0.05. CpGs significant in both analyses were classified as "joint
age-DMCs/DVCs," while those significant exclusively in the mean or variance analysis were
labeled as "age-DMCs" or "age-DVCs," respectively. All remaining sites were categorized as
"Other."

eFORGE2 enrichment analysis

We selected the top 1000 CpGs for each CpG category and uploaded these lists to the eFORGE2
enrichment webserver tool [45]. The choice of 1000 CpGs is driven by this being the maximum
number of CpGs that eFORGE will test enrichment for. We tested enrichment against all major
histone marks and chromatin states, as described in the eEFORGE?2 paper. Enrichment was tested
using one-tailed Binomial tests, but with null probabilities estimated using a permutation

procedure [45].

Construction of Noise-clock

We constructed NoiseClocks using two different strategies which led to almost identical results.
In the first strategy, we selected 3 large blood cohorts comprising healthy individuals from
different ancestries and with associated DNAm data. These studies were Johansson et al [62]
(Illumina 450k, n=732, White Caucasians), TZH (Illumina EPICv1, n=705, Han Chinese) [60]
and Hannum et al [61] (Illumina 450k, n=656, Whites and Hispanics). We used the
minfi+BMIQ normalized forms of these data as described by us previously [48]. For each
cohort, we then performed linear regressions of DNAm against age whilst adjusting for 12
immune cell type fractions (CTFs), as estimated using EpiDISH [48, 49]. In the Hannum dataset

we also adjusted for ethnicity. We selected CpGs that did not associate with age (nominal linear
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regression P-value > 0.2). For these selected CpGs, we then extracted the residuals from the
linear fit, i.e. the residuals from DNAm ~ Age + CTFs, and performed another set of regressions
of the squared residuals against age (Breusch-Pagan test), selecting CpGs with FDR < 0.001
and a t-statistic >0 (increased DNAm variance with age). The overall procedure thus selects
CpGs for which DNAm does not change with age in an average sense, but for which DNAm
variance increases with age. This analysis resulted in 2,531 CpGs in the TZH dataset, 19,594
CpGs in the Hannum dataset, and 15,784 CpGs in the Johansson dataset. Across all 3 cohorts,
this resulted in an overlap of 399 CpGs, that we term ‘Noise-Clock CpGs’. To arrive at a
NoiseClock estimate for DNAm samples from an independent cohort, we first center each of
the 399 CpGs to have zero mean DNAm. Any missing CpGs or CpGs not present in the
independent cohort are removed. We then compute the absolute DNAm deviation matrix. For
each column (sample), these absolute deviations from the mean are then averaged over CpGs
to arrive at the NoiseClock estimate of the sample. In the second strategy, we constructed a
NoiseClock using CpGs derived from the ResNet18 model’s predicted NonAgeHet CpGs that
were also present on the 450k platform. The estimation of the NoiseClock value then followed

the same procedure as for the previous NoiseClock.

Validation of NoiseClock in sorted DNAm data

We applied the NoiseClock to [llumina 450k DNAm data of sorted naive CD4T-cells (n=139),
classical CD14+ monocytes (n=139) and CD16+ neutrophils (n=139) from BLUEPRINT [108].
We used the DNAm datasets normalized as described in our previous publications, e.g. [56].
We also applied the NoiseClock to Illumina 450k DNAm data of sorted CD14+ monocytes
(n=1199) and CD4+ T-cells (n=212) from Reynolds et al (MESA study) [109]. This DNAm

dataset was normalized as done in [56].

Correlation of NoiseClock with inflammatory disease in NSPT-cohort

We correlated estimates from the NoiseClock with prevalence of 19 inflammatory diseases,
including self-reported type-2 diabetes and rheumatoid arthritis. Because in natural populations,
the incidence of self-reported diseases is an underestimate, we supplemented these with
additional clinical definitions including metabolic syndrome, chronic kidney disease, central
obesity, dyslipidemia, hypertension, hyperglycemia and obesity. The definition of Metabolic
Syndrome (MetS) adheres to the criteria of the revised ATP III. An individual is classified as
having MetS if they exhibit three or more of the following conditions: (1) Central obesity,
defined as a waist circumference (WC) of =90 cm for men and =80 c¢m for women; (2)
Elevated triglycerides (TG) level of =1.7 mmol/L or undergoing treatment for high
triglycerides; (3) Reduced High-Density Lipoprotein (HDL) cholesterol, indicated by levels
<40 mg/dL (1.03 mmol/L) in men and <50 mg/dL (1.3 mmol/L) in women, or receiving
treatment for low HDL; (4) High blood pressure, characterized by systolic blood pressure (SBP)
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=130 mmHg or diastolic blood pressure (DBP) =85 mmHg, or treatment for previously
diagnosed hypertension; (5) Elevated fasting plasma glucose (GLU) of =5.6 mmol/L, or
treatment for high glucose levels. Obesity was defined as a Body Mass Index (BMI) of =28
kg/m2. Dyslipidemia was identified by one or more of the following: Total Cholesterol (CH)
=6.22 mmol/L, Low-Density Lipoprotein (LDL) cholesterol =4.14 mmol/L, HDL cholesterol
<1.04 mmol/L, TG =2.26 mmol/L, or a self-reported history of hyperlipidemia. Hypertension
is defined either by a self-reported history of the condition or by having an SBP =140 mmHg
and/or a DBP =90 mmHg. Hyperglycemia follows the current American Diabetes Association
(ADA) criteria, defined as a fasting plasma glucose level of =7.0 mmol/L or a self-reported
history of diabetes. Chronic kidney disease is defined by eGFR (estimated Glomerular
Filtration Rate based on serum creatinine levels) < 60. In all cases, noise estimates were
correlated to these diseases (coded as 1 for cases, O for controls) using a one-tailed Wilcoxon

rank sum test.

Evaluation of NoiseClock in Generation Scotland

GenS is a family-based cohort of ~24,000 individuals from across Scotland [67, 110].
Volunteers were aged 17-99 years at the point of recruitment (2006 — 2011). Blood
samples were taken at a baseline clinic visit, from which DNA methylation was
successfully profiled for 18,869 individuals via the Illumina EPIC array [68]. Data
linkage to electronic health records spanned the period from January 1980 to April 2022.
Death data were obtained via linkage to the National Records of Scotland. While
consent to access primary care records was given from all participants, these were only
accessible for ~40% of the cohort due to consent constraints with the data holders
(individual GP surgeries). When evaluating the NoiseClock in GenS this was done in
two ways: adjusting the DNAm data for variations in 12 immune-cell fractions as
estimated using EpiDISH, and not adjusting the DNAm data. Because the NoiseClock
CpGs were originally selected by adjusting for the IC-fraction variations, results were
not dependent on which form of noise estimator we used. Here we report the values for
the unadjusted analysis. The NoiseClock estimator was scaled to unit variance before
running Cox proportional hazard regression models for all-cause-mortality. Covariates
included age, sex, body mass index (BMI, calculated as weight in kg divided by squared
height in meters), smoking pack years (calculated by self-reported packs per day
multiplied by number of years as a smoker), alcohol units consumed over the last week,
years of education and an area-based rank of socioeconomic deprivation (Scottish Index
of Multiple Deprivation, SIMD), as described in more detail elsewhere [111].
Schoenfeld residuals were used to examine the proportional hazards assumption at the

model level. In total, there were 18,859 samples with 842 death events.
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Identification of age-mQTLs

From the NSPT Han Chinese cohort, we previously derived a list of mQTLs (CpG-SNP pairs)
(with mQTL P-value < le-14), encompassing 273,613 unique CpGs [19]. For CpGs associated
with multiple SNPs, only the most significant SNP (based on mQTL P-value) was initially
retained for downstream analysis. Next, we identified age-mQTLs (‘broad age-mQTLs’) by
correlating DNAm values to age in linear regression models whilst adjusting for sex, 7 immune
cell type fractions (estimated with R package EpiDISH [49]) and genotype (encoded as 0=AA,
1=AB/BA, 2=BB, with B representing the minor allele), and demanding FDR<0.05. To identify
genotype specific age-mQTLs, we performed genotype-stratified linear regressions: for each
genotype group, we tested the association between DNAm values and age, adjusting for sex
and 7 immune cell fractions. Based on genotype-specific associations, we defined seven
categories of age-mQTLs: 1) ungBB: mQTLs where DNAm was significantly correlated to age
only in BB samples (i.e. age-FDR for BB samples is <0.05, while age-FDR for AA and AB
is >0.2); 2) ungAA: similar to ungBB, with age-FDR for AA samples <0.05, while age-FDR
for AB and BB is >0.2; 3) unqAB: similar to ungBB, with age-FDR for AB samples <0.05,
while age-FDR for AA and BB is >0.2; 4) AAAB: mQTLs where DNAm was significantly
correlated to age in both AA and AB samples but not in BB samples (i.e. age-FDR for AA and
AB samples <0.05, while age-FDR for BB samples >0.2); 5) AABB: similar to AAAB, with
age-FDR for AA and BB samples is <0.05 while age-FDR for AB samples >0.2; 6) BBAB:
similar to AAAB, with age-FDR for BB and AB samples <0.05, while age-FDR for AA
samples >0.2; 7) AABBAB: mQTLs where DNAm was significantly correlated to age in all
three genotype groups (i.e. age-FDR for AA, AB, BB samples <0.05). For any genotype group
with fewer than 10 samples, the regression results were discarded. Note that for age-mQTLs in
categories 4) to 7), only CpGs with consistent directions of DNAm-age correlation across the

relevant genotype groups were retained.

Calculation of Episcores for 109 proteins

Gadd et al. trained blood DNAm based predictors for 109 proteins, referred to as Episcores [64].
Each predictor was trained using an Elastic Net regression model, in which protein levels were
predicted from genome-wide DNAm profiles, using matched proteomics and DNAm data from
cohorts with sample size ranging from 706 to 944 individuals, derived from the German
population-based study, and the Scottish Lothian Birth Cohort 1936 study. The code for
calculating Episcores for samples in a new DNAm dataset can be obtained from:

https://zenodo.org/records/7154750, via running MethylDetectR shiny app.

Calculation of DNAm based CRP scores
Wielsher et al. performed a multi-ethnic meta-analysis over 20,000 whole blood samples from

over 30 cohorts, identifying1765 marker CpGs significantly associated with serum C-Reactive
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protein (CRP) levels at a Bonferroni threshold (P < 1e—7) [63]. The CpGs were identified after
adjustment for 6 main immune-cell fractions (granulocytes, monocytes, CD4+ and CD8+ T-
cells, B-cells and NK-cells). This analysis therefore did not adjust for variations between the
naive and memory T-cell subsets. Each of the 1765 CpGs has a signed coefficient (+1 or -1)
indicating whether it is positively or negatively correlated with CRP levels. To compute the
CRP inflammaging score (InflScore) in a new DNAm dataset, we first z-scored each CpG
across the samples so that the mean is O and the standard deviation is 1. The InflScore of each
sample is then obtained as the Pearson Correlation Coefficient of each sample’s z-score
normalized DNAm profile with the signed CpG signature, as defined over the 1765 CpGs or a
given subset if not all CpGs are present in the new dataset. This InflScore has already been
validated by us previously [112]. Because this InflScore is strongly influenced by variations in
the naive to memory T-cell subsets, we decided to build a new CRP-score (called ‘IntInflScore’)
from areduced set of CpGs that are not specific for naive and memory T-cell subsets. To identify
these CpGs, we analyzed the normalized sorted immune-cell EPIC DNAm data from Salas et
al [48, 113], selecting CpGs that can’t discriminate (nominal limma P-value>0.2) naive from
memory B-cells, naive from memory CD4T-cells and naive from memory CD8T-cells. The
number of CpGs that could not discriminate naive from memory subtypes across all 3 cell
subtypes was 141,827. The overlap with the 1765 CRP-associated CpGs was only 62, indicating
that most of the 1765 CpGs are discriminating naive from memory lymphocytes. Hence, these
62 CRP-associated CpGs constitute CpGs that correlate with serum CRP-levels in a manner
that is independent of underlying variations between the memory and naive lymphocyte subsets.
To compute the corresponding IntInflScore of a sample, we repeat the above described

procedure for InflScore, but now restricting only to these 62 CpGs.

Calculation of DNAm based IL6 and SystemsAge inflammatory score

Stevenson et al. developed a DNAm-based predictor of serum interleukin-6 (IL-6) levels from
a cohort of 875 older adults, using Elastic Net regression, where serum IL-6 level was used as
the dependent variable and the CpGs from the 450k array were used as the independent
variables [66]. This predictor comprises 35 CpGs and their regression coefficients. We applied
this predictor to the TZH cohort to obtain the IL-6 DNAm-based score of each sample. To
quantify systemic inflammatory burden, we utilized the inflammation component of

SystemsAge developed by Sehgal et al [65].

Identification of age-mQTL CpGs correlating with DNAm based protein scores

Focusing on 1,424 ungBB and 1,715 BBAB age-mQTL CpGs, we explored their associations
with 111 DNAm-based protein scores (109 Episcores plus IL6 and CRP scores) in the TZH
cohort. For each of these CpGs, we retrieved all correlated SNPs with mQTL P < 1x107'#, and

retained only those SNPs that constituted ungBB or BBAB age-mQTLs, based on genotype-
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specific linear regressions of DNAm values on age (as described previously). For ungBB age-
mQTLs, we performed linear regression models to predict each DNAm-based protein score
using CpG DNAm values, adjusting for sex and 7 immune cell subtype fractions. These
regressions were run separately in BB samples and in the combined AA+AB group. We then
selected CpG-SNP pairs significantly associated with protein scores only in the BB group (i.e.,
P <0.05 in BB and P > 0.2 in AA+AB). Similarly, for BBAB age-mQTLs, linear regressions
were conducted in BB+AB samples and in AA samples separately, with the same covariate
adjustments. CpG-SNP pairs significantly associated with protein scores only in the BB+AB
group (P <0.05 in BB+AB and P > 0.2 in AA) were selected for downstream analyses.

Enrichment analysis for DamAge and AdaptAge clocks

DamAge and AdaptAge clock CpG lists were provided by Ying et al [59]. Enrichment analyses
were performed to assess whether ungBB, BBAB, and broadly defined age-mQTL CpGs (i.e.
excluding ungBB and BBAB CpGs) were overrepresented among the DamAge and AdaptAge
clock CpGs. One-tailed Fisher exact tests were done. For example, in the case of ungBB CpGs,
all remaining 450k CpGs that were not classified as ungBB served as the background set. The
proportion of DamAge or AdaptAge CpGs among the ungBB set was then compared to that in
the background set. This background restriction was applied because DamAge and AdaptAge

clocks were originally constructed using Illumina 450k array data.

Enrichment analysis of genotype specific age-mQTLs for inflammation-associated SNPs

Focusing on the CpGs of CRP/IL6-score correlated BB or BBAB age-mQTLs, we first
identified all SNPs defining BB or BBAB age- mQTLs for a given CpG, and whether there was
also a directionally consistent genotype-specific association with either CRP or IL6-scores.
Thus, for each CpG we obtain a list of such SNPs. We then built the union of all SNPs linked
to all CpGs. Using the GWAS Catalog (https://www.ebi.ac.uk/gwas/) a total n=1884 of such
SNPs mapped to any trait. We then also calculated the number of SNPs associated with specific
inflammation-related traits, including ulcerative colitis, inflammatory bowel disease, psoriasis,
systemic lupus erythematosus, chronic obstructive pulmonary disease, severe acute respiratory
syndrome, COVID-19, hypertension, coronary artery disease, rheumatoid arthritis,
hypothyroidism, drug-induced liver injury, type 1 diabetes, type 2 diabetes, nephrotic syndrome,
non-alcoholic fatty liver disease, ankylosing spondylitis, sarcoidosis, multiple sclerosis,
Crohn's disease, asthma, ischemic stroke, colorectal cancer, breast carcinoma and prostate
carcinoma. Let x denote the number of CRP/IL6-score-correlated age-mQTL SNPs with
association to a given trait. A binomial test was then performed to assess the probability of
observing x or more such SNPs out of n=1884, using as null probability the proportion of all
mQTL SNPs (P<le—14) associated with that particular trait across all related GWAS catalog

traits.
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Mendelian randomization analysis

We performed two-sample Mendelian Randomization (MR) on age-mQTLs where the CpG
correlates with the CRP/IL6-scores and where the SNP correlates with an inflammation-related
trait, as determined by the GWAS catalog (https://www.ebi.ac.uk/gwas/). We focused on seven
representative traits: C-reactive protein (CRP) measurement, rheumatoid arthritis (RA),
hypothyroidism, ulcerative colitis (UC), type 2 diabetes (T2D), systemic lupus erythematosus
(SLE), and coronary artery disease (CAD). GWAS summary statistics for these traits were
obtained from the BioBank Japan database (https://pheweb.jp/downloads), specifically
statistics for RA, T2D, SLE, hypothyroidism, UC, and CRP were obtained from a large-scale
genetic association atlas covering 220 phenotypes (n=179000) [114], whilst summary statistics
for CAD were derived from a separate study of over 149000 individuals [115]. For each CpG,
all associated mQTL SNPs (P < 1x107'*) were initially included as candidate instruments. To
ensure independence among SNPs, we applied the clump_data() function from the
TwoSampleMR R package [71], using linkage disequilibrium (LD) calculated using EAS data
from the 1000 Genomes Phase 3. SNPs in high LD (12 > 0.2 within a 1000 kb window) were
clumped, retaining only the variant with the lowest P-value in each LD block. Only CpGs with
at least three independent instrumental SNPs were included in the final MR analysis. MR
analyses were then performed with TwoSampleMR using multiple methods, including inverse
variance weighted (IVW) and weighted median (WM) models, followed by MR-Egger to test
for average directional pleiotropy. Validity of genetic instruments was performed using
Steiger’s test [73]. Robustness was tested using leave-one-out. We also performed MR-
PRESSO analysis [74] to test Egger assumption and detect and adjust for pleiotropic outliers.
To evaluate whether the 21 identified exposure-outcome pairs (encompassing 16 candidates
causal CpGs) shared a common causal genetic basis, we performed colocalization analysis
using the coloc R package [75, 76, 116]. While the standard Bayesian approach (coloc.abf) is
widely used, its "single causal variant" assumption often leads to false negatives in the presence
of allelic heterogeneity, where multiple independent signals in a locus can mask one another.
To overcome this limitation, we employed a hybrid SuSiE-ABF strategy as recommended by
Wallace [75] . We prioritized coloc.susie(), which leverages the Sum of Single Effects (SuSiE)
framework to disentangle multiple independent causal signals within the same genomic region.
In instances where coloc.susie() failed to define valid credible sets, we reverted to the coloc.abf()
method. The analysis was conducted within a 1-Mb genomic window (£500 kb from the target
CpG), with GWAS summary statistics for inflammatory diseases retrieved from the BioBank
Japan database (https://pheweb.jp/downloads). To ensure robust inference, we adopted the
approach utilized by the GTEx Consortium [77] for interpreting colocalization results. In
scenarios with limited statistical power, both PP.H3 (support for distinct causal variants) and
PP.H4 (support for a shared causal variant) can be low, which does not definitively preclude a
shared causal etiology. To address this, rather than relying solely on the absolute PP.H4 value,

we utilized the posterior probability ratio, defined as PP.H4 / (PP.H3 + PP.H4) > 0.9, to identify
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reliable colocalization events.

Code Availability

The Python code for training and testing the ResNet18 models are freely available from
https://github.com/Duzhaozhen/AgeTaxoDeepL . On this site we also provide Python
code for predicting the age-taxonomy of an independent CpG DNAm profile. R-scripts
computing our NoiseClock and Intrinsic Inflammaging Score are available from
https://github.com/Duzhaozhen/AgeTaxoDeepl. . We have also produced on Ocean
Code Capsule, available from https://codeocean.com/capsule/8686352/tree , accessible

via an access-token.

Data Availability

The main datasets used here are freely available from public repositories. The DNAm
datasets of HPT [40], Johansson [62] Airwave [41] and Hannum [61] cohorts, are
publicly available from the NCBI GEO website under these accession numbers:
GSE210255 (HPT, https://www.ncbi.nlm.nih.gov/geo/query/acc.cgi?acc=GSE210255),

GSE87571 (Johansson,
https://www.ncbi.nlm.nih.gov/geo/query/acc.cgi?acc=GSE87571), GSE147740
(Airwave, https://www.ncbi.nlm.nih.gov/geo/query/acc.cgi?acc=GSE147740),
GSE40279 (Hannum,

https://www.ncbi.nlm.nih.gov/geo/query/acc.cgi?acc=GSE40279). The [llumina EPIC
DNAm data for NSPT cohort [19] can be requested
at https://ngdc.cncb.ac.cn/omix/release/OMIX004363. The mQTL  database is
available for download at https://www.biosino.org/panmqtl/. The GWAS results are
available on GWAS catalog (https://www.ebi.ac.uk/gwas/) and Biobank Japan database
(https://pheweb.jp/downloads). The scRNA-Seq data from Yazar et al [S51] is publicly
available on https://cellxgene.cziscience.com/collections/dde06e0f-ab3b-46be-96a2-
a8082383c4al. The AIDA scRNA-Seq data [50] is publicly available on
https://cellxgene.cziscience.com/collections/ced320al-29f3-47c1-a735-

513c7084d508. The DNAm data of sorted immune cells are available from GEO

(MESA) under accession number GSE56046
[https://www.ncbi.nlm.nih.gov/geo/query/acc.cgi?acc=GSE56046], and EGA
(BLUEPRINT) EGAS00001001456 [https://ega-

archive.org/studies/EGAS00001001456].
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Figure Legends

Fig.1. A deep-learning derived CpG taxonomy of age-related DNAm patterns. a)
Starting out from an EPICvl DNAm dataset of approximately 3500 whole blood
samples and over 811,870 CpGs, we used statistical criteria to define an initial list of
CpG categories or taxa, each one characterized by a particular age or non age-dependent
DNAm pattern. DNAm scatterplots against age were transformed into 2-dimensional
images, and CpGs split into a training and a test set. b) The 2D images of the training
set were then used as input to a deep convolutional neural network (ResNet18) to learn
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features that distinguish the different patterns from each other. The resulting ResNet18
predictor was then validated on the independent test set. Application of this predictor
to originally ‘unclassified” CpGs allowed re-assignment of these into various categories,
thus allowing for an iterative procedure which sequentially assigns more CpGs to
various CpG categories. ¢) Examples of 2D images (smoothed scatterplots of DNAm
vs scaled age) for one CpG in each of 10 identified categories. d) Barplots display for
each CpG category and iteration, the number of CpGs that are assigned to that category.
We also display the total number of assigned (classified) and unassigned (unclassified)
CpGs as a function of iteration index. e) Evaluation of the ResNetl8-iterationl
classification model on the test set of CpGs (i.e. CpGs that were confidently assigned
to each category using statistical criteria to serve as ground truth).

Fig.2. Biological characterization of the 10 CpG age-related categories. a) Heatmap
displaying statistical over-enrichment of each CpG category for 15 chromatin states and
5 histone marks as defined in differentiated immune cells (top panel) and hematopoietic
stem-cells (bottom panel), as computed using eFORGE?2 for the top-1000 CpGs of each
category. Statistical significance is estimated using g-values derived from a one-tailed
Binomial test. Heatmap displays the average -log10(g-values) across all immune cells
or hematopoietic stem cells. b) Heatmap displaying the average of absolute t-statistics
from linear regressions correlating the DNAm profiles of CpGs in each CpG category
to estimated immune-cell fractions, as assessed over the 3500 blood samples. The
average of absolute t-statistics is taken over all CpGs in a given CpG category. c¢)
Balloon plot displaying statistical over-enrichment of each CpG category for various
epigenetic clocks. The number of CpGs in each epigenetic clock is given below the
panel. Balloon size represents ratio of observed to expected overlap. P-values are
derived from a one-tailed Binomial test.

Fig.3. Biological significance of NoiseClock CpGs. a) Flowchart depicting the
derivation of the 399 NoiseClock CpGs. In each of the 3 cohorts, we selected noise
CpGs as those not displaying any change of average DNAm with age, but displaying
increased variance. The overlap of noise CpGs (399) between the 3 cohorts was highly
statistically significant under the SuperExactTest. Smoothed scatterplot of an example
noise CpG is shown on the top right. P(LM) and P(BP) are the P-values obtained from
linear regression and Breusch-Pagan tests, respectively. Deviations of DNAm from the
mean (y-axis) for the 399 noise-CpGs (x-axis) for a sample displaying little noise and
a sample displaying high noise is shown at the bottom right. b) Mathematical definition
of the NoiseClock estimator. Smoothed scatterplot of the calculated NoiseClock in the
TZH cohort (y-axis) vs chronological age (x-axis) with the green dots representing the
best exponential fit. Forest plot of effect size associations between the noise-level
estimate of the 399 CpG NoiseClock with age across 14 blood cohorts. Bars represent
95% confidence intervals. Fixed and random effect meta-analyses are given together
with their P-values. ¢) Flowchart depicting the derivation of 62 serum CRP-associated
CpGs that are not discriminative of naive and memory lymphocyte subsets, and from
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the intrinsic inflammatory score (IntInflScore) is then computed. d) As b) but for the
NoiseClock against the IntInflScore, adjusting for age, sex and 12 immune-cell type
fractions. e) As d) but for the extrinsic age-acceleration (EAA) measure of 4 clocks
against IntInflScore adjusting for sex and 12 immune-cell fractions. f) Violin plots of
NoiseClock levels in the NSPT cohort with samples stratified by presence (red) or
absence (blue) of 4 inflammatory diseases, including metabolic syndrome,
hypertension, type-2-diabetes and rheumatoid arthritis. P-values are from a one-tailed
Wilcoxon-test. g) Forest plot of Hazard Ratios for NoiseClock estimator against all-
cause-mortality (842 death events) in Generation Scotland cohort (n=18859) for an
unadjusted model, for a model adjusted for only age and sex, for a model adjusted for
all main risk factors, for a model adjusted by DunedinPACE, for a model adjusted by
DunedinPACE in addition to sex and age and finally for models adjusted for GrimAge2,
and additionally also by age and sex.

Fig.4. Identification and biological significance of genotype specific age-mQTLs.
a) Identification flowchart of genotype specific age-mQTLs, which are mQTLs
displaying an association with age independently of variations in genotype, sex and 7
main immune-cell fractions, and where the association with age is present in only the
BB or AB+BB genotypes (B=minor allele). Two examples are given. b) Enrichment
barplot displaying odds ratio (OR) of DamAge and AdaptAge causal clock CpGs
among all age-mQTLs and the genotype specific ones. P-values are from a one-tailed
Fisher’s exact test. ¢) Flowchart indicates the numbers that are hypermethylated and
hypomethylated with age and how many of these also display associations with a
DNAm-based proxy of serum CRP levels. d) Scatterplot of the t-statistic of association
with age with the corresponding t-statistic of association with CRP-proxy for genotype
specific age-mQTLs that correlate with CRP. P-value is from a one-tailed Fisher-test.
e) Barplots of observed to expected enrichment ratios of SNPs linked to genotype
specific age-mQTLs displaying correlations with CRP/IL6, among GWAS SNPs
associated with inflammatory disease traits, as indicated. P-values are from one-tailed
Binomial tests. f) Two examples of genotype-specific age-mQTLs correlating with CRP
or IL6 and where the linked SNP has been associated with an inflammatory disease, as
indicated. P-values are from a linear regression.

Fig.5. Genotype specific age-mQTLs as mediators of inflammatory diseases. a)
Flowchart describing the selection of CpGs and SNPs for 2-sample Mendelian
Randomization analysis. Briefly, our starting point are the BB and BBAB age-mQTLs
where the CpG’s DNAm level correlates not only with age in the given genotype
group(s) but also with CRP or IL6 levels, and where additionally the linked SNP is
associated with inflammatory traits. For each CpG, we then find all correlated SNPs,
using only independent SNPs as instrumental variables (IVs). For these, TwoSample
Mendelian Randomization is then performed. b) Scatterplots displaying SNP effect
sizes on traits (y-axis) against SNP effect sizes on CpG DNAm (x-axis). Standard errors
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for both SNP—trait and SNP—CpG associations are shown. Red dashed line is from the
inverse variance weighted (IVW) model. P-value in red is are from the IVW model.
Blue dashed line and P-values are from MR-PRESSO regression after outlier removal.
CpG-trait paper is indicated above each panel. CRP=C-reactive protein,
CAD=coronary artery disease, UC=ulcerative colitis.

40



a) 1
LinAgeHomo ’
~3500 whole blood 0
samples LA 1
" mEm = W inAgeHet .
é Smooth 5 ’ T(r:alr(gng
o i Statistical testing Define GG Outlier DNAm vs age E: : e pGs
8 B § = and distributional == cat' eor_g < : scatterplots =) 3 i S .
b= properties egories | and a Testing
8 create 2D images ‘ CpGs
" i B BiAge :
DNAm data 1 :
Mg Unclassified
0
4 — Age —
" "l T i Confidently classified
ini < 3 23 3t &8 (8e| 8118 18/Fe = B . i isti
Trg;:cl;ng - Train Deep CNN ., & g ";’ E g ug’ )= = % RSN % 2|2 - Unclassified <: Into existing category
E7§ ol 18 1S e 8 8" 1& 187187185 g8 . .
Images model g SREREREE RO R R CpGs Ambiguous/Hybrid
2 2 profile
ResNet18
[ Validation
Testing
CpGs
c)
LinAgeHomo LinAgeHet NonAgeHet Outlier BiNonAge BiAge TriNonAge
©g07403981 ©g14209784 ©g23803382 ©g03594447 ©g00804338 £g18361199
poee
cg12263200
TriAge UniUnstable UniStable
e)
cg13185413 cg10624860 ©g27474133 LinAgeHomo |
(7853)
LinAgeHet |
Data point " ;\177?"91:
i OonhAgeHe!
Density ?15613)‘ 0910
(3756)
. ———— B|NonA e
(3g4)- 0.780
BiAge
(32692)_ o=
d) el
(2403)
Classified | LinAgeHomo LinAgeHet NonAgeHet Outlier BiNonAge T{Sié\age)e' 0635
1
iteo 1 I | UniUnstable| :
5 — ]
B e — — N I— iy |
by i
[0} F T T T L T T r T T T T r T T r T T T T T T T T .-
= o o | o o Y Y S & & & RIS Overally 0867
b Qefg q?x h@p %xe EQ ) \@Q Q@@ QQQQ 6§0 QQQQ 0 \Q@ '&Qe ° .-;oQ &o & ,\&0 N q:om & & L - - . .
= n ! _ oA _ ) ) 0.00 0.25 0.50 0.75 1.00
2 Unclassified : BiAge TriNonAge TriAge UniUnstable UniStable Accuracy
A | I i
Q 1
£ | I I
N $H $H $H O O O N N O O O N O L N N L $H $H \J
nge mﬁx k@,& Q?XQ N q{@ ‘&0 290 N \Qc ’190 .5@ “Qe N p&e 590 Q,QQ N \@e q9§ ﬁ@o Q@,‘o & q;b& f»}"&
CpG Count



a)

LinAgeHomo
LinAgeHet

TrimodalAge
UniUnstable
UniStable

LinAgeHomo
LinAgeHet
NonAgeHet

TrimodalAge
UniUnstable
UniStable

Q\(*“ SO
,\for’ ,\? &-\g A& <X Q,{é‘\ Q,&\ P

-log10(q)

“log10(q) > 50 == |mmune Cells

10 < -log10(q) <= 50 == Hematopoietic Stem Cells
5 <-log10(q) <= 10
2<-log10(q) <=5

- -log10(0.05) <-log10(q) <=2

. -log10(q) <= -log10(0.05)

c)

LinAgeHomo
"o o] © ® ° o @ e T e
LinAgeHet
1556.36) e e * % & e e @ e e
NonAgeHet
; 190 Jid « @ & @ N . ® - - Obs/Exp
Outlier > 221
(1566) . *l e * e e - N
BiNonAge @9
(116n o ¢ : el e
BiAge | o ® o © o - . . . . . - e e ® 17
(4152) . 24
TriNonAge
(40093)' ‘ o ) °r
TriAge
(;;690) ° ° ® ® . . . . . . . e o
UniUnstable | o ® . . .
(1880)
UniStable o . . . . . . . . . .
(24435)
2 @
S "‘° o% R é‘*"@%}l’&o Bl «\*Q“'\‘*Q@é} aele®
S NI I
o &
-log10(p)

@® -log10(p) > 50
@® 10<-log10(p) <=50 @ -log10(0.05) < -log10(p) <= 2
® 5<-log10(p) <= 10

@ 2<-log10(p) <=5

@  -log10(p) < -log10(0.05)



Example Noise CpG: cq0329 7092

a) _ YT Thim=073
20000 —9594 L P © P(BP)<1e-7
- 0g10(P) T 064
LZH c(:nh—'705) Noise 15784 6 160 320 T . .
an Chinese 200 e B
EPIC = CpGs 15000 < 05T . .
o 0.4 - "
Johansson (n=732) . 10000 — T T
White Caucasian | m) 'c‘l:o'ée 20 30
450k pGs . Chronological Age (TZH
5000 4819 NoiseClock onoleglcal Age (TZH)
l 2531 0.3 age=53 0.3 ags=e7
Hannum (n=656) . 936 541 — 02 0.2
Whites + Hispanics | = Noise oJ—JL 1 |:| [ = ﬁ E 0.1 0.1
450k CpGs Johansson © © © O O O O 15784 Z oo 0.0
Hannum © O O O O O O 19594 = .o+ 0.1
HO O O O O O O 2531 0.2 02
-0.3 -0.3
I I I I 1 I I I I 1
0 100 200 300 400 0 100 200 300 400
CpG-index CpG-index
b) Noise ~ Age + Sex
1> = 82% P = 2e-10 C) . , .
N LuMS279 Multi-ethnic EWAS meta-analysis
oiseClock(s)= z ‘,B (n=399) JuS-279 pag of serum CRP levels
HPT_EPIC-1394
— ~SNMB56 o (30 cohorts, >20,000 blood samples)
o1 /’3:?53300 %5 HPT_450k-418 —o—
e - TZH-710 —— 1
8 ] V;ntham—jg% —-— 17 CRP . CoG
2 0.06 - HannoR>-665 - 65 -associated CpGs
2 0.08 Hannon1-636 ——
R Tsaprouni-464 —- @ & intinifScore
- LiuRA-689 - o
0021 . : : : : | Barturen-574 —— 1703 discriminate 62 CpGs
20 30 40 50 60 70  RandomEff P = 2e-51 - naive vs memory  (Same DNAm level in
Chronologlcal Age (TZH) FixedEff _P = 16-278 R lymphocytes naive vs memory
03 0.0 0.3 (CDA4T, CDS8T, B) CDA4T, CD8T and B)
Effect size (Association with Age)
d) . e
Noise ~ IntinflScore +Age + Sex + 12 CTFs ) Horvath EAA PhenoAge EAA GrimAge2 EAA DunedinPACE
I"=37% P =0.084 1?=32% P =012 1=37% P =008 1°=78% P = 67008 1> = 59% P = 0.0025
LiuMS-279 S PN— _
VACS-529 PY LiuMS-279 — —— —o— -o-
HPT_EPIC-1394 - VACS-529 —o— —— - -
HNM-656 PY HPT_EPIC-1394 ——— —— - L d
HPT 450k-418 —lo— HNM-656 T -o- L4 L4
" TZH-710 - —— HPT_450k-418 —— —— - -
anesazs  —el T Ventham 462 I = Nog -
ngﬁggrﬁg—ggg —_—— HZannag-g%g —_— —— - -
- P annon2- —— —— - -
nggPo%nn1i—ggg e — Hannon1-636 —— —— -o- -
i - P N— Tsaprouni-464 5] - A
BalF‘:LLJJ Zﬁ—ggi —_—— FEiu }L:J{AI-689 — —— - e
Johansson-732 P = 26-07 —— ) Earturen %g — —— - P
RandomEff = 2e- - ohansson > - -7 - A o
i = P=0.002 « P =2e-79 * P=1e-128 * P < 1e-300 *
Fixedeffl__P=76-10 & Rarﬁ.x%"JEffFP 56-04 o P=1e129. e P<1e-300. & P<16-300 M
02 000102 02-01 00 01 02 04 02 00 02 04 04 00 04 04 00 04
Effect size (Association with IntinfiScore) Effect size (Association with IntinflScore, adjusted for Sex and 12 CTs)
MetabSyndr HyperTension RheumArthr Noise ~ AllCauseMortality (GenS: nS=18859, nE=842)
0.10 UnAdjusted - —e—  P=46-97
S 0.08 Adj.Age+Sex - —o— P=5e-04
8 0.06 Adj.AlIRiskFactors —o— P=0.004
2 004 Adj.DunedinPACE —o— P=2e-37
g 0.02 Adj. Age+Sex+DPACE - o P=0.976
000 - P=1e-05  P=26-20  P=0.004  P=5e-05  Ad.GrimAge2 . p=0.138
: Adj.Age+Sex+GrimAge2 - = = P=0.132
2466 1001 2182 1285 3384 124 3220 288 [ | [ | [ | |
0.8 1.0 1.2 14 1.6 1.8 2.0
Bl Case
HR

Control



a) b) _
Enrichment for DamAge CpGs
NSPT cohort M cinidy
(n=3501 EPIC samples) n=273.613 age-mQTLs P<1e-100
adjugted for genotype_, sex + AB+BB P=0.002
7 immune-cell fractions
age-mQTLs
n = 196,939 BB P=0a1
o | 2 4 6 8
OR
AB+BB
n=1715 ‘
— . 015 [
8 B 010 AB+BB{ | | P=n.s
2 2 I
= = 005
= = 0.00
= - - o ' 25 5.0 75
zZ p OR
Q -0.1 0O .10
20 40 60 80 20 40 80 80
age .
%, age GWAS SNP enrichment
c AA AB BB AA AB BB e) among CRP/IL6 age-mQTLs
4 4 P=2e-08
/ \ / \ P=9e-07
%3 P=3e-03
age-hyperM age-hypoM age-hyperM age-hypoM w
n=678 n =746 n =749 n = 966 g
Correlation with CRP Correlation with CRP
in BB only in AB+BB only = ol - _
CRP CRP CRP CRP
n(CpG)=152 n(CpG)=156 n(CpG)=308 n(CpG)=272
n(SNP)=6928 n(SNP)=7541 CAD RA CcD uc

n(SNP)=2301

-5

n(SNP)=3044

n=1 . L n=112
— l .
1 |
° : [ ’ [ )
- P<1e-50
_____ . R —
q
—] ° : :
n=106 | . n=0
| [ [
5 0 5

f)

0.44

adj- DNAm

0.24

€g20240154 rs3869098
coronary artery disease

BBAB P=3e-04

adj- IL6 scores

S
i

=
N

©
o

BBAB'P 3e-04

-—-.

- T8 Wi

Inflammatory Disease

cg23130010 rs3132718

Type 2 diabetes

BBAE P=5e-32

adj- CRP scores

BBAB P25¢-45

o
&)

o
o

o
o

20 40 60 80
age

0.0 02 04 06
DNAmM

20 40 60 80

age

@® BBAB



P=1e-5

a :
) CpG(DNAm) ~ CRP/IL6 CpG 1 1) Clump high-LD SNPs
mQTL BB/BBAB } o6 2 Correlated (r>>0.2, 1000kb window)
P<1e-14 age-mQTL SNPs : SNPs (IVs) 2) Retain the most significant
SNP ~ Inflammatory Trait CpGn one in each LD blgck.
Two-sample MR analysis 1) Steiger, VW + WM
2) Egger (pleiotropy)
N iati 3) MR-PRESSO + LOO
o L L > . Confounders -
: Reliable Candida?é/(/: G Mediation - : -
ﬁndepende:nt SN PS] assoclation (DNAM) P Traits (CRf levels / Inflammatory diseases)
___________________________________X.N?.@!??‘.????P@@Q’J _____________________________________ i
b)
cg00119778 and CRP 924433000 and CRP 902506694 and CRP
. No PRESSO outliers = No PRESSO outliers +~ 003 No PRESSO outliers
© © ©
E 004 P=1e-8 2 004 pepes = 0.02 + P=2e-4
c _+_ c c
§ oo a3 & oo 4 8o
e 000 — - + 9 $ B 0.00 .+‘ st +
B 0. S - T oo - 4
Q -0.02 o - +’ { o - +
= = : Z 002
w w -0.02 w
-0.25 0.00 0.25 0.50 -0.50-0.25 0.00 0.25 0.50 -0.5 0.0 0.5
SNP effect on DNAm SNP effect on DNAm SNP effect on DNAm
900540400 and CAD cg16912114 and CAD 922933800 and UC
- 2 PRESSO outliers - No PRESSO outliers 14 PRESSO outliers
© ko T P=56-4
= 0.05 =1 = 0.050 P=5e-14 E g 1
c P= ’ c E = Z P Te-5 0
S 0.00 * G 0.025 ,E, )
k3] k3] + 0
£ 005 rart £ 0.000 N 5 0%
o ) % [0) 5
o -0.10 o -0.025 ’PE o
= Z pd
2 0 -0.050 %)

-0.50 -0.25 0.00 0.25 0.50 -0.05 0.00 0.05 0.10 3 2 1 0 1
SNP effect on DNAmM SNP effect on DNAmM SNP effect on DNAm



Supplementary Files

This is a list of supplementary files associated with this preprint. Click to download.

e SlAgeTaxoDeepLNpjAging.pdf
e SuppTables.xlsx
e SupplementaryMethods.docx


https://assets-eu.researchsquare.com/files/rs-10584417/v1/142e94ede4783cfb053b405d.pdf
https://assets-eu.researchsquare.com/files/rs-10584417/v1/c74d9d4b26f72a7563fd6500.xlsx
https://assets-eu.researchsquare.com/files/rs-10584417/v1/ab93575029db9d5e7b6abbe2.docx

	AgeTaxoDeepLnpjAging
	Fig1agetaxo
	Fig2agetaxoNew
	Fig3agetaxo
	Fig4agetaxo
	Fig5agetaxo

