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Abstract

Background
Diabetes affects tens of millions of Americans [1], and its prevalence varies markedly between
neighboring communities; social determinants of health explain much of that variation independent of
individual clinical risk [2,3]. Most predictive modeling in this space still relies on individual-level clinical
data; community-level prediction using only public data remains comparatively rare, and few studies
separate how much of a model's accuracy comes from actionable community characteristics versus
from comorbidities that are themselves close correlates of diabetes.

Methods
We linked American Community Survey (ACS) socioeconomic indicators, USDA Food Access Research
Atlas measures [10], OpenStreetMap built-environment densities, and CDC PLACES health estimates [14]
across 412 census tracts in Collin and Denton Counties, Texas. Two feature sets were compared: a
primary, actionable Model A (community, food-access, and built-environment variables only) and a Model
B comparison that adds obesity, physical inactivity, and hypertension prevalence. Baseline, ordinary least
squares (OLS), LASSO [17], and random forest [16] models were evaluated with an 80/20 split, 5-fold out-
of-fold cross-validation, nested cross-validation with inner hyperparameter tuning [26], and geographic
external validation (train Collin, test Denton). SHAP values [18,19] and OLS coefficients provided model
interpretation; equity was assessed across income terciles; residual spatial structure was assessed with
a Moran scatterplot [22].

Results
Mean tract-level diabetes prevalence was 9.4% (SD 1.9; range 3.6–17.4%). Model A explained a modest,
consistent share of tract-to-tract variation: R² = 0.519 (95% bootstrap CI 0.402–0.624) by cross-
validation, 0.523 by nested cross-validation, and 0.592 under geographic external validation. Adding
comorbidities (Model B) raised out-of-fold R² to 0.935 (95% CI 0.908–0.953), but SHAP attributed most
of that gain to hypertension (r = 0.87 with diabetes prevalence), so we treat Model B as a comorbidity
ceiling rather than the study's central finding. Model A's error was roughly twice as large in low-income
tracts (MAE = 1.29) as in high-income tracts (MAE = 0.63; gap 95% CI 0.44–0.89, permutation p = 
0.0001).

Conclusions
Public community, food-access, and built-environment data predict roughly half of tract-level diabetes
variation, comparable to several recently published community- and county-level models [4,5,6], with
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reasonable stability out of county. Predictive accuracy is not equity-neutral, and that gap should temper
any prioritization use of the resulting model.

Introduction
Diabetes mellitus affects hundreds of millions of people worldwide and remains a leading contributor to
cardiovascular disease, kidney failure, blindness, amputation, and premature death [1]. In the United
States, an estimated 40.1 million people were living with diabetes as of the most recent national
surveillance data, with roughly one in four cases undiagnosed [1]. Diabetes prevalence also varies
substantially by geography, even between adjoining neighborhoods within the same metropolitan area, in
ways that individual clinical risk factors alone do not explain [2].

A large epidemiologic literature links diabetes risk to socioeconomic status, education, food access, and
the built environment. Lower income, less education, and greater poverty are consistently associated
with higher diabetes burden [2, 3], food-insecure and low-access neighborhoods have been linked to
elevated diabetes and obesity risk in several analyses [10], and more walkable neighborhoods with better
park and grocery access are associated with lower obesity and diabetes incidence [12, 13]. These
associations are not without controversy: the food-desert literature in particular has been criticized for
treating a policy-relevant hypothesis as more settled than the underlying evidence supports, with several
UK analyses finding little difference in healthy-food price or availability between poor and affluent
neighborhoods once directly measured [11], and prospective, well-controlled built-environment studies
remain the exception rather than the rule [12, 13]. This tension motivates evaluating community and
environmental predictors on their own, rather than assuming their importance from prior literature.

Machine learning offers tools for evaluating many interacting community characteristics without
imposing a fixed functional form, and a growing number of studies have applied it to diabetes prediction.
Individual-level models built on electronic health records or claims data often achieve strong
discrimination [7, 8, 9], but require protected health information and offer limited guidance for
community-level prevention. Community-level studies using public data are fewer, but several recent
examples are directly comparable to the present analysis. Using a geographically weighted random
forest on county-level CDC data, Quiñones and colleagues found six socioeconomic and lifestyle
predictors explained meaningfully more variance locally than global OLS or random forest models, with
substantial spatial heterogeneity in which predictor mattered most [4]. At the census-tract level in New
York City, Tanner and colleagues used gradient-boosted models and SHAP to show that a 16-variable
social-determinants feature set explained 67% of between-tract variance in diabetes prevalence, rising to
80% with 81 variables [5]. Allen applied explainable random forest methods to county-level obesity
prevalence and reported 79% of variance explained, with physical inactivity, diabetes, and smoking
prevalence as the dominant predictors. This again shows that very high accuracy in this literature is
often driven by closely related comorbidities rather than upstream social determinants [6]. Egede and
colleagues, using CDC PLACES and Opportunity Insights data across 11,457 tracts nationally, found
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healthcare-access variables carried the strongest standardized associations with tract-level diabetes
prevalence [3].

A recurring limitation across this literature is that studies combining socioeconomic and comorbidity
predictors rarely separate how much apparent accuracy is attributable to each. A model that predicts
diabetes largely from hypertension or obesity prevalence is not identifying new, modifiable community-
level targets. It is exploiting the well-established clustering of cardiometabolic risk factors. Explainable
methods such as SHapley Additive exPlanations (SHAP) let researchers check this distinction by
quantifying each predictor's marginal contribution to individual predictions [18, 19], and Rudin has argued
more broadly that for high-stakes decisions, models should be interpretable by design rather than
explained after the fact [20]. Community-level public health applications sit squarely in this category: a
prioritization tool built on an uninterpretable or comorbidity-driven model risks directing resources on the
basis of a signal that is not actually actionable.

In this study, we developed an interpretable machine learning framework to predict community-level
diabetes prevalence across 412 census tracts in Collin and Denton Counties, Texas, deliberately
separating a primary, actionable feature set (ACS socioeconomic and demographic variables, USDA
food-access measures, and OpenStreetMap built-environment densities, called Model A) from a
comorbidity-enhanced comparison that adds obesity, hypertension, and physical inactivity (Model B).
Four algorithms (baseline, OLS, LASSO [17], and random forest [16]) were evaluated under repeated
cross-validation, nested hyperparameter tuning [26], and independent geographic external validation. Our
primary objective was to determine how well actionable community characteristics alone predict
diabetes prevalence and whether that performance generalizes outside the county used for training.
Secondary objectives were to quantify the incremental accuracy contributed by comorbidities, and to
test whether prediction error is distributed evenly across income groups. This question was motivated by
evidence that health-related prediction algorithms can quietly encode disparities even when race or
income is never used as an explicit input [24, 25].

To our knowledge, this is among the first census-tract-level diabetes studies to explicitly separate
actionable community predictors from downstream health comorbidities while combining geographic
external validation, comorbidity-aware explainability, residual spatial analysis, and income-based
fairness auditing within a single framework, rather than reporting any one of these checks in isolation.

Methods

Study Design and Population
This was a cross-sectional ecological machine learning analysis of all census tracts in Collin and Denton
Counties, Texas, a rapidly growing, socioeconomically diverse metropolitan region. Census tracts were
used as the unit of analysis because they approximate neighborhoods while maintaining comparable
population sizes. Because this is an ecological design, associations describe population-level patterns
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and cannot be interpreted as individual-level or causal relationships, a distinction with a long history in
the social sciences, dating to Robinson's classic demonstration that correlations computed on
aggregated data need not match, and can even reverse, the corresponding individual-level correlation
[21]. After harmonization, the analytical dataset comprised 412 tracts, each with a CDC PLACES
diabetes-prevalence estimate and a full set of community-level predictors.

Data Sources
Diabetes prevalence, along with obesity, hypertension, and physical-inactivity prevalence used in the
Model B comparison, came from the CDC PLACES database, which produces model-based small-area
estimates from the Behavioral Risk Factor Surveillance System, the decennial census, and ACS data
using a consistent national methodology [14]. Socioeconomic and demographic predictors (median
household income, poverty rate, bachelor's-degree attainment, unemployment rate, and median age)
came from the American Community Survey five-year estimates. Food-access measures (a binary low-
income/low-access flag and the low-access population share, both at the 1-mile threshold) came from
the USDA Food Access Research Atlas [10]; the underlying methodology for defining low-access census
tracts follows Rhone and colleagues' national analysis of food-store proximity, income, and vehicle
access [10]. Built-environment density measures (grocery, clinic, pharmacy, and park density, plus
distance to the nearest mapped park) were derived from an Overpass API snapshot of OpenStreetMap
and should be read as an approximation of mapped amenities rather than a verified administrative
inventory.

Feature Sets
Two feature sets were constructed to keep actionable and comorbidity-adjacent predictors clearly
separated. Model A, the primary and actionable set, comprises the five ACS variables, two USDA food-
access variables, and five OSM built-environment variables (12 predictors). Model B adds obesity,
physical inactivity, and hypertension prevalence (15 predictors total) and is reported strictly as a
comorbidity comparison; it was not used to generate tract-level priority scores.

Predictive Models
Four algorithms of increasing flexibility were compared for both feature sets: a mean-prediction baseline;
OLS linear regression, chosen as the principal interpretable benchmark because its coefficients are
directly interpretable; standardized LASSO regression [17], which shrinks less informative coefficients
toward zero and was expected to help given correlated socioeconomic predictors; and random forest
regression [16], evaluated to test whether nonlinear interactions improved on the linear methods. For
Model A, random forest hyperparameters (tree count, depth, minimum leaf size, and features per split)
were tuned inside a nested cross-validation procedure, following the guidance of Varma and Simon that
hyperparameter selection must be confined to an inner loop to avoid optimistic bias in the reported error
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[26]. Standard OLS diagnostics (variance inflation factors, residual normality, heteroscedasticity, and
Cook’s distance) for the Model A fit are reported in Supplementary Materials S1 rather than in the main
text.

Model Training and Validation
Model A was evaluated under four complementary procedures rather than a single split: an 80/20 held-
out split; 5-fold out-of-fold cross-validation, which generated the primary sensitivity comparison between
Model A and Model B and the basis for bootstrap confidence intervals and the fairness analysis; nested
5-fold cross-validation for the tuned random forest [26]; and geographic external validation, training
exclusively on Collin County's 219 tracts and testing on Denton County's 193 tracts, a substantially
harder test than random splitting, since adjoining tracts within a county often share correlated
characteristics. Uncertainty in the 5-fold out-of-fold estimates was further quantified with a paired
bootstrap (2,000 resamples), yielding 95% confidence intervals for R², RMSE, and MAE.

Model Evaluation and Explainability
Performance was summarized using the coefficient of determination (R²), root mean squared error
(RMSE), and mean absolute error (MAE). For OLS, standardized coefficients quantified each predictor's
estimated direction and relative magnitude. For the random forest, SHAP values were computed with a
TreeExplainer [18, 19] and applied specifically to Model B, to characterize how much of that model's
accuracy is carried by comorbidity variables rather than by the actionable community predictors; this
framing follows Rudin's broader argument that models used for consequential decisions should be
evaluated for what they actually rely on, not only for how accurately they predict [20].

Community Priority Score
A Community Priority Score (CPS) was constructed from Model A predictions only: each tract's predicted
diabetes prevalence was converted to a 0–100 percentile rank, with no obesity, hypertension, or
inactivity value added, so the score reflects actionable predictors and avoids double-counting known
diabetes correlates. The CPS is an illustrative decision-support tool, not a diagnostic or causal
instrument.

Spatial and Fairness Analyses
Residual spatial structure was assessed with a Moran scatterplot of standardized Model A residuals
against their spatial lag, using Queen-contiguity weights among the 412 tracts [22]; Anselin's local-
indicator framework motivates interpreting a positive slope as evidence that geographically neighboring
tracts share similarly signed prediction error rather than being spatially independent [23]. Equity was
assessed by splitting tracts into income terciles and comparing 5-fold out-of-fold MAE across groups,
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with a permutation test (10,000 resamples, two-sided) and paired bootstrap (2,000 resamples) for the
low-minus-high MAE gap. This analysis was motivated by evidence, most prominently Obermeyer and
colleagues' demonstration that a widely used commercial health-risk algorithm systematically
underestimated illness burden in Black patients because it optimized for a cost proxy rather than need
[24], and by Rajkomar and colleagues' broader framework for auditing distributive justice in clinical
machine learning [25], that predictive accuracy in health-related models cannot be assumed to be
uniform across subgroups and must be checked explicitly.

Software
Analyses used Python with scikit-learn for baseline, OLS, LASSO, and random forest models [27]; the
SHAP library for explainability [18]; and GeoPandas/PySAL for spatial analysis. Random seeds were fixed
(random_state = 42) throughout, and identical preprocessing was applied across algorithms and feature
sets.

Results

Dataset Characteristics
The 412 tracts had a mean diabetes prevalence of 9.4% (SD 1.9), ranging from 3.6% to 17.4% (Table 1).
This is comparable in spread to the 11.5% mean (SD 3.7%; range 1.9–42.8%) reported across 2,096 New
York City tracts by Tanner and colleagues [5], though this Texas sample's narrower range likely reflects
the more limited socioeconomic and racial heterogeneity of a two-county suburban region relative to a
dense, demographically varied city.

Table 1. Dataset characteristics across 412 census tracts in Collin and Denton Counties, Texas.
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Variable Mean SD Min Max

Diabetes prevalence (%) 9.43 1.88 3.6 17.4

Median household income ($) 121,080 46,615 8,325 250,001

Poverty rate (%) 7.25 7.92 0.0 80.52

Bachelor's degree or higher (%) 51.67 16.44 6.95 82.73

Unemployment rate (%) 4.02 2.69 0.0 18.18

Median age (years) 38.4 6.46 20.2 74.0

USDA low-income/low-access flag (1-mi) 0.03 0.17 0 1

USDA low-access population share (%, 1-mi) 29.21 31.38 0.0 100.0

Grocery density (per km²) 0.49 0.75 0.0 5.75

Clinic density (per km²) 0.32 0.80 0.0 5.87

Pharmacy density (per km²) 0.16 0.30 0.0 2.03

Park density (per km²) 0.70 0.93 0.0 11.46

Distance to nearest park (km) 0.90 1.02 0.03 8.06

Obesity prevalence (%) 33.22 3.90 22.3 46.3

Physical inactivity prevalence (%) 20.66 4.56 13.5 39.7

Hypertension prevalence (%) 29.55 4.20 16.2 53.7

Correlation Structure

Diabetes prevalence correlated most strongly with hypertension (r = 0.87) and physical inactivity (r =
0.66), moderately with obesity (r = 0.47), and more weakly with the Model A socioeconomic predictors:
bachelor's-degree attainment (r = −0.49), median age (r = 0.36), and median household income (r =
−0.20). Poverty rate (r = 0.11) and, notably, the unemployment rate (r = 0.01) showed little univariate
association, a reminder that not every socioeconomic indicator flagged in the broader social-
determinants literature [2] carries equal weight in every setting, and consistent with Egede and
colleagues' finding that healthcare-access measures, not employment status, carried the strongest
standardized association with tract-level diabetes prevalence in their national sample [3]. Substantial
multicollinearity among income, education, and poverty motivated including LASSO alongside OLS.

Model Comparison
Table 2 reports performance from the initial 80/20 split across all four algorithms and both feature sets.
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Table 2. Model performance, 80/20 held-out split.

Model Feature set RMSE MAE R²

Baseline Model A 2.100 1.453 −0.064

LASSO (standardized) Model A 1.523 1.040 0.441

Linear regression (OLS) Model A 1.523 1.040 0.441

Random forest Model A 1.509 0.996 0.451

Random forest Model B 0.676 0.474 0.890

Linear regression (OLS) Model B 0.483 0.376 0.944

All three algorithms clearly outperformed the baseline for Model A, but explained less than half of tract-
level variance (R² = 0.44–0.45) on this split. Random forest performed marginally better than the two
linear approaches (R² = 0.451 vs. 0.441); LASSO and OLS were essentially identical, indicating shrinkage
did not meaningfully change accuracy for a feature set already limited to 12 variables. Table 3 reports
four validation procedures to check whether this single-split result was representative.

Table 3. Model A validation across four procedures.

Validation procedure R² RMSE MAE

80/20 held-out split (linear) 0.441 1.523 1.040

5-fold out-of-fold CV (linear) 0.519 1.301 0.919

Nested 5-fold CV, tuned random forest 0.523 1.268 0.929

Geographic external validation (train Collin, test Denton; linear) 0.592 1.237 0.912

Performance was stable to slightly higher under repeated and out-of-county validation: 5-fold cross-
validation (R² = 0.519), nested tuning of the random forest (R² = 0.523) [26], and geographic external
validation (R² = 0.592) all exceeded the single split (Fig. 2). Training exclusively on Collin County and
testing on the entirely unseen Denton County tracts still explained roughly 59% of variance (RMSE = 1.24,
MAE = 0.91 points), a materially harder benchmark than the county-level cross-validation reported by
Quiñones and colleagues, whose geographically weighted models were fit and evaluated within the
same national county sample rather than transferred to a held-out region [4]. This transfer is a
meaningful test of generalizability precisely because the two counties are demographically distinct
rather than interchangeable suburbs of the same metropolitan area: tracts in Collin County have
significantly higher educational attainment than those in Denton County (55.4% vs. 47.5% with a
bachelor’s degree or higher, t-test p < 0.001), while Denton County tracts have significantly greater USDA
low-access population shares (35.9% vs. 23.3%, p < 0.001), consistent with Denton’s larger rural and
exurban fringe outside the Dallas–Fort Worth core. Median household income, poverty rate,
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unemployment, and median age did not differ significantly between the two counties (all p > 0.18), so the
successful transfer specifically demonstrates that Model A generalizes across a meaningful shift in
educational composition and food-retail geography rather than merely being re-tested on a similar
population under a different label.

Uncertainty
Table 4 gives paired bootstrap 95% confidence intervals for the 5-fold out-of-fold estimates. Model A's R²
interval (0.402–0.624) is fairly wide, a reminder that with 412 tracts the point estimate of roughly 0.52
carries real sampling uncertainty.

Table 4. Bootstrap 95% confidence intervals, 5-fold out-of-fold predictions, linear regression (2,000
resamples).

Model Metric Estimate 95% CI

Model A (community + food/built environment) R² 0.519 0.402 – 0.624

Model A (community + food/built environment) RMSE 1.301 1.135 – 1.468

Model A (community + food/built environment) MAE 0.919 0.827 – 1.007

Model B (+ health comorbidities) R² 0.935 0.908 – 0.953

Model B (+ health comorbidities) RMSE 0.479 0.406 – 0.563

Model B (+ health comorbidities) MAE 0.348 0.318 – 0.383

Incremental Value of Health Comorbidities
Adding obesity, physical inactivity, and hypertension (Model B) raised out-of-fold R² from 0.519 to 0.935.
This pattern mirrors other community-level diabetes and obesity models: Tanner and colleagues' NYC
model reached 0.80 only once a much larger, less strictly actionable 81-variable set was used [5], and
Allen's county-obesity model reached 0.79 while explicitly flagging that physical inactivity and diabetes
prevalence, not socioeconomic variables, drove most of the signal [6]. Because hypertension alone
correlates with diabetes prevalence at r = 0.87 here, and SHAP confirmed it dominates Model B's
predictions (see below), we read Model B as a ceiling on predictability given comorbidity data, not as
evidence that community and environmental factors explain 93.5% of diabetes prevalence.

Model Interpretability

OLS Coefficients (Model A)

Page 10/24



Socioeconomic disadvantage was generally associated with higher predicted diabetes prevalence, and
greater educational attainment and income with lower predicted prevalence, consistent with the broader
social-determinants literature [2,3]. Because several predictors are correlated, individual coefficients
should be read as each variable's estimated contribution net of the others in this specific model rather
than as isolated causal effects [21].

SHAP Analysis (Model B)
SHAP values (Fig. 3) were dominated by hypertension, with obesity and physical inactivity contributing
smaller effects and the ACS, USDA, and OSM variables comparatively modest marginal effects once
comorbidities were present. This is itself a cautionary result: it shows Model B's high accuracy is carried
by hypertension rather than by actionable community variables, reinforcing why it was not used for tract
prioritization and echoing Rudin's broader concern that a model's apparent performance can obscure
what it is actually using to generate that performance [20].

Community Priority Score
Using Model A predictions only, Table 5 lists the ten highest-priority tracts by percentile-rank Community
Priority Score.

Table 5. Ten highest-priority tracts by Community Priority Score (Model A only).

Tract FIPS County Model A predicted diabetes (%) Priority score

48121021535 Denton 16.4 100.0

48085031420 Collin 14.5 99.8

48121020310 Denton 14.4 99.5

48121021414 Denton 13.8 99.3

48085031325 Collin 13.3 99.0

48121021743 Denton 12.9 98.8

48121021744 Denton 12.8 98.5

48085031008 Collin 12.8 98.3

48121021516 Denton 12.7 98.1

48085030903 Collin 12.7 97.8

High-priority tracts by this score appeared in both counties rather than clustering in one (Fig. 4); the
ranking is intended as a starting point for local investigation, not a finished resource-allocation tool.
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Fairness Across Income Groups
Table 6. Model A out-of-fold prediction error by income tercile.

Income tercile N tracts Mean absolute error (points)

Low income 138 1.29

Middle income 136 0.84

High income 138 0.63

Model A's error was roughly twice as large in low-income tracts (MAE 1.29) as in high-income tracts
(MAE 0.63) (Table 6); the gap was 0.66 points (95% CI 0.44–0.89; permutation p = 0.0001), unlikely to be
due to chance. This is a finding about differential model error, not a causal claim about income or
healthcare quality, but it echoes a broader pattern documented in health-related algorithms: Obermeyer
and colleagues showed a widely deployed cost-prediction algorithm systematically underestimated
illness burden among Black patients because it optimized a proxy correlated with, but distinct from,
actual need [24], and Rajkomar and colleagues argue that distributive-justice checks of this kind should
be a standard, not optional, part of clinical and public health model development [25]. Any use of the
Community Priority Score should carry the same caveat: it is least reliable in exactly the lower-income
tracts most likely to be flagged by it.

Spatial Structure of Model Residuals
The scatterplot (Fig. 5) showed a positive relationship between each tract's residual and its geographic
neighbors' average residual, indicating clustering of under- and over-prediction rather than spatial
randomness [22,23]. This suggests some regional structure, plausibly shared healthcare-system
boundaries, transportation networks, or development history, is not fully captured by Model A, and
argues for regionally coordinated rather than single-tract intervention strategies.

Discussion
A twelve-variable actionable model built entirely from public ACS, USDA, and OpenStreetMap data
explained roughly half of tract-to-tract variation in diabetes prevalence (R² ≈ 0.52 by cross-validation,
0.59 under geographic external validation), with reasonably stable performance across four validation
schemes. This sits in the same range as other recent community- and county-level efforts: Quiñones and
colleagues' geographically weighted random forest of six county-level predictors [4], and below the
higher figures reported once larger comorbidity-adjacent feature sets are used, as in Tanner and
colleagues' 81-variable NYC model (R² = 0.80) [5] or Allen's county obesity model (R² = 0.79), both of
which, like ours, found that health-behavior variables rather than socioeconomic ones carried most of
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the predictive weight once included [6]. Our results extend this pattern by explicitly separating the two
contributions rather than reporting a single blended figure.

Adding obesity, hypertension, and physical inactivity raised out-of-fold R² to 0.935, but we deliberately do
not treat this as the headline result. Hypertension alone correlates with diabetes prevalence at r = 0.87
here, and SHAP confirmed it dominates Model B's predictions, consistent with Allen's finding that
diabetes and physical inactivity, not income or education, drove county-level obesity predictions [6], and
with the well-established clustering of cardiometabolic risk documented across the social-determinants
literature [2]. A model that predicts diabetes largely from a closely correlated comorbidity is not
identifying new, actionable targets; it is closer to noticing that two related conditions tend to occur
together than to finding a new, upstream cause. We report Model A and Model B separately specifically
to avoid the common practice, visible across parts of this literature, of quoting a single high R² without
clarifying how much of it is attributable to comorbidity variables that are not independently modifiable.
That said, Model B's predictors are not immutable either: the Diabetes Prevention Program trial showed
that structured lifestyle intervention targeting weight and physical activity reduced incident type 2
diabetes by 58% relative to placebo [15], so these comorbidities remain clinically actionable through
individual-level intervention even though they fall outside the community-level policy levers this study
was designed to isolate.

Educational attainment showed the strongest univariate association with diabetes prevalence among
the Model A predictors, ahead of age and income; poverty and, especially, unemployment carried little
independent signal. This partially diverges from Egede and colleagues' larger, national census-tract
analysis, where healthcare-access variables (insurance coverage, recent checkups) carried the strongest
standardized associations [3]. This difference is plausibly attributable to this study's built-environment
and food-access variables substituting for some of that access signal, or simply to genuine regional
variation, which the national scientific review of social determinants and diabetes explicitly anticipates
given how differently individual determinants are weighted across settings and populations [2]. Our built-
environment findings are broadly consistent with, if more modest in magnitude than, the walkability and
park-access associations summarized by Howell and Booth [13] and by den Braver and colleagues'
meta-analysis of built-environment characteristics and diabetes risk [12], both of which caution that
most underlying evidence remains cross-sectional and cannot establish causal direction, a limitation den
Braver and colleagues make explicit and one that applies equally here.

The successful geographic external validation, training only on Collin County and testing on entirely
unseen Denton County tracts, is among the more informative results here because random splits within
a metropolitan county tend to overstate transferability, given how strongly adjoining tracts share
demographic and socioeconomic characteristics. That Model A performed as well or slightly better out
of county (R² = 0.592) than under within-sample cross-validation (R² = 0.519) suggests the captured
relationships are not artifacts of a single county's demographic mix, though this remains a two-county
comparison within one metropolitan region.
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The income-related error gap identified here (permutation p = 0.0001) fits a broader pattern documented
elsewhere, most prominently Obermeyer and colleagues' racial-bias finding in a widely deployed health-
risk algorithm [24], showing that predictive accuracy in health-related models is not automatically
distributed evenly across groups even when group membership is never used as an input. Rajkomar and
colleagues' framework for auditing distributive justice in clinical machine learning [25] is written primarily
for individual-level clinical prediction, but the underlying principle, that accuracy differentials must be
checked and disclosed rather than assumed, applies just as directly to a community-prioritization tool
like the CPS presented here. Any downstream use of this or a similar framework should disclose that its
predictions are systematically less reliable in the lower-income communities most likely to be flagged by
it.

Positive spatial autocorrelation in Model A's residuals indicates some regional structure in diabetes
prevalence that tract-level predictors alone do not capture, consistent with a spatial-epidemiology
literature dating to Moran's original formulation of spatial autocorrelation statistics [22] and Anselin's
subsequent local-indicator framework for characterizing where such clustering occurs [23]. This argues
for regionally coordinated prevention strategies rather than interventions aimed at isolated high-priority
tracts.

Finally, this study's cross-sectional, ecological design constrains every claim made above to the
population level. Robinson's classic demonstration that aggregate correlations need not reproduce, and
can even reverse, individual-level correlations [21] is a caution worth restating plainly: nothing here
should be read as evidence about any individual resident's risk, and the modifiable-versus-fixed framing
of Model A's predictors describes community-level policy targets, not individual behavior change.

Limitations
Cross-sectional, ecological design. Associations describe population-level, not individual-level or causal,
relationships [21].

Modeled outcome and comorbidity data. CDC PLACES estimates are themselves small-area model
outputs rather than direct measurements [14], and Model B's comorbidity variables share that same
modeling lineage with the diabetes outcome, which likely inflates their apparent independence as
predictors.

Built-environment data currency. OpenStreetMap densities are a single-date crowd-sourced snapshot,
not a verified administrative facility inventory, with coverage that can vary by tract.

Geographic scope. Findings are limited to two counties in one North Texas metropolitan region; external
validation across rural areas, other metros, and other states is needed before generalizing further.

No causal or quasi-experimental component. This analysis is purely predictive and correlational and
makes no natural-experiment or before/after claim about any specific local intervention.
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Differential accuracy by income. As detailed above, Model A predicts less accurately in lower-income
tracts, a constraint that should accompany any downstream use of the Community Priority Score [24,
25].

OLS assumption violations. The full-sample OLS fit underlying the Community Priority Score and spatial
residual analysis shows statistically significant heteroscedasticity and mild residual non-normality,
driven partly by a small number of high-leverage tracts (Supplementary Materials S1). Variance inflation
factors were low, so multicollinearity is not a concern, but the heteroscedasticity is consistent with, and
likely partly explained by, the income-related error gap documented in the fairness analysis.

Conclusion
Public community, food-access, and built-environment data predict a moderate, not near-total, share of
tract-to-tract variation in diabetes prevalence in this two-county Texas sample (R² ≈ 0.52 by cross-
validation, 0.59 out of county), broadly in line with comparable community- and county-level models
published elsewhere [3, 4, 5, 6]. Adding established comorbidities substantially raises apparent accuracy,
but that increase is carried by hypertension and should be read as a ceiling for comparison, not as
evidence that socioeconomic and environmental factors alone explain the bulk of diabetes burden.
Prediction error is not distributed evenly across income groups, a disparity that should inform, and
temper, any prioritization use of this or similar frameworks [24, 25]. Future work should extend external
validation to additional regions, investigate the income-related error gap directly, and add explicitly
spatial modeling terms to address the residual geographic clustering identified here [22, 23].
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Figure 1

Pearson correlation matrix among diabetes prevalence, community predictors, and health comorbidities.
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Figure 2

Model performance comparison across algorithms and validation schemes.
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Figure 3

SHAP summary plot, random forest fit to Model B (community + food/built environment + comorbidities).
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Figure 4

Community Priority Score by census tract, Collin and Denton Counties.
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Figure 5

Moran scatterplot of standardized Model A residuals against their spatial lag.
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