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Abstract

Digital terrain models (DTMs) from unmanned aerial vehicle (UAV) photogrammetry are limited by the effectiveness
of ground filtering. Conventional slope-based filtering (SBF) that utilizes a single global slope threshold is insufficient
in areas with dense vegetation and closely spaced buildings. This study introduces a dual-scheme adaptive SBF that
segments a photogrammetric digital surface model (DSM) into two distinct domains prior to thresholding. Scheme A,
designed for variable terrain and vegetation, employs a roughness raster based on the local standard deviation of
elevation. Scheme B, intended for flat, building-dominated terrain, utilizes an edge-density raster generated via Canny
edge detection. Voids are addressed using a hybrid approach that combines inverse-distance-weighted and nearest-
neighbor interpolation with Gaussian smoothing. The method was evaluated using an oblique UAV survey (4.15 cm
ground sampling distance, 145 points per m2) covering 121 hectares of the ITERA campus in Lampung, Indonesia,
an area characterized by dense secondary vegetation, buildings, and 70 meters of relief. Comparison with twelve
GNSS-surveyed independent check points yielded a vertical root mean square error (RMSE) of 0.148 m and a linear
error at 90% confidence (LE90) of 0.244 m. The observed 0.004 m increase over the DSM remains below the
validation noise, indicating no measurable loss of terrain fidelity. However, visual inspection revealed over-smoothed
surfaces in extensive vegetated regions, suggesting that void extent, rather than classification error, constitutes the
primary limitation.

Keywords: Slope-based filtering; Digital terrain model; UAV photogrammetry; Point cloud filtering; Surface
roughness; Edge density

1. Introduction

Basic geospatial information underpins spatial planning, infrastructure design, hazard mitigation, and natural-
resource management, with the digital terrain model (DTM) serving as a core product (Ulfiah et al., 2024). A DTM
represents the bare-earth surface after the removal of all above-ground objects, whereas the digital surface model
(DSM) retains vegetation canopies, buildings, and other features (Z. Li et al., 2005). Downstream analyses, including
hydrological routing, earthwork estimation, and contour generation for large-scale base maps, depend on bare-earth
elevations. Therefore, DTM quality is primarily determined by the accuracy of terrain and non-terrain separation (Qin,
Tan, Guan, et al., 2023). Unmanned aerial vehicle (UAV) photogrammetry has become the primary low-cost source
of high-resolution three-dimensional data for terrain modeling (Westoby et al., 2012). Structure-from-Motion (SfM)
and Multi-View Stereo (MVS) methods routinely generate dense point clouds exceeding 100 points per square meter
at a fraction of the cost of airborne laser scanning. Flight and processing parameters are now sufficiently characterized
to enable prediction of terrain-model accuracy based on acquisition design (Pessacg et al., 2022). Unlike airborne
LiDAR, image matching reconstructs only surfaces visible in two or more images. In areas with closed canopy,
photogrammetric point clouds contain few or no genuine ground returns, which prevents the filtering step from
recovering terrain that was not observed (Kang et al., 2026). This asymmetry indicates that filtering algorithms adapted
from LiDAR applications may not perform equivalently on photogrammetric data (Klapsté et al., 2020; Yu et al.,
2022).

Ground filtering algorithms are categorized into several main families, as reviewed by Qin et al. (2023):
morphological filters (K. Zhang et al., 2003; Pingel et al., 2013), TIN densification (N. Chen et al., 2023; H. Li et al.,
2021; Zheng et al., 2024), surface-based iterative interpolation (Kraus & Pfeifer, 1998), cloth simulation (W. Zhang
et al., 2016; Cai et al., 2023), multiscale geometric approaches (C. Chen, Chang, et al., 2021; Cao et al., 2024), and
slope-based filtering (Sithole & Vosselman, 2004). Slope-based filtering (SBF) classifies a point as non-terrain when
the slope between it and its neighbors exceeds a specified threshold, based on the assumption that natural terrain
exhibits more gradual elevation changes than the boundaries of buildings and vegetation. The main advantages of SBF



are its transparency and computational efficiency; it requires few parameters, scales effectively to large rasters, and
integrates readily with other refinement steps. Comparative studies consistently identify the use of a single global
slope threshold as the principal limitation of slope-based filtering. (Bailey et al., 2022) demonstrated that a modified
slope-based filter achieved the highest ground-point precision among three tested algorithms but exhibited the lowest
overall agreement, due to the inability of a single threshold to accommodate both smooth and rough surfaces. C. Chen,
Guo, et al. (2021) reported similar findings for high-density point clouds over heterogeneous landscapes, and Asal
(2024) observed the same limitation for slope-based filters applied to aerial-imagery DSMs in rural areas, where
above-ground objects and genuine terrain relief could not be separated by a single threshold. In large-scale mapping
across Indonesia and Southeast Asia, this pattern is well documented. Kerong et al. (2022) reported strong threshold
sensitivity when generating DTMs from aerial photogrammetry over mixed settlement and vegetation cover; Sulung
& Soeksmantono (2025) found that adaptive-TIN and cloth-simulation filters outperformed simpler geometric rules
on Indonesian LiDAR blocks; and Raj et al. (2024) highlighted the challenges of terrain extraction in densely vegetated
riparian corridors.

Recent literature presents two primary responses to this limitation. The first approach is parameter adaptation,
where thresholds or window sizes are derived from the data rather than predetermined. For instance, Y. Li et al. (2021)
varied grid resolution adaptively using an Octree—KD-tree index; J. Chen et al. (2023) determined local slope
thresholds based on within-cell elevation statistics and k-means clustering; Zheng et al. (2024) constructed a two-level
adaptive grid using point density and terrain slope to recover seed points on discontinuous terrain; and Niu et al. (2025)
divided the process into a surface-fitting stage followed by residual filtering with an adaptive slope criterion. Parallel
research on cloth simulation has pursued similar objectives by implementing multi-resolution or self-tuning
simulations (Cai et al., 2023). The second approach involves replacing geometric rules with learned classifiers. Point-
based networks for forested UAV LiDAR (B. Li et al., 2022), Point CNN-type architectures for agricultural
environments (Fareed et al., 2023), and voxel-based deep networks for dense point clouds (Stroner et al., 2025)
currently represent the state of the art, supported by large labeled benchmarks such as OpenGF (Qin, Tan, Ma, et al.,
2023). Although learned filters achieve the highest reported accuracies, they require labeled training data and
computational resources that are often unavailable in operational mapping contexts. Furthermore, Qin, Tan, Ma, et al.
(2023) demonstrated that generalization across terrain types and sensor modalities remains unresolved. This limitation
is particularly pronounced for photogrammetric point clouds compared to LiDAR data. A third, less explored,
approach is to retain the slope rule while making the processing domain adaptive rather than the threshold. This
involves first determining the surface type for each pixel and then applying the threshold appropriate to that specific
surface. This strategy is particularly appealing for the SBF family because the two primary non-terrain classes in
mixed campus, peri-urban, and rural-settlement environments exhibit contrasting geometric characteristics.
Vegetation canopies are geometrically rough at meter scales and can be distinguished using local elevation dispersion
(Fan & Zhao, 2024). In contrast, building roofs are as smooth as the underlying ground and are identifiable primarily
by the abrupt vertical discontinuity at their perimeter, which manifests as a strong image edge (Lu et al., 2018; Hou
& Li, 2024). A filter that accounts for this duality can apply a permissive threshold in genuinely steep, vegetated
terrain and a strict threshold in flat areas where steep features correspond to building walls.

This study develops the aforementioned concept into a comprehensive, reproducible workflow. The approach is
evaluated using an oblique UAV survey of a tropical campus that intentionally incorporates dense secondary
vegetation, multi-story buildings, open fields, and 70 meters of relief within a single 121-hectare block. The specific
objectives are: (i) to formulate a dual-scheme adaptive SBF in which processing domains are delineated automatically
from a roughness raster and an edge-density raster derived solely from the DSM, without ancillary spectral or multi-
return data; (ii) to visually characterize the resulting DTM, with particular attention to the void-filling behavior
following aggressive non-terrain removal; and (iii) to quantify vertical accuracy against independent check points and
to explicitly state the implications and limitations of this accuracy metric. The contribution is not a claim of superiority
over learned filters, but rather a demonstration that a raster-domain, two-descriptor zoning step restores much of the
adaptivity lacking in conventional SBF, with negligible computational cost and parameters that practitioners can
readily inspect and interpret.

2 Study area and data
2.1 Study area

The study area encompasses approximately 121 hectares of the Institut Teknologi Sumatera campus in Jati Agung
District, South Lampung Regency, Lampung Province, Indonesia, as shown in Fig. 1. This site was selected because
it contains, within a single contiguous block, three distinct land-cover conditions that frequently challenge single-
threshold ground filters. The built environment consists of multi-story teaching buildings with flat and low-pitched
roofs, hard-standing parking areas, and paved roads. Dense secondary vegetation, including remnant plantation and



regrowth shrub with closed canopy, occupies substantial patches between the built clusters. Open ground, such as
sports fields, cleared plots, and the margins of a retention pond, provides unobstructed surfaces for checkpoint
establishment. The total relief across the block is approximately 70 meters, indicating that the terrain is not flat. This
characteristic is significant, as a filter calibrated to remove all steep features indiscriminately would compromise the
integrity of the genuine topography.

Fig. 1 Location of the study area on the ITERA campus with the distribution of the twelve independent check points
overlaid on the orthophoto

2.2 UAYV acquisition and photogrammetric processing

Aerial imagery was collected using a DJI Mavic 3 Enterprise multirotor platform. An oblique acquisition strategy
was implemented, employing camera tilt angles of 45°, 90°, and 135° to enhance the reconstruction of vertical fagades
and mitigate the systematic occlusion commonly observed at the base of tall objects in near-nadir image blocks. The
images were processed in Metashape, utilizing structure-from-motion (SfM) alignment, followed by bundle
adjustment and multi-view stereo (MVS) densification at high quality with mild depth filtering. This configuration
was selected to preserve fine terrain detail, accepting some reconstruction noise as a trade-off. The resulting products
and their associated quality metrics are presented in Table 1.

Table 1 Specifications of the UAV photogrammetric dataset used as input to the filtering workflow

Parameter Value

Acquisition date 19 February 2025
Platform / camera tilt DJI Mavic 3 Enterprise; 45°, 90°, 135° (oblique)
Coordinate reference system WGS 84 / UTM zone 485
Flying height above take-off 122 m

Orthomosaic ground resolution 4.15 cm pixel™!

Mean reprojection error 0.166 pixel

Coverage of the photogrammetric block | 2.45 km?

Study block used for filtering approx. 121 ha

DSM grid spacing 8.29 cm pixel!

Point density of the dense cloud 145 points m~2

DSM vertical RMSE at check points 0.144 m

DSM vertical LE90 at check points 0.238 m

The gridded digital surface model (DSM) at 8.29 cm resolution, rather than the unstructured point cloud, serves as the
input for the filtering algorithm. Operating within the raster domain is a deliberate methodological choice, as it enables
the direct application of neighborhood statistics, edge detection, and morphological reasoning using standard image-
processing operators. This approach also constrains memory consumption for datasets of this density. The primary
limitation is the potential loss of sub-canopy returns that a point-based filter might capture; however, this limitation is
minimal for photogrammetric clouds under closed tropical canopy, since such returns are generally absent.



2.3 Reference check points

Twelve independent checkpoints (ICPs) were surveyed using a CHC S10 GNSS receiver in network RTK mode,
with positions distributed throughout the block as shown in Fig. 1. The selection of twelve points adheres to SNI
8202:2019, the Indonesian national standard for base-map accuracy, which requires a minimum of twelve checkpoints
for mapped areas smaller than 250 km?2. All checkpoints were established on open, unobstructed ground to ensure
reliable GNSS solutions and to guarantee that the surveyed elevations corresponded directly to the bare-earth surface.

3 Methods
3.1 Overview

The workflow in Fig. 2 comprises five distinct stages. Two descriptors are derived in parallel from the digital
surface model (DSM): a surface-roughness raster and an edge-density raster. A rule-based zoning procedure integrates
these descriptors into a scheme map, assigning each pixel to either Scheme A (variable terrain) or Scheme B (flat
terrain). The slope raster is thresholded using the value specific to each pixel’s assigned scheme, and the resulting
binary mask is refined through morphological operations. Pixels designated as no-data are subsequently filled using
hybrid interpolation, after which a Gaussian filter is applied to smooth transitions between observed and interpolated
surfaces. All processing was performed in Python 3 with the NumPy, SciPy, scikit-image, and Rasterio libraries on
GDAL (GDAL/OGR contributors 2024), executed in Jupyter Notebook on a workstation featuring an Intel Core i9
(12th generation) CPU, 32 GB RAM, and an NVIDIA GeForce RTX 3070 Ti GPU. A conventional single-threshold
SBF implementation in SAGA GIS was used as the baseline for developing the adaptive formulation.
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3.2 Surface roughness (Scheme A descriptor)

Vegetation canopies differ from both bare ground and roof surfaces in their local elevation dispersion. Following
the roughness-descriptor comparison of Fan & Zhao (2024), roughness R at pixel (i, j) is computed as the standard
deviation of DSM elevations within a square window W of side k:

1 _ 2
Rij = |zloaew,; (ZM - ZWi,)') M
where Z,, ; is the DSM elevation of a pixel inside the window and Z_Wi]. is the window mean. A window of k =9 pixels

(81 cells, approximately 0.75 m x 0.75 m at the working resolution) was adopted after testing. (Fan & Zhao, 2024)
used k = 5 for LIDAR-derived DEMs; on the present 8.29 cm photogrammetric grid, a 5-pixel window responds to
reconstruction noise and to genuine micro-relief on bare ground, producing a speckled roughness field that propagates
spurious detections into the mask. Enlarging the window to 9 pixels suppresses this response while remaining small
enough to resolve the boundary between a canopy patch and adjacent open ground. The choice therefore reflects the
grid spacing and noise characteristics of the input rather than a universally preferable value; on a coarser DSM the
equivalent metric window would correspond to a smaller k.

3.3 Edge density (Scheme B descriptor)

Roughness alone cannot isolate buildings, because a flat roof and the ground beside it are both smooth. What
distinguishes a building is the vertical discontinuity at its perimeter. The edge-density descriptor exploits this. The
normalized DSM is first passed through a Canny detector (Canny, 1986), which returns a binary raster E marking



pixels at which the elevation gradient changes abruptly. A mean filter of side m = 7 then converts this binary edge
map into a continuous density field:
Dy; = #Z(ILQ)EWU Epq @

with D; ; € [0,1], where 0 indicates a neighborhood free of edges and values approaching 1 indicate a neighborhood
saturated with them. The 7-pixel window is deliberately smaller than the roughness window: building outlines are
thin, linear features, and a larger averaging kernel dilutes their signal into the surrounding flat ground. Compared with
the edge-extraction network of (Lu et al., 2018), which was tuned to recover every sharp boundary in the scene, the
present configuration is intentionally conservative — it responds to the strong, closed outlines of building footprints
and largely ignores weaker edges such as curb lines and path margins, which is the desired behavior when the objective
is to remove structures rather than to map them.

3.4 Rule-based scheme zoning

The two descriptors are combined into a scheme raster S by a rule set that is deliberately simple and inspectable:

_ {1 (Scheme A, variable terrain) if R; j > R, 3)
" 712 (Scheme B, flat terrain) otherwise

Every pixel is initialized to Scheme B; pixels whose roughness exceeds the threshold R, are reassigned to Scheme A.
The edge-density raster D is then used as a refinement layer within Scheme B, flagging the perimeters of built
structures without transferring them to the vegetation domain — a flat roof is a flat surface and belongs geometrically
within Scheme B, even though it is not terrain. The zoning raster is thus a control surface, not a classification product:
it does not decide what terrain is, only which threshold will make that decision.

3.5 Scheme-dependent slope thresholding
Slope is computed from the DSM in degrees by finite differences over a 3 x 3 neighborhood, and each pixel is

compared against the threshold assigned by its scheme:

1 (non-terrain) ifS;; = 1and 6;; > 6,
ij =91 (non-terrain) ifS;; =2and 6;; > 05 @)

0 (terrain) otherwise
Candidate thresholds of 23°, 25°, 28°, 30°, 31° and 32° were evaluated for Scheme A and 15°, 17°, 18° and 20° for
Scheme B, the ranges being bounded below by the steepest slopes observed on unvegetated terrain in the block and
above by the point at which canopy edges began to survive filtering. The adopted values were 8, = 25° and 8 = 15°.
The asymmetry is the substance of the method: in the vegetated domain the terrain beneath is itself steep, so a
permissive threshold is required to avoid stripping genuine relief, whereas in the flat domain any slope beyond a gentle
grade is almost certainly a wall or a curb, so a strict threshold is both safe and necessary to capture building perimeters.
Three morphological operations then consolidate the raw mask. Binary dilation with a small structuring element
thickens detected object outlines, ensuring that the mask fully covers the transition zone at an object boundary rather
than clipping its edge. Border handling prevents erroneous fill propagation at the raster margin. Binary hole filling
closes interiors enclosed by non-terrain pixels, converting a detected building outline into a solid footprint—without
this step, a flat roof, having neither high roughness nor internal steep slopes, would be retained as false terrain at roof
height. The final mask M partitions the raster into terrain to be preserved and non-terrain to be removed.

M

3.6 Void filling and surface refinement

Masked pixels are set to no-data, producing a perforated terrain raster. Filling proceeds in two passes for reasons
of both quality and memory economy. The first pass applies inverse-distance-weighted interpolation (Shepard, 1968)
through rasterio.fill.fillnodata with a maximum search distance of 500 pixels (approximately 41 m), which resolves
the large majority of voids by drawing on valid terrain pixels around their perimeters. A second pass applies nearest-
neighbor interpolation via scipy.interpolate.griddata to any cells the first pass could not reach, guaranteeing a gap-
free output. The hybrid arrangement is a pragmatic compromise: a single high-quality interpolator applied to voids of
this size on a raster of this extent proved prohibitively expensive in memory, whereas IDW alone leaves residual gaps
at the centers of the largest vegetated patches. A Gaussian filter is finally applied to smooth the discontinuity between
observed and interpolated surfaces.

3.7 Accuracy assessment

Assessment combined a qualitative and a quantitative component, in line with normal practice for filtered terrain
products (Sithole & Vosselman, 2004; Qin, Tan, Guan, et al., 2023). The visual assessment examined contours
generated from the output DTM for the two failure signatures that filtering and interpolation produce. Contours



running straight across an area that should be gently undulating indicate that interpolation has replaced terrain with a
planar fill; sharply serrated contours indicate that the interpolated surface is noisy or that residual non-terrain pixels
survive within it. The quantitative assessment compared DTM elevations with the twelve ICP elevations. Vertical
RMSE is

RMSE, = [ES2,(Zorwi— Zead)© )
where n =12, Zpty; is the DTM elevation at check point i, and Z,.¢; is the GNSS elevation. This is converted to the
90 % linear error following SNI 8202:2019:
LE90 = 1.6449 x RMSE,

The same statistics were computed for the input DSM at the same checkpoints, so that the effect of filtering could be
isolated from the accuracy already present in the photogrammetric reconstruction. Because Eq. 6 propagates RMSE,
which aggregates systematic and random components, it should be read as a summary tolerance rather than as a
decomposition of the error; Sect. 4.6 returns to this point.

4 Results and Discussion
4.1 Roughness raster

The roughness raster as shown in Fig. 3 separates the scene into two clearly differentiated populations. Low
values, between 0 and approximately 0.25 m of local standard deviation, occupy open ground, roads, sports fields and
building roofs — surfaces that are internally homogeneous over the 9-pixel window regardless of whether they are
terrain. High values, in the range 1.25-1.75 m, form two spatial patterns: compact patches coinciding with tree
canopies, whose upper surface is intrinsically irregular, and narrow linear features tracing building walls, where the
window straddles a large elevation step.

Fig. 3 Surface roughness raster computed as the local standard deviation of DSM elevation in a 9x9 window

Based on Fig. 3, the presence of building walls in the high-roughness class is expected and is the reason a second
descriptor is required. Roughness answers the neighborhood’s internal irregularity, which is true both of a canopy and
of the edge of a roof. It cannot distinguish them, and it is silent about the roof interior. The comparison with (Fan &
Zhao, 2024) is instructive here: their 5-pixel window on LiDAR-derived DEMs produced a more sensitive but noisier
field, in which minor elevation fluctuations on open ground registered as roughness and subsequently as false non-
terrain detections. The 9-pixel window trades some sensitivity to small shrubs for a substantially cleaner separation
of the two dominant classes, which is the correct trade when the descriptor’s role is zoning rather than classification.

4.2 Edge-density raster

The edge-density raster shown in Fig. 4 is close to zero over the great majority of the block. Values approaching
1 form thin, bright, closed polylines that correspond one-to-one with the outlines of buildings visible in the orthophoto.
Flat roof interiors and open ground are indistinguishable in this raster; both are edge-free, which is precisely the
intended behavior: the descriptor is designed to locate structure perimeters, not structure areas.
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The result in Fig.4 differs from that of Lu et al. (2018), whose richer convolutional edge network recovered essentially
every sharp boundary in high-resolution imagery, including road margins and field boundaries. The present
configuration responds only to the strongest discontinuities. For a mapping objective, this would be a deficiency; for
a filtering objective, it is an advantage, because weak edges on the ground surface are not features that should be
removed, and a more sensitive detector would push them into the non-terrain mask. The complementarity of the two
descriptors is what makes the zoning step work. Ground and roof both have low roughness; ground and roof interior
both have low edge density. But a roof is surrounded by a high-edge-density perimeter, and open ground is not; this
contextual difference—Ilow roughness enclosed by a high-density ring—that identifies a building without any spectral
information.

4.3 Scheme classification raster

The zoning raster in Fig. 5 partitions the block into two logical domains. Scheme B occupies most of the area:
open terrain, roads, fields, and building roofs, together with the building perimeters that the edge-density refinement
highlights. Scheme A appears as scattered clusters that correlate strongly with the closed-canopy vegetation identified

independently in the roughness raster.
Automatic Scheme Classification
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Fig. 5 Automatic scheme classification raster: Scheme A (variable terrain, vegetation) and Scheme B (flat terrain,
built and open surfaces)

According to Fig.5, the raster should be read as a control surface rather than as a land-cover map. It does not assert
that Scheme A pixels are vegetation and Scheme B pixels are ground; it asserts only that the geometry of Scheme A
pixels warrants a permissive slope threshold and that of Scheme B pixels a strict one. This distinction matters when
interpreting the errors that follow. A steep, unvegetated slope assigned to Scheme B will be over-filtered, and a low



shrub on flat ground assigned to Scheme B may be missed; both are zoning errors, not thresholding errors, and both
would be addressed by improving the descriptors rather than by adjusting 8, or 05.

4.4 Non-terrain mask and the contribution of the dual-scheme formulation

The final mask in Fig. 6 shows buildings resolved as solid blocks rather than hollow outlines, confirming that
dilation and hole filling successfully converted perimeter detections into complete footprints. This behavior is
consistent with the building-extraction results of (Hou & Li, 2024), obtained there with a Mask R-CNN, and the
vegetation component is consistent with the canopy masking of (Khan & Jung, 2024) using an attention-augmented
U-Net — although the present method reaches comparable geometric outcomes through explicit geometric rules rather

than learned features, and consequently without training data.
Binary Non-terrain Mask
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Easting (X) - UTM Zone 485

Fig. 6 Binary non-terrain mask. White pixels are classified as non-terrain and removed; black pixels are retained as
terrain

Roads, open fields, and parking areas are correctly retained as terrain across the block. Vegetated areas, however, are
masked as large contiguous white regions. This is the intended detection outcome and simultaneously the origin of
the method’s principal weakness: an area removed in its entirety leaves no interior terrain observations to constrain
the surface that must replace it. The central result these rasters establish is that the geometric adaptivity conventional
SBF lacks can be restored without abandoning the slope rule, by making the domain adaptive rather than the threshold.
Conventional single-threshold SBF faces an unresolvable trade-off in a scene of this composition: a threshold
permissive enough to preserve 70 m of natural relief will leave building walls and canopy edges standing, and a
threshold strict enough to remove them will erode the terrain. The dual-scheme formulation dissolves the trade-off by
recognizing that the two failure modes occur in spatially separable parts of the scene, and it identifies those parts using
descriptors computed from the DSM alone. This positions the method between two established strategies. Statistical
parameter adaptation the local-statistics thresholds of (J. Chen et al., 2023), the multi-resolution grids of (Y. Li et al.,
2021), the adaptive seed grids of (Zheng et al., 2024), the self-tuning cloth of (Cai et al., 2023), the two-stage residual
filtering of (Niu et al., 2025) — derives a parameter from the data but generally applies a single logic uniformly across
the scene. Learned filters (B. Li et al., 2022; Fareed et al., 2023; Stroner et al., 2025) achieve the highest reported
accuracies but need labeled training data and, in the photogrammetric case, models trained on the appropriate sensor
modality; (Qin, Tan, Ma, et al., 2023) documented how sharply their performance can fall when terrain type or
acquisition modality shifts away from the training distribution. The present approach requires neither. Its parameters
are few and physically interpretable: a window size that corresponds to a metric footprint, a threshold in degrees that
a surveyor can relate to the terrain, and every intermediate raster can be inspected to diagnose a failure. For a mapping
unit that must produce DTMs routinely and defend them to a client, that transparency has practical value that raw
accuracy figures do not capture. The vegetation and building components of the mask are geometrically comparable
to results obtained with learned methods on similar scenes (Hou & Li, 2024; Khan & Jung, 2024), which suggests that
a substantial part of the discriminative work in these scenes is carried by geometry that explicit rules can encode.

4.5 Digital terrain model and the void-filling bottleneck

The final DTM shown in Fig. 7 is continuous and gap-free. Buildings and canopy patches present in the DSM
have been replaced by terrain surfaces, and the broad topographic form of the block — a fall of approximately 70 m
across the site is preserved.



Fig. 7 Digital terrain model produced by the dual-scheme adaptive slope-based filtering workflow

According to Fig. 7, visual inspection nevertheless shows that the interpolated surface inside the largest vegetated
patches is coarse. Contours in these areas are broadly plausible in trend but lack the local detail visible on adjacent
observed terrain, and in places they run unnaturally straight, the planar-fill signature described in Sect. 3.7. This is a
direct and predictable consequence of void extent. Where a masked region spans tens of meters and contains no interior
terrain pixels, IDW can only propagate values inward from the perimeter, and the interpolated surface converges
toward a smooth ramp between opposing edges. Neither the choice of interpolator nor the Gaussian refinement can
recover information that the filtering step removed.

The clearest limitation is not classification but reconstruction. Once large vegetated patches are removed in their
entirety, the interior of each void contains no terrain observation whatsoever, and the DTM there is entirely an
interpolation product. The hybrid IDW—nearest-neighbor scheme guarantees a complete raster but cannot manufacture
information, and the resulting surface is smooth in a way that real terrain is not. The behavior is predictable from the
geometry of the fill. An IDW estimate at the center of a void is a distance-weighted average of the perimeter elevations,
so it reproduces the mean plane through the perimeter and suppresses any interior convexity or concavity. The
magnitude of the resulting error therefore scales with the departure of the true surface from that plane, which grows
with void radius and with local terrain curvature. In this block, where relief reaches 70 m and the largest masked
patches span several tens of meters, an interior gully or spur crossing a void is simply not represented — an error of
decimetre to meter order in the worst cases, although the present validation design cannot measure it directly.

The immediate implication is that the interpolator is the wrong place to look for improvement. A better interpolator
natural neighbor, kriging, spline, or a learned inpainting model would produce a smoother or more plausible fill, but
the fill would still be unconstrained by observation. Two avenues are more promising. The first is to reduce void
extent at source by preserving whatever sub-canopy terrain evidence exists in the photogrammetric cloud rather than
masking whole canopy patches wholesale; the point-cloud domain retains low returns at canopy gaps that the
rasterized DSM has already discarded through its surface-first representation, a point made concretely for
photogrammetric meshes by (Yu et al., 2022). The second is to accept that photogrammetry cannot see beneath a
closed tropical canopy and to fuse it with a modality that can. Kang et al. (2026) has been quantified directly: over
dense summer vegetation, their best photogrammetric DTM reached an RMSE of 0.179 m against 0.165 m for LiDAR,
and they observed that photogrammetric ground points were simply absent beneath low vegetation, whereas multi-
return LiDAR retained them. Raj et al. (2024) reported the same asymmetry for densely vegetated riparian corridors
in Southeast Asia. There is a design consequence here that generalizes beyond this study. For photogrammetric input,
a ground filter should probably be evaluated not only on classification accuracy but on the spatial distribution of
surviving terrain observations, because a filter that is correct everywhere but leaves no observations inside large object
patches produces a DTM whose quality is set by the interpolator rather than by the filter.

4.6 Vertical accuracy and the error budget
Comparison against the twelve ICPs gives a vertical RMSE of 0.148 m for the filtered DTM, corresponding to an
LE90 of 0.244 m shown in Table 3. The input DSM, evaluated at the same points, gives 0.144 m and 0.238 m.

Table 3 Vertical accuracy of the input DSM and the filtered DTM at twelve independent check points



Product RMSE. (m) | LE90 (m) | Increment relative to DSM (m)
Input DSM (photogrammetric) | 0.144 0.238 —
Filtered DTM (this study) 0.148 0.244 +0.004

The 0.004 m increment is smaller than the DSM grid spacing (0.083 m), smaller than the nominal vertical precision
of a network-RTK GNSS observation (typically 0.02-0.03 m), and far smaller than the residual scatter that produces
an RMSE of 0.148 m in the first place. It is therefore not a resolvable quantity at this sample size, and the defensible
statement is that filtering produced no detectable degradation of vertical accuracy on observed terrain, not that it
degraded accuracy by 4 mm. The error budget set out below develops both the reasoning behind this reading and the
parts of the scene it does not cover.

The vertical accuracy result deserves a more careful reading than a single RMSE value invites, and it is worth
setting out the error budget explicitly. The elevation error observed at a check point is the sum of four contributions:
(i) the error already present in the photogrammetric reconstruction, propagated from image measurement, camera
calibration and bundle adjustment; (ii) a grid-sampling term, since the DTM value is a cell average at 8.29 cm spacing
and the GNSS elevation is a point measurement; (iii) a filtering term, which is zero at a pixel correctly retained as
terrain and equal to the interpolation residual at a pixel that was masked; and (iv) the reference error of the GNSS
observation itself. At the twelve ICPs, all of which lie on open ground that the filter retained, term (iii) is essentially
zero by construction. The measured DTM error is therefore dominated by terms (i), (ii) and (iv), the same terms that
dominate the DSM error at the same points.

This explains why the DSM and DTM figures are nearly identical, and it explains the sign and size of the small
increment. Two operations can perturb a retained terrain pixel: Gaussian smoothing, which slightly attenuates genuine
local relief, and mask dilation, which can extend a detected object boundary a short distance onto adjacent ground so
that a nearby cell inherits an interpolated rather than an observed value. Both act to raise the residual slightly, which
is consistent with the +0.004 m observed. Neither is large enough to resolve against a validation noise floor set by
GNSS precision of roughly 0.02-0.03 m, so the honest conclusion is that the filtering and interpolation chain caused
no measurable loss of fidelity where terrain was directly observed. That is a meaningful and non-trivial finding; an
over-aggressive filter or a poorly conditioned interpolator would have degraded these values by centimeters, and many
do, but it is a statement about the absence of collateral damage, not about performance in the difficult parts of the
scene. The accuracy that remains unmeasured is precisely the accuracy inside the vegetated voids, where the visual
assessment indicates the surface is weakest and where term (iii) is the dominant contribution. Its magnitude cannot be
inferred from the ICP statistics, but the published record indicates it is substantially larger: (Kang et al., 2026) reported
0.179 m for a well-filtered photogrammetric DTM over dense vegetation against 0.147 m on bare ground at the same
site, an increase of roughly 20 %, with voids smaller than those generated here. A conservative expectation for the
present product is therefore that error inside large vegetated voids is at least of that order and, where local curvature
is strong, considerably greater.

Three further caveats bear on the statistics themselves. First, twelve points is the regulatory minimum under SNI
8202:2019, not a statistically comfortable sample: an RMSE estimated from twelve residuals carries a wide confidence
interval, and differences of a few millimeters between two products evaluated on the same twelve points are well
inside it. Second, Eq. 6 propagates RMSE, which combines systematic and random error, so a product with a small
bias and a product with equivalent random scatter yield the same LE90; reporting mean error and standard deviation
alongside RMSE would separate the two and is recommended for any repetition of this work. Third, the study is a
single-site experiment, and the adopted thresholds of 25° and 15° are calibrated to this terrain, this canopy structure,
and this building stock. For future work of this kind, we would recommend a stratified validation design in which
checkpoints are allocated deliberately across land-cover strata, with the vegetated stratum referenced by terrestrial or
mobile laser scanning where GNSS cannot penetrate, complemented by cross-validation of the interpolated surface
against terrain pixels withheld from the fill. Only such a design can characterize the error where it actually matters.

4.7 Parameter sensitivity and transferability

Four parameters govern the workflow: the roughness window k, the edge-density window m, and the two slope
thresholds 8, and 0. Their behavior is not equally consequential. The two window sizes are tied to the metric
resolution of the input. At 8.29 cm grid spacing, k = 9 corresponds to a footprint of roughly 0.75 m large enough to
average out reconstruction noise, small enough to resolve a canopy edge. A DSM at 0.5 m spacing would require k =
3 or 5 for an equivalent footprint. Reporting these windows in pixels alone, as is common, obscures the fact that the
appropriate value is a physical length, not a pixel count. The slope thresholds are the parameters a practitioner would
most need to re-derive, and they are also the ones whose sensitivity we have characterized least fully. Candidate values
were evaluated qualitatively across 23°-32° and 15°-20°, and the adopted pair was selected on the visual quality of



the resulting mask; a formal sensitivity analysis against a manually classified reference of the kind (Klapste et al.,
2020) conducted across filtering algorithms for UAV photogrammetric and LiDAR clouds would place the choice on
a firmer footing and would quantify how sharply performance degrades away from the optimum. We regard this as
the most important methodological gap in the present study. Transferability is likewise constrained. The zoning logic
assumes that vegetation is geometrically rough and that built structures are smooth interiors bounded by strong edges.
This holds for the campus, peri-urban and rural-settlement landscapes common in Indonesia and elsewhere in the
humid tropics (Kerong et al., 2022; Sulung & Soeksmantono, 2025). It would hold less well over uniform low crops
with no roughness signal, over steep bare badlands where terrain roughness rivals canopy roughness, or over informal
settlements with irregular, non-planar roofs. Extending the method to such settings would require additional or
different descriptors rather than re-tuned thresholds.

4.8 Comparison with alternative filtering families

The results should be compared with what other algorithm families achieve on comparable data. Cloth simulation
filtering (W. Zhang et al., 2016) and its recent refinements (Cai et al., 2023) are less parameter-sensitive than classical
SBF and generally outperform it on complex terrain; (Bailey et al., 2022) measured k = 0.86 for CSF against 0.62 for
a modified slope-based filter on high-density terrestrial data. TIN densification remains the operational default in
commercial software and continues to be improved for steep and discontinuous terrain (N. Chen et al., 2023; H. Li et
al., 2021; Zheng et al., 2024). Learned filters exceed all of these on benchmark data (B. Li et al., 2022; Qin, Tan, Ma,
et al., 2023; Stroner et al., 2025). The present method is not offered as a replacement for any of them. Its claim is
narrower and, we would argue, more useful: within the slope-based family, spatial domain adaptation recovers a
substantial part of the gap to more sophisticated methods at negligible computational and conceptual cost, using only
descriptors derivable from the DSM itself. Where a raster DSM is the available product as it frequently is when
photogrammetric processing is outsourced, or when only derived products are archived a method that operates entirely
in the raster domain has an operational advantage that point-based algorithms do not offer. A controlled comparison
against CSF, progressive TIN densification and a learned filter, on the same block and against a manually classified
reference, is the obvious and necessary next step, and we did not undertake it here.

5  Conclusions

This study developed a dual-scheme adaptive slope-based filter that assigns each pixel of a UAV photogrammetric
DSM to a vegetation-dominated or a flat-terrain processing domain, using a surface-roughness raster and an edge-
density raster as complementary descriptors, and then applies the slope threshold appropriate to that domain. Applied
to a 121 ha tropical campus block combining dense vegetation, multi-storey buildings and 70 m of relief, the method:
(1) separated terrain from buildings and vegetation using geometry alone, resolving buildings as solid footprints after
morphological consolidation and delineating canopy patches consistently with the independent roughness signal; (2)
produced a gap-free DTM with a vertical RMSE of 0.148 m and an LE90 of 0.244 m at twelve independent GNSS
check points; the 0.004 m increment over the input DSM lies below the resolving power of a twelve-point validation,
so filtering and hybrid interpolation caused no detectable loss of elevation fidelity on observed terrain; and (3)
remained visually deficient inside large vegetated patches, where complete removal of the canopy left no interior
terrain observations and the interpolated surface degenerated toward the mean plane through the void perimeter. The
limiting factor is therefore reconstruction, not classification. The accuracy figure reported here characterizes open
terrain, where the check points necessarily lie, and does not characterize the vegetated interiors where the model is
weakest; readers should not extrapolate it to those areas. Priorities for further work are, in order: preserving sub-
canopy terrain evidence in the point-cloud domain so that voids are smaller and interpolation is better constrained; a
formal sensitivity analysis of the slope thresholds against a manually classified reference; a stratified validation design
that measures error within vegetated strata using laser-scanned reference surfaces; and a controlled comparison against
cloth simulation, TIN densification and learned filters on the same dataset.
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