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Abstract

Modern grid-AI systems can identify feasible operating points or classify disturbance
trajectories without directly verifying whether the predicted state remains dynamically sep-
arated from an instability boundary. As foundation models for optimal power flow are
deployed across heterogeneous, renewable-rich grids, the absence of an independent physical
check on their outputs becomes a first-order reliability risk. We treat physical stability as a
property to be verified rather than assumed, introducing a multi-observable Critical Slowing
Down (CSD) framework that is topology-free, post-hoc, and model-agnostic. It combines
a structural observable (a time-domain Jacobian proxy) with spectral observables (a low-
frequency participation ratio and a spectral entropy drift). On IEEE 39-bus scenarios the
structural indicator achieves strong boundary discrimination near the critical clearing-time
limit (Area Under the Curve, AUC up to 0.88), and tracks inter-area stress monotonically
on a Kundur sweep. On large-scale GridSFM scenarios spanning distinct renewable mixes,
the observables remain directionally consistent across a different network scale and simu-
lation platform. Under noisy, short-horizon delayed-collapse conditions they further retain
significant associations with collapse risk where voltage-based indicators do not. These re-
sults position topology-free criticality observables as an independent, non-invasive layer that
makes the physical stability of grid-AI outputs checkable rather than assumed.

Keywords— critical slowing down, voltage stability, delayed voltage collapse, transient stabil-
ity, GridSFM, power grid, PMU, ANDES

1 Introduction

Voltage instability remains a major concern in modern power systems because a disturbed
network may appear to recover immediately after fault clearing while still progressing toward
delayed collapse. Conventional stability assessment therefore requires indicators that can dis-
tinguish true recovery from trajectories whose restorative dynamics are already weakening [1,2].

Critical slowing down provides a general early-warning principle for systems approaching
a critical transition. As the dominant restoring rate decreases, state trajectories may exhibit
slower recovery, stronger temporal dependence, and increased low-frequency energy, although
the measurable form of these effects depends on the available data and the physical setting [3–5].

∗This work has been submitted to ICT-PEP 2026 (IEEE) for possible publication. Copyright may be trans-
ferred without notice, after which this version may no longer be accessible.
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In our previous cross-domain study [6], which transfers the IBM TokaMind plasma foundation
model [7] to power-grid Phasor Measurement Unit (PMU) data, CSD indicators were used as
a confidence gate for severe-event classification, improving selective prediction; this motivates
their extension here as a post-hoc physical validation layer for voltage-stability assessment.

Machine-learning and LLM-driven approaches for transient stability assessment have demon-
strated strong predictive performance [8–10]. This motivates the development of complementary
physics-based validation layers that provide evidence under out-of-distribution operating con-
ditions, measurement noise, and other data-quality uncertainties [11–13].

Foundation models have begun to address large-scale power grid modeling, including the
IBM Foundation Model for the Electric Power Grid [14], which leverages graph-based archi-
tectures trained on diverse grid topologies. Microsoft GridSFM, trained across more than 150
grid topologies and approximately half a million scenarios, may generate a physically feasible
operating point that is nevertheless close to a dynamic instability boundary. Recent work has
leveraged Physics-Informed Neural Networks (PINNs) to accelerate Electromagnetic Transient
(EMT) simulations [15] and Alternating Current Optimal Power Flow (AC-OPF) surrogate
modeling [16], but these approaches do not address online instability monitoring under Out-of-
Distribution (OOD) operating conditions—a gap that CSD addresses.

This study evaluates the proposed framework through IEEE 39-bus transient-stability sim-
ulations, large-scale GridSFM regional-grid scenarios [17], and noisy ANDES delayed-collapse
cases [18]. The main contributions are threefold. First, the paper tests whether topology-free
rolling indicators can distinguish stable and unstable trajectories near transient-stability bound-
aries using the IEEE 39-bus and Kundur benchmark systems. Second, it examines whether
low-frequency critical-slowing-down observables remain directionally consistent when the val-
idation environment is extended from benchmark systems to large-scale regional-grid simula-
tions. Third, it tests whether these observables remain informative under noisy, short-horizon
conditions where voltage-based indicators lose resolution.

2 Methodology

2.1 Multi-Observable CSD Framework

Physics-informed approaches have demonstrated utility in microgrid voltage stability analysis
[19]. The present framework extends this direction through two observable families whose
common basis is the weakening of restorative dynamics near a critical transition, although no
equivalence among the variants is assumed [3–5]. Engine A is a structural observable derived
from the leading eigenvalue of a locally estimated transition operator; Engine B is a spectral

observable derived from post-fault low-frequency reorganization. The framework provides a
standardized cross-validation interface enabling an AI system’s predictions to be benchmarked
against physical stability evidence [20,21].

2.1.1 Engine A: Jacobian Observable

Engine A estimates local recovery dynamics from multichannel PMU-equivalent trajectories.
The measurements are standardized and projected into a low-dimensional Principal Component
Analysis (PCA) space, and within each sliding window a local transition operator Ĵt is estimated
by ordinary least squares. The window-level score is

sJ(t) = log

(
max

i

∣∣∣λi

(
Ĵt

)∣∣∣+ ε

)
(1)

where λi(Ĵt) are the eigenvalues of Ĵt; larger values indicate the dominant recovery mode lies
closer to marginal stability. Two aggregations of (1) are used: a rolling variant over all windows
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along the trajectory, used for transient-boundary verification and stress-sweep monotonicity,
and a fault-locked variant retaining only windows fully contained within the fault interval,
aggregated by their 90th percentile, used for delayed-collapse ranking under noisy short-horizon
observation.

2.1.2 Engine B: Spectral Observable

Engine B characterizes post-fault spectral reorganization from a sliding Fast Fourier transform
(FFT) window. Let P (fi) denote the power spectrum and pi = P (fi)/

∑
j P (fj) the normalized

spectral energy of the i-th component. Two variants are used. The low-frequency participation
ratio (LFPR), the principal score for monotonic stress sweeps, is

LFPR =

∑
fi≤flow

P (fi)∑
fi
P (fi)

, flow = 2.0 Hz (2)

where a larger LFPR indicates spectral energy concentrating in the low-frequency band
as restorative dynamics slow. The spectral entropy drift (∆H), the principal score for near-
boundary ranking under noise, uses the normalized spectral entropy

H = −

Nf∑

i=1

pi log pi (3)

with the Engine B score defined as

∆H = Hpost −Hfault (4)

where Hfault is computed during the fault interval and Hpost from the causal post-clearing
window; a larger ∆H indicates stronger post-fault spectral reorganization.

2.2 Experimental Settings

The IEEE 39-bus and delayed-collapse experiments use trajectories generated in ANDES, an
open-source environment for dynamic power-system simulation. The simulator represents the
network through coupled differential-algebraic equations, allowing controlled fault application,
fault clearing, and post-fault trajectory extraction under reproducible operating conditions [1,2].

2.2.1 Experiment 1: IEEE 39-Bus Boundary and Kundur Stress Sweep

Experiment 1 comprises two complementary tests. First, 116 IEEE 39-bus scenarios (77 stable,
39 unstable) are sampled at a PMU-equivalent rate; a Bus-16 clearing-time sweep locates the
stability boundary between 1.3 s (stable) and 1.4 s (unstable) [1,2]. Rolling CSD indicators are
computed directly from the PMU-like trajectories without topology information or a trained
classifier. Second, a Kundur KA sweep evaluates rolling Engine A, Engine B LFPR, spectral
entropy, and the combined A+B score against the inter-area oscillation-amplitude measure
da std, using flow = 2.0 Hz and a 120-sample FFT window at 60 Hz. Spectral entropy is
retained only as a comparison indicator, with LFPR as the principal Engine B score.

2.2.2 Experiment 2: Large-Scale Spectral Sensitivity

Experiment 2 uses GridSFM regional-grid scenarios for Texas and California to test cross-
platform stress sensitivity at a larger network scale. Wind- and solar-connected buses are
selected and their Optimal Power Flow (OPF) angle changes are weighted by generator capac-
ity and capacity factor, and rolling Engine A, Engine B LFPR, and A+B are evaluated against
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a renewable-weighted perturbation scale α swept from 0 to 3.0. Because these PMU-like tra-
jectories derive from static OPF operating points rather than dynamic fault simulations, this
experiment is interpreted as a monotonicity test, not as evidence of dynamic voltage-collapse
prediction or field-measured PMU validation. It complements the ANDES experiments by
changing both the simulation platform and network scale.

2.2.3 Experiment 3: Spectral Criticality Ranking

Experiment 3 evaluates whether post-fault spectral reorganization provides information beyond
conventional voltage-based observables in delayed-collapse scenarios. A near-boundary subset
(S1) of 75 trajectories from the ANDES delayed-voltage-collapse benchmark is adopted. For
each causal observation horizon, Engine B computes ∆H from a sliding FFT window; the rolling
LFPR metric is retained only as a reference frequency-domain observable and is not used as the
primary Engine B score here. Performance is evaluated by Spearman rank correlation between
the observable score and collapse risk, represented by the negative survival time −Tsurv, with
voltage deviation (Vdev) as the baseline.

2.3 Baseline Measure and Evaluation Protocol

Voltage deviation is adopted as the conventional baseline observable:

Vdev =
1

Nt

Nt∑

t=1

[
max

i
|Vi(t)− Vi(0)|

]
(5)

where Vi(t) is the voltage magnitude of bus i and Nt the number of evaluated samples.
Ranking performance uses the Spearman rank correlation between an observable score R and
collapse risk,

ρ = Spearman(R,−Tsurv) (6)

where shorter survival times Tsurv correspond to higher collapse risk. The primary evaluation
horizon is fixed a priori at k = 2 (33ms); additional horizons are reported only to illustrate
temporal evolution and are not used for model selection.

3 Results

3.1 IEEE 39-Bus Boundary and Kundur Stress-Sweep Results

The three rolling time-domain indicators were evaluated near the Bus-16 clearing-time bound-
ary, with their Area Under the Curve-Receiver Operating Characteristic (AUC-ROC) results
summarized in Table 1.

Table 1: IEEE 39-Bus Boundary Verification

Indicator Summary AUC-ROC

Jacobian-proxy mean Last-20 mean 0.8795

Rolling trend statistic Local slope 0.8025

Weighted composite score Mean + trend 0.8768

Figure 1 compares the CSD indicators against the inter-area oscillation-amplitude measure
da std. The upper panel shows the responses of rolling Engine A and Engine B LFPR across
the tested stress levels, while the lower panel summarizes the Spearman correlations of all
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indicators. Engine A, LFPR, and A+B achieve ρ = 1.00, whereas spectral entropy and Vdev

yield approximately ρ = −0.80.

Figure 1: Comparison of CSD-based methods against the inter-area oscillation-amplitude indi-
cator, denoted by da std.

These results indicate monotonic sensitivity within the tested sweep, not field-level predic-
tive accuracy. Figure 2 compares the two spectral indicators: the LFPR trajectories retain a
clearer ordering across the KA stress levels, particularly after the main disturbance, whereas the
spectral-entropy responses overlap substantially. This supports LFPR as the principal Engine B
indicator, with spectral entropy retained only as a comparison measure.
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Table 2: Kundur KA Stress-Sweep: Spearman Correlation of Each Observable Against the
Inter-Area Oscillation Amplitude (da std).

Observable Spearman ρ

Rolling Engine A (sJ) +1.00

Engine B LFPR +1.00

Combined A+B +1.00

Engine B spectral entropy −0.80

Vdev (baseline) −0.80

Table 2 reports the Kundur KA stress-sweep results. Rolling Engine A, Engine B LFPR, and
the combined A+B score each attain ρ = +1.00 against da std, confirming monotonic sensitivity
to the imposed inter-area stress. Spectral entropy and Vdev instead yield ρ ≈ −0.80, i.e. a
direction-inconsistent response, which is why spectral entropy is retained only as a comparison
indicator and not as the principal Engine B score.

Figure 2: Engine B LFPR and spectral-entropy responses during the Kundur KA sweep.

3.2 GridSFM Spectral Results

The GridSFM experiment evaluates whether the CSD observables remain monotonic under
renewable-weighted perturbations in large regional-grid scenarios. Table 3 summarizes the
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Spearman correlations with the renewable-weighted stress axis. In Texas, rolling Engine A
shows a strong positive response (ρ = +0.96), while Engine B LFPR and A+B are perfectly
monotonic (ρ = +1.00); in California, all three indicators achieve ρ = +1.00.

Table 3: GridSFM Renewable-Weighted Stress Validation

Region VRE Share Engine A Engine B A+B

Texas 29.3% +0.96 +1.00 +1.00
California 12.4% +1.00 +1.00 +1.00

Figure 3: GridSFM renewable-weighted stress responses for Texas and California. Rolling
Engine A (Jacobian proxy), Engine B (LFPR), and the combined A+B score are plotted against
the perturbation scaling parameter α. Engine B and A+B preserve perfect monotonicity in
both regions; Engine A shows a moderate positive response in Texas (ρ = +0.96) and perfect
monotonicity in California (ρ = +1.00).
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These correlations should be interpreted as monotonicity within the designed perturba-
tion sweep rather than as independent evidence of dynamic voltage-collapse prediction. The
GridSFM trajectories derive from static OPF conditions and synthetic PMU-like signals, whereas
the ANDES experiments provide the dynamic fault-based evidence. To ensure CSD applicability
across renewable scenarios, topology and control parameters were fixed and a progressive load
perturbation was applied rather than inertia sweeps, thereby maintaining bifurcation-induced
collapse dynamics and avoiding mechanism switching that would resemble rate-induced tipping.

3.3 Criticality Ranking Under Noisy Measurements

To evaluate robustness under measurement uncertainty, additive Gaussian noise (noise level
σ = 0.18) was injected into the post-clearing voltage trajectories. Following the strict causal
protocol adopted in this work, only the first three post-clearing PMU samples (≈ 50ms) were
used for observable extraction. Under this short-horizon regime, binary stable–unstable dis-
crimination remains relatively easy, indicating that short-horizon voltage trajectories already
contain sufficient information for coarse stability assessment. Such coarse classification, however,
provides limited resolution for distinguishing trajectories that are all near the stability bound-
ary. The analysis therefore adopts criticality ranking—the monotonic association between an
observable and collapse risk—rather than binary classification.

Table 4: Spearman correlation between the fault-locked Jacobian observable and voltage devi-
ation (Vdev) on the near-boundary subset (S1, band=0.03).

Horizon ρJ pJ ρVdev pVdev Gain
(ms) (∆ρ)

0–17 0.353 0.002 0.125 0.285 0.228
33 0.369 0.001 0.103 0.379 0.266
50 0.353 0.002 0.091 0.438 0.262
83 0.389 0.001 0.062 0.597 0.327
167 0.206 0.087 0.067 0.582 0.139

Table 4 summarizes the ranking performance of Engine A.
The evaluation was intentionally restricted to a challenging near-boundary subset (n = 75),

where trajectories remain highly similar during the first 33ms after fault clearing. Under this
strictly causal protocol, only early post-clearing information is available for criticality assess-
ment. At the primary horizon (k = 2, 33ms), Engine A achieved ρ = 0.369 (p = 0.001),
compared with ρ = 0.103 (p = 0.380) for the voltage-deviation baseline. The voltage baseline
is statistically indistinguishable from chance (p > 0.28 at every horizon), whereas Engine A
remains significant (p < 0.01) through 83ms—precisely where an independent check is most
needed.
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Figure 4: Engine A performance on the S1 delayed-collapse boundary subset. The fault-locked
Jacobian observable (Jfault) consistently achieved higher rank correlation with collapse risk than
the voltage-deviation baseline. The pre-specified horizon was fixed at k = 2 (33ms).

Table 5 reports the corresponding results for Engine B. At the pre-specified primary horizon
(k = 2, 33ms), entropy drift achieved ρ = 0.440 (p < 0.001), exceeding both the voltage
baseline and the Engine A ranking score, with positive and statistically significant correlations
across all evaluated horizons. Although the strongest correlation occurred at k = 20 (333ms,
ρ = 0.649), this horizon was not selected as the primary evaluation point and is reported only
as a secondary observation; the primary comparison remains the fixed 33ms causal horizon
adopted throughout.

Table 5: Spectral entropy drift (∆H) as a spectral criticality observable on the S1 delayed-
collapse boundary subset. Risk is encoded as −Tsurv. The pre-specified primary horizon is fixed
at k = 2 (33ms) to match the causal protocol used throughout this study.

k Horizon (ms) ρ(∆H,−Tsurv) p

2 33 +0.440 < 0.001
5 83 +0.484 < 0.001
10 167 +0.434 < 0.001
15 250 +0.431 < 0.001
20 333 +0.649 < 0.001

Overall, voltage trajectories alone are sufficient for binary stability classification but pro-
vide limited resolution for distinguishing trajectories near the stability boundary, whereas both
Engine A and Engine B retain statistically significant ranking capability under noisy measure-
ments, with Engine B providing the strongest association with collapse risk.
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Figure 5: Engine B performance on the S1 delayed-collapse boundary subset. Spectral entropy
drift (∆H) achieved consistently higher rank correlation with collapse risk than the voltage-
deviation baseline. The red dashed line marks the pre-specified primary evaluation horizon
(k = 2, 33ms).

4 Discussion

The proposed framework assumes bifurcation-driven critical transitions and does not address
rate-induced tipping [3,4,22]. The GridSFM evaluation, moreover, rests on static OPF-derived
operating conditions rather than field-measured PMU data, and the delayed-collapse results are
obtained at a controlled delayed-collapse benchmark; both point to larger and field-validated
event collections as the natural next step. What the three settings share is more telling than
any single score: across a transient benchmark, a foundation-model-scale grid, and a noisy
delayed-collapse regime, the same topology-free observables remain physically consistent with-
out retraining or topology information—a property conventional voltage-based indicators alone
do not consistently exhibit where it matters most, near the stability boundary.

5 Conclusion

This paper evaluates topology-free critical-slowing-down observables through transient-stability,
regional-grid, and delayed-collapse scenarios. The results show that Jacobian-based and spectral
observables can reveal stability-related information beyond conventional voltage measurements
while remaining applicable across different simulation environments, supporting their use as
complementary, non-invasive validation signals for grid-AI outputs. A key property of this
post-hoc design is that it decouples a model’s predictive speed from the physical assessment of
its dynamic stability. Future work will focus on larger event collections, additional instability
mechanisms, and validation using field-measured PMU data.
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