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Abstract

The Fréchet inception distance (FID) is a widely used metric to quan-
tify differences between image sets, most commonly to compare real im-
ages with synthetically generated ones. In this paper, we examine the
robustness of the FID metric at quantifying this similarity by applying
it to sets of real-images from the same distribution. With the use of 3
benchmark datasets and 3 real world datasets, we evaluate FID scores be-
tween distinct sets of real images by partitioning a superset into subsets
of balanced class instances, and computing FID across a range of set sizes
for both in- and out of distribution data. Here we show that FID values
decrease approximately linearly with the inverse of the number of images
in each subset. We observe sub-linear gradients for real world images,
compared to linear and super-linear for simpler benchmark datasets. In
general we observe a clear step change in conditioning when transitioning
from an under-determined problem, however this does not appear to cor-
respond to a measurable difference in the FID value, its variance, or the
Rank of the covariance matrix used to compute the FID. Extrapolating
FID values to extremely large set sizes (10° and 10'°) of real images from
the same superset yields appreciable FID values. This questions the effec-
tiveness of FID at measuring the similarity of real and generated images
for practical image set sizes in real world applications.

Keywords: Fréchet inception distance, Artificial Intelligence, real images,
synthetic images.

1 Introduction

The Fréchet inception distance (FID) is the current standard metric for quan-
tifying the similarity of two sets of images [1]. Typically, the FID is used as
an evaluation metric for the quality of synthetically generated images compared
to a reference set of real images. Most applications of the FID have been to
benchmark the performance of various generative Al models, such as generative
adversarial networks (GANs) [2], diffusion models [3] and transformers [4], at
producing high quality synthetic data.

Work by Yu et al. [5] investigated the suitability of the FID measure for the
assessment of the generation of synthetic images based on the Modified National
Institute of Standards and Technology handwritten digits dataset (MNIST) [6].
It was reported when visually assessing the generated images that the FID score
gave a more realistic indicator compared to the regular inception score. How-
ever, more generally, Jayasumana et al. [7] highlighted that a limitation of FID
as an evaluation metric for modern text-to-image models, was that it did not
align with human observation and fails to capture gradual improvements and
distortions. A further study [8] looked at inappropriate FID assignment in the
context of low perceptual qualities by integrating lower-level features to cover a
wider array of visual defects. Moreover, as the FID is based on the latent fea-
ture distribution of an Inception-v3 model pretrained on natural images in the
ImageNet1K dataset [9], it is known to be sub-optimal for non-natural images
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due to the data being out of distribution relative to the ImageNetlk training
data [10-13]. A pertinent example of non-natural, out of distribution data are
medical images, where using a pretrained Inception-v3 on natural images may
lead to less informative latent feature representations [14]. Despite these limita-
tions in the latent features representation, there has been a significant focus of
the FID for medical imaging data tasks, in part due to the lack of appropriate
alternative metrics. Medical imaging data typically consist of characteristics
including noisy images, non-natural images, heterogenous samples, and a low
number of instances. The latter is a particular challenge relating to the FID for
medical imaging as natural image benchmarks typically use tens of thousands
of images, significantly more than are typically available for medical imaging
datasets. Previous work looking at sample numbers for the FID between sets of
real and generated images highlight that the FID is a biased estimator sensitive
to the number of instances [15, 16].

Many studies have investigated the FID for different applications or com-
pared against other metrics [17, 18]. However, there is a lack of verification
as to whether the FID is a robust measure between two sets of real images.
The underlying assumption is that the FID can robustly measure the similar-
ity of sample distributions drawn from the same population, which is critical
for its appropriateness in evaluating the quality of synthetic images. If this
assumption is weak, or indeed false, then the FID is not a suitable metric for
assessing the quality of synthetic images. To the best of our knowledge there
have been no investigations to test this assumption. In this study, we address
this gap by evaluating the FID between samples of real images such as animals
or skin lesions that are each drawn from the same population. This allows us
to evaluate the performance of the FID score at measuring consistent features
in ‘real world’ images. We assess the FID between two sets of real images from
the same distribution over a range of sample sizes to investigate how the score
varies with sample size. Section 2 of this paper outlines the FID experiments
and describes the datasets. Section 3 presents the results and discussion from
our experiments. Finally, Section 4 gives our conclusions.

2 Methods

2.1 FID Calculation

The FID is a measure of distance between two sets of images as an extension of
the Fréchet distance between two distributions modelled as multivariate Gaus-
sians with mean pu, u’ and covariance X, ¥'. For the FID, a convolutional neural
network, Inception-v3 [19], pre-trained on ImageNet [4] is used to extract la-
tent features from the respective sets of images, which are then are modelled as
multivariate Gaussian distributions. The corresponding means and covariances
are then used to compute the FID as

FID(X, X') = [lu = /3 + Tr (B + ' = 2(5%)"?) | (1)
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where Tr is the trace operation. By comparing distributions of image attributes,
FID scores are generally used to measure similarities between real and synthetic
images to determine the effectiveness of a trained network at generating the syn-
thetic images. Similar images are expected to have a low score so, in the extreme
case, an image set paired with itself gives a FID of zero. The FID increases as
the image features in the sets diverge, such that images with different sets of
features have a high score. There lacks, however, an assessment or validation of
this assumption, that the FID is effective and robust for measuring similarities
between samples from the same distribution, i.e. real images of the same en-
tity. Throughout this work we consider real images as an image acquired from
a device or sensor that derives from a physical or digital measurement such as a
camera, X-ray, magnetic resonance imaging scanner, microscope, etc. We then
consider generated images as the output of any model or process that simulates
or synthesises image acquisition such as an Al system, mathematical model,
digital twin or simulation.

Several studies have noted the dependence of FID on sample size [15, 16]
with varying sample sizes used in the literature [11, 18, 20]. Mathematically,
there is a lower limit for robustly computing the FID based on the size of the
covariance matrix in equation (1), which is set by the output of the Inception-
v3 model as 2048. Fewer instances than this limit lead to an under-determined
solution which may be numerically unstable. This limit is pertinent for medical
imaging datasets which are typically in the hundreds or thousands rather than
the 10’s of thousands in some natural imaging datasets.

2.2 Experiments

To evaluate the FID between samples of real images, we take a collection of real
images and split them into equal sets consisting of comparable class instances,
and compute the FID for varying set sizes. This provides a best case, or lower
bound, for the FID between these real images from the same distribution. If
the FID between these sets of real images is non-zero, it is impractical to expect
the FID between a real and generated set to be close to zero, except for the case
where the generated images are trivially direct copies of the real images.

To conduct these experiments, we use several well-known open-source datasets
(Section 2.3) to benchmark the FID calculations. We repeat the experiments
for a range of set sizes to identify dependence of the FID score on the number of
images, which we can compare to the study of Chong et al [16] as we extrapo-
late our results as the investigators recommend in order to avoid bias that they
report. For a set of real images, X, of C classes, we split each class into two
equal size subsets, X¢ and X§, where ¢ € {1...C?}, and compute the FID be-
tween these image sets. In order to assess the uncertainty of these calculations
we randomly split the complete set of images, X, five times and compute the
mean and variance of the score. For assessing the dependence on set size, we
randomly select instances from X7 and X§ independently to reach the required
set size, again computing mean and variance for the FID. As we compute the
FID for each class, we refer to these experiments as Class- Wise FID.



129

130

131

132

133

134

135

136

137

138

139

140

141

142

143

144

145

146

147

148

149

150

Set ofimages, X
|

p -

Class-wise split

into two random 1
subsets X, X,
Repeat l
2,...,C

Class-wise

FID Repeat 5 times,

— compute mean
and variance

Concatenate randomly selected
classes C

All Sample FID

Compute FID ]»

Figure 1: Experiment Setup Overview of experimental setup for the Class-
wise and All Sample FID calculations

In order to extend the analysis of set size in this work we perform addi-
tional experiments that combine multiple classes together. In these additional
experiments, we subset the data as above and combine all classes together (it-
eratively increasing the number of instances from each class). For example,
for the MNIST dataset we split the ‘0’ class into two sets, 2 and xJ, and
split the ‘1’ class into 21 and 3, etc. then concatenate these sets, such that
Xy = [29,21,...,29] and Xy = [29,23,...,29]. The size of x§ and z§ are
balanced and iteratively increased as the Class-wise FID experiments prior to
concatenation. Although there are differences between the two classes, both are
equally represented in the subsets X; and X, and therefore the distribution of
image features in both subsets is consistent and should not affect the FID score.
As we combine classes in this experiment we refer to these experiments as All
Sample FID. An illustration of both experiments is given in Fig. 1.

We compute the rank and conditioning of the covariance matrix in the FID
calculation for all experiments, which along with the deviation across multiple
runs, provides an indication of confidence on the FID values. The Rank shows
the number of independent rows in the covariance matrix, which provides in-
sight about the amount of ‘useful’ information used to compute the FID. The
condition of the matrix is a measure of stability of the solution, and how much
it can change under small perturbations in the data. Our analysis showed that
the Rank and condition number are approximately equal for ¥ and ¥’ hence we
only report the Rank and Condition of the covariance matrix for brevity.
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2.3 Datasets

We use several datasets in our experiments: three benchmark datasets and three
real-world medical imaging datasets to demonstrate the generality of our find-
ings. For benchmark data we use the widely used MNIST [6] dataset, containing
a total of 70,000 images of handwritten digits sorted into 10 classes, the CIFAR-
10 [21] collection, also with 10 classes and containing 60,000 images of objects
and animals, and the ImageNet1K dataset with over 1.2 million images for 1000
classes of natural images [4]. For real-world datasets, we use examples ranging
across several imaging modalities and number of classes. These include: the
HAM-10,000 dataset of 10,015 dermatoscopic images of eight imbalanced di-
agnosis classes [22], the PathMNIST [23] dataset which includes 107,180 colon
pathology images divided into nine classes, and a mammography dataset of 4,486
mammograms collated by the Dutch Expert Centre for Screening (LRCB) [24].

For the mammography data all experimental protocols were approved by the
LRCB and were carried out in accordance with applicable EU and Dutch guide-
lines and regulations governing mammography screening. The dataset consisted
solely of fully anonymised mammography images collected for research purposes
with patient consent. All personally identifiable information had been removed
prior to access by the investigators, and no patient-identifiable data were used
in this study. The data were originally collected before the implementation and
subsequent tightening of Dutch healthcare data governance requirements under
the Wabvpz framework and were handled in accordance with the regulations
applicable at the time of collection, as well as current GDPR requirements for
anonymised research data.

We note that as the Inception-v3 model used to obtain the feature repre-
sentations was pre-trained on the ImageNet1K dataset, some of these datasets
are out of distribution relative to the training data. The ImageNet1K data is,
by definition, in distribution (note that as we are only extracting feature repre-
sentations and not performing downstream tasks, ‘overfitting’ is not an issue),
and we consider CIFAR-10 also as in distribution. The remaining datasets are
all out of distribution relative to ImageNet1K and therefore the feature embed-
dings of the Inception-v3 model are sub-optimal for the calculation of the FID
(see equation 1). Our experiments therefore also explore the impact of out of
distribution data on the computation of the FID.

All images are resized to 299 x 299 x 3 pixels in order to be compatible with
the Inception-v3 model, and are also normalised to [0,1] to achieve the same
overall distribution. For the mammogram dataset, the image pre-processing is
performed using proprietary software on the instrument as used in a clinical set-
ting. All experiments were performed in Matlab 2024a, with the mammography
latent features extracted in Python prior to analysis in Matlab.

We use sample sizes starting from either 50 or 100, with increments varying
depending on the number of instances in the full dataset and coverage of range
or sample sizes. For larger datasets we compute up to 30k images in each of
X7 and Xs. As a single class size enforces an upper limit on the number of
instances we use, we also use the All-Sample FID calculations to provide larger,
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balanced sets of images.

HAM-10,000 contains the ‘Melanocytic Neves’ class that corresponds to 67 %
of the overall dataset so this is the only individual class compared to the All
Samples experiment. The PathMNIST dataset contains sufficient samples in
each class and we observed insignificant difference between classes so it was
decided that an All Samples group was not necessary, and for the mammography
dataset there were no class labels to compute class-wise FIDs.

3 Results and discussion

In all our results the FID is plotted in relation to set size as well as the rank
and the condition of the covariance matrix in equation (1). Broadly, the FID
values follow the same dependence with sample size across all benchmark and
real world datasets, exhibiting an initially rapid decrease in FID with increasing
set size N until converging asymptotically close to zero to a FID value in the
limit N — oco. Both the class-wise and All Sample FID scores demonstrate
this behaviour, with overlap between the class-wise and All Sample FIDs for
MNIST, CIFAR-10 and HAM-10,000, Figure 2. The dashed line depicts where
the set size equals the dimensionality of the feature vector produced by the
Inception-v3 model (2048), notably affecting the computation of the covariance
in equation (1). This threshold for set size, below which the problem is under-
determined. Interestingly, there is no notable difference in variance of the FIDs
across the five repeats of the experiment (other than an expected reduction with
increasing samples) in the different regimes (observed across all datasets). The
underdetermined regime (left of the dashed lines in Figure 2 shows rapid reduc-
tion of FID with increasing set size compared to the alternative (determined)
regime, however, this could primarily be down to sample-wise variation within
the subsets which would be significant at small set sizes. Due to the small
number of images, the mammography dataset has only a few points outside the
underdetermined regime.

The effect of small sample size is clearly seen in the condition of the co-
variance matrix (see Figure 3), which is unsurprisingly large and variable in
the underdetermined region. The right side of the dashed line exhibits a step
change when the problem is no longer underdetermined where the condition
reduces by several orders of magnitude and the variance is indistinguishable
in most plots. Interestingly, the change in the rank of the covariance matrix
with sample size differs across the datasets. MNIST approaches full rank in the
underdetermined region, possibly due to the simplicity of the dataset, whereas
CIFAR-10, ImageNet1K and HAM-10,000 show the rank of the covariance ma-
trix (Figure 4) increasing considerably even for a large number of images. For
ImageNet1K and HAM-10,000, the rank continues to increase beyond the 10,000
and 5,000 (respectively) subset sizes used in our experiments. However, for the
PathMNIST data, the covariance matrix is at full rank at the dashed line and
therefore does not change with increasing subset size. For the mammography
dataset, we observe the step change in covariance matrix conditioning, whereas



230 the rank appears to be increasing beyond the available subset size. The trend
a0 of Rank with subset size appears to vary across the datasets with no observable
2 similarity for in or out of distribution datasets respectively.
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Figure 2: FID Dependence on Sample Size FID values dependence on the number of images in each subset for the different
datasets (columns). Orange lines denote FID for the class-wise experiments and black lines are for the All Samples experiment
(classes are merged and equally represented in each subset). The vertical dashed line indicates where the number of images
equals the size of the covariance matrix in equation (1). Error-bars represent the standard deviation over the independent
runs. N.B. some plots are on a log scale for clear visualization
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Figure 3: Condition of covariance matrix The condition of the covariance matrix in equation (1) dependence on the number
of images in each subset for the different datasets (columns). Orange lines denote FID for the class-wise experiments and black
lines are for the All Samples experiment (classes are merged and equally represented in each subset). The vertical dashed line
indicates where the number of images equals the size of the covariance matrix in equation (1) Error-bars represent the standard
deviation over the independent runs. N.B. some plots are on a log scale for clear visualization
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Figure 4: Rank of the covariance matrix The rank of the covariance matrix in equation (1) dependence on the number of
images in each subset for the different datasets (columns). Orange lines denote FID for the class-wise experiments and black
lines are for the All Samples experiment (classes are merged and equally represented in each subset). The vertical dashed line
indicates where the number of images equals the size of the covariance matrix in equation
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Figure 5: FID dependence on inverse sample size FID dependence on inverse sample size for the different datasets
(columns) in this study. Orange lines denote FID for the class-wise experiments (each line represents a different class) and
black lines are for the All Samples experiment (classes are merged and equally represented in each subset). The vertical
dashed line indicates where the number of images equals the size of the covariance matrix in equation (1). Error-bars represent
standard deviation over the independent runs. N.B. Plots are on a log scale for clear visualization
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Chong et al. [16] demonstrated that the FID is a biased estimator and
recommended extrapolating FID versus 1/N as N — oo. Figure 5 presents
our results in this format. Except for small sample sizes, there is no obvious
change in FID dependence with N on the left or right sides of the dashed line.
In their studies, Chong et al. [16] observed a linear decrease in FID with 1/N

when comparing real and generated images.

However we only observe near

linear trends for large samples sizes (i.e. low 1/N) when comparing sets of
real images. Due to the large dynamic range of our experiments we present
these plots on a log-log scale for visualisation. We note that the right side of
Figure 5 is the underdetermined region due to the 1/N z-axis. We observe
differing FID values across the different data modalities indicating that the FID
is not comparable across applications. Interestingly, we also observe that the
FID is lower for out of distribution data (HAM-10,000, PathMNIST) than in-
distribution data (Imagenet1K) at the same sample size. This indicates that the
subsets from out of distribution data are more similar to each other than the
subsets from in distribution data, though this could be due to the lack of model
optimisation for distinguishing features in these (out of distribution) domains,
effectively homogenising the features in out of distribution data. For the sample-
wise FID assessments (MNIST, CIFAR-10 and PathMNIST), the FID values at
the same subset size can differ by a factor of two or three between classes
regardless of whether they are in distribution (CIFAR-10) or out of distribution
(PathMNIST). This provides provides further evidence that FID values are not
comparable between datasets, even subsets drawn from the same distribution.

We extrapolate the lines in Figure 5 by fitting with a power law, y = Ax?,
via logy = log A + alogx, extrapolating towards 1/N — 0. Table 1 contains
the FIDs from the largest subset size in each dataset used, FID(N,,4.), and
an extrapolation of FID at very large samples as an estimation of the unbiased
value FID*. Extrapolated values are reported as median estimates with 95 %
confidence intervals estimated via non-parametric bootstrap resampling (with
replacement) of the data using 5,000 replicates. With the exception of MNIST
and CIFAR-10, even at set sizes many orders of magnitude larger than typical
experiments, and practically available, the estimate of FID* are appreciably
larger than zero. Interestingly the out of distribution data (HAM-10,000 and
PathMNIST) are an order of magnitude lower than for ImageNet1k, though as
previously stated this may be due to the homogenisation of latent features from
a sub-optimal embedding and therefore misleading.

The gradient « of the fitted lines characterises the growth rate of the FID
with increasing number of images, and further highlight the variation with
datasets. Some in distribution data (ImageNet-1k) have the same sub-linear
growth rate as out of distribution data (Mammography), where as others (CIFAR-~
10) are approximately linear. The growth rate for out of distribution data can
vary drastically from sub-linear (Mammogrpahy, HAM-10000, PathMNIST) to

super-linear (MNIST).

10
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Table 1: Extrapolation of Results Extrapolating FID versus 1/N, N — oo
(Fig. 5) to FID(N*), where N* is 10° or 10'° samples depending on dataset,
as an estimation for the unbiased FID value FID* ~ FID(N*). Npax is the
maximum set size used for a dataset and « is the fitted gradient on the log log
scale plots. Calculations are quoted with 95% bootstrap confidence intervals
(CT). "PathMNIST values are averaged over the class-wise FID lines

Dataset FID(Nmax) FID* [95 % CI] a 95 % C1)
MNIST 1.30 x 10~*  2.72[0.00, 20.30] x 10~ 1.19[1.08, 1.73]
CIFAR-10 1.69 2.65[1.83, 3.41] x 1075 0.97[0.95, 0.99]
ImageNet-1k  6.48 1.29[0.20, 3.75] x 10=3  0.63[0.56, 0.76]
HAM-10000 6.22 2.02[0.14, 4.16] x 10~4  0.71[0.67, 0.90]
PathMNIST!  5.67 2.45[1.45, 3.44] x 10~*  0.75[0.73, 0.76]
[ ] [ ]

Mammography 7.38 2.67[1.17, 3.46] x 1073 0.580.56, 0.63

4 Conclusions

In this study we assess whether the FID is a useful metric for evaluating the
quality of synthetically generated images by computing the FID for real (i.e.,
non-generated) images across several benchmark and real-world datasets. We
examine the impact of set size on the FID value, the effect of out of distribution
data and class variation, as well as the robustness of the FID computation.

Our results show that FID score decreases approximately linearly on a log-
log scale with the inverse of the number of images in each subset. We observe
comparable gradients across classes within real world datasets, with differt in-
tercepts indicating class-wise heterogeneity for FID values. We observe this for
natural benchmark images that are in distribution, relative to the pre-trained
Inception-v3 model used to compute the FID values, and for complex medi-
cal images that are out of distribution for the model. Interestingly we observe
the similar sub-linear gradient for in distribution data (ImageNetlk) and out
of distribution data (HAM-10000, PathMNSIT, Mammography) providing set
sizes were sufficient. However other datasets MNIST (out of distribution) and
CIFAR-10 (in distribution) exhibit a super-linear and linear gradients respec-
tively, indicating behaviour is dataset dependent.

Even when comparing extremely large subsets of non-generated images de-
rived from the same distribution, the FID produces non-zero values, limiting
its usefulness when evaluating the quality of generated images compared to a
ground truth set. Moreover, we find the FID is generally lower for out of distri-
bution data compared to in distribution images at the same sample size, which
we hypothesise is due to a sub-optimal feature embedding for the out of distri-
bution data, effectively homogenising the classes. This potentially makes low
FID values misleading when evaluating the quality of generated data that is out
of distribution.

Despite a clear step change in conditioning of the problem when moving

11
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from an under-determined problem, we observe no other impacts on the com-
putation of the FID value. The FID value, its variance and the Rank of the
Covariance matrix in equation (1) exhibit no discernible impact or change when
moving from an under-determined problem. The dependence of Rank on set
size appears to be model dependent which may be due to the complexity of the
problem and the effectiveness of the model at embedding the image features. In
any case further investigations are required here.
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Figure 1: Experimental Setup Overview of experimental setup for the
Class-wise and All Sample FID calculations
Figure 2: FID Dependence on Sample Size Effect FID values (top row),
and the condition (middle row) and rank (bottom row) of the covariance ma-
trix in equation (1) dependence on the number of images in each subset for the
different datasets (columns) in this study. Purple lines denote FID for the class-
wise experiments (each line represents a different class) and black lines are for
the All Samples experiment (classes are merged and equally represented in each
subset). The vertical dashed line indicates where the number of images equals
the size of the covariance matrix in equation (1). Errorbars represent standard
deviation over the independent runs. Note the log x-axis for the second column
(CIFAR-10 dataset) due to the large range of sample sizes.
Figure 3: FID dependence on inverse sample size FID dependence on
inverse sample size on a log-log plot for the different datasets (columns) in this
study. Purple lines denote FID for the class-wise experiments (each line repre-
sents a different class) and black lines are for the All Samples experiment (classes
are merged and equally represented in each subset). The vertical dashed line
indicates where the number of images equals the size of the covariance matrix
in equation (1). Errorbars represent standard deviation over the independent
runs.
Table 1: Extrapolation of Results Extrapolating FID versus 1/N, N — oo
(Fig. 5) to FID(N*), where N* is 10° or 10'° samples depending on dataset,
as an estimation for the unbiased FID value FID* ~ FID(N*). Npax is the
maximum set size used for a dataset and « is the fitted gradient on the log log
scale plots. Calculations are quoted with 95% bootstrap confidence intervals
(CI). TPathMNIST values are averaged over the class-wise FID lines
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