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Abstract: An improvement in patient satisfaction and health care services depends on the full 

understanding of the sentiments of patients. From the analysis of the sentiments of patients, healthcare 

professionals will be able to find out how services can be improved, what are the recurring problems, 

and how services can be tailored to fit the needs of patients. This paper will examine how sentiment 

analysis has been utilized for patient experience and propose a new approach that makes use of modern 

techniques and models to derive meaningful insights about sentiment from textual data obtained from 

21 hospitals. The new approach will employ such advanced algorithms as RNN, LSTM, GRU, 

BiLSTM, Random Forest, Decision Tree, XGBoost, and BERT. They will be used in order to enhance 

the overall performance of the model at various levels of sentiment and understand semantic 

dependencies in textual data. Different types of embeddings will be employed, namely word2vec, 

GloVe, and TF-IDF. In addition, a topic modeling by using LDA will be implemented in the process of 

obtaining meaningful information about sentiment categories in the analyzed texts. As part of the 

process, five topics will be selected for every sentiment category: positive, negative, and neutral. 

Keywords: Topic Modeling, LDA, Deep Learning, Patient Experience, Sentiment Analysis, Ensemble 

Techniques, Embedding Techniques, Healthcare Quality Evaluation. 

1. Introduction 

The healthcare domain continues to evolve owing to developments in medicine, technology, and a 

growing emphasis on patient care. There are various measures employed to gauge the quality of 

healthcare services provided, but patient experience emerges as one of the most important aspects of 

care quality because it determines how satisfied patients are with their healthcare experience. This also 

affects the level of their compliance and eventually influences the outcome of the treatment process. 

Therefore, patient experience analysis has become an essential component of modern healthcare. 

Nowadays, patients have access to platforms to report their experiences via wikis, blogs, social 

networks, and other online forums [1, 2]. Nevertheless, such patient reports are not captured 

systematically due to their unstructured form. 

In the recent past, there have been increasing significance accorded to the use of sentiment analysis in 

measuring the experience of patients. Sentiment analysis is among the natural language processing 

(NLP) methods, uses algorithms for identifying, extracting, and measuring subjective content in the 

form of text-based material. Most sentiment analysis studies conducted so far have focused on 



collecting data from online sources such as websites and social networking sites like Facebook and 

Twitter. The information thus collected could be either positive, negative, or neutral sentiments related 

to specific areas of interest. Using sentiment analysis on patient data can help health care providers gain 

valuable insight about their patients' sentiments. 

The current research will look at the implementation of machine learning and deep learning techniques 

for analyzing sentiments expressed by patients. In light of the fact that the amount, dispersion, and 

diversity of the data may prove quite large, extracting useful information out of them would become a 

difficult task [7]. This research aims at compiling a complete data set comprising patient reviews 

collected from different hospitals in several Indian cities. These reviews have been sorted into three 

sentiment categories, namely positive, negative, and neutral. Some of the models being tested include 

Recurrent Neural Network (RNN), LSTM, GRU, Bidirectional LSTM, Random Forest, Decision Tree, 

XGBoost, and BERT. The embedding techniques used in this study include word2vec, GloVe, and TF-

IDF. The purpose of the current research is to achieve high precision in the sentiment categorization 

process while at the same time uncovering hidden topics that lie beneath each individual sentiment class 

through topic modeling. LDA has enabled the extraction of important topics from positive, negative, 

and neutral reviews. 

The structure of this paper is outlined below: Section 2 will present an extensive literature review of the 

methods for machine learning and deep learning that have been used in sentiment analysis in patient 

reviews. The methodology adopted in this paper will be presented in Section 3, where the experimental 

setup will be explained. Section 4 will describe the findings, while Section 5 will outline the conclusions 

drawn from the analysis. 

 

2. Related Work 

Also known as sentiment analysis, opinion mining is the technique of finding out and classifying the 

emotions expressed in texts. Sentiment analysis can be helpful in making patients happy by providing 

useful insights in the healthcare industry. Techniques for assessing the sentiment polarity of texts were 

developed during preliminary work by Liu et al. (2012) and Pang and Lee (2008). Such techniques have 

currently been applied in the healthcare sector. Opinion mining and sentiment analysis techniques have 

been reviewed in detail by Pang and Lee (2008) [9], and the sentiment analysis techniques have been 

extensively surveyed by Liu et al. (2012) [8]. Various traditional ML models like Support Vector 

Machine, Naive Bayes, and Decision Tree algorithms have been commonly used for sentiment analysis. 

Hegde and Bhat (2018) were successful in achieving an accuracy rate of 89.17% by using SVM for 

sentiment classification [Pang and Taboada corpus dataset with 10 cross-validations]. The above 

experiment proved that SVM was effective in handling binary classification. Likewise, Rahman et al. 

(2019) analyzed patient feedback by using the Random Forest algorithm that could effectively handle 

different types of datasets while obtaining an accuracy rate of 85%. 

In the field of healthcare, the use of naive Bayes classifiers for sentiment analysis has also been 

observed, which is famous for its efficiency and simplicity. Sentiment analysis of patients' reviews in 

health forum was conducted by Piryani et al. (2017) using Naive Bayes classifier to achieve an F1-score 

of 0.78 [12]. Although these traditional classifiers provide a base for sentiment analysis, they may face 

some difficulties in recognizing complex language patterns. Besides, sentiment analysis through an 

LSTM recurrent neural network has been applied to identify trends in public sentiment. In relation to 

the COVID-19 outbreak, Yin et al. (2020) proposed a new approach to detect the trending topics and 

sentiment trends in social media messages. Aspect based sentiment analysis coupled with topic 



modeling was used by Jang et al. (2020) on the COVID-19 Twitter dataset. The change in subject trends 

during the pandemic period has also been explored by the researchers. 

A major transformation has occurred in sentiment analysis through deep learning, with improved 

accuracy and the ability to cope with complex language structures. The use of RNNs and their variants, 

LSTMs, and GRUs has proven quite effective when applied to the task of sentiment categorization. 

According to Yadav et al. (2020), LSTM networks performed exceptionally well in sentiment 

categorization with the help of patient evaluations, yielding an F1-score of 0.86 [13]. Likewise, Zhang 

et al. (2018) reached an accuracy rate of 88% by applying GRU in sentiment categorization in the 

healthcare sector [14]. There is a possibility that CNN can learn from local features in texts that makes 

them useful in sentiment analysis applications. According to Kim (2014), CNNs are capable of 

producing state-of-the-art performance in several datasets used for sentiment analysis, including patient 

reviews[15]. Their model, which yielded an accuracy rate of 89%, is just one example of this 

application. 

Researchers have tried to improve on sentiment classification by incorporating the use of hybrid and 

ensemble techniques, whereby the strengths of more than one method are combined. In an attempt to 

exploit features both locally and globally, Li and Wu (2021) have proposed a hybrid approach of CNN 

and LSTM, which yielded an accuracy of 91%. This clearly shows the benefits of using a hybrid method 

[16]. It has further been shown that ensemble methods such as the combination of Random Forests and 

deep learning methods can help to improve classification performance. An ensemble of LSTM along 

with Random Forest yielded 92% accuracy [17]. 

In natural language processing, another important development is transfer learning which involves 

utilizing already trained models such as BERT. With the exceptional skills of BERT in understanding 

semantics and context, sentiment analysis has seen significant progress. For instance, in their work, 

Zhou et al. (2022) reported state-of-the-art results with 94% accuracy when they employed BERT in 

sentiment classification of patients' reviews [18]. More complex natural language processing methods 

can be adopted in the healthcare sector as there is no need for large datasets due to pre-trained models. 

Other than sentiment classification, topic modeling approaches such as LDA have also proven useful 

in identifying hidden topics in patient reviews. Health practitioners will be able to learn about specific 

topics in which there could be some concerns through identification of hidden topics related to different 

sentiments. Through use of LDA on patients' reviews, Wang and Liu (2019) were able to identify key 

topics that were associated with patient happiness and displeasure [20]. This has shown that knowledge 

on topics covered in patient reviews is essential to tackle problems in a targeted manner. Table 1 below 

demonstrates a comparative study of different approaches used for sentiment classification of patients. 

 

Table 1: Comparison of existing models for patient sentiment classification based on accuracy 

Model Dataset Accuracy (%) 

Ref. [10] Pang Corpus [21] and Taboada Corpus [22] 89.17 

Ref. [11] Movie Review Dataset V1.0 [23] 87.85 

Ref. [24] Movie Review Dataset V1.0 [23] 86.00 

Ref. [25] Movie Review Dataset V1.0 [23] 82.70 

Ref. [26] Movie Review Dataset V1.0 [23] 87.52 



Ref. [27] Movie Review Dataset V2.0 [23] 85.90 

Ref. [28] Movie Review Dataset V2.0 [23] 87.60 

Ref. [29] Movie Review Dataset V2.0 [23] 91.00 

Ref. [18] Patient reviews 94.00 

Ref. [31] US major airlines [30] 86.00 

Ref. [32] E-commerce sites [33] 88.48 

Ref. [34] Airy rooms Dataset 97.65 

Ref. [12] Health forum reviews 78.00 

 

3. Methodology 

The structure of the proposed system is presented in Figure 1, which comprises the following phases: 

data acquisition, preprocessing, split, model selection, training, evaluation, and topic modeling. Every 

one of them is essential for the correct and accurate sentiment analysis of patient reviews. In order to 

develop models capable of comprehensively understanding and classifying sentiments, the current study 

aims at systematically dealing with every phase. In the proposed architecture, several machine learning 

methods will be applied to the prepared data set through the training phase, specifically the Random 

Forest Classification, Decision Tree, and XGBoost Classification. Other models like RNN, LSTM, 

GRU, and Bidirectional-LSTM will be tested in addition to two kinds of embedding, GloVe and 

Word2Vec. The last model, Transformer called BERT, will be applied for comparison purposes. Lastly, 

topics will be extracted from all the three sentiment categories by means of the topic modeling algorithm 

referred to as LDA. 

 

 

Fig. 1: Proposed Architecture of Sentiment Analysis of Patient Reviews 

3.1. Dataset 

The first requirement includes acquiring a large number of patient reviews. In our case, we will collect 

reviews for 21 hospitals in various cities of India. These reviews are available on websites related to 



healthcare where patients can freely comment on their experiences and opinions regarding the services 

provided by the hospitals. We will acquire around 10,000 patient reviews from these websites The data 

obtained in the review consists of varied sentiments categorized as "positive," "negative," or "neutral". 

The powerful features provided by libraries such as BeautifulSoup, Requests, and Pandas assist in 

making the data collection process effective and thorough. By effectively parsing, cleaning, and 

formatting the collected data in a DataFrame, a well-defined dataset is formed, suitable for use in the 

analysis and building models. Through this process, we will improve the quality of services in the 

healthcare sector. 

 

3.2. Data Pre-processing 

Data preprocessing is an important step involved in preparing data from an unstructured state to a well-

organized form suitable for sentiment analysis. The accuracy and reliability of the results are enhanced 

through this step since it ensures that the data are formatted in such a manner as to allow easy processing 

and analysis using machines. The process of preprocessing involves several key steps. Lower casing of 

all texts is one such key step that ensures uniformity in the data being processed. Case insensitivity 

becomes a problem in this process. For example, the words "Good" and "good" would be treated as 

different tokens if not lower-cased. 

Tokenization involves the division of the text into tokens or words that act as the basic units for analysis. 

In other words, each token represents a word or a part of text that the model understands. This step 

forms the basis of further text extraction and text processing. In order to reduce dimensionality, stop 

words are stripped from the text, as they refer to commonly used terms that add little meaning to the 

text. Common terms like 'and,' 'the,' and 'is' may be frequently used, but they add nothing substantial to 

the sentiments portrayed by the text. The process of stripping these words shifts focus to the words that 

actually express the sentiment of the review. The NLTK library is used to strip off these stop words. 

Moreover, the stem library helps to strip off all special characters including ['!"#$%&'()*+,-

./:;<=>?@[\]^_`{|}~'] that do not carry any semantic value. Whitespace stripping is done using Python. 

First, Lemmatization is carried out to standardize the text by bringing words into their base form. For 

instance, the words "running," "ran," and "runs" can all be considered variants of the same word "run." 

This step is useful in standardizing the text so that various word forms become one token, thus enabling 

the model to understand better. The WordNetLemmatizer class in the nltk.stem module in Python can 

be used to perform this task. Lastly, addressing the issue of contractions is important during text 

preprocessing. Contractions like "don't" should be replaced with "do not," while "can't" should become 

"cannot." 

Figure 2 represents the text pre-processing process that is vital for natural language processing 

activities. These processes cover contraction handling, removal of special characters and stop words, as 

well as converting all texts to lower case. Other processes covered in the next stages include 

lemmatization, orthographic correction, and removing of extra white spaces. 

 



 

Fig. 2: Data preprocessing pipeline 

3.3. Machine Learning Approach 

The current research uses machine learning techniques to classify the text data using the Term 

Frequency-Inverse Document Frequency (TF-IDF). The use of the TF-IDF ensures that a correct 

measurement of the importance of a word within a document is achieved, hence making it possible to 

distinguish between relevant and irrelevant keywords. Such an operation makes it possible to use 

several machine learning techniques such as random forest, decision tree, and XGBoost for classifying 

the data. While positive reviews are classified with the number zero, negative reviews are denoted with 

the number one and neutral reviews have the number two. 𝑎𝑐𝑐ݎݑ𝑎𝑐ݕ) ݕ, (ݕ̂ =  1௡ ∑ ௡−1௜=0̂ ݕ)1 = ݊݋݅ݏ𝑐݅݁ݎ݌ ௜)        (1)ݕ = ்௥௨௘ ௣௢௦௜௧௜௩௘்௥௨௘ ௣௢௦௜௧௜௩௘+ ி௔௟௦௘ ௣௢௦௜௧௜௩௘        (2) ݁ݎ𝑐𝑎݈݈ = ்௥௨௘ ௣௢௦௜௧௜௩௘்௥௨௘ ௣௢௦௜௧௜௩௘+ி௔௟௦௘ ௡௘௚௔௧௜௩௘        (3) ݂1 ݏ𝑐݁ݎ݋ = 2 × ௣௥௘௖௜௦௜௢௡ ×௥௘௖௔௟௟௣௥௘௖௜௦௜௢௡+௥௘௖௔௟௟         (4) 

Random Forest model is preferred owing to its robustness and capability to deal with high dimensional 

data. An accuracy of 0.8817 is recorded by the model, suggesting good model performance. In relation 

to class 0, F1 score, recall and precision measures are respectively computed to be 0.92, 0.96 and 0.89. 

For class 1, F1 score, recall and precision measures are computed to be 0.72, 0.57 and 0.96 respectively. 

For class 2, measures of F1 score, recall and precision are respectively calculated as 0.84, 0.86 and 0.83. 

Despite varying performance levels across different classes, the performance of this model can be rated 

excellent for class 0. 

Many evaluation metrics were adopted in determining the effectiveness of the Decision Tree model 

when used for text classification purposes. Accuracy of this machine learning model is 0.8435 and is 

slightly less compared to that of the Random Forest classifier. Regarding class 0, precision, recall, and 

F1 scores are 0.90, 0.89, and 0.89 respectively. As for class 1, recall and precision scores are 0.63 and 

0.68 respectively, while F1 score is 0.65. For class 2, recall and precision scores are 0.85 and 0.78 

respectively, and F1 score is 0.81. Despite being a successful one, recall and precision scores of the 

decision tree model are different from those of the random forest classifier. 

The maximum accuracy provided by the usage of XGBoost, which is the fastest model for machine 

learning, among all other models is 0.8986. The precision and recall rate of the class zero are 0.93 and 

0.94 respectively, while its F1-score is 0.93 according to the classification report. The precision, recall, 

and F1-score of class one are 0.90, 0.72, and 0.80 respectively. Likewise, the precision and recall rates 



of the class two are 0.80 and 0.90 respectively, while its F1-score is 0.85. It is safe to conclude here that 

XGBoost is the best model, providing the highest accuracy with precision and recall rate. 

The accuracy, precision, recall, and F1 score for XGBoost classifier were better than that of Random 

Forest and Decision Tree classifiers. From the analysis above, it is clear that the performance of Random 

Forest classifier was outstanding;but compared to the XGBoost, its performance was not as efficient in 

case of minority class classification. The Decision Tree classifier was the one which showed variation 

in its performance depending upon the type of data class. 

Decision tree techniques use entropy in Eq. 5 to quantify the uncertainty or impurity in a dataset. It 

measures the dataset's degree of disorder or randomness. 

Information gain in Eq. (6) (where Di is the subset of D after splitting by an attribute) is a metric used 

to assess the decrease in impurity or entropy following the splitting of a dataset according to a specific 

attribute.  (ܦ)ܪ =  − ∑ ௖௜=1(௜݌)2݃݋௜݈݌ ,ܦ)ܩܫ (5)          (ܣ = (ܦ)ܪ −  ∑ |஽೔||஽|௡௜=1 ×  (6)        (௜ܦ)ܪ

Feature importance scores are calculated and visualized to elucidate the impact of different features in 

the Random Forest classifier. The top 20 features (shown in Figure 3) are extracted from the TF-IDF 

vectorizer based on their relevance scores. 

 

(i) Feature Importance w.r.t. Random Forest Classifier 



 

(ii) Feature Importance w.r.t. Decision Tree Classifier 

 

(iii) Feature Importance w.r.t. XGBoost Classifier 

Fig. 3: Top 20 Feature Importance (i) Random Forest Classifier (ii) Decision Tree Classifier and (iii) 

XGBoost Classifier 

The TF-IDF score for a term t in a document ݀ from the document set D is the product of its term 

frequency and inverse document frequency in Eq. 7 ݐ)݂݀݅ ݂ݐ, ݀, (ܦ = ,݅)݂ݐ ݀) . ,ݐ)݂݀݅  (7)        (ܦ

Where: ݐ)݂ݐ, ݀) = log(1 + ,ݐ)ݍݎ݂ ,ݐ)݂݀݅ (8)         ((݀ (ܦ = log( ே௖௢௨௡௧(ௗ∈஽:௧∈஽))        (9) 



The most significant features are displayed at the top of a horizontal bar chart, effectively visualizing 

their significance. This analysis focuses on the critical factors that affect the process of classification 

and gives important information about the working mechanism of the model. The above table shows 

that specific phrases are highly effective for the decisions made by the model. 

3.4. Deep Learning Approach 

This paper is an effort to implement and evaluate different types of deep learning models for POS 

tagging. The procedure includes a number of vital steps: data pre-processing, use of GloVe and 

Word2Vec independently to incorporate the text data, and development of different RNN structures, 

namely Simple RNN, LSTM, GRU, and Bidirectional LSTM. Initially, the analysis begins with a data 

set of 8,626 labeled sentences which consists of a lexicon of 37 different POS tags and 15,394 tokens. 

There are three data pre-processing steps: padding of the sequence, vectorizing the data, and tokenizing 

it. Each sentence is tokenized into numerical vectors suitable for deep learning techniques. To ensure 

uniformity of all input variables, the sequence is padded up to 100 tokens per sentence. 

GloVe embeddings, which have 300 dimensions, are used for token representation in the vector space. 

This layer is applied at the beginning of the model as an embedding layer to get effective semantic 

representation. GloVe embeddings pretrained embeddings can be used to initialize the weights for better 

semantic representations. 

Moreover, Word2Vec word embeddings are investigated where word embeddings are represented using 

300 dimensional vectors. The size of the vocabulary depends on the word tokenizer, and therefore, an 

embedding matrix is created that represents the semantic vectors for those words in the corpus. Words 

that are not in Word2Vec have their corresponding embedding vector set to zero. 

3.4.1. Simple RNN 

As mentioned before, the initial model for POS tagging was a Simple RNN, which had the objective of 

predicting the POS tag for each individual word. The model consists of an embedding layer, a 

SimpleRNN layer containing 64 units, and a TimeDistributed Dense layer employing Softmax 

activation.This model, utilizing the Adam optimizer and categorical cross-entropy loss, contains 

4,644,030 trainable parameters. The training utilized a batch size of 128 across 10 epochs. Figure 4 

illustrates the model’s accuracy with word2vec and GloVe.  

  

Fig. 4: Training history (i) with word2vec and (ii) with GloVe 

3.4.2. LSTM 



The second method uses LSTM units, which are capable of modeling long-range dependencies. The 

LSTM network resembles that of the RNN network, except for the fact that it uses an LSTM layer 

instead of a SimpleRNN layer. Trained using the Adam optimizer with categorical cross-entropy loss, 

the number of parameters to be trained in this method is 4,714,110, with a batch size of 128 and for 10 

epochs. Figure 5 illustrates the model’s accuracy with word2vec and GloVe. 

  

Fig. 5: Training history (i) with word2vec and (ii) with GloVe 

3.4.3. GRU 

This architecture employs a GRU model for sequence classification tasks, starting with an Embedding 

layer that converts input word indices into fixed-size dense vectors, specifically 300-dimensional 

vectors. Then, a 64-GRU cell GRU layer is added. This layer processes the input sequence while 

preserving an internal state to identify sequential dependencies. The GRU layer generates an output at 

every time step by returning sequences. The Time Distributed layer does the same, adding a Dense layer 

for every time step. Due to the equal number of units in the Dense layer and output classes (38 here), 

the structure enables the model to output multiple output classes at every time step. Finally, the Adam 

optimizer and categorical cross-entropy are chosen to build the model. The above neural network 

architecture is well suited for problems that require the contextual understanding of words, such as 

named entity recognition, sentiment analysis, and sequence labeling. The above model built using Adam 

optimizer and categorical cross-entropy has 4,690,942 parameters and is trained on a batch size of 128 

for 10 epochs. Figure 6 shows accuracy of word2vec and GloVe models. 

  

Fig. 6: Training history (i) with word2vec and (ii) with GloVe 



3.4.4. Bidirectional LSTM 

For the final model, bidirectional LSTM neural networks have been used to capture context from both 

ends of the sentence. This is because the model analyzes the input sequence not only from the start but 

also from the end, working on the sequences in both directions. This particular design, which is ideal 

for classifying sequences, has an initial layer called "Embedding," which takes in the input indices of 

words and produces dense vectors (of 300 dimensions in this case). Next, two layers of LSTMs are 

combined to create a Bidirectional LSTM, and each layer contains 64 LSTM cells which produce 

outputs by returning sequences. The model is capable of predicting several different classes of outputs 

independently per time step, through the use of TimeDistributed layer along with Dense layer for every 

time step, where the number of units in the Dense layer will be equal to the number of classes (in this 

case, 38 classes). The final construction of the model utilizes Adam optimization along with categorical 

cross-entropy as the loss function. The architecture of this model is best suited for situations where the 

understanding of context is important to the words, in order to make the predictions accurately, such as 

named entity recognition or part-of-speech tagging. 

  
Fig. 7: Visualization of training process (i) using word2vec and (ii) using GloVe 

 

The diagram in Figure 8 illustrates the architecture starting with the input layer receiving the input. The 

input data is then passed to the embedding layer where the data will be represented in numbers. 

Thereafter, the TimeDistributed layer uses any of the following recurrent layers—SimpleRNN, LSTM, 

GRU, or Bidirectional LSTM—to the elements of the sequences. Recurrence layers perform better 

when it comes to handling dependencies that can extend further in time into the past. This layer's output 

is then passed on to the dense layer, which is a fully-connected layer that will serve for predictions. 

Lastly, the output layer generates a probability distribution of the possible outcomes using the softmax 

activation function. 

 

Fig. 8: Architecture of neural network models 

3.5. Transformer Approach 

This method utilizes a model based on BERT for categorizing customer reviews into three sentiment 

classes. First, the dataset containing customer reviews along with their corresponding sentiments is 



collected and then preprocessed. Textual data are processed through a BERT tokenizer in the Hugging 

Face library to ensure that each review is either truncated or padded to 512 tokens. In the preprocessing 

stage, the reviews are converted into an appropriate format that can be used in BERT model training. 

Data are then split into training and validation datasets based on an 80-20 ratio in a stratified manner. 

In this study, the 'bert-base-uncased' model from the Hugging Face repository will be used along with 

an extra classification layer that generates logit scores for three different sentiment classes. The Hugging 

Face Trainer is configured with various training parameters such as number of epochs, batch size, and 

evaluation strategy, which apply to both training and evaluation stages. The training process of the 

model depends on these parameters, while the model's performance depends on metrics such as 

accuracy, precision, recall, and F1 score.  In order to overcome imbalanced classes, the metric averaging 

approach uses the weighted average technique. 

The approach that the BERT model adopts to perform sentiment analysis is shown in Figure 9. The first 

step entails the preprocessing of the input data, which is then split into the training and validation data 

sets. This is followed by the tokenization of the data using the BERT tokenizer and then initialization 

of the BERT model for sequence classification. Data set classes for training and validation are then 

created, after which a trainer is defined with specific training parameters. 

 

Fig. 9: General architecture of BERT model 

3.6. Topic Modeling 

It was intended to reveal the topics hidden in customer reviews through Latent Dirichlet Allocation 

(LDA). Sentiment classification helped conduct topic modeling independently for both negative, 

positive, and neutral reviews, thus enabling an insight into hidden themes in each particular type of 

sentiment. 

Initially, we have selected only those reviews that were classified as "negative". TF-IDF vectorization 

is subsequently employed to transform this subset of reviews into a Document-Term Matrix (DTM). 

The vectorizer preprocessed the text by eliminating accents, converting it to lowercase, and removing 

common stop words. To improve DTM quality, terms present in fewer than ten reviews or in over 90% 

of the reviews are eliminated. This transformation generated a sparse matrix, emphasizing term 

importance throughout the corpus by modifying term frequencies with their inverse document 

frequencies. 

After running the Gibbs sampling,  



1). Estimate Topic Distributions (θ) for each Document in Eq. 10 (݊ௗ,௞: Number of words in document 

d assigned to topic k, ݊ௗ: Total number of words in document d.) ߠௗ,௞ =  ௡೏,ೖ+ ఈ௡೏+௄ఈ            (10) 

2). Estimate Word Distributions (β) for each Topic in Eq. 11 (݊௞,௪ : Number of times word w is assigned 

to topic k, ݊௞: Total number of words assigned to topic K.) ߚ௞,௪ =  ௡ೖ,ೢ+ ఓ ௡ೖ+௏ఓ            (11) 

Here k is the number of topics and V is the vocabulary size. 

To identify the best LDA model, a grid search is conducted across various hyperparameters, specifically 

learning decay and the number of topics Decay values of 0.5, 0.7, and 0.9 for learning will be considered 

during the search, and the range of number of topics will be from 5 to 30 topics. All the combinations 

will be tested with the help of GridSearchCV using log-likelihood scoring. The model with maximum 

log-likelihood scoring is deemed the most suitable one, as it provides the best topic modeling with 

respect to negative reviews. 

The log-likelihood scores and perplexities are computed to assess the LDA models. High log-likelihood 

scores indicate that the model fits well; they show how well the model fits the data observed. Perplexity, 

on the other hand, is yet another key measurement of the predictive power of the model, wherein high 

numbers indicate that the model does not generalize well to new data. The results from the grid search 

are given below to help identify the best model. 

 

(a) LDA on negative comments 



 

(b) LDA on positive comments 

 

(c) LDA on neutral comments 

Lastly, the task was interpreting the topics that the optimal LDA algorithm produced. By selecting the 

top contributing words for each topic, we were able to determine what the key themes that occur in the 

negative comments were. This process was repeated for both the positive and neutral sentiments so that 

the resulting topics could be compared between sentiments. The topic is described based on its top 

words, which are characteristic for each of the sentiments. Figure 10 shows the LDA applied to negative, 

positive, and neutral comments. 

4. Result and Discussion 

In this part, we will address the output obtained from our experimentation with respect to the accuracy 

performance and other parameters. Our experiments have all been done with the help of the Deep 

Learning package [35], where the hardware specifications are as follows: AMD Ryzen 7 5700U with 

Radeon Graphics, 1801 MHz, 8 Core(s), 16 Logical Processor(s), 16GB RAM. Also, Python 3.7 has 

been used for programming. 

Using accuracy and comprehensive classification criteria, this study assesses the performance of three 

machine learning classifiers: Random Forest, Decision Tree, and XGBoost. According to the results, 



XGBoost achieves the best accuracy (0.899), followed by Decision Tree (0.843) and Random Forest 

(0.882). For each model, comprehensive classification reports are given so that their performance in 

various classes can be further examined. Table 2 displays the evaluation results of independent model’s 
based on machine learning approach. 

Table 2: Independent Model’s Accuracy, Precision, Recall, and F1-score based on Machine Learning 

approach. 

Model Accuracy (%) Weighted Average 

Precision (%) Recall (%) F1-score (%) 

Random Forest 88.17 89.33 79.66 82.66 

Decision Tree 84.34 78.66 80 78.33 

XGBoost 89.85 87.66 85.33 86 

 

The evaluation of four different neural network models with GloVe embeddings has been done in Table 

3 based on the test data. The four models are a simple RNN, LSTM, GRU, and Bi-directional LSTM. 

For the LSTM model, the accuracy is 0.9578, while the loss is 0.1444. On the other hand, for the RNN 

model, the accuracy is 0.9602, while the loss is 0.1339. For the GRU model, the accuracy is 0.9609, 

and the loss is 0.1264. The Bi-directional LSTM model shows superior performance since the accuracy 

is 0.9628 with a loss of 0.1232. In summary, this model performed slightly better in terms of minimized 

loss and maximum accuracy for the given data set. 

Table 3: Deep Learning Model’s Accuracy, loss for Patient experience dataset with GloVe. 

Model Accuracy (%) Loss Score 

RNN 96.01 0.133 

LSTM 95.77 0.144 

GRU 96.09 0.126 

Bidirectional LSTM 96.27 0.123 

 

The following table is Table 4 showing the performance of four different neural network models trained 

with word2vec embeddings on a test set. The four models considered here are a simple RNN model, an 

LSTM model, a GRU model, and a bidirectional LSTM model. The LSTM model showed a 

performance of 0.9621 and 0.1289 for its accuracy and loss respectively, while the RNN model showed 

a performance of 0.9654 and 0.1174 for its accuracy and loss respectively. The GRU model showed a 

performance of 0.9661 and 0.1128 for its accuracy and loss respectively. The best-performing model 

among the four is the bidirectional LSTM model whose accuracy is 0.9680 and loss is 0.1070. 

Table 4: Deep Learning Model’s Accuracy, Loss for Patient experience dataset with word2vec. 

Model Accuracy (%) Loss Score 

RNN 96.53 0.117 

LSTM 96.21 0.128 

GRU 96.57 0.112 



Bidirectional LSTM 96.76 0.107 

 

As illustrated in Figure 11 below, this is the outcome of applying Latent Dirichlet Allocation (LDA) to 

a dataset consisting of negative reviews. The table consists of six columns; each represents a particular 

topic discovered using the algorithm. These words describe the topic under consideration, which could 

be either positive, negative, or neutral about health care. 

 

 
(i) Negative review 

 
(ii) Positive review 

 
(iii) Neutral review 

Fig. 11: Topics associated with (i) negative review, (ii) positive review, (iii) neutral review 

In Fig. 12, the wordcloud shows frequently used terms that are taken from hospital internet evaluations. 

The terms "patient," "doctor," "hospital," and "treatment" are the most frequently used ones, indicating 

that these are the elements of care that patients most frequently discuss in their evaluations. While 

negative terms like "bad," "experience," and "cost" are less common but still prevalent, positive words 

like "good," "staff," and "well" are also commonly cited. Interestingly, terms like "junk," "fake," and 



"irrelevant" also surface, implying that some reviewers might have provided false information. Overall, 

the wordcloud highlights both positive and negative elements of care and offers a preliminary analysis 

of the emotion expressed in online reviews of this institution. 

 
Fig. 12: Wordcloud for all sentiment 

5. Conclusion and Future Research Direction 

This study presented a novel approach to sentiment analysis in patient experience analysis. The 

presented approach divides patient input from 21 hospitals spread across different Indian cities into 

three categories: good, negative, and neutral attitudes. It does this by using sophisticated machine 

learning algorithms. Robust techniques and models are utilized to extract significant inferences from 

textual data. These insights can be used by healthcare professionals to identify problem areas, identify 

reoccurring concerns, and tailor their services to better meet the needs of their patients. 

Numerous sophisticated algorithms, including RNN, LSTM, GRU, Bidirectional LSTM, Random 

Forest, Decision Tree, XgBoost, and BERT, are used in our methodology. Bidirectional LSTM slightly 

outperformed other recurrent neural networks with the accuracy of 96.76 [with word2vec] and 96.27 

[with glove]. The embedding models, including the TF-IDF model, GloVe model, and the word2vec 

model, are used to capture the semantic relationships within the dataset. Additionally, themes are 

identified in sentiment-labeled data using the Latent Dirichlet Allocation (LDA) based topic modeling 

technique that brings up vital topics and locations where improvements in the provision of healthcare 

services are needed. This sentiment analysis and topic modeling technique gives a comprehensive 

understanding of the opinions expressed by patients. 

Future scope involves making use of patient reviews not only from major multispecialty hospitals via 

different portals and forums but also from physical survey via phone, social media applications, etc. 

This would facilitate participation from patients regarding their views and enable the hospital to get an 

idea about the issues that exist in their operations or infrastructure. Different sophisticated variants of 

neural networks, ensemble models, and transfer learning can be utilized for this purpose. 
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