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Abstract

Arithmetic masking represents a sensitive residue as the modular sum of random shares. In software,
each share may be stored either as an unsigned residue or as a centered signed integer in two’s-
complement, even though both encodings implement the same modular arithmetic. We study how
this choice changes Hamming-weight leakage. Under independent additive noise, we derive the exact
likelihood of the masked sum and evaluate every candidate secret by a circular convolution. This gives
an optimal finite-noise attack in quasi-linear time and an exact condition under which the commonly
used product statistic retains all likelihood information.

We then compare the modular representations themselves. Among contiguous representatives,
unsigned storage uniquely minimizes first-order leakage unless the modulus occupies the full machine
word, whereas at higher orders it ceases to be optimal. Among arbitrary injective binary encodings,
leakage vanishes exactly for constant-Hamming-weight codebooks, whose existence is determined by a
sharp capacity bound. Our main result, the Centered-Reduction Leakage Law, gives an exact spectral
decomposition of centered two’s-complement leakage into sign-extension and carry terms and shows
how masking propagates this spectrum across any number of shares. It yields a uniform centered-
versus-unsigned separation once three excess bits are available, exact robustness radii under weighted
Hamming-weight leakage, and finite-noise sample-complexity bounds. Exact computations, full-size
ML-KEM and ML-DSA implementations, synthetic experiments, and public physical traces confirm
the analysis.

Keywords: side-channel analysis, arithmetic masking, centered reduction, Hamming weight, Fourier
analysis, lattice cryptography

1 Introduction

By encoding a sensitive value as random shares,
masking ensures that no proper subset determines
it. Security analyses typically specify the num-
ber of shares, gadget composition, independence,
and noise [1-3]. Encoding each share as a machine
word additionally requires a choice of section of
Zyg.

When lattice implementations store a small
negative integer in two’s-complement form, the
word contains many leading ones, whereas the
corresponding residue in [0,q) does not. Tosun,
Moradi, and Savas exploited this effect in central
reduction and derived an absolute-value predic-
tor [4]. Higher-order work subsequently developed
recursive predictors and near-optimal sine/cosine
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distinguishers [5]. Nagpal et al. studied the
information and implementation consequences of
signed, unsigned, and redundant representations
[6]. The common mathematical problem is to
determine the leakage imposed by a representa-
tion, its amplification under masking, and the
representation that minimizes the resulting exper-
iment.

Accordingly, our analysis connects the com-
plete finite-noise channel, the global choice of
representation, and the centered-reduction case.
At the channel level, it derives an optimal all-
hypothesis attack and an exact sufficiency bound-
ary for product compression; at the representation
level, it optimizes first over all contiguous sections
and then over all injective binary codebooks. The
centered-reduction case is governed by an exact
law in (g, B, d), including the carry regimes that
determine its degeneracies.

1.1 Contributions

1. Optimal finite-noise inference. The com-
plete masked-sum likelihood is a cyclic con-
volution that evaluates all hypotheses in
O(dglogq). A finite necessary-and-sufficient
criterion characterizes Gaussian product suffi-
ciency, and nonnegative leakage tables with a
unique zero satisfy a global strictness result.
Given the g-entry trace likelihoods, a finite-
field Radon algorithm scores all ¢ incomplete
number-theoretic-transform (NTT) coefficient
pairs in O(Tq+q? log q), compared with O(T'¢?)
for direct scoring.

2. Global representation minimax. Unsigned
storage is the unique first-order optimum over
all contiguous sections, apart from the com-
plete power-of-two tie. An exact permanent
phase change governs higher orders, and a lex-
icographic law applies to every finite represen-
tation family. For arbitrary binary codebooks,
constant weight is equivalent to zero finite-
noise leakage, with an explicit minimum width
and a sharp obstruction beyond its capacity.

3. Centered-Reduction Leakage Law. The
exact d-share spectrum decomposes into sign-
extension and carry terms. The uniform phase-
independent dominance threshold is three
excess bits, and a finite near-dyadic carry

identity yields sharp near-Mersenne, fixed-
defect, and thin-defect asymptotics. Represen-
tation neutrality occurs only for an exact-width
power-of-two modulus.

4. Robustness and operational conse-
quences. The weighted Hamming-weight
model has an exact robustness minimax, and
transition leakage inherits the corresponding
representation law. An exponential-confidence
harmonic test has a high-noise sample ratio
equal to the 2d-th power of the coefficient ratio.
Exact oracles, interval proofs, standardized-
parameter executions, and paired finite-noise
experiments provide reproducible certificates.

Beyond the main exposition, Online
Resource 1 contains the full proofs, whereas
Online Resource 2 contains the source code,
certificates, and result tables; the structural
arguments and all principal theorem statements
appear in the main paper.

2 Model and Objectives

Throughout the paper, let ¢ > 3, G = Z4, m =
[logsy ql, 7 =2™ —q, h = |¢/2], and 8 > m, and
write s = 8 — m for the excess word width. The
centered representative satisfies

re(x) € [=1a/2], [q/2] 1],

where ¢/2 is represented by —q/2 for even q. Let
HW denote Hamming weight and tcg(z) the 8-bit
two’s-complement word, and define

we(r) = HW(teg(re(z))), wu(z) = HW(z),
A = w, — wy.
For uniform arithmetic shares Xg,..., Xg_1
conditioned on S = 7. X; (mod ¢), and with

w = w — Ew, define their conditional product
kernel by

Ky(a)=E

H?D(Xi)|S=a1.

Ihe unnormalized discrete Fourier transform is
f(k) = >, f(x)e~?m*2/4  with inverse IDFT.
Define

D(q,8) =q¢ ' AQ)],  Ulg) = ¢ @u(1)]-



For representation design, write every contigu-
ous section as Ry = [—t,q —1—1], 0 < t < g,
and let w; denote its stored Hamming weight. The
complete nonzero-frequency order-d energy is

=D la @ (k) (1)

k0

At finite noise, the shares have conditionally inde-
pendent local channels ¢;(y; | ;).

3 The Complete Finite-Noise
Experiment

Theorem 1 (Exact modular likelihood) For a;(x) =
L;(y; | ), all conditional sum likelihoods are

1—d
Pa(yo, -+ ¥d—1) =q  (ao *---*aq_1)(a).

One observation is therefore scored for every a € Zq
by ¢t IDFT([]; @;) in O(dgloggq) operations and
O(q) memory. For independent traces and public maps
aj(h), >2;10gpa;(n)(y;) is the mazimum a posteri-
ori (MAP) score and every pairwise difference is the
Neyman—Pearson statistic.

Proof Because each prescribed sum has exactly qd_1

share tuples, summing the product channel over the
corresponding affine fiber produces the circular convo-
lution, whose Fourier transform yields the stated algo-
rithm. MAP and Neyman—Pearson optimality then
follow from the likelihood principle. O

For an incomplete-NTT pair h € ]Fﬁ, each
trace contributes a ridge function g;(c; - h + b;).
After every nonzero c¢; = Aju; is normalized by
its projective direction, accumulation of A,(z) =
Zj:uj:u g;(A\jz + b;) produces

S(hy=C+ Y Au(u-h).

u€P1 (F,)

The Fourier-slice identity S(ku) = qA, (k) fills
the complete two-dimensional spectrum with g+ 1
length-q transforms, so all ¢? pairs are evaluated
in O(Tq + ¢*log q) time and O(¢?) memory [7].
Applying Fourier inversion to each ridge yields

Ay(u-h) =g 7P > Ay(k)e?mihuh/a,

keF,

Character orthogonality eliminates every term
except the unique projective decomposition of a
nonzero frequency { = ku, for which the two
character sums contribute g4, (k). At frequency
zero, each direction contributes its zero-frequency
coefficient and the constant contributes ¢?C’. The
ridge tables cost O(Tq), after which one two-
dimensional inverse transform completes the eval-
uation. Including construction of the exact masked
likelihood rows, the total cost is O(T'dglogq +
¢*log q), with the same accumulator serving affine
offsets, zero directions, and every trace prefix.

For the comparison between the complete
experiment and the centered product, consider
Gaussian channels Y; = w;(X;) + N;, N; ~
N(O,a?). Fix centers c¢;, put z; = Y; — ¢;, and
define

Z Ayere?)

), Ti=a
/\w,i = ’wz(l‘l)/O'2

| )

Ci(a,b,A) = >

Y xi=a, y:y yi=b
Az +Ay=A

Az Ay(Aai — Ayi)-

Theorem 2 (Product sufficiency and strictness) For
d > 2, P(z) = [I;z is sufficient for the family
{pa : a € Zq} if and only if C;i(a,b,A) = 0 for every
a,b,\,i. If every local table is monnegative, has its
unique zero at residue zero, and satisfies w;(1) > 0,
this condition fails for every q > 2, d > 2, and
finite positive variance. For S = 0 versus S = 1, the
complete observation then has strictly larger Kullback—
Leibler (KL) divergence, Rényi-o divergence for every
0 < a < 1, Bhattacharyya distance, and Chernoff
information than the product statistic.

Proof Under Gaussian expansion, pq(z) = K(z)Fa(z),
where K > 0 is independent of a, so every likelihood
ratio is F,/F,. The product-preserving vector fields
D;; = 2;0; — z;0; characterize functions that are con-
stant on the fibers of P(z) = []; z;. Expansion of the

numerator produces
D (=G -

A

(DijFa)Fy — Fa(D;j Fy) = chj)eM,Z).

Linear independence of polynomial-exponential func-
tions establishes the necessity of the coefficient test.



Conversely, if every coefficient vanishes, all D;; anni-
hilate every likelihood ratio. Analytic expansion at the
origin joins the disconnected product fibers, making
each ratio a function of P and thereby establishing

sufficiency.
For strictness, choose the combined slope whose
only nonzero coordinate is A; = w;(1)/o2. Under

(a,b) = (0,1), nonnegativity and the unique zero force
the only contributing pair to be the all-zero tuple and
the tuple with residue one at coordinate . Therefore

Ci(0,1,A) = —Az Ayw;(1)/o? < 0.

Because the nonzero coefficient excludes product suf-
ficiency, strict conditional Jensen establishes the KL
and Rényi separations, while minimization of the strict
affinity over its interior parameter establishes the
Bhattacharyya and Chernoff separations. O

Beyond Gaussian noise, the product-fiber cal-
culus yields an exact Taylor-coefficient criterion
for every positive real-analytic location channel.
When ¢ = 2, this criterion excludes sufficiency
whenever all local leakage tables are nonconstant.
Under Laplace noise, sufficiency is equivalent to
equality of the finite leakage-vector histograms
conditioned on the two sums; the supplemen-
tary material contains the complete non-Gaussian
proofs.

Equation (1) also determines the leading finite-
noise objective: for YV; = w(X;) + 7N; with
standard Gaussian N;, uniformly over a, b,

(Ky'(a) = Kif (b))?

§r2d +O(r~271,

()
and the mean pairwise Chernoff information is
Eq/(47%%) + O(7724=1). The representation min-
imax is therefore the exact leading finite-noise

design problem.

Ccn(pas o) =

4 Representation Minimax

At order one, Equation (1) coincides by Parseval
with the variance of the stored word. Each section
removes a cyclic interval from the complete 8-bit
table; among intervals of a fixed length, the initial
and terminal intervals maximize both the absolute
centered digit sum and its squared moment.

Theorem 3 (Global contiguous-section minimax)
For every ¢ > 2, 8 > [logy q], and 0 <t < q,

Er(t) = E1(0).

If ¢ < 26, unsigned storage t = 0 is the unique
minimizer. If ¢ = 26, every section induces a cyclic
permutation of the complete word table and all sections
tie. These are the only equality cases.

Proof For exact width, put M = 2", r = M — q, and
write y(z) = HW(x) —m/2. If r = 0, every section is a
cyclic permutation of the complete m-bit word table.
For r > 0, a section deletes an interval I of length r
from that table. With ay =Y ;y and by = Y2, its
unnormalized variance is

V(1) = q(Mm/4—by) - a.
The binary interval inequalities

lar| <laj,ml, b1 <bjo

follow simultaneously by splitting [0, M) into its two
dyadic halves, complementing the upper half, and
applying induction on m. In the crossing case, reduc-
tion to the two shorter endpoint intervals implies
V(I) > V([0,r)). The terminal interval deleted by
unsigned storage is the bit complement of this prefix
and has the same two moments.

To establish strictness, take an interior interval
I =la,a+r) and apply Graham’s binary digital-sum
inequality [8], which states that

H(a+7)— H(a) — H(r) > min{a,r} > 0,
H(n) =Y HW(z).

x<n

By complementation, the symmetric strict inequal-
ity holds at the other endpoint, so |as| < |afg,.)]
and V(I) > V([0,r)). The prefix corresponds to the
duplicate section t = g, leaving unsigned as the only
minimizer in 0 <t < q.

For additional leading bits, the first two section
moments are

St=H(qg—1t)+ Bt — H(t),

Ti = Qg — 1) + 8% — 2BH (1) + Q(0),
where Q(n) = >, ., HW(z)?, and ¢®E1(t) = qT; —
5'152. Direct differentiation yields
O(qTy — S7) _ H(t) H(g—1)

t
for 0 < t < g, since H(n)/n < logy(n)/2. Leading
zeros do not change unsigned storage, which completes
the inequality and the classification of equality. g

Although unsigned storage minimizes the
order-one energy, increasing the masking order
can permanently change the representation that
minimizes Ej.



Theorem 4 (Exact all-order phase change) At
(¢,8) = (14,4), unsigned is the unique minimizer of
Eg for d = 1,2,3, whereas centered is the unique
minimizer for every d > 4.

Proof For an integer table, Parseval and circular
convolution establish the identity

2d
1429 Ey(t) = 14 (wi(s))” — (Z wt(az)> .

Through d = 8, exact integer convolution identifies
the stated unique unsigned and centered minimizers.
At the transition, their respective numerators are

(131473,134848)  (d = 3),
(5950145, 4275348)  (d = 4).

For centered storage, let Y denote an unnormalized
squared Fourier magnitude, with ¥ = 36 at the
Nyquist mode. At the remaining even and odd modes,
reduction modulo ®7 and ®14, respectively, produces

V3 —35Y% 4 378Y — 1183 = 0,

Y3 — 452 4 402Y — 169 = 0.
Both polynomials are positive at 36 and strictly
increasing above it, which sets the centered squared
spectral radius to 9/49. Every other section has a

Nyquist coefficient of squared magnitude at least 1/4,
and therefore

Eq(7) <13(9/49)%,  Eq(t) > (1/0)* (t#7).

Since 13(36/49)" < 1, centered storage is optimal for
all d > 9, while exact integer convolution covers 4 <
d<8. O

For a finite family R of real leakage tables on
Zq, sort each squared nonzero-frequency spectrum
as Ay = (Aw1 > -+ > Ayg—1)- The resulting
lexicographic order determines the complete high-
order law.

Theorem 5 (Lexicographic high-order law) The
eventual minimizers of Eg over R are exactly the
tables with lexicographically smallest Aw. If a mini-
mizer and a competitor first differ at index j, with
a < b, the minimizer wins for every

log(b/a)
If a = 0 < b, the minimizer wins at every

order. Identical sorted spectra tie permanently. Every
spectral-radius minimizer is a (¢— 1)-approzimation to
min,cr Fq(w) at every order.

Proof In a pairwise comparison, the first j — 1 powers
cancel, while sortedness implies

q—1 q—1

d o d d d

Z Amin,r < (q _J)a <b < Z >\w,7‘-

r=j r=j
Taking the maximum over the finitely many pairwise
thresholds establishes eventual lexicographic opti-
mality and permanent ties for identical spectra. If

M = ming,ecr maxy |¢”1@(k)|?, a radius minimizer
has energy at most (q—1)M d7 whereas every table has
energy at least M d, O

For arbitrary binary encodings, let Cg(g) con-
tain all injective maps ¢ : Z, — {0,1}?, with
local leakage w.(x) = HW(c(x)), and put Mg =

(15721)-

Theorem 6 (Constant-weight finite-noise minimax)
For every q > 2, d > 2, and finite positive Gaussian
noise, a fized codebook ¢ € Cg(q) has identical condi-
tional masked-sum laws if and only if its mean pairwise
Chernoff information is zero, if and only if ¢ has con-
stant Hamming weight. Such a codebook exists exactly
when q < Mg. Hence the ezact minimum width is

Bew(q) = min{B : Mg > q} = F(q) + O(1),
F(q) =logy q + % logylogy q + 5 logy(/2).

In particular, Bew(3329) = 14 and Bew (8380417) = 26.
If ¢ > Mg, every codebook satisfies the sharp bound

1 -1
> la (k) > Lo,
k20 q

with equality exactly at ¢ = Mg + 1 for one adjacent-
layer word added to a largest Hamming layer. Equiva-
lently, up to adding a constant and changing sign, the
leakage table is the indicator of one residue.

Proof A constant-weight codebook has constant local
noiseless leakage, so the complete noisy law is indepen-
dent of the share tuple and its sum. If all conditional
laws are identical, centering each observation and
taking the conditional expectation of their product
leaves K;”C (s) by independence and zero-mean noise.
This kernel is constant in s and has average zero;
consequently, Theorem 7 implies

0= Ky (k) = ¢ "Be(k) (k#0).

Hence w, is constant, and because Chernoff informa-
tion is nonnegative and vanishes exactly for identical
laws, the finite-noise equivalences characterize every
minimizer.

Because a weight-t Hamming layer contains ([f)
words, adjacent-layer ratios identify the central layer



as the largest and establish the exact capacity crite-
rion. Stirling’s formula with uniform remainder yields

B B - 1
(Lﬁ/%) =2"/2/(mB)(1+ O(B™ 7)),

and logarithmic inversion yields the stated width. For
the two standard moduli, (163) < 3329 < (174) and
(35) < 8380417 < (39).

For the obstruction beyond constant-weight capac-
ity, set y» = we(z) and use the integer identity

¢ Var(y) = > (ye — ue)’

x<t

implies Var(y) > (¢—1)/¢® whenever y is nonconstant,
with equality exactly for one exceptional entry differ-
ing by one. Parseval and the power-mean inequality
therefore imply

—~ o\ d
>l Be(k)* = (g - 1)g (Zk#g |_wi(k)| >
k0
-1
>
Equality requires the one-exception table, whose
nonzero Fourier coefficients all have modulus one. Its
realization under g > Mg uses exactly ¢ — 1 = Mg
words in a largest layer and one word in an adjacent
layer. O

With an unbiased selector, pairing each base
word with its bitwise complement produces a
width-optimal randomized construction. For arbi-
trary fixed bit sensitivities, every residue then
has the same conditional leakage mean and zero
conditional-mean product-kernel energy. Uniquely
decodable randomized binary encodings with com-
mon coordinate marginals require n > [log, ¢| +1
stored bits and at least one bit of seed entropy.
Antipodal pairs attain both bounds simultane-
ously, within the standard Module-Lattice-Based
Key-Encapsulation Mechanism (ML-KEM) and
Module-Lattice-Based Digital Signature Algo-
rithm (ML-DSA) word widths.

5 The Centered-Reduction
Leakage Law

At the interface between masking and machine
representation, conditional product kernels and
stored-word leakage obey compatible exact spec-
tral laws.

Theorem 7 (Exact masked spectrum) For arbitrary
share leakages wg, ..., wq_1 and every k # 0,

Kwo,...,wd,1 — ql_d'LD(] K. ox wd_l,

}?wo,...,wdfl (k) = qlfd H w; (k).
i

For identical shares, the coefficient is qlfd@(k)d.

Proof Since each prescribed sum has qd*1 tuples, the
conditional product equals the displayed circular con-
volution; Fourier transformation converts convolution
into the stated product, and mean subtraction affects
only mode zero. d

On the negative centered half, for 0 < n < h,
the representative of ¢ — 1 —n is —(n + 1), whose
word is the bitwise complement of n, so w.(qg—1—
n) = B—HW(n). Since g—1—n = (2™ —1)—(r+n),
one also has w,(¢ — 1 —n) = m — HW(r 4+ n);
combining these two relations produces the core
identity.

Theorem 8 (Exact representation law) On the neg-
ative centered half,

A(g—1—n)=s+HW(r+n) —HW(n), (3)
and A = 0 on the nonnegative half. With

Sq(k) — Z 627rik:n/q’
n<h
Cq,r(k) = Z (HW(r +n) — HW(n))eQWikn/q7
n<h

the complete spectrum is, up to a unit phase,
|A(K)| = [s5¢(k) + Cg,r(K)]-

Each carry term is a sum of O(logq) finite geometric
intervals.

The resulting spectrum separates into a macro-
scopic signed half interval and a binary carry
defect, while Equation (3) characterizes A = 0
exactly by ¢ = 2™ and § = m. Near a dyadic
boundary, the carry further admits a sharp finite
law. Let g =2m —r, 1 <r <27 L L =m —1,
M =2t ¢ = [r/2], f = [r/2], and H(t) =
> 0<net HW(n), and define

s
p= Y tan( g7 ) = 1.8098372016777826 ...
a>1



Theorem 9 (Near-dyadic carry and thin-defect law)
Put h= M — ¢, z, = e2™F/4_ and

Fr(z) =Y HW(t)Z,

t<M

Ac(z) = Z ZM_C+u7

u<c

Ee(z) = > HW(c—1-u)
u<c
. ZM—(:+u7

Dy() = (14 HW ()",
v< f

Br(z) = Z HW (v)2°.

v<r

For every Fourier mode,
Cqr(k) = (2" = 1)F(21) + LAc(2) — Eec(z)
+ 2.7 (20 Dy (1) — Br(zr)). (4)
If 2™ > 4r, then at mode one it satisfies
|Cqr(1) = (FL — 2f — 2H(f) +irk)|

- 4
For q=2"—1, ¢D(q,m) — k. For fized r > 2,
qD(g,m)
m—1
If mr/2™ — 0, exact width has D(q,m) — 0, while
every fized positive excess width has

U(g) = 1/,

2
< 27;’" (ZL+6+ gﬂogg(r—i- 1)1) .

— [r/2).

D(q,m+ s) — s/,
|We(1)]/]@u(L)] — s + 1.

Proof With z = zi, shifting the first digit-sum interval
in the carry yields

Cor(k) = (7" = 1) > HW(t)2'
t<h
+27" z HW (t)z"
h<t<h+r
-2 Z HW (¢t)2".
t<r
The identities h = M — ¢, h+r = M + f, comple-
mentation below M, and HW(M + v) = 1 + HW(v)
imply
> HW(t)2' = F — LAc + Ee,
t<h
> HW(t)2' = LA — Ec+ 2" Dy.
h<t<h+r

Substitution establishes Equation (4) at every mode.

At k = 1, marking binary digits in Pp(u,z) =
[T (1+ uz?’), differentiating at v = 1, and using
(L +2%) =1 —2M)/(1 - 2) yield

1-M /L i
Fp(z) = - (*"‘%Tm,r)a

1—2z 2
72
T, = Z tan () . (5)
j<L q

Using €'%/(1 + €'%) = % + %

Q=A/2+ Ac(2),
R=—Ec+z "(z"Dj - By).
Equations (4)—(5) become

Cor = LQ+ 3ATm,r + R (6)

For 0 = 27 /q and £ = [logy(r 4+ 1)], the identities
M = _el07/2 and | —1| < ||, combined with direct

geometric comparison, imply

lA—2r < 360r% Q- Ff1<Tor*. (1)

Reindexing Tim,r from the most significant bit pro-
duces
L T
Ty = tan | ——————— | .
e = S (g )
For 2™ > 4r, monotonicity of tan z/z, the mean-value
theorem, and the geometric tail imply

0<Tmr <3,  r|Tmr—rl <20/  (8)

Since every digit sum in the boundary polynomi-
als is at most ¢», comparison of their phases with
—1,—1,+1, respectively, yields

|R— (H(c)— f— H(f) — H(r))| <6r (1 +T0,).

The recurrences H(2t) = 2H(t) +t and H(2t + 1) =
2H(t) +t + HW(t) reduce the center to —2f — 2H (f)
in both parity cases. Subtracting fL — 2f —2H(f) +
irk from Equation (6) and applying Equations (7)—(8)
establishes the displayed disk bound.

For » = 1, the disk has center ix and radius
O(m/q), from which ¢D(q, m) — k. For fixed r > 2,
its real center is f(m — 3) — 2H(f), from which the
second limit follows. Under mr/2" — 0, the disk
is o(q) and the half-interval Riemann sum satisfies
Sq/q — i/m. Only the most significant bit of the com-
plete dyadic unsigned table contributes at mode one,
and deletion of r endpoints perturbs the normalized
coefficient by O(mr/2™), so Wy (1)/q — i/7. The iden-
tity A(1) = z(sSq + Cy,) then implies the remaining
limits and the ratio s + 1. O



Across all moduli, the first-mode separation
is governed by a sharp uniform threshold in the
excess word width.

Theorem 10 (Sharp dominance and global leakage
law) For fs(q) = [loga q] + s,
D(q,Bs() > 2U(q) for everyq>3 = s>3.
Whenever the inequality holds and U(q) > 0,
LYHOINN (D(qﬂ) —U(q))d o
Ky (1) U(q)
For every ¢ > 3, B > m, and d > 2, centered HW
has a nonzero mode with |K 3 (k)| > ¢ 4. Outside

the unique neutral case (q,3) = (2™, m), the isolated
representation component A has such a mode as well.

Proof By the reverse triangle inequality, |we(1)] >
q(D — U), which establishes the ratio whenever D >
2U. For s = 3, set A\ = ¢q/2™. Decomposition of the
bit planes into periodic square waves produces the
continuous limiting margin

G3(A) = |31/ + Coo(N)| — 2|Uso (N)].

Dyadic truncation after ten bit planes, inter-
val evaluation on 20,000 rational subintervals
of [1/2,1], and analytic geometric tails certify
infy G3(A) > 0.2400348288848567. Exact geometric-
to-integral error bounds transfer this margin to
every m > 17, with finite margin at least
0.2336562411534776. A 160-bit direct interval sweep
of the exact formulas covers every 3 < ¢ < 26, For
s > 4, the phase-independent bound

D(g,m +s) = 5[Sq(1)|/q — |Cq,r(1)]/q

exceeds 2U (q) for every modulus and increases with s,
covering all s > 3.

For ¢ = 2™, every unsigned bit below the most sig-
nificant one completes full periods at mode one, and
the most significant bit is the half-interval indicator.
Hence D = sU, so strict dominance fails for s < 2. For
a nonconstant integer table y, ¢> Var(y) = Y wet Yo —
yt)2 > q — 1. Parseval and power mean imply that
some nonzero-frequency coefficient has modulus at
least one. Centered HW is nonconstant for every ¢ > 3,
and Equation (3) makes A constant only in the stated
neutral case. Theorem 7 raises these coefficients to
order d. O

For the two National Institute of Standards
and Technology (NIST) moduli, Table 1 reports
the first-mode separation, while Figure 1 plots the
certified excess-width-three margin over the full
normalized modulus range.

Table 1 Exact first-mode geometry at the
NIST moduli, with Bpin equal to the certified
lower bound on |@We(1)|/|W.(1)]

q B excess D U  Bmin
3329 16 4 1.479 0.2902 4.098
8380417 32 9 2.867 0.3175 8.030

Phase-aware margin  — == Triangle lower bound

0.6 4
0.4 4

0.2 P

Rigorous interval lower bound

D5 — 2U (normalized)
\
1

0.0 1= =
Sa ~
/
~ N
\\\.~-r' SRS

-0.2

0.5 0.6 0.7 0.8 0.9 1.0
Normalized modulus A = g/2™

Fig. 1 Exact excess-width-three margin over the normal-
ized modulus. The phase-aware margin is positive through-
out; the dotted line is the rigorous interval lower bound
used in Theorem 10

6 Robustness and Sample
Complexity

For bit sensitivities a = (a;), let wy,q = _; a; bit;
and define w, , analogously. Their exact weighted

representation law is

B—1
Aglg—1—n)= Zaj
j=m

+ Z a; (bit; (r +n)

j<m

Set u; = q’lg}‘(l) and 6; = q*1?b§ — b7)(1), so
that Uy = | >, aju;| and Do = |3_; a;6,|. Define

Poo(q, B) = sup{p > 0: D, > 2U, whenever
la = 1flee < p},
with poo = 0 when HW itself does not satisfy the

strict inequality.

Theorem 11 (Exact weighted robustness) If D >
2Uy, the exact radius is

Vs ={y: Y IR(@v;(¢))] >0},
J



poo(q, ) = min sup IR(g3; v ()l
oo (4, ¢€[0,27) yEYs E] |§R(y1}j (¢))| 5
vj(¢) = d5 — 26i¢uj_

The supremum is attained on finitely many determi-
nant directions. For ¢ =2, B =m + s,

o =0(5<2),  poo=(s—2)/(s+2) (s >3).
Uniformly over all ¢ > 3, excess width three retains
strict separation for every a # 0 and |aj/a — 1| <
0.077. For the ML-KEM and ML-DSA moduli, respec-
tively,

0.47444937499013233220 < poo (3329, 16)
< 0.47444937499013233221,

0.63672613882631207518 < poo (8380417, 32)
< 0.63672613882631207519.

Proof The failure set is the union, over phases ¢, of
the affine complex equations

Z ajvj(qb) =0.
J

For a = 1 + e, its foo distance from the origin is the
least p for which the zonotope

{32 v+ lejl < p}

contains — ) 5 V- Applying support-function separa-
tion to this planar zonotope establishes the minimax
formula. In rank two, the extremal directions are
orthogonal to one generator and produce the finite
determinant formula; in rank one, the expression
reduces to | c;|/ > Il

At ¢ = 2", only the most significant unsigned
bit and the s extension bits contribute. The rank-one
formula becomes max{0, (s — 2)/(s 4+ 2)}. For general
q, every determinant is A + B cos¢ + C'sin ¢. Under
t = tan(¢/2), the active branches are ratios of abso-
lute quadratics. Their stationary points, intersections,
rank drops, and cell endpoints form a finite algebraic
candidate set. The outward-rounded evaluator certi-
fies the uniform 0.077 box and isolates the two NIST
minima in intervals of width below 10743, O

To compare the two robustness notions
directly, Figure 2 plots both the uniform and
phase-aware radii, with the all-modulus guaran-
tee separated from the exact parameter-specific
minima.

For transition leakage from an independent
previous word P;, let HD denote Hamming dis-
tance. The expectation E[HD(y, P;)] differs by a
constant from weighted HW with a;; = 1 —

~=~ Uniform 7.7% Band minimum

(a) Uniform sufficient radius (b) Minimax certified radius

s 3

[ -]
S S S

S

Relative radius (%)
<
o

Exact phase-aware radius (%)

o

20 30 40 50 60 2, s=3 ML-KEM ML-DSA
Bit width m

Fig. 2 Weighted Hamming-weight robustness, with the
uniform all-modulus radius in the left panel and the exact
phase-aware minimax radii for the dyadic obstruction and
the two NIST parameter sets in the right panel

2Pr[bit;(P;) = 1]. The heterogeneous spectrum
theorem therefore applies share by share: if each
a; lies in the certified box, the centered/unsigned
kernel ratio equals the product of the local
ratios when the unsigned coefficients are nonzero.
A zero unsigned factor produces exact separa-
tion, whereas unbiased previous bits make every
conditional-mean numerator vanish.

The harmonic numerator is invariant under
noise when S is sampled uniformly and the uni-
form shares are subsequently conditioned on their
sum. For L; = aw(X;) + 7N;, where the inde-
pendent zero-mean noises have variance o2, and
T = eQ‘n’ikS/q Hz Li>

[EZ.| = lof*(l@(k)|/a), )
Var(Z,,) = (o Var(w) + 726%)* — |[EZ,|?. (10)

Theorem 12 (Exponential-confidence harmonic test)
Let ¢ > 3, d > 2, and 2k # 0 (mod q). Let
tw = |[EZw| > 0, and let Vy, be the larger phase-
aligned real-score wvariance under the matched-label
and independent-uniform-label laws. Divide

Nnw = bwJys,

buw = max{1, [32Vy; /1 1},

Js =2[(16/9)log(2/6)] + 1
independent traces into blocks and test the median
block mean against pw/2. Both errors are at most

0/2. If centered and unsigned mode-k coefficients are
nonzero, then for fixed ¢,

~ 2d
f (8 [ [@e(k)]
700 ne(T, ) [ou (k)]
At mode one, Theorem 10 lower-bounds this limit by
(D-1U)/v)*.
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Fig. 3 Exact finite-noise centered/unsigned sample fac-
tors for orders 3,4,6, with dotted lines marking their
proved high-noise limits

Proof After phase alignment, Z,, has a real score
with mean ., whereas an independent uniform label
has mean zero. For one block average, Chebyshev’s
inequality bounds either tail at threshold pw/2 by
4V /(bwp?) < 1/8. The block failures are indepen-
dent, and Hoeffding bounds the probability that at
least half fail by

exp[—2J5(1/2 — 1/8)%] = exp(—9.J5/32) < §/2.

The condition 2k # 0 (mod ¢) removes the constant-
noise term from the second complex moment. At
high noise, both score variances equal %72d02d(1 +
o(1)); the common median factor cancels, the ceilings
become negligible, and Equation (9) yields the coeffi-
cient ratio to power 2d. The stated lower bound then
follows from the reverse triangle inequality. O

For a direct finite-noise comparison, Figure 3
plots the exact centered-to-unsigned sample fac-
tors together with their high-noise limits, so the
finite-noise approach to the proved asymptotic
ratios is visible at each reported order.

7 Algorithmic Validation

For fully paired comparisons, all methods use
identical generated observations and a common
complete hypothesis space. Each ML-KEM trial
samples one secret coefficient, public nonzero
multipliers, fresh uniform shares, and Gaussian
Hamming-weight leakage. The compared meth-
ods are full likelihood, exact product likelihood,
the recursive optimal prediction function (OPF),
sine/cosine scores, and the absolute-value class
predictor; Table 2 reports the three preselected
100-trial cells.

Exact product likelihood wuses real log-
magnitude convolution and a cyclic residue/sign
fast Fourier transform (FFT). Independent direct
convolution agrees within 1.67 - 10716; grids of
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Table 2 Paired ML-KEM synthetic rank-1
rates, where d is the share count and T the trace
count. “Abs” counts membership in the two-
element {h, —h} top class; “Bayes” splits the tie

d o T full product OPF abs/Bayes
2 1 100 100% 65% 43% 66%/33%
2 2 200 98% 58% 49% 81%/40.5%
31200 82% 63% 28% 0%/0%

1,025 and 2,049 points produce identical rank-1
success/failure decisions on all 1,500 stored rows.
Paired full-versus-product McNemar p-values for
the displayed cells are 5.82 - 107!, 1.82 - 10712,
and 1.57 - 104

Against direct O(T'q?) scoring, the finite-field
ridge implementation agrees in 144 exhaustive
cases. For ¢ 3329, 100 observations score
all 11,082,241 ordered incomplete-NTT pairs and
place the true pair at unique rank one for two
and three shares in 19.34 and 25.41 seconds. For
q = 8,380,417, linear convolution followed by mod-
ular folding ranks all hypotheses below 1 GiB.
The complete reference run takes 34.86 seconds,
including 16.60 seconds for the all-¢ likelihood
pass, and small-modulus direct oracles cover two
and three shares under both representations.

As a separate validation, two million tuples
are used per configuration for both NIST mod-
uli, every d = 2,...,6, three noise levels, and
both representations. All 60 exact complex means
lie in their 99% intervals. Runs under Gaussian,
Laplace, Rademacher, and scaled Student-¢5 noise
contain 160 million statistics and match the exact
variance law. Native C sweeps cover all 3,329 ML-
KEM and 8,380,417 ML-DSA residues without a
representation-law mismatch.

Using public measurements, the physical val-
idation replays the masked ML-DSA traces from
the concealed inhomogeneous learning-with-errors
(ILWE) study [9, 10]. On a disjoint held-out
half, the sign predicate has Welch [¢t| = 155.73,
standardized effect 0.923, and 90.80% balanced
accuracy at a point selected on the other half,
whereas a fixed seeded label permutation has
[t| = 0.207 and 50.07%. The permutation control
independently checks the sign-sensitive channel
underlying the representation law.



8 Related Work

Beginning with central-reduction attacks, two’s-
complement sign extension was connected to
masked lattice implementations [4]. Recursive
optimal-correlation predictors and sine/cosine
higher-order correlation power analysis (HOCPA)
subsequently sharpened scalar attacks [5]. The
likelihood theorem here operates on the com-
plete finite-noise factor, and the sufficiency
theorem classifies when a product-only method
preserves that experiment. Related general results
address optimal multivariate leakage and statisti-
cal higher-order differential power analysis (DPA)
[11-13].

Beyond centered storage, representation effects
have been studied for arithmetic encodings, prime-
field masking, and redundant-number randomiza-
tion [6, 14-16]. The section theorem optimizes
all contiguous representatives at first order, the
lexicographic theorem determines the high-order
limit of every finite family, and the codebook
theorem identifies the unrestricted deterministic
finite-noise optimum.

More recently, attacks on masked ML-
KEM and ML-DSA have included public-trace
key recovery, sparse chosen-input methods, and
profiling-device-free inference [17-21]. Contempo-
rary countermeasures span prime-field hardware
and specialized reductions [22-24]. Across these
settings, the centered-reduction law determines
representation neutrality, dominance, and robust-
ness from the modulus, word width, and leakage
weights.

9 Conclusion

Taken together, the results establish machine rep-
resentation as part of the masked leakage chan-
nel, whose complete finite-noise experiment is
efficiently computable and strictly richer than
product compression throughout this nonnega-
tive leakage class. Unsigned storage solves the
global first-order contiguous-section problem, and
constant-weight codebooks solve the unrestricted
deterministic finite-noise problem. For centered
storage, sign extension and carry produce an
exact spectrum with a sharp uniform dominance
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threshold of three excess bits, together with classi-
fications of the near-dyadic, weighted, and transi-
tion regimes; centered arithmetic is therefore not
leakage-neutral.

Supplementary information

Online Resource 1. Complete proofs and detailed
derivations for all theorems.

Online Resource 2. Source code, formal and
interval certificates, exact oracles, experiment
scripts, and result tables.
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