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Abstract23

Medical imaging artificial intelligence (AI) can achieve strong diagnostic perfor-24

mance, yet its decision evidence often remains difficult to verify, raising concerns25

about reliability and safety in clinical use. Conventional heatmaps mainly localize26

model-attended lesion regions and have limited capacity to distinguish multiple27

overlapping clinical features, whereas image–text explanations may describe the28

image content without being coupled to the actual decision pathway of the target29

model. Here, we present CRysTal, a neuron-level post-hoc explanation frame-30

work that maps decision-related neuronal activations to standardized clinical31
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terminology through two-stage non-negative sparse regression and cross-category32

fusion. In breast ultrasound diagnosis, CRysTal linked neurons from EfficientNet-33

B0, ResNet-50, VGG-19, and ViT-B models to BI-RADS concepts, generating34

explanations that were more consistent with radiology reports than large-model35

reasoning, CLIP-Dissect, and linear explanation baselines while preserving the36

original classification performance. Across the four diagnostic models, CRysTal37

improved feature-level agreement by 3.4–12.2% and tendency-level agreement38

by 3.5–19.2% over the second-best baseline. CRysTal further tracked a shift in39

model explanations during training, from non-specific visual cues toward clinical40

concepts commonly used by physicians, with concept alignment positively asso-41

ciated with diagnostic performance in ResNet-50 and EfficientNet-B0 (Pearson r42

= 0.89 and 0.84, respectively). Its reasoning conflict (RCF) score identified erro-43

neous AI predictions with an AUC of 0.745, outperforming saliency-map-based44

risk signals (AUC range, 0.542–0.625) and a concept bottleneck model (AUC =45

0.643). In a reader study involving 20 ultrasound physicians, CRysTal explana-46

tions received mean scores close to 97 for explanation accuracy, readability and47

guideline concordance, and reduced mean reading time by 10.7% for junior physi-48

cians and 4.7% for senior experts. Generalization experiments on external breast49

ultrasound, thyroid ultrasound and dermoscopy datasets provide initial evidence50

that CRysTal can support auditable AI explanations across standardized medical51

imaging terminology systems.52

Keywords: Explainable artificial intelligence, Medical imaging, Clinical concept53

alignment, Neuron interpretation, Breast ultrasound, BI-RADS54

1 Introduction55

Artificial intelligence (AI) has improved the efficiency and accuracy of medical image56

analysis, but its clinical translation remains limited, with safety concerns being one57

of the major barriers [1–11]. Small prediction errors may lead to missed malignant58

lesions or diagnostic misclassification, affect downstream clinical decisions, compro-59

mise patient safety and raise medico-legal and public-trust concerns [12]. A study in60

JAMA reported that clinicians’ diagnostic accuracy decreased by 11.3% when they61

referred to biased AI diagnostic results [13]. These findings indicate that AI models62

with systematic bias may shift from clinical decision-support tools to potential sources63

of clinical risk [14, 15]. Medical imaging AI systems therefore need to provide not64

only diagnostic outputs but also decision rationales that clinicians can understand.65

This requirement is consistent with evidence-based medicine, which emphasizes trace-66

able evidence and reproducible reasoning, and is particularly important when human67

interpretation and AI predictions disagree [16–21].68

Early work on explainable AI sought to make model decision processes more trans-69

parent through visual attention or attribution [22, 23]. Classical attribution methods,70

including Grad-CAM, SHAP, LRP, CRP and class activation mapping, link model71

outputs, neuronal activation responses and image pixels to visualize decision-relevant72

regions [24–28]. However, these methods have important limitations in medical imag-73

ing. A local region in a medical image often contains multiple lesion attributes,74
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including texture, morphology, size and location. Highlighting a region can only75

provide a coarse indication of where the model attends, without specifying the cor-76

responding clinical or pathological meaning. As a result, such explanations often77

lack clinically actionable semantics (Fig. 1a) [18–21, 29]. Subsequent image–text78

explanation methods, including approaches based on UniMed-CLIP and biomedical79

vision–language models, can associate image features with multiple clinical terms [30–80

33]. Yet these methods largely describe the image rather than the internal decision81

process of the target diagnostic model (Fig. 1a). More recently, CLIP-Dissect intro-82

duced an automated framework for describing hidden neurons using natural-language83

concepts, enabling associations among decision-relevant neurons, activation regions84

and text concepts [34]. Directly transferring this strategy to medical image analysis85

remains challenging. In our experiments, CLIP-Dissect often assigned a single local86

concept to an individual neuron in medical images, failing to cover the composite87

clinical semantics enriched in the same neuron, such as morphology, margin, echo88

pattern, calcification and posterior acoustic features. This limited both coverage and89

diagnostic-tendency consistency. These observations motivate algorithmic designs that90

are adapted to the structured and multi-attribute nature of medical imaging.91

Here we propose Clinical Reasoning Analysis by Text-Neuron Feature Elucida-92

tion (CRysTal), a neuron-level explanation framework that maps decision-related93

neuronal responses to structured clinical concepts (Fig. 1b). CRysTal does not alter94

the parameters or prediction pathway of the original diagnostic model. Instead, it95

learns a mapping from decision-related neuronal responses in a fixed model to a96

structured clinical concept system, thereby generating case-level, auditable clinical97

evidence chains. In a breast ultrasound benign–malignant classification task, we con-98

structed neuron–concept mappings based on the Breast Imaging Reporting and Data99

System (BI-RADS) lexicon [35, 36], and evaluated CRysTal across EfficientNet-B0,100

ResNet-50, VGG-19 and ViT-B diagnostic models [37–40]. We then assessed CRys-101

Tal from five perspectives: case-level explanation consistency, single-neuron semantic102

representation, training dynamics of clinical concept alignment, human–AI collabo-103

rative diagnosis and cross-dataset generalization. In ResNet-50 and EfficientNet-B0,104

model explanations became increasingly aligned with standardized imaging signs used105

by clinicians, such as morphology, margin, calcification and echo pattern, as training106

progressed and diagnostic performance improved. Overall, CRysTal recovered struc-107

tured explanations of decision-related neurons that were highly consistent with clinical108

reports while preserving the diagnostic performance of the original model. Reader stud-109

ies further suggest that CRysTal may help clinicians identify erroneous AI predictions110

and improve diagnostic efficiency.111
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Fig. 1 Clinical evidence requirements for medical imaging AI explanations and the CRysTal study
framework. a, Standard clinical diagnosis relies on verifiable, standardized and decision-relevant imag-
ing evidence, such as BI-RADS descriptors for lesion shape, margin and orientation. By contrast,
saliency heatmaps mainly localize attended regions, whereas image–text descriptive models may
generate explanations that are not coupled to the internal decision pathway of the target diagnos-
tic model, limiting verifiability, standardization and decision relevance. b, CRysTal maps neuronal
responses from a black-box diagnostic model to a structured clinical concept taxonomy and aggre-
gates them into case-level concept evidence, enabling model predictions to be translated into auditable
clinical semantic explanations. c, CRysTal was evaluated across five aspects: case-level explanation
consistency, single-neuron semantic representation, training dynamics of clinical concept alignment,
human–AI collaborative diagnosis and cross-dataset generalization.

2 Results112

2.1 Overall CRysTal framework113

We developed CRysTal (Fig. 2) to characterize the internal reasoning process of medi-114

cal imaging diagnostic models. The method uses neuronal feature representations and115

standardized clinical terminology to provide structured explanations of model decision116

evidence. In this study, we focused on breast ultrasound models for benign–malignant117

lesion classification. Based on neuronal responses extracted from a fixed diagnostic118

model, CRysTal links neuronal representations, visual features and structured clinical119
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concepts, thereby converting abstract visual representations into textual diagnostic120

evidence that follows clinical conventions.121

Fig. 2a shows the paired inputs used to develop CRysTal: structured BI-RADS122

clinical concept annotations and neuronal response vectors extracted by feeding the123

same images into a fixed diagnostic model. Fig. 2b illustrates the training workflow for124

interpreting individual neurons using clinical text. The workflow consists of two stages.125

The first stage performs within-category estimation. For each independent BI-RADS126

category, such as shape, margin, echo pattern and calcification, non-negative sparse127

regression is used to estimate the association weights between each neuron and specific128

clinical descriptors within that category. The second stage performs cross-category129

integration. Association weights learned across all clinical feature categories are jointly130

fused to form a neuron-specific clinical semantic representation. This design allows131

each neuron to be associated with multiple clinical descriptors with different weights,132

rather than being constrained to a single category label, and is intended to better133

approximate the multidimensional clinical semantics carried by individual neurons.134

Fig. 2c shows how CRysTal explains the activation of multiple neurons. After a135

breast ultrasound image is processed by the diagnostic model, the model first pro-136

duces a classification output. CRysTal then uses the learned neuron–concept mappings137

to generate clinically structured evidence for that decision. During training, neuronal138

activation vectors extracted from the fixed diagnostic model are used as input, and139

structured BI-RADS concept annotations from the same cases are used as supervision.140

Through within-category non-negative sparse regression and cross-category concept141

fusion, CRysTal learns association weights between each neuron and different clini-142

cal signs. During inference, it reads the neuronal responses of the original diagnostic143

model and computes output-specific neuron relevance scores to aggregate the learned144

neuron–concept profiles into case-level structured explanations. Details of the model145

decomposition are provided in Section 4.4.146
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Fig. 2 Overall framework and workflow of CRysTal. a, Data preparation. Structured BI-RADS
clinical concept annotations are organized into a category-aware concept taxonomy and encoded as
a binary concept annotation matrix. In parallel, the same images are passed through a fixed breast
ultrasound diagnostic model, and neuronal activation vectors are extracted from a selected layer. b,
Neuron–concept alignment. For each neuron, non-negative sparse regression first estimates concept
weights within each BI-RADS category. Cross-category fusion then integrates category-specific fits
into a neuron-specific concept profile, allowing individual neurons to be associated with multiple
clinical concepts across diagnostic categories. c, Case-level evidence reconstruction. For a test image,
output-specific neuron relevance scores are used to aggregate the learned neuron–concept profiles
into a structured evidence vector. The evidence vector is summarized within diagnostic categories to
generate clinically interpretable decision evidence.

2.2 Evaluation of CRysTal for explaining model decisions147

We systematically evaluated the ability of CRysTal to explain diagnostic decisions148

across four common classification models: EfficientNet-B0, ResNet-50, VGG-19 and149
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ViT-B. CRysTal was compared with representative explanation baselines, including150

large-model-based chain-of-thought (CoT), CLIP-Dissect, medically adapted CLIP-151

Dissect* and Linear Explanation (LE). We also included a Concept Bottleneck Model152

(CBM) as an explicitly concept-supervised reference model to assess the trade-off153

between explanation consistency and classification performance under a concept bot-154

tleneck constraint. All explanations were compared against the corresponding clinical155

reports.156

Fig. 3a shows that the four breast ultrasound diagnostic models achieved strong157

classification performance, with AUCs of 0.937, 0.950, 0.981 and 0.976, respectively.158

Fig. 3b,c further shows that CRysTal explanations were more consistent with clinical159

diagnostic reports than those generated by the baselines. Across the four classifiers,160

CRysTal achieved the highest feature-level accuracy, reaching 0.717, 0.680, 0.673 and161

0.697, corresponding to improvements of 3.4–12.2% over the second-best method.162

CRysTal also achieved the highest tendency-level accuracy, reaching 0.727, 0.751, 0.769163

and 0.778, with improvements of 3.5–19.2% over the second-best method. These results164

indicate that CRysTal more accurately recovered lesion features described in clinical165

reports and more correctly identified their benign or malignant diagnostic tendency.166

CRysTal also achieved the highest tendency-level F1 and MCC, suggesting that its167

concept explanations more reliably distinguished clinical evidence supporting benign168

versus malignant decisions. F1 reflects the overall ability to identify diagnosis-related169

features, whereas MCC provides a more robust correlation measure under class imbal-170

ance. Additional quantitative comparisons across breast ultrasound backbones and171

external clinical datasets are provided in Extended Data Table 1.172

Fig. 3d shows that CBM achieved a benign–malignant classification AUC of 0.786,173

with feature-level agreement, tendency-level agreement, F1 and MCC of 0.798, 0.762,174

0.656 and 0.474, respectively. Because CBM follows a “clinical concept prediction fol-175

lowed by diagnosis” training paradigm, its explanations are directly derived from an176

explicit concept bottleneck, which explains its advantage in feature-level agreement.177

However, this explicit concept constraint was accompanied by a marked decrease178

in classification performance relative to the original black-box models. By contrast,179

CRysTal did not alter the prediction pathway of the original classifier and therefore180

preserved its high diagnostic AUC. At the same time, its tendency-level agreement,181

F1 and MCC were comparable to, or in some cases slightly higher than, those of182

CBM. These results suggest that although CRysTal does not necessarily exceed183

an explicit concept bottleneck model in recovering every individual feature, it can184

recover diagnostically directional clinical evidence without sacrificing classification185

performance.186

Fig. 3e compares the explanations generated by different methods in represen-187

tative cases. CRysTal produced fine-grained lesion features consistent with clinical188

reports in both malignant and benign cases, including angular margin, irregular shape,189

shadowing, microcalcifications, taller-than-wide orientation, hypoechoic echo pattern,190

circumscribed margin, oval shape, no posterior features, no calcification, wider-than-191

tall orientation and homogeneous echo pattern. CoT generated report-like descriptions,192

but some features were inconsistent with the reference clinical report; for exam-193

ple, it described posterior features or calcification in cases where these findings were194

7



absent. CLIP-Dissect, CLIP-Dissect* and LE identified some correct concepts, but195

they still missed key features, confused concepts or produced evidence inconsistent196

with the diagnostic tendency, such as omissions of microcalcifications, shadowing or197

taller-than-wide orientation.198
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Fig. 3 Performance comparison of different explainability methods for breast ultrasound diagnostic
decision explanations. a, Area under the receiver operating characteristic curve (AUC) of four com-
mon classification models, EfficientNet-B0, ResNet-50, VGG-19 and ViT-B, for benign–malignant
breast ultrasound classification. b,c, Consistency between diagnostic decision explanations generated
by different explainability methods and clinical reports. CRysTal overall achieved higher explana-
tion consistency than existing methods and more accurately captured imaging evidence relevant to
clinical diagnosis. d, Decision explanation performance of the Concept Bottleneck Model (CBM).
CRysTal achieved consistency scores close to those of CBM, suggesting that it can generate decision
explanations aligned with clinical diagnostic logic without requiring an explicitly predefined clini-
cal concept bottleneck. e, Representative clinical cases. CRysTal generated benign and malignant
decision evidence that was correct and covered key clinical assessment features. By contrast, other
methods typically provided only local saliency regions or discrete concept cues, making it difficult to
form complete, verifiable and report-consistent diagnostic explanations.
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2.3 Evaluation of CRysTal for interpreting individual neuron199

features200

We evaluated the ability of CRysTal to provide clinical interpretations of individ-201

ual neurons across multiple classification models (Fig. 4a–d). The results showed202

that decision-related neuronal activations associated with imaging features such as203

calcification, margin, shape, echo pattern, posterior acoustic features and orienta-204

tion had mean AUCs of 0.637, 0.649, 0.544 and 0.628 in representative neurons205

from VGG-19, ResNet-50, EfficientNet-B0 and ViT-B, respectively. AUCs for most206

BI-RADS feature dimensions were above the random level. These findings indi-207

cate that single-neuron explanations generated by CRysTal can distinguish benign-208

and malignant-oriented tendencies embedded in corresponding imaging features and209

contain clinically meaningful discriminative semantics.210

We further evaluated individual-neuron clinical semantic interpretation using five211

metrics: Ability, Alignment, Coverage, Diversity and Sparsity (Fig. 4e–h and Extended212

Data Table 2). Ability assesses whether an explanation preserves the core diagnostic213

discriminative information carried by a neuron. Alignment measures the consistency214

between explanation concepts and neuronal activation patterns. Coverage evaluates215

whether the explanation covers key clinical signs associated with the neuron. Diversity216

measures whether the explanation contains complementary concepts from different217

BI-RADS categories. Sparsity evaluates whether neuronal semantics can be expressed218

using a small number of concepts.219

Averaged across four backbone networks, CRysTal achieved Ability, Coverage and220

Diversity scores of 0.611, 0.803 and 0.767, respectively, outperforming LE (0.242, 0.235221

and 0.316) and CLIP-Dissect (0.041, 0.137 and 0.137). The mean Sparsity of CRysTal222

was 0.321, similar to that of LE (0.313), indicating that the construction of multi-223

category concept combinations did not substantially increase explanation complexity.224

For Alignment, LE achieved a mean value of 0.393, slightly higher than CRysTal225

(0.332), suggesting a local advantage in matching candidate concepts to activation226

patterns. However, when considered together with Coverage and Diversity, this local227

advantage did not translate into more comprehensive clinical semantic coverage.228

Fig. 4e shows that CLIP-Dissect interpreted a representative neuron only as “indis-229

tinct margin”; in Fig. 4g, it output only “hypoechoic appearance”. However, the230

neuron-level discriminative analyses in Fig. 4a and Fig. 4c show that these representa-231

tive neurons had above-random AUCs across multiple BI-RADS feature dimensions.232

This suggests that their activations were not associated with a single imaging feature,233

but with multidimensional clinical semantics, including shape, margin, calcification,234

echo pattern and posterior acoustic features. The single-concept explanations produced235

by CLIP-Dissect therefore had limited ability to cover the composite feature infor-236

mation carried by these neurons, resulting in lower Coverage and Diversity. Fig. 4g237

further shows that the high-weight concepts output by LE were semantically similar238

and concentrated on boundary-related features, limiting coverage of other BI-RADS239

categories. In the neuron shown in Fig. 4f, posterior acoustic features had the highest240

discriminative AUC, indicating that the dominant clinical semantics of this neuron241

were more related to posterior acoustic features. By contrast, the high-weight concepts242
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Table 1 Reliability of neuron explanations across repeated runs and backbones.

Aggregate neuron-level reliability metrics for CLIP-Dissect, Linear Explanation (LE), and CRysTal
on ResNet, VGG, EfficientNet, and ViT. Val Corr measures agreement with validation signals,
Consistency@K measures top-K agreement across 10 repeated explanations, and Redundancy@K
and Conflict@K quantify repetition and contradiction within the recovered concepts. Because
CLIP-Dissect is deterministic, repeated-run consistency, redundancy, and conflict statistics are not
applicable and are therefore omitted. Best and second-best results within each backbone are
highlighted in bold and underline, respectively.

Model Method Val Corr↑
Consistency@K↑ Redundancy@K↓ Conflict@K↓

K=1 K=3 K=5 K=3 K=5 K=3 K=5

ResNet

CLIP-Dissect 0.189±0.000 – – – – – – –

LE 0.511±0.131 0.682±0.298 0.435±0.151 0.432±0.150 0.071±0.063 0.099±0.082 0.050±0.079 0.079±0.094

CRysTal 0.527±0.136 0.573±0.300 0.462±0.134 0.480±0.135 0.032±0.034 0.027±0.030 0.002±0.017 0.002±0.018

VGG

CLIP-Dissect 0.235±0.000 – – – – – – –

LE 0.510±0.161 0.922±0.196 0.491±0.134 0.488±0.136 0.011±0.028 0.018±0.036 0.024±0.025 0.052±0.025

CRysTal 0.524±0.135 0.771±0.286 0.496±0.139 0.495±0.139 0.008±0.020 0.008±0.028 0.006±0.023 0.008±0.028

EfficientNet

CLIP-Dissect 0.027±0.000 – – – – – – –

LE 0.236±0.101 0.286±0.227 0.240±0.164 0.238±0.162 0.059±0.063 0.066±0.065 0.073±0.104 0.100±0.120

CRysTal 0.225±0.098 0.337±0.215 0.279±0.157 0.279±0.157 0.032±0.046 0.032±0.045 0.030±0.071 0.031±0.072

ViT

CLIP-Dissect 0.227±0.000 – – – – – – –

LE 0.592±0.184 0.723±0.295 0.550±0.203 0.530±0.206 0.022±0.054 0.035±0.058 0.015±0.057 0.057±0.107

CRysTal 0.534±0.176 0.803±0.301 0.580±0.193 0.580±0.191 0.012±0.031 0.012±0.031 0.012±0.049 0.012±0.049

generated by LE were mainly concentrated in shape, calcification and orientation cat-243

egories, suggesting a mismatch between the explanation and the neuron’s dominant244

clinical representation.245

To assess the stability of neuron-level explanations, we performed ten repeated246

experiments on the same feature layer of each backbone network and quantified the247

results using four metrics: Val Corr, Consistency@K, Redundancy@K and Conflict@K248

(Table 1). Val Corr measures the agreement between explanation contents and clinical249

diagnostic reports. Consistency@K reflects the stability of the top-K clinical features250

across repeated experiments. Redundancy@K measures the proportion of semantically251

repeated features among the top-K explanations, whereas Conflict@K measures the252

proportion of mutually contradictory or clinically inconsistent features among them.253

The results showed that CRysTal generated stable neuron-level explanations with254

low redundancy and low semantic conflict across the four major backbone networks.255

Specifically, the mean Consistency@3 and Consistency@5 values of CRysTal across256

the four models were 0.454 and 0.459, respectively, higher than those of LE (0.429 and257

0.422). Meanwhile, the mean Redundancy@3 and Redundancy@5 values of CRysTal258

were 0.021 and 0.020, respectively, lower than those of LE (0.041 and 0.055). The mean259

Conflict@3 and Conflict@5 values of CRysTal were 0.013 and 0.013, respectively, also260

lower than those of LE (0.041 and 0.072).261
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Fig. 4 Individual-neuron interpretation and quality evaluation. a–d, Evaluation of the clinical
semantic representation ability of representative individual neurons across multiple classification
models, including VGG-19 (features51, neuron 22), ResNet-50 (layer4, neuron 60), EfficientNet-B0
(features7, neuron 776) and ViT-Base (blocks11, neuron 6). The evaluated BI-RADS-related imaging
features included calcification, margin, shape, echo pattern, posterior acoustic features and orien-
tation. e–h, Quality evaluation across five dimensions: Ability, Alignment, Coverage, Diversity and
Sparsity. Compared with CLIP-Dissect and Linear Explanation, CRysTal generated more complete
and diagnostically relevant concept combinations, with stronger preservation of diagnostic signals,
better coverage of key features and greater semantic diversity across BI-RADS categories, while
maintaining comparable activation-pattern matching and explanation sparsity. In the representative
neuron examples, CRysTal (group) denotes the full category-aware neuron–concept profile, whereas
CRysTal (greedy) denotes the compressed ranked concept readout derived from the same profile for
top-K-based comparison with baseline methods.
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2.4 Training dynamics of clinically aligned model reasoning262

We used clinical text explanations of decision-related neurons to examine whether the263

decision process of medical imaging diagnostic models became increasingly aligned264

with expert clinical interpretation during training. Specifically, we selected model265

checkpoints from different training epochs, used CRysTal to map internal decision-266

related neurons to BI-RADS clinical concepts and analyzed dynamic changes in model267

explanations across training. As shown in Fig. 5a, model checkpoints were first saved268

at different training stages. CRysTal explanations were then generated for each check-269

point to identify the clinical concepts used by the model during breast ultrasound270

diagnosis. The predicted concepts were matched with expert-annotated BI-RADS con-271

cepts to calculate concept alignment. BI-RADS is a standardized evidence system272

developed by clinical experts based on long-term imaging experience, associations273

with pathological risk and the need for diagnostic consistency. It structures breast274

lesion description across dimensions such as shape, margin, orientation, echo pattern,275

posterior acoustic features and calcification, thereby providing reusable and commu-276

nicable evidence for benign–malignant risk assessment. Changes in the agreement277

between model explanations and the BI-RADS concepts can therefore be used to278

assess whether internal model representations increasingly rely on clinically meaningful279

imaging evidence.280

As shown in Fig. 5b, the mean model–clinical concept alignment of both ResNet-50281

and EfficientNet-B0 increased with training epoch and stabilized in the middle-to-late282

training stages. In early epochs, concept alignment was relatively low; it then increased283

as training proceeded, suggesting that, while optimizing the classification objective,284

the models’ decision evidence shifted from non-specific visual statistical cues toward285

clinical semantic concepts described by BI-RADS. Fig. 5c shows a positive associa-286

tion between mean concept alignment and diagnostic performance. In ResNet-50 and287

EfficientNet-B0, increases in model AUC were accompanied by increases in mean con-288

cept alignment, with Pearson correlation coefficients of 0.89 and 0.84, respectively.289

These results suggest that improved model performance was accompanied by increas-290

ing alignment between internal representations and clinically interpretable diagnostic291

semantics; they should not be interpreted as proof of a causal mechanism.292

Fig. 5d shows that concept alignment across different BI-RADS categories fol-293

lowed category-specific trajectories during training. In early training, alignment was294

generally low for shape, orientation, margin, posterior acoustic features and calcifica-295

tion. As training progressed, alignment increased across several categories, with more296

pronounced increases for orientation and posterior acoustic features. This indicates297

that model explanations became more focused on professional medical signs defined298

by BI-RADS rather than remaining limited to low-level textures or simple grayscale299

changes. Fig. 5e shows an overall positive association between the alignment of individ-300

ual BI-RADS categories and model AUC. As the diagnostic performance of ResNet-50301

and EfficientNet-B0 improved, concept alignment for most feature categories also302

increased, suggesting that the models’ internal discriminative evidence became more303

consistent with the standardized clinical evidence system used by human experts.304

Together, Fig. 5 indicates, from the perspectives of training dynamics and perfor-305

mance association, that the decision logic of medical imaging diagnostic models did306
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not emerge as a static property but underwent progressive alignment with BI-RADS307

clinical semantic evidence. CRysTal captured this dynamic process and provided308

neuron-level evidence for assessing whether model decision evidence is consistent with309

clinical interpretation standards.310
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Fig. 5 Semantic evolution of model explanations during training. a, Using model checkpoints from
different training epochs, CRysTal tracked changes in the alignment between internal diagnostic
model representations and the BI-RADS clinical concept system. For each checkpoint, CRysTal first
generated case-level predicted concepts and matched them with expert-annotated BI-RADS con-
cepts, then calculated concept consistency across categories including shape, margin, orientation,
echo pattern, posterior acoustic features and calcification. b,c, Mean-level model–clinical concept
consistency analysis. b, Mean model–clinical concept consistency across training epochs for ResNet-
50 and EfficientNet-B0. c, Association between model classification AUC and mean model–clinical
concept consistency. Each point corresponds to one checkpoint, and the fitted line indicates the over-
all trend. d,e, Category-level model–clinical concept consistency analysis. d, Consistency trajectories
across BI-RADS feature categories, including echo, shape, orientation, margin, posterior feature and
calcification. e, Association between model AUC and category-level concept consistency. The results
indicate that, as training progressed and model performance improved, model explanations shifted
from non-specific image cues toward standardized clinical signs, suggesting increasing alignment
between internal model representations and the BI-RADS clinical evidence system.

2.5 CRysTal decision explanations support clinical diagnosis311

Explainability can improve the trustworthiness of individualized AI-assisted diagno-312

sis when it provides information that clinicians can interpret and verify. Conventional313
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heatmaps mainly show model-attended regions, whereas CRysTal links decision-314

related neuronal outputs to standardized clinical semantics (Fig. 6a, left). When model315

predictions are biased or incorrect, clinicians may use the lesion features recovered316

by CRysTal as supporting evidence to reassess the prediction (Fig. 6a, right). We317

defined Reasoning Conflict (RCF) to quantify the proportion of recovered clinical318

imaging evidence whose benign–malignant tendency conflicts with the model’s final319

prediction. CRysTal and CBM used RCF as the prediction-risk assessment signal,320

whereas conventional visual attribution methods, including Grad-CAM, IG, SHAP,321

LRP and CRP, used the intersection over union (IoU) between attribution heatmaps322

and ground-truth lesion regions as the risk-assessment signal. CRysTal-based RCF323

more clearly separated correctly and incorrectly predicted samples (Fig. 6b). In the324

task of identifying erroneous model predictions, CRysTal achieved an AUC of 0.745,325

exceeding visual attribution methods (AUC range, 0.542–0.625) and CBM (AUC =326

0.643; Fig. 6c). These results indicate that structured decision explanations may better327

capture case-level diagnostic evidence than visual region localization alone.328

To further evaluate whether CRysTal explanations could be understood and used329

by clinicians, we conducted two clinician validation experiments using independent330

image sets. In the first experiment, 20 ultrasound physicians, including 10 senior331

experts and 10 junior residents, rated CRysTal-generated structured explanations from332

100 breast ultrasound images. Explanations were evaluated on a 0–100 scale across333

three dimensions: explanation accuracy, readability and guideline concordance. The334

mean scores for all three dimensions were close to 97, with no significant differences335

between senior experts and junior physicians (explanation accuracy, P = 0.612; read-336

ability, P = 0.613; guideline concordance, P = 0.645; Fig. 6d and Extended Data337

Table 3). These results suggest that CRysTal outputs were readable and consistent338

with clinical terminology across clinicians with different levels of experience.339

The second experiment used a separate set of 80 breast ultrasound images and340

assessed CRysTal in a three-phase multi-reader, multi-case diagnostic workflow. In341

Phase 1, physicians interpreted the original ultrasound images alone. In Phase 2, the342

AI-predicted malignancy probability was provided. In Phase 3, explainability assis-343

tance was further provided. The 80 cases were divided into two balanced 40-case344

subsets: one subset was interpreted with Grad-CAM heatmap assistance, and the345

other was interpreted with CRysTal-generated structured feature explanations. The346

two subsets were balanced by diagnosis and AI prediction correctness. Diagnostic accu-347

racy and reading time were recorded at each phase and analyzed after stratification348

by reader experience level.349

Fig. 6g,h shows that CRysTal assistance improved physicians’ use of AI predictions.350

For cases in which AI predictions were correct, junior physicians’ accuracy increased351

from 0.82 during independent reading to 0.91 with black-box AI assistance, and fur-352

ther to 0.93 with CRysTal assistance, exceeding the 0.88 achieved with Grad-CAM353

assistance. Senior experts achieved an accuracy of 0.98 with CRysTal assistance, also354

higher than the 0.96 achieved with Grad-CAM. For cases in which AI predictions were355

incorrect, junior physicians’ accuracy decreased from 0.35 to 0.27 with black-box AI356

assistance, indicating susceptibility to incorrect AI predictions. With CRysTal assis-357

tance, accuracy increased to 0.48, substantially higher than the 0.19 observed with358

15



Grad-CAM. Among senior experts, accuracy in AI-error cases was 0.68 with CRysTal359

and 0.64 with Grad-CAM. These results suggest that CRysTal may help clinicians360

accept correct AI predictions while also identifying and correcting erroneous predic-361

tions, with a greater benefit for junior physicians. Mean reading time decreased by362

10.7% for junior physicians and 4.7% for senior experts after CRysTal assistance, sug-363

gesting that structured explanations improved decision support without increasing the364

reading burden.365
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Fig. 6 Evaluation of CRysTal in clinical application. a, Examples of case-level reliability analysis.
The left case is a correctly predicted malignant case, and the right case is a malignant case misclassified
as benign. Grad-CAM, SHAP, IG and LRP show visual attribution results. CRysTal outputs case-level
structured clinical attributes and indicates whether the benign–malignant tendency of each attribute
is consistent or conflicting with the final model prediction. b, Distribution of risk signals in correctly
and incorrectly predicted cases. CRysTal and CBM use Reasoning Conflict (RCF) as the risk signal,
whereas visual attribution methods use IoU between attribution maps and lesion regions as a surrogate
signal. Statistical significance is denoted as ns, P < 0.05, P < 0.01, P < 0.001 and P < 0.0001. c,
ROC analysis for distinguishing correct from incorrect AI predictions. CRysTal uses RCF as the risk
score and achieves an AUC of 0.745, higher than visual attribution methods and CBM. d, Clinician
ratings of CRysTal structured explanations, including explanation accuracy, readability and guideline
concordance. Differences between senior experts and junior physicians were not statistically significant
across the three dimensions. e, Three-phase interactive reading workflow. Twenty clinicians, including
10 senior experts and 10 junior residents, evaluated breast ultrasound cases under image-only, black-
box AI score-assisted and explainability-assisted conditions, with a washout interval of at least 3
days between phases. In Phase 3, Grad-CAM and CRysTal were evaluated on two balanced 40-
case subsets. f, Change in reading time before and after CRysTal use. Thin lines indicate individual
physicians, and the thick line indicates the group mean. Reading time decreased by 10.7% for junior
physicians and 4.7% for senior experts. g, Change in overall diagnostic accuracy across the three-
stage workflow, compared with the performance of junior physicians using Grad-CAM assistance. h,
Diagnostic accuracy in more challenging case subsets, showing that structured concept explanations
provided additional decision support for junior physicians compared with black-box scores or visual
heatmaps alone.
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2.6 Cross-dataset generalization366

To further evaluate the generalization of CRysTal to external data distributions and367

different medical imaging tasks, we tested it on two independent public breast ultra-368

sound datasets, BrEaST and BUSI, one internal thyroid ultrasound dataset and the369

public dermoscopy dataset Derm7pt. The BrEaST dataset contains 256 breast ultra-370

sound scans covering benign lesions, malignant lesions and normal tissue. Lesion371

regions and BI-RADS signs/lexicon annotations were provided by radiologists with372

breast ultrasound experience, enabling assessment of feature-level consistency between373

CRysTal explanations and breast ultrasound clinical signs. The BUSI dataset con-374

tains 780 breast ultrasound images from approximately 600 female patients, including375

normal, benign and malignant images, with lesion segmentation annotations. Because376

BUSI does not contain BI-RADS feature labels, we mainly used it to assess case-level377

explanation reliability and diagnostic-tendency consistency on external breast ultra-378

sound data. The internal thyroid ultrasound dataset contains 3,741 benign nodule379

images and 7,079 malignant nodule images, with TI-RADS feature annotations and380

benign–malignant labels, enabling evaluation of CRysTal generalization to a standard-381

ized clinical sign system in thyroid ultrasound. The Derm7pt dataset contains 1,011382

skin lesion cases, each with dermoscopic images, clinical images, patient metadata, 7-383

point checklist feature labels and diagnostic labels, and was used to evaluate cross-task384

mapping to clinical concepts in dermoscopy.385

Extended Data Table 4 shows that, on the external breast ultrasound datasets, the386

fixed ResNet-50 black-box predictor achieved diagnostic AUCs of 0.849 on BrEaST387

and 0.813 on BUSI, indicating that the target diagnostic model retained some clas-388

sification generalization on independent datasets. On this basis, CRysTal achieved389

a feature-level consistency of 0.522, a diagnostic-tendency consistency of 0.728 and390

an RCF-AUC of 0.674 on BrEaST. Its diagnostic-tendency consistency was higher391

than those of CLIP-Dissect, CLIP-Dissect*, LE and CBM, and its reliability matched392

CBM while exceeding other fixed-predictor explanation methods. By comparison,393

CLIP-Dissect, CLIP-Dissect* and LE, which also explained the fixed predictor, had394

feature-level consistencies of 0.379, 0.344 and 0.320 and diagnostic-tendency consis-395

tencies of 0.469, 0.448 and 0.493, respectively, all lower than CRysTal. On BUSI,396

CRysTal achieved an RCF-AUC of 0.867, exceeding CLIP-Dissect, CLIP-Dissect*, LE397

and CBM by 0.172, 0.053, 0.015 and 0.049, respectively. These results suggest that398

CRysTal maintained relatively stable case-level explanation quality on independent399

breast ultrasound datasets.400

Derm7pt uses the dermoscopic 7-point checklist as its structured concept sys-401

tem, whereas the thyroid ultrasound dataset uses features from the Thyroid Imaging402

Reporting and Data System (TI-RADS), including composition, echogenicity, shape,403

margin and echogenic foci. Fig. 7b,c shows that, on the thyroid ultrasound dataset,404

CRysTal achieved feature-level agreement, tendency-level agreement, MCC and F1405

scores of 0.591, 0.656, 0.189 and 0.753, respectively. On Derm7pt, the correspond-406

ing scores were 0.538, 0.703, 0.300 and 0.520. Compared with CoT, CLIP-Dissect,407

CLIP-Dissect* and LE, CRysTal maintained an advantage across these metrics. In the408

thyroid task, in particular, some baseline methods had MCC values close to or below409
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0, suggesting weak agreement between recovered concept tendencies and diagnostic410

direction. By contrast, CRysTal maintained a positive and higher correlation.411

Fig. 7d,e further illustrates explanation differences among methods using thyroid412

ultrasound and dermoscopy cases. In the thyroid ultrasound task, CRysTal recovered413

TI-RADS-related findings consistent with the reference clinical findings, including414

shape, margin, echo pattern, composition and echogenic foci, while maintaining a rela-415

tively correct diagnostic tendency. Other methods more frequently produced errors in416

key signs or deviations in diagnostic tendency. In the Derm7pt task, CRysTal also cap-417

tured 7-point checklist concepts such as pigment network, color distribution, structural418

asymmetry and blue-whitish structures, whereas CoT, CLIP-Dissect, CLIP-Dissect*419

and LE more often produced repeated concepts, overemphasized non-key concepts or420

disagreed with the reference clinical findings. These qualitative observations were con-421

sistent with the quantitative metrics and suggest that CRysTal can be adapted to422

different disease tasks and medical terminology systems.423
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Fig. 7 Generalization validation on public datasets. a, Prediction distribution and AUC of the fixed
target diagnostic model in the thyroid ultrasound task. The results show that the model had sufficient
baseline discriminative ability for explanation generalization analysis. b, Comparison of feature-level
agreement and tendency-level agreement across different explanation methods in thyroid ultrasound
and Derm7pt dermoscopy tasks. Bars indicate mean results over repeated experiments, and error bars
indicate standard deviation. CRysTal achieved higher agreement in both tasks, suggesting adaptabil-
ity to different medical concept systems. c, Comparison of tendency-level MCC and tendency-level
F1 across different explanation methods. Bars indicate mean results over repeated experiments, and
error bars indicate standard deviation. These metrics evaluate diagnostic-direction consistency and
overall recognition ability of explanation concepts. CRysTal maintained an advantage in both aspects.
d,e, Representative thyroid ultrasound and dermoscopy cases. Clinical concepts recovered by CRys-
Tal were more consistent with the reference clinical findings.

3 Discussion424

In this study, we introduced CRysTal, a decision-explanation framework that maps425

neuronal responses from predictive models to standardized clinical terminology.426

CRysTal addresses several limitations of existing medical imaging XAI approaches,427

including explanations that are semantically detached from clinical consensus, insuf-428

ficiently coupled to the target model’s decision pathway or poorly adapted to medical429

images with multiple overlapping features. Systematic evaluations across EfficientNet-430

B0, ResNet-50, VGG-19 and ViT-Base showed that CRysTal generated verifiable,431

standardized and decision-relevant structured explanations that were more consistent432
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with radiology reports than the evaluated baselines. In case-level decision explanation,433

CRysTal achieved the highest explanation consistency across the four diagnostic mod-434

els; feature-level accuracy improved by up to 12.2% over the second-best method, and435

tendency-level accuracy improved by up to 19.2%. CRysTal recovered key malignant436

breast ultrasound signs, such as irregular shape, angular margin and microcalcifica-437

tions, together with their diagnostic tendencies. Methodologically, the two-stage design438

based on non-negative sparse regression and cross-category fusion allowed individual439

neurons to encode multidimensional clinical semantics, addressing the limitations of440

single-label neuron explanations. Across Ability, Alignment, Coverage, Diversity and441

Sparsity, CRysTal provided stronger preservation of discriminative signals, broader442

coverage of key signs and better integration of complementary concepts across cat-443

egories, while maintaining activation-pattern matching and sparsity comparable to444

Linear Explanation. Repeated experiments further showed stable neuron-level expla-445

nations with low redundancy and low semantic conflict across different backbones.446

Together, these results establish a quantifiable mapping from internal neuronal rep-447

resentations to standardized clinical concepts and suggest a route for converting448

black-box predictions into structured evidence that clinicians can inspect.449

Analysis of explanation dynamics during training showed that, as classification450

performance improved, model explanations became increasingly aligned with expert-451

defined clinical concepts. CRysTal captured a transition from low-level or non-specific452

texture cues toward higher-level clinical concepts, and model AUC was strongly cor-453

related with concept alignment (Pearson r = 0.84–0.89). These findings support the454

interpretation that the evaluated models acquired representations increasingly consis-455

tent with radiological evidence. CRysTal also supported clinical risk assessment and456

reader decision-making. The Reasoning Conflict (RCF) metric derived from structured457

explanations identified erroneous model predictions with an AUC of 0.745, outperform-458

ing visual attribution methods (0.542–0.625) and CBM (0.643). In the multi-reader459

study involving 20 ultrasound physicians, CRysTal explanations received mean scores460

close to 97 for explanation accuracy, readability and guideline concordance, with no461

significant differences between senior experts and junior physicians. In the interac-462

tive reading workflow, CRysTal reduced diagnostic time by 4.7–10.7% and improved463

accuracy, with a larger benefit among junior physicians. These findings suggest that464

structured concept explanations can provide practical decision support, especially465

when clinicians need to evaluate whether an AI prediction is reliable.466

CRysTal also showed cross-dataset and cross-task adaptability across breast ultra-467

sound, thyroid ultrasound and dermoscopy. On independent public datasets, including468

BrEaST, BUSI and Derm7pt, CRysTal outperformed the evaluated baselines on met-469

rics including feature agreement, tendency agreement, F1 and MCC, and could be470

adapted to different terminology systems, including BI-RADS, TI-RADS and the471

7-point checklist. Variation in performance across tasks suggests that explainabil-472

ity depends on data quality, annotation granularity and the structure of the clinical473

terminology system, which should guide future domain-specific optimization.474

This study has several limitations. First, CRysTal is most naturally suited to475

medical imaging domains with complex and fine-grained clinical sign systems, such476

as BI-RADS, TI-RADS and the 7-point checklist. These systems provide explicit477
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references for neuron–concept mapping, but public medical imaging datasets with478

fine-grained feature annotations remain limited. The generalization of CRysTal479

to additional disease types, imaging modalities and multicenter datasets therefore480

requires further validation. Second, although CRysTal may help identify candidate481

diagnostic signs associated with decision-related neurons, clinical guidelines are built482

from long-term clinical experience, pathological associations and multicenter vali-483

dation. Model explanations should not be treated as direct evidence for modifying484

guidelines. Future work should combine expert review, pathological outcomes and clin-485

ical studies to validate whether candidate signs are truly associated with disease risk,486

diagnostic decisions or patient prognosis.487

Overall, CRysTal helps address the limited human interpretability of internal deci-488

sion evidence in medical imaging AI by establishing an auditable mapping between489

neuronal responses and standardized clinical concepts. The framework generates sta-490

ble and traceable structured explanations and may support human–AI collaborative491

diagnosis, risk stratification and diagnostic consistency. From ethical and regulatory492

perspectives, CRysTal provides a transparent decision-evidence chain for AI diagno-493

sis, which may help reduce risks associated with black-box models and improve the494

auditability of medical imaging AI. Further validation across diseases, institutions and495

prospective clinical workflows will be needed before broad clinical deployment.496

4 Methods497

4.1 Ethics approval and consent498

This study was designed as a retrospective multi-centre clinical study and was con-499

ducted in accordance with the Declaration of Helsinki and relevant institutional500

guidelines. Ethical approvals for the breast ultrasound cohort were obtained from the501

participating centres under the following reference numbers: prylz2020-082 (Shang-502

hai Pudong New Area People’s Hospital), XZXY-LK-20240710-0110 (Xuzhou Central503

Hospital), 2024-KY-189 (The Second People’s Hospital of Wuhu), 050432-4-2307E504

(Fudan University Shanghai Cancer Center), 2024-762-02 (Nanjing Drum Tower505

Hospital), KY2023-054-B (Renji Hospital, Shanghai Jiao Tong University School of506

Medicine) and 2023GLLH0461 (Xing’an League People’s Hospital). Ethical approval507

for the thyroid ultrasound cohort was obtained from the Biomedical Research Ethics508

Review Committee of Xuzhou Central Hospital (approval no. XZXY-LJ-20201208-509

0194). The requirement for informed consent was waived for the retrospective510

component. To protect patient privacy, all ultrasound images and clinical data were511

anonymised before inclusion in the analysis.512

The clinician reader studies were conducted using anonymised breast ultrasound513

images. Participation was voluntary, and all participating ultrasound physicians agreed514

to participate before the study.515

4.2 Datasets and clinical concept annotations516

The primary experiments were conducted on an internal multi-centre breast ultra-517

sound cohort collected from the same participating centres covered by the ethics518
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approvals. The cohort contained 30,303 breast ultrasound images from 12,184 subjects,519

including 19,371 benign and 10,932 malignant images, together with benign–malignant520

diagnostic labels and structured clinical concept annotations provided by physicians.521

The breast ultrasound concept vocabulary was organized according to six BI-RADS-522

related categories: shape, margin, orientation, echo pattern, posterior acoustic features523

and calcification. Each clinical concept was encoded as a binary variable indicating524

whether the corresponding feature was present in the image or clinical annotation.525

The internal breast ultrasound cohort was split at the patient level into training,526

validation and test sets with a ratio of 60%/20%/20%. Patient-level splitting was527

used to avoid image-level leakage between model development and evaluation. The528

diagnostic labels were used to train the target benign–malignant classifiers, whereas529

the structured clinical concept annotations were used to fit and evaluate CRysTal after530

the target models had been trained and frozen.531

External breast ultrasound evaluation was performed on BrEaST and BUSI.532

BrEaST contains 256 breast ultrasound scans from 256 patients with lesion anno-533

tations and BI-RADS feature/lexicon labels, and was used to assess feature-level534

and tendency-level explanation consistency [41]. BUSI contains 780 breast ultrasound535

images categorized as normal, benign and malignant, with lesion masks, and was used536

for external case-level reliability evaluation because it does not provide complete BI-537

RADS feature annotations [42]. All available cases from BrEaST and BUSI were used538

in the corresponding external evaluations.539

For cross-task evaluation, we further used an internal thyroid ultrasound dataset540

containing 3,741 benign nodule images and 7,079 malignant nodule images with TI-541

RADS-related feature annotations and benign–malignant labels. We also used the542

public Derm7pt dermoscopy dataset, which provides dermoscopic 7-point checklist543

annotations and diagnostic labels [43]. All available Derm7pt clinical concepts were544

used. For each task, the original clinical terminology system was mapped to a task-545

specific structured concept vocabulary and used to evaluate whether CRysTal could546

generalize across standardized medical imaging concept systems.547

All private clinical data were anonymised before analysis. Public datasets were548

used according to their respective data-use terms.549

4.3 Target model training550

Target diagnostic models were trained to perform benign–malignant classification from551

medical images. In the primary breast ultrasound task, we trained four representative552

backbone architectures: EfficientNet-B0, ResNet-50, VGG-19 and ViT-B. All models553

were initialized with ImageNet-pretrained weights and fine-tuned on the training split554

of the internal breast ultrasound cohort. Input images were resized to 224×224 pixels555

and normalized using the mean and standard deviation calculated from the corre-556

sponding training dataset. Model selection was performed on the validation split using557

AUC, and the selected models were evaluated once on the held-out test split.558

For CRysTal analysis, the trained target models were fixed. CRysTal did not559

modify the target-model parameters, retrain the classifier or change the diagnostic560

prediction pathway. Instead, activations were extracted from selected internal layers561
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of each fixed target model and paired with structured clinical concept annotations to562

learn neuron–concept profiles.563

For external breast ultrasound evaluation, the fixed ResNet-50 breast ultrasound564

target model was applied to BrEaST and BUSI without additional fine-tuning. For565

thyroid ultrasound and Derm7pt dermoscopy, task-specific target models were trained566

using the corresponding task data and were then frozen before fitting the corresponding567

CRysTal explainer. For all target models, diagnostic performance was evaluated using568

AUC calculated from continuous prediction scores.569

Target models were implemented in Python 3.9.17 using PyTorch 1.13.0 and570

torchvision 0.14.0. Model evaluation and statistical analyses were performed using571

scikit-learn 1.3.0, scipy 1.11.1 and statsmodels 0.14.4. Visual attribution baselines572

were implemented using Captum 0.7.0, grad-cam 1.5.0, SHAP 0.45.1, zennit 0.4.6 and573

zennit-crp 0.6.0. Vision–language baselines used open-clip-torch 2.32.0 and transform-574

ers 4.36.0 where applicable. The complete software environment is provided in the575

accompanying code repository.576

4.4 Decomposition of the CRysTal model architecture577

CRysTal is a neuron-level post-hoc explanation framework designed to reconstruct578

structured clinical evidence from the internal activations of a fixed diagnostic model.579

The framework consists of three main components that correspond to the workflow580

shown in Fig. 2: data preparation, neuron–concept alignment and case-level evidence581

reconstruction. First, structured clinical descriptors are organized into a category-582

aware concept taxonomy and paired with neuronal activation vectors extracted from583

the fixed target model. Second, CRysTal learns a neuron–concept profile for each anal-584

ysed neuron through within-category concept-weight estimation and cross-category585

integration. Third, for a test image, output-specific neuron relevance scores are used586

to aggregate the learned neuron–concept profiles into a case-level evidence vector.587

4.4.1 Task formulation and data organization588

We consider a setting in which a diagnostic model is first trained to perform a clin-589

ical prediction task, and a separate post-hoc explainer, CRysTal, is then trained to590

reconstruct the structured clinical evidence associated with the model’s individual591

predictions. We refer to the diagnostic classifier as the target model. Given an input592

image xi, the target model fθ outputs a predictive probability593

p̂i = fθ(xi) ∈ [0, 1],

which is converted into a binary diagnostic decision594

ŷi = I(p̂i ≥ τy), ŷi ∈ {0, 1},

where ŷi = 0 denotes benign and ŷi = 1 denotes malignant.595

CRysTal is trained after the target model has been obtained and is applied with the596

target model fixed. It does not modify the target-model parameters, re-estimate the597

diagnostic probability or serve as a replacement classifier. Instead, CRysTal operates598
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on the internal activations of a selected layer of the fixed target model and reconstructs599

a structured case-level evidence vector that describes the clinical concepts associated600

with the current prediction.601

In the primary breast ultrasound experiments, the target model and CRysTal were602

developed using the same clinical cohort, but with different supervision signals and603

objectives. Each sample contained an ultrasound image xi, an image-level diagnostic604

label yi and a set of structured clinical descriptors derived from dataset-provided605

annotations. The diagnostic label yi was used to train the target model for benign–606

malignant classification, whereas the structured descriptors were paired with frozen607

target-model activations to train CRysTal after the target model had been obtained.608

The structured descriptors were reorganized into a binary concept annotation609

matrix610

Z ∈ {0, 1}N×C ,

where N denotes the number of samples in the CRysTal alignment split and C denotes611

the number of clinical concepts in the predefined vocabulary. The i-th row,612

zi = Zi,: ∈ {0, 1}C ,

records the reference clinical findings for image xi, with zi,c = 1 indicating that con-613

cept c is present in the annotation and zi,c = 0 otherwise. The concept vocabulary614

consisted of BI-RADS-related descriptors, including shape, margin, orientation, echo615

pattern, posterior acoustic features and calcification. These concepts were grouped616

into G diagnostic categories, and Cg ⊆ {1, . . . , C} denotes the subset of concept indices617

belonging to category g.618

Once the target model had been trained, its parameters were frozen. The images619

in the CRysTal alignment split were then passed through the fixed target model, and620

activations were extracted from a selected layer ℓ. After applying the layer-specific621

aggregation operation, we obtained an activation vector622

hℓ(xi) ∈ R
K ,

where K is the number of analysed neurons. In this work, the term neuron is used623

operationally to denote a scalar component of this aggregated activation vector. For624

convolutional backbones, this corresponds to a channel-level response obtained after625

spatial aggregation. For transformer-based backbones, it corresponds to a scalar fea-626

ture dimension after the selected token or feature aggregation. The k-th component627

of hℓ(xi) is denoted by ai,k and represents the response of neuron uk to image xi.628

Across the N alignment samples, these responses form an activation matrix629

A = [ai,k] ∈ R
N×K .

CRysTal uses the paired matrices (A,Z) to learn neuron–concept alignments. Thus,630

although the target model and CRysTal are developed from the same cohort, they serve631

distinct roles: the target model learns the image-to-label mapping, whereas CRysTal632

learns how the frozen model’s internal neuron responses are associated with structured633

clinical concepts.634
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In the main implementation, the target model was instantiated as a ResNet-50 ini-635

tialized with ImageNet pre-training and fine-tuned on an internal breast ultrasound636

cohort. The CRysTal alignment procedure was fitted on the training split using activa-637

tions extracted from the fixed target model and the corresponding structured concept638

annotations. To examine architectural robustness, we additionally instantiated target639

models using VGG, EfficientNet and Vision Transformer backbones and trained a cor-640

responding CRysTal explainer for each fixed target model. To assess robustness under641

domain shift, the trained target model and its associated CRysTal explainer were eval-642

uated without adaptation on two external public breast ultrasound datasets, BrEaST643

and BUSI. To examine generalization beyond breast ultrasound, we further trained644

separate target models and CRysTal explainers on thyroid ultrasound and Derm7pt645

dermoscopy datasets, which provide distinct imaging modalities and clinical concept646

taxonomies.647

4.4.2 Neuron–concept alignment648

The neuron–concept alignment component learns how each analysed neuron in the649

selected layer of the fixed target model is associated with the predefined clinical650

concept vocabulary. For neuron uk, let651

qk = [a1,k, a2,k, . . . , aN,k]⊤ ∈ R
N

denote its response vector across the N CRysTal alignment samples. CRysTal652

estimates a neuron–concept profile653

mk ∈ R
C

for this neuron, where each entry of mk quantifies the association between the response654

pattern of uk and a clinical concept.655

A direct fit from all concepts to a neuron response may entangle clinically distinct656

descriptor groups. To preserve the structure of the diagnostic taxonomy, CRys-657

Tal estimates the neuron–concept profile in two stages. The first stage performs658

within-category concept-weight estimation. The second stage performs cross-category659

integration to obtain a unified neuron–concept profile.660

Within-category concept-weight estimation.661

For diagnostic category g, we use the concept submatrix662

ZCg
∈ {0, 1}N×|Cg|

that contains only the concepts in Cg. The CRysTal alignment split is further663

divided into an alignment-training subset and an alignment-validation subset. On664

the alignment-training subset, the response of neuron uk is modelled as a sparse665

non-negative combination of concepts within category g:666

qtr
k = Ztr

Cg
wk,g + bk,g1 + ϵ,
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where wk,g ∈ R
|Cg| is the category-specific concept-weight vector and bk,g is an667

intercept. The weights are estimated by solving668

min
wk,g≥0, bk,g

∥

∥

∥
qtr
k − Ztr

Cg
wk,g − bk,g1

∥

∥

∥

2

2
+ λ∥wk,g∥1.

The sparsity coefficient λ was fixed to 1×10−3 in the main experiments and was used669

for both within-category concept-weight estimation. The non-negativity constraint670

makes the resulting associations additive and avoids cancellation between positive and671

negative concept weights. The ℓ1 penalty encourages a concise profile in which each672

neuron is associated with a limited number of clinical concepts within each category.673

Estimating weights within each diagnostic category preserves the clinical structure of674

the concept space and prevents unrelated descriptor types, such as shape and margin,675

from being mixed in the same local fit.676

Cross-category integration.677

A neuron may be informative for multiple diagnostic categories to different degrees.678

CRysTal therefore learns non-negative category-fusion coefficients to determine how679

much each category-specific fit contributes to the final neuron–concept profile. For680

each category g, the within-category regression fitted above is used to predict the681

neuron response on the alignment-validation subset:682

q̂val
k,g = Zval

Cg
wk,g + bk,g1.

Stacking the predictions across all G categories yields683

Q̂val
k = [q̂val

k,1, q̂
val
k,2, . . . , q̂

val
k,G] ∈ R

Nval×G.

Let684

αk = [αk,1, . . . , αk,G]⊤

denote the category-fusion vector for neuron uk. We estimate it by fitting the validation685

responses:686

min
αk≥0, b0k

∥

∥

∥
qval
k −

(

Q̂val
k αk + b0k1

)∥

∥

∥

2

2
.

The final neuron–concept profile of neuron uk is obtained by scaling each category-687

specific concept-weight vector by its fusion coefficient and concatenating the results688

according to the global concept order:689

mk = [αk,1w
⊤
k,1, αk,2w

⊤
k,2, . . . , αk,Gw

⊤
k,G]⊤ ∈ R

C .

The collection {mk}Kk=1 constitutes the learned neuron–concept alignment of the690

selected target-model layer.691
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4.4.3 Case-level evidence reconstruction692

The neuron–concept profiles learned above describe the clinical concepts with which693

each neuron is associated across the CRysTal alignment samples. To explain a spe-694

cific prediction, CRysTal assigns an output-specific relevance score to every analysed695

neuron in the selected target layer. For a test image xi, we compute a neuron-level696

relevance score697

ri,k

for each neuron uk. This score quantifies the contribution of neuron uk to the target698

model’s predicted output for that particular image. In the main implementation, ri,k699

is computed using Layer-wise Relevance Propagation (LRP) from the model output700

to layer ℓ. The same aggregation framework can accommodate other neuron-level701

relevance estimators; we evaluated alternatives, including Grad×Act, in the ablation702

analysis.703

CRysTal reconstructs the case-level evidence vector by relevance-weighted aggre-704

gation of neuron–concept profiles:705

Ei =

K
∑

k=1

ri,kmk ∈ R
C .

The entry Ei(c) is the evidence score assigned to clinical concept c for image xi.706

Because the concept vocabulary is organized by diagnostic category, the evidence707

vector can be partitioned as708

Ei = [E
(1)⊤
i , . . . ,E

(G)⊤
i ]⊤, E

(g)
i ∈ R

|Cg|.

This yields a structured case-level explanation in which the model’s current prediction709

is supported by explicit clinical concepts rather than by an unstructured heatmap or710

free-text rationale.711

For presentation and evaluation, the evidence vector is summarized within each712

diagnostic category. Specifically, the highest-scoring concept, or the top-ranked con-713

cepts, within each category are retained to form a compact clinical evidence chain.714

This chain can be directly compared with reference clinical findings and reviewed by715

clinicians.716

For neuron-level evaluation requiring a ranked list of concepts, we further derived717

a compact greedy readout from the full CRysTal neuron–concept profile. The original718

CRysTal profile is category-aware and may assign weights to multiple concepts across719

several BI-RADS categories. To make it comparable with baselines that output ranked720

concept lists, we greedily selected the highest-weight concepts from the fused neuron721

profile to obtain a compact top-K readout. This compressed readout was used only722

for top-K-based evaluation, including Val Corr, Consistency@K, Redundancy@K and723

Conflict@K. The full category-aware CRysTal profile was retained for group-level724

interpretation and case-level evidence reconstruction.725
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4.5 Reasoning-conflict score for risk-aware verification726

The CRysTal evidence vector can also be used to derive a case-level warning signal.727

This analysis is separate from the evidence reconstruction procedure itself: CRysTal728

first reconstructs the case-level evidence vector Ei, and the reasoning-conflict score729

then evaluates whether this evidence is directionally consistent with the target model’s730

predicted class.731

A clinically useful evidence reconstruction should not only summarize the model’s732

apparent decision evidence, but also indicate when the reconstructed evidence conflicts733

with the final prediction. We therefore define Reasoning Conflict (RCF) to quantify734

the extent to which the extracted evidence supports the opposite diagnostic direction.735

For each diagnostic category g, we identify the dominant concept in the case-level736

evidence vector:737

jg(xi) = arg max
j∈{1,...,|Cg|}

E
(g)
i,j , si,g = E

(g)
i,jg(xi)

.

The magnitude of the dominant evidence is738

vi,g = |si,g|.

Each clinical concept is assigned a predefined diagnostic tendency739

π(g, j) ∈ {−1, 0,+1},

where −1 denotes benign-associated evidence, 0 denotes neutral or unspecified evi-740

dence and +1 denotes malignant-associated evidence. The diagnostic direction of the741

target model’s prediction is742

t(ŷi) = 2ŷi − 1 ∈ {−1,+1}.

The reasoning-conflict score is defined as the magnitude-weighted proportion of743

dominant category-level evidence whose diagnostic tendency opposes the predicted744

class:745

RCF(xi) =

∑G

g=1 vi,g · I [π(g, jg(xi)) = −t(ŷi)]
∑G

g=1 vi,g + ε
,

where ε > 0 is a small constant for numerical stability. A high RCF(xi) indicates746

that the concepts reconstructed from the model’s internal activations predominantly747

support the opposite diagnostic direction from the final prediction. We use this score748

as a case-level warning signal for potentially unreliable or failure-prone decisions.749

4.6 Baseline explanation methods750

CRysTal was compared with representative explanation baselines spanning language-751

based reasoning, vision–language neuron description, linear neuron–concept associa-752

tion, explicit concept bottleneck modelling and visual attribution.753
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For case-level language-based explanation, we used a Chain-of-Thought (CoT)754

baseline generated by Qwen2.5-VL-7B-Instruct (Qwen/Qwen2.5-VL-7B-Instruct), a755

locally deployed instruction-tuned vision–language model [44]. For each case, the756

model was given the input image, the black-box model prediction label and a restricted757

list of candidate clinical concepts. The prompt instructed the model not to re-diagnose758

the image, but to describe visible image features that supported or contradicted the759

given black-box prediction. The model was not provided with the reference clini-760

cal report, ground-truth diagnostic label or reference concept annotations. For the761

main case-level comparison, each case was processed once using constrained decoding.762

For repeated-sampling analysis, the CoT baseline was run five times with sampling763

enabled and temperature set to 0.7. The model output was constrained to a struc-764

tured JSON-like format. The generated outputs were parsed and converted into binary765

concept profiles using rule-based exact matching after normalization against the same766

task-specific clinical concept vocabulary used by CRysTal.767

CLIP-Dissect was used as a neuron-description baseline that assigns natural-768

language concepts to hidden neurons using image–text similarity [34]. The original769

CLIP-Dissect baseline used the RN50 CLIP backbone. We also evaluated a medically770

adapted variant, denoted CLIP-Dissect*, in which the CLIP image–text encoder was771

replaced by BiomedCLIP [32]. For both CLIP-Dissect variants, the candidate con-772

cept vocabulary was restricted to the same task-specific structured clinical concept773

vocabulary used by CRysTal, including the BI-RADS-related vocabulary for breast774

ultrasound, the TI-RADS-related vocabulary for thyroid ultrasound and the Derm7pt775

vocabulary for dermoscopy. The resulting concept-level neuron descriptions were used776

to generate neuron-level explanations and case-level concept scores.777

Linear Explanation (LE) was implemented following Linear Explanations for Indi-778

vidual Neurons [45]. LE explains each neuron as a sparse linear combination of779

interpretable concepts. In our experiments, we used the label-based LE setting, in780

which the concept activation matrix was constructed from the same structured clin-781

ical concept annotations used by CRysTal. For each analysed neuron, the neuron782

activation vector was treated as the regression target. Candidate concepts were first783

screened using a sparse linear model, and a greedy concept-selection procedure was784

then used to obtain a compact linear explanation that predicted neuron activations785

on held-out samples. The resulting concept weights were used to generate neuron-level786

explanations and case-level concept scores. LE was evaluated using the same analysed787

neurons, concept vocabulary and reference annotations as CRysTal.788

A sequential Concept Bottleneck Model (CBM) was trained as an explicitly789

concept-supervised reference model [46]. The CBM first predicted structured clinical790

concepts from the input image and then used the predicted concepts to make the final791

benign–malignant diagnosis. In the breast ultrasound task, the CBM used all six BI-792

RADS-related concept categories: shape, margin, orientation, echo pattern, posterior793

acoustic features and calcification. This baseline was used to compare CRysTal with794

an interpretable model whose diagnostic pathway was explicitly constrained by clinical795

concepts.796

For visual attribution baselines, we evaluated Grad-CAM, integrated gradients,797

SHAP, layer-wise relevance propagation and concept relevance propagation [24–27, 47].798
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These methods generated spatial attribution maps indicating image regions asso-799

ciated with model predictions. For ResNet-based models, Grad-CAM was applied800

to the last convolutional block. Integrated gradients used a zero-image baseline801

with 50 integration steps. SHAP was implemented using a gradient-based explainer802

on the last convolutional feature activations. Layer-wise relevance propagation was803

implemented using an epsilon-plus-flat composite with batch-normalization merging.804

Concept relevance propagation was applied to the last convolutional block, and the top805

10 relevance-ranked channels were used to generate concept-conditioned attribution806

maps.807

For localization-based evaluation, attribution maps were converted to non-negative808

maps by retaining positive attribution values; if no positive attribution was present,809

absolute attribution values were used. Attribution maps were compared with lesion810

masks using pointing-game top-1 hit, in-mask relevance ratio, in/out relevance ratio,811

top-20% in-mask relevance ratio and top-20% in/out relevance ratio. For risk-aware812

verification, visual attribution metrics were used as localization-based risk signals,813

whereas CRysTal and CBM were evaluated using Reasoning Conflict.814

All baseline methods were evaluated on the same test cases and, where applica-815

ble, using the same target models, concept vocabulary and reference annotations as816

CRysTal.817

4.7 Clinician reader studies818

We conducted two clinician validation experiments using two independent image sets.819

The first experiment included 100 breast ultrasound images and was designed to820

assess physicians’ subjective evaluation of CRysTal-generated explanations. The sec-821

ond experiment used a separate set of 80 breast ultrasound images and was designed822

to assess the effect of CRysTal on diagnostic decision-making. The two image sets823

were non-overlapping, so that prior exposure to CRysTal explanations in the first824

experiment did not influence reader decisions in the second experiment.825

In the first experiment, 20 ultrasound physicians, including 10 junior residents826

and 10 senior experts, evaluated CRysTal-generated explanations from 100 breast827

ultrasound images. Each explanation was scored on a 0–100 scale in terms of explana-828

tion accuracy, readability and guideline concordance. Higher scores indicated better829

perceived clinical quality.830

In the second experiment, the same 20 physicians participated in a three-phase831

multi-reader, multi-case interactive reading workflow. They classified 80 breast ultra-832

sound images as benign or malignant under three sequential conditions. In Phase833

1, readers interpreted the original ultrasound images alone, establishing independent834

physician performance. In Phase 2, the AI-predicted malignancy probability was pro-835

vided, and readers made a new diagnosis. In Phase 3, AI explainability information836

was further provided, and readers made a final diagnosis. A washout interval of at837

least 3 days was used between phases to reduce recall bias.838

For Phase 3, the 80 cases were divided into two balanced 40-case subsets. One839

subset was interpreted with Grad-CAM heatmap assistance, and the other subset840

was interpreted with CRysTal-generated structured feature explanations. The two841

subsets were balanced by diagnosis and AI prediction correctness to compare visual842
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heatmap explanations with structured concept explanations under comparable case843

composition. Diagnostic accuracy and reading time were recorded at each phase and844

analysed overall and after stratification by reader experience level.845

4.8 Statistical analysis846

Continuous variables are reported as mean ± standard deviation unless otherwise847

specified. For repeated experiments, results were summarized across independent runs848

or repeated explanation generations. For case-level explanation evaluation, micro-849

averaged metrics were computed across all evaluable case–category pairs, whereas850

macro-averaged metrics were computed by first averaging within each clinical concept851

category and then averaging across categories.852

For neuron-level repeated-run reliability analysis, explanation generation was853

repeated ten times for each selected feature layer and backbone. Method-level sum-854

mary statistics were calculated across analysed neurons. For each metric, we reported855

the mean, standard deviation, standard error and bootstrap 95% confidence inter-856

val where applicable. Bootstrap confidence intervals were estimated by resampling857

neuron-level metric values with replacement using 2,000 bootstrap iterations.858

For ROC analyses, AUC values were computed from continuous prediction scores or859

risk scores. In risk-aware verification, the ability of Reasoning Conflict or localization-860

based risk signals derived from visual attribution maps to distinguish correctly and861

incorrectly predicted cases was evaluated using ROC-AUC. Differences in risk-score862

distributions between correctly and incorrectly predicted cases were assessed using863

Welch’s two-sample t-test. Statistical significance was defined as P < 0.05. Significance864

annotations were defined as follows: ns, 0.05 < P ≤ 1.00; *, 0.01 < P ≤ 0.05; **,865

0.001 < P ≤ 0.01; ***, 0.0001 < P ≤ 0.001; and ****, P ≤ 0.0001.866

For the clinician reader studies, diagnostic accuracy and reading time were analysed867

overall and after stratification by reader experience level. In the explanation-rating868

experiment, differences between junior residents and senior experts were assessed869

using Welch’s two-sample t-test. Changes in reading time before and after CRysTal870

assistance were assessed using paired t-tests within readers. Between-group compar-871

isons of percentage time reduction between junior residents and senior experts were872

assessed using Welch’s two-sample t-test. In the multi-reader, multi-case diagnostic873

study, results were further stratified by whether the AI prediction was correct or incor-874

rect. A baseline-adjusted generalized estimating equation (GEE) sensitivity analysis875

was performed for Phase 3 binary diagnostic accuracy, with correctness as the binary876

outcome, reader ID as the clustering variable, a binomial family with logit link and877

an exchangeable working correlation structure. All statistical analyses were performed878

using Python 3.9.17 with scikit-learn 1.3.0, scipy 1.11.1 and statsmodels 0.14.4.879

4.9 Evaluation metrics880

Diagnostic classification performance was evaluated using the area under the receiver881

operating characteristic curve (AUC), calculated from continuous prediction scores.882

Case-level explanation performance was evaluated by comparing the clinical con-883

cepts recovered by each explanation method with reference annotations or clinical884
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reports. For each case, recovered concepts and reference concepts were organized885

according to the same clinical concept taxonomy. Feature-level agreement was evalu-886

ated as a category-wise top-1 hit rate. For each case and each clinical concept category,887

candidate concepts were ranked according to the explanation score assigned by the888

method, and the highest-scoring concept was selected. A category was counted as889

correctly recovered if the selected concept matched any reference concept annotated890

as present in that category. Case–category pairs without any positive reference con-891

cept were excluded from this calculation. Micro feature-level agreement was calculated892

by averaging the hit indicator over all evaluable case–category pairs, whereas macro893

feature-level agreement was calculated by first averaging within each category and894

then averaging across categories.895

Tendency-level agreement evaluated whether the recovered concepts were direc-896

tionally consistent with the reference clinical evidence. Each clinical concept was897

assigned a predefined diagnostic tendency: benign-associated, malignant-associated or898

uncertain. For each case and each clinical concept category, the reference tendency899

was determined from the annotated positive concepts in that category, and the pre-900

dicted tendency was determined from the top-1 recovered concept. Case–category pairs901

with uncertain reference tendency were excluded from tendency-level accuracy calcu-902

lation. Micro tendency-level agreement was calculated by averaging the correctness of903

predicted tendency over all valid case–category pairs, whereas macro tendency-level904

agreement was calculated by first averaging within each category and then averag-905

ing across categories. Tendency-level F1 score and Matthews correlation coefficient906

(MCC) were further reported to evaluate diagnostic-direction consistency under class907

imbalance.908

Neuron-level explanation quality was evaluated using five complementary metrics:909

Ability, Alignment, Coverage, Diversity and Sparsity. Ability measured whether the910

concepts recovered for a neuron preserved malignant-oriented discriminative informa-911

tion. For each diagnostic category, concept scores were aggregated from the concept912

weights produced by the explanation method and evaluated against malignant-913

associated concept labels using AUC; the score was transformed as 2|AUC − 0.5| and914

averaged over valid categories. Alignment measured the absolute Pearson correlation915

between the observed neuron activation vector and the concept-based activation vector916

reconstructed from the recovered concept weights. Coverage measured the fraction of917

diagnostic categories whose normalized positive concept weight exceeded a predefined918

threshold. Diversity combined the fraction of diagnostic categories represented among919

the top-ranked concepts and the fraction represented among lower-weight concepts.920

Sparsity was measured using Hoyer sparsity after removing near-zero concept weights.921

To assess repeated-run reliability, neuron-level explanation generation was repeated922

ten times for the same selected feature layer of each backbone model. For each method923

and run, the top-K concepts of each neuron were extracted by ranking concepts924

according to the absolute value of their explanation weights. Val Corr measured the925

validation correlation reported by each explanation run. Consistency@K measured926

the mean pairwise Jaccard similarity of top-K concept sets across repeated runs.927

Redundancy@K measured the fraction of repeated clinical concept groups among928

the top-K concepts. Conflict@K measured the fraction of explanations containing at929
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least one predefined mutually exclusive or clinically contradictory concept pair. These930

repeated-run metrics were averaged across neurons shared by all repeated runs.931

For risk-aware verification, CRysTal and the concept bottleneck model used932

Reasoning Conflict (RCF) as the case-level risk score. Visual attribution methods,933

including Grad-CAM, integrated gradients, SHAP, layer-wise relevance propagation934

and concept relevance propagation, were evaluated using the intersection over union935

(IoU) between attribution heatmaps and ground-truth lesion masks. The ability of936

each risk score to distinguish correct from incorrect AI predictions was evaluated937

using ROC-AUC. Detailed mathematical definitions of the case-level agreement met-938

rics, neuron-level quality metrics and repeated-run reliability metrics are provided in939

Supplementary Methods.940
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Matkowski, R., Fura,  L., Nowicki, A., Żo lek, N.: Curated benchmark dataset1092
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Fig. Extended Data 1 Effects of relevance signal and target layer on case-level evi-

dence reconstruction. CRysTal aggregates neuron-level concept profiles into case-level evidence
using an output-specific relevance signal. To assess the sensitivity of this aggregation step, we varied
both the neuron relevance signal and the target layer from which neuron responses were extracted.
Performance is shown across four ResNet-50 layer blocks (layer1–layer4 ) and four relevance signals:
Activation, Gradient, Relevance, and Grad×Act. The four panels report feature-level agreement,
diagnostic-tendency agreement, Matthews correlation coefficient (MCC) and F1 score, respectively.
Earlier and intermediate layers tend to yield stronger feature-level recovery, suggesting that lower-
level representations preserve more localized visual attributes. In contrast, the penultimate block
(layer4 ) provides the most balanced downstream diagnostic performance across tendency-level met-
rics, indicating that deeper representations are better organized around decision-relevant semantic
evidence. Pure Gradient is consistently weaker than the other relevance signals, whereas Activation,
Relevance, and Grad×Act remain competitive at layer4. These results support the use of the penul-
timate target layer in the main experiments and show that CRysTal is relatively robust to the choice
of relevance signal among the stronger alternatives.

In: Proceedings of the 34th International Conference on Machine Learning. Pro-1113

ceedings of Machine Learning Research, vol. 70, pp. 3319–3328. PMLR, ???1114

(2017)1115

Extended Data1116

39



Table Extended Data Table 1 Comparison of explanation methods for X2A evaluation

across model architectures and external clinical datasets. We report feature-level semantic
recovery, diagnostic-tendency agreement, and diagnostic-tendency prediction performance for each
explanation method across breast ultrasound model architectures, Derm7pt, and thyroid
ultrasound datasets. Values are shown as mean ± standard deviation when available; otherwise,
point estimates are reported. Higher values indicate better performance across all metrics.

Dataset / Backbone Method Feature Acc ↑ Tendency Acc ↑ F1 ↑ MCC ↑
Breast(EfficientNet-B0) CoT 0.639 ± 0.083 0.633 ± 0.066 0.488 ± 0.079 0.203 ± 0.086

CLIP-Dissect 0.226 0.420 0.308 -0.170

CLIP-Dissect* 0.344 0.508 0.391 -0.005

LE 0.505 ± 0.040 0.637 ± 0.040 0.519 ± 0.106 0.245 ± 0.133

CRysTal 0.717 ± 0.017 0.727 ± 0.007 0.621 ± 0.006 0.410 ± 0.011

Breast(ResNet-50) CoT 0.640 ± 0.043 0.640 ± 0.091 0.511 ± 0.083 0.230 ± 0.082

CLIP-Dissect 0.191 0.376 0.410 -0.062

CLIP-Dissect* 0.554 0.622 0.574 0.370

LE 0.459 ± 0.075 0.532 ± 0.050 0.512 ± 0.066 0.164 ± 0.123

CRysTal 0.680 ± 0.035 0.751 ± 0.002 0.672 ± 0.002 0.481 ± 0.003

Breast(VGG-19) CoT 0.650 ± 0.046 0.645 ± 0.067 0.521 ± 0.089 0.244 ± 0.063

CLIP-Dissect 0.445 0.616 0.353 0.085

CLIP-Dissect* 0.210 0.467 0.355 -0.079

LE 0.527 ± 0.062 0.621 ± 0.080 0.559 ± 0.069 0.282 ± 0.124

CRysTal 0.673 ± 0.027 0.769 ± 0.006 0.655 ± 0.014 0.482 ± 0.016

Breast(ViT-Base) CoT 0.640 ± 0.077 0.645 ± 0.085 0.514 ± 0.053 0.238 ± 0.067

CLIP-Dissect 0.264 0.419 0.381 -0.107

CLIP-Dissect* 0.313 0.527 0.485 0.111

LE 0.674 ± 0.046 0.752 ± 0.035 0.619 ± 0.055 0.437 ± 0.078

CRysTal 0.697 ± 0.001 0.778 ± 0.001 0.659 ± 0.002 0.496 ± 0.003

Thyroid CoT 0.564 ± 0.083 0.535 ± 0.066 0.691 ± 0.079 -0.231 ± 0.086

CLIP-Dissect 0.465 0.500 0.578 -0.035

CLIP-Dissect* 0.519 0.519 0.580 0.068

LE 0.394 ± 0.098 0.438 ± 0.107 0.537 ± 0.134 -0.190 ± 0.113

CRysTal 0.591 ± 0.029 0.656 ± 0.032 0.753 ± 0.029 0.189 ± 0.053

Derm7pt CoT 0.501 ± 0.120 0.662 ± 0.073 0.423 ± 0.032 0.230 ± 0.023

CLIP-Dissect 0.343 0.545 0.271 -0.045

CLIP-Dissect* 0.322 0.606 0.365 0.096

LE 0.442 ± 0.048 0.641 ± 0.035 0.473 ± 0.056 0.239 ± 0.081

CRysTal 0.538 ± 0.011 0.703 ± 0.013 0.520 ± 0.006 0.300 ± 0.011

Table Extended Data Table 2 Aggregate neuron-level interpretability metrics across

backbones. We report backbone-level averages of Ability, Alignment, Coverage, Diversity and
Sparsity for CLIP-Dissect, Linear Explanation (LE) and CRysTal.

Backbone Method Ability Alignment Coverage Diversity Sparsity

Breast(ResNet-50) CLIP-Dissect 0.038 0.126 0.137 0.137 1.000

LE 0.276 0.430 0.276 0.370 0.199

CRysTal 0.665 0.363 0.836 0.804 0.350

Breast(VGG-19) CLIP-Dissect 0.037 0.206 0.139 0.139 0.998

LE 0.230 0.461 0.216 0.280 0.281

CRysTal 0.536 0.355 0.819 0.769 0.247

Breast(EfficientNet-B0) CLIP-Dissect 0.046 0.072 0.133 0.134 0.998

LE 0.166 0.156 0.180 0.240 0.536

CRysTal 0.679 0.141 0.806 0.742 0.267

Breast(ViT-B) CLIP-Dissect 0.042 0.190 0.138 0.138 1.000

LE 0.294 0.526 0.268 0.372 0.235

CRysTal 0.563 0.467 0.750 0.753 0.419
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Table Extended Data Table 3 Physician ratings of CRysTal-generated explanations in

the prospective explanation assessment study. Twenty ultrasound physicians, including 10
junior residents and 10 senior experts, evaluated CRysTal-generated explanations from 100
ultrasound images. Explanations were scored from 0 to 100 in terms of explanation accuracy,
readability and guideline concordance. Higher scores indicate better perceived clinical quality.

Reader group Explanation accuracy ↑ Readability ↑ Guideline concordance ↑ Overall ↑
Junior 97.26 97.04 97.45 97.25

Senior 97.35 97.12 97.52 97.30

Overall 97.31 97.08 97.48 97.29

Table Extended Data Table 4 External generalization of diagnostic predictors and

explanation methods on breast ultrasound datasets. Diagnostic AUC is reported for
diagnostic models, whereas feature-level agreement, tendency-level agreement and RCF-AUC
evaluate the quality and reliability of generated explanations. Higher values indicate better
performance across all metrics.

Dataset Method Diagnostic AUC ↑ Feature-level agreement ↑ Tendency-level agreement ↑ RCF-AUC ↑
BrEaST ResNet-50 backbone 0.849 – – –

CLIP-Dissect – 0.379 0.469 0.344

CLIP-Dissect* – 0.344 0.448 0.463

Linear Explanation – 0.320 0.493 0.605

CBM 0.689 0.565 0.623 0.674

CRysTal – 0.522 0.728 0.674

BUSI ResNet-50 backbone 0.813 – – –

CLIP-Dissect – – – 0.695

CLIP-Dissect* – – – 0.814

Linear Explanation – – – 0.852

CBM 0.608 – – 0.818

CRysTal – – – 0.867
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Supplementary Methods1117

Case-level explanation evaluation1118

Case-level explanation performance was evaluated by comparing the clinical concepts1119

recovered by each explanation method with the corresponding reference annotations1120

or clinical reports. For each case, both recovered and reference concepts were organized1121

according to the same clinical concept taxonomy. In the breast ultrasound experiments,1122

this taxonomy was based on BI-RADS-related categories, including shape, margin,1123

orientation, echo pattern, posterior acoustic features and calcification. For thyroid1124

ultrasound and dermoscopy, the same evaluation framework was applied using task-1125

specific terminology systems, including TI-RADS features and the dermoscopic 7-point1126

checklist.1127

Let G denote the set of clinical concept categories and let Cg denote the set of1128

candidate concepts belonging to category g ∈ G. For case i and concept c, the reference1129

binary annotation is denoted by zi,c ∈ {0, 1}, where zi,c = 1 indicates that concept1130

c is present in the reference annotation or clinical report. The explanation method1131

assigns a score si,c to each concept c.1132

Feature-level agreement1133

Feature-level agreement was evaluated as a category-wise top-1 hit rate. For case i1134

and category g, the reference positive concept set was defined as1135

Ri,g = {c ∈ Cg : zi,c = 1}.

Concepts within category g were ranked according to the explanation scores si,c, and1136

the highest-scoring concept was selected:1137

ĉi,g = arg max
c∈Cg

si,c.

For case–category pairs with at least one reference positive concept, feature recovery1138

was defined as1139

hi,g = I [ĉi,g ∈ Ri,g] .

Case–category pairs without any positive reference concept were excluded from1140

feature-level agreement calculation.1141

Micro feature-level agreement was calculated by averaging the hit indicator over1142

all evaluable case–category pairs:1143

FeatureAgreementmicro =
1

|Deval|
∑

(i,g)∈Deval

hi,g,

where Deval denotes the set of evaluable case–category pairs.1144
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Macro feature-level agreement was calculated by first averaging within each1145

category and then averaging across categories:1146

FeatureAgreementmacro =
1

|Geval|
∑

g∈Geval

1

|Dg|
∑

i:(i,g)∈Dg

hi,g,

where Dg denotes the evaluable cases for category g, and Geval denotes the set of1147

categories with at least one evaluable case.1148

Tendency-level agreement1149

Tendency-level agreement evaluated whether the recovered concepts were directionally1150

consistent with the reference clinical evidence. Each clinical concept was assigned to1151

one of three tendency labels: benign-associated, malignant-associated or uncertain. Let1152

Cben and Cmal denote the sets of benign-associated and malignant-associated concepts,1153

respectively.1154

For case i and category g, the reference positive concept set Ri,g was mapped to1155

a reference tendency:1156

T ref
i,g =











benign, Ri,g ∩ Cben ̸= ∅ and Ri,g ∩ Cmal = ∅,
malignant, Ri,g ∩ Cmal ̸= ∅ and Ri,g ∩ Cben = ∅,
uncertain, otherwise.

The predicted tendency was derived from the top-1 recovered concept ĉi,g:1157

T
pred
i,g =











benign, ĉi,g ∈ Cben,

malignant, ĉi,g ∈ Cmal,

uncertain, otherwise.

Only case–category pairs with benign or malignant reference tendency were included1158

in tendency-level accuracy calculation. A binary reference label and predicted label1159

were then defined as1160

yi,g = I
[

T ref
i,g = malignant

]

, ŷi,g = I

[

T
pred
i,g = malignant

]

.

Micro tendency-level agreement was calculated by averaging I[yi,g = ŷi,g] over all valid1161

case–category pairs. Macro tendency-level agreement was calculated by first averaging1162

tendency agreement within each category and then averaging across categories.1163

For AUC-based tendency evaluation, a continuous tendency score was computed as1164

ri,g = max
c∈Cg∩Cmal

si,c − max
c∈Cg∩Cben

si,c.

If a category had no malignant-associated or benign-associated concepts, the cor-1165

responding maximum term was set to zero. Higher values of ri,g indicate stronger1166
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malignant-oriented evidence. Tendency-level AUC was computed using ri,g and the1167

binary reference tendency label yi,g. F1 score, balanced accuracy and average precision1168

were also computed for repeatability analyses where applicable.1169

Neuron-level explanation quality metrics1170

Neuron-level explanation quality was evaluated using five complementary metrics:1171

Ability, Alignment, Coverage, Diversity and Sparsity. These metrics were designed to1172

assess whether an explanation preserved diagnostic information, matched neuronal1173

activation patterns, covered multiple clinical categories, avoided overly narrow concept1174

assignments and remained compact.1175

For neuron u, an explanation method produced a concept-weight vector1176

wu = {wu,c}c∈C ,

where C denotes the full clinical concept vocabulary. Let1177

P ∈ R
N×C

denote the concept annotation matrix across N validation samples, and let1178

au ∈ R
N

denote the activation vector of neuron u across the same samples.1179

Ability1180

Ability measured whether the recovered concepts preserved malignant-oriented dis-1181

criminative information carried by the neuron. For each diagnostic category g, the1182

concept scores of neuron u were aggregated as1183

su,g =
∑

c∈Cg

wu,cP:,c.

For each category, we constructed a binary malignant-concept label1184

ymal
g ∈ {0, 1}N ,

where a sample was assigned 1 if any malignant-associated concept in category g was1185

present and 0 otherwise. Category-level ability was calculated using the area under1186

the receiver operating characteristic curve:1187

Abilityu,g = 2
∣

∣AUC
(

su,g,y
mal
g

)

− 0.5
∣

∣ .
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Categories without both positive and negative samples were excluded. The final Ability1188

score for neuron u was calculated as1189

Abilityu =
1

|Gvalid
u |

∑

g∈Gvalid
u

Abilityu,g,

where Gvalid
u denotes the valid categories for which AUC could be computed. The1190

transformation 2|AUC−0.5| maps random discrimination to 0 and perfect or perfectly1191

reversed discrimination to 1.1192

Alignment1193

Alignment measured whether the recovered concepts could reconstruct the neuron’s1194

activation pattern. A concept-based predicted activation vector was computed as1195

âu =
∑

c∈C

wu,cP:,c.

Alignment was defined as the absolute Pearson correlation between the predicted and1196

observed neuron activation vectors:1197

Alignmentu = |corr (âu, au)| .

If either vector had zero variance, the Alignment score was treated as not evaluable1198

for that neuron.1199

Coverage1200

Coverage quantified how many diagnostic categories were represented by the recovered1201

concept profile. For each category g, positive concept weights were summed as1202

qu,g =
∑

c∈Cg

max(wu,c, 0).

The category weights were normalized by the largest category weight for the neuron.1203

A category was considered covered if its normalized weight exceeded the threshold1204

τcov = 0.05:1205

Coverageu =
1

|G|
∑

g∈G

I

[

qu,g

maxg′∈G qu,g′ + ε
≥ τcov

]

,

where ε is a small constant for numerical stability. A higher Coverage score indicates1206

that the explanation spans more clinical feature categories.1207

Diversity1208

Diversity measured whether the explanation contained concepts from multiple diag-1209

nostic categories among both dominant and non-dominant concept groups. First, the1210
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top-K concepts were selected by ranking concepts according to the absolute value of1211

their weights, with K = 10. The top-concept diversity term was calculated as1212

Dtop
u =

|{g(c) : c ∈ TopK(|wu,c|),K = 10}|
|G| ,

where g(c) denotes the diagnostic category of concept c.1213

We also computed a tail category-coverage term using the normalized positive1214

category weights:1215

Dtail
u =

1

|G|
∑

g∈G

I

[

qu,g

maxg′∈G qu,g′ + ε
≥ τtail

]

,

where τtail = 0.05. The final Diversity score was defined as1216

Diversityu = αDtop
u + (1 − α)Dtail

u ,

with α = 0.7. For CRysTal, Diversity was computed using unscaled greedy concept1217

weights to reflect the breadth of concepts identified before category-level scaling. For1218

other methods, the method-specific concept weights were used directly.1219

Sparsity1220

Sparsity measured whether neuronal semantics could be represented using a compact1221

set of concepts. We used Hoyer sparsity calculated from the absolute concept-weight1222

vector after removing near-zero weights:1223

vu = {|wu,c| : |wu,c| ≥ τsp},

where τsp = 0.01, and nu = |vu|. Sparsity was defined as1224

Sparsityu =

√
nu − ∥vu∥1

∥vu∥2√
nu − 1

.

If only one concept remained after thresholding, Sparsity was set to 1; if no concept1225

remained, Sparsity was set to 0. All five neuron-level quality metrics were calculated1226

for each analysed neuron and then averaged within each backbone.1227

Repeated-run reliability metrics1228

To assess the robustness of neuron-level explanations to repeated runs, explanation1229

generation was repeated ten times for the same selected feature layer of each backbone1230

model. For each method and each run, concepts were ranked according to the absolute1231

value of their explanation weights, and the top-K concepts were extracted for each1232

neuron.1233
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Let1234

E(r,K)
u

denote the set of top-K concepts recovered for neuron u in repeated run r, where1235

r = 1, . . . , R and R = 10.1236

Val Corr1237

Val Corr measured the validation correlation reported by each explanation run. All1238

available validation-correlation values were collected across neurons and repeated runs1239

for each method. The mean, standard deviation, standard error and bootstrap 95%1240

confidence interval were then computed across the collected values.1241

Consistency@K1242

Consistency@K measured the stability of top-K concept explanations across repeated1243

runs. For each neuron, Consistency@K was calculated as the mean pairwise Jaccard1244

similarity across all pairs of repeated runs:1245

Consistency@K(u) =
2

R(R− 1)

∑

1≤r<s≤R

∣

∣

∣
E(r,K)
u ∩ E(s,K)

u

∣

∣

∣

∣

∣

∣
E(r,K)
u ∪ E(s,K)

u

∣

∣

∣

.

The final Consistency@K score was obtained by averaging over neurons shared by all1246

repeated runs.1247

Redundancy@K1248

Redundancy@K measured semantic repetition within the top-K concepts. Each con-1249

cept was mapped to its corresponding clinical concept group. For neuron u in run r,1250

let1251

n(K)
u,r,g

denote the number of top-K concepts assigned to group g. Group-level redundancy1252

was calculated as1253

Redundancy@K(u, r) =

∑

g∈G max
(

0, n
(K)
u,r,g − 1

)

K
.

The final Redundancy@K score was averaged over repeated runs and neurons. When1254

a concept co-occurrence matrix was available, an optional co-occurrence-based redun-1255

dancy score was also calculated as the mean pairwise co-occurrence value among the1256

top-K concepts; the group-level redundancy score was used for the main analysis.1257

Conflict@K1258

Conflict@K measured whether the top-K concepts contained mutually exclusive or1259

clinically contradictory concept pairs. A predefined set of mutually exclusive concept1260

pairs was denoted by1261

Pexcl.
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For each neuron and run, Conflict@K was assigned 1 if at least one exclusive pair1262

appeared in the top-K concepts and 0 otherwise:1263

Conflict@K(u, r) = I

[

∃(ci, cj) ∈ Pexcl, ci ∈ E(r,K)
u , cj ∈ E(r,K)

u

]

.

The final Conflict@K score was averaged over repeated runs and neurons. The mean1264

number of conflicting pairs per neuron was also recorded as an auxiliary statistic, but1265

the binary conflict rate was used for the main comparison.1266

Summary statistics1267

For each method and each value of K, neuron-level reliability scores were summarized1268

as mean, standard deviation, standard error and bootstrap 95% confidence inter-1269

val. Bootstrap confidence intervals were estimated by resampling neuron-level metric1270

values with replacement.1271

Risk-aware verification1272

For risk-aware verification, CRysTal and the concept bottleneck model used Reason-1273

ing Conflict (RCF) as the case-level risk score. RCF quantified the proportion of1274

reconstructed clinical evidence whose diagnostic tendency opposed the final model1275

prediction.1276

For each diagnostic category g, the dominant concept in the case-level evidence1277

vector was identified as1278

jg(xi) = arg max
j∈{1,...,|Cg|}

E
(g)
i,j ,

with the corresponding evidence magnitude1279

vi,g =
∣

∣

∣
E

(g)
i,jg(xi)

∣

∣

∣
.

Each concept was assigned a predefined diagnostic tendency1280

π(g, j) ∈ {−1, 0,+1},

where −1 denotes benign-associated evidence, 0 denotes neutral or unspecified evi-1281

dence and +1 denotes malignant-associated evidence. The diagnostic direction of the1282

model prediction was defined as1283

t(ŷi) = 2ŷi − 1.

RCF was calculated as1284

RCF(xi) =

∑G

g=1 vi,g · I [π(g, jg(xi)) = −t(ŷi)]
∑G

g=1 vi,g + ε
.
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A higher RCF indicates stronger conflict between the reconstructed clinical evidence1285

and the final model prediction.1286

For visual attribution methods, including Grad-CAM, integrated gradients, SHAP,1287

layer-wise relevance propagation and concept relevance propagation, attribution maps1288

were compared with ground-truth lesion masks using intersection over union (IoU).1289

The ability of RCF or IoU-based risk signals to distinguish correct from incorrect AI1290

predictions was evaluated using ROC-AUC.1291
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