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Abstract

We introduce a Crisis-Aware Variational Autoencoder (Crisis VAE) for stress testing
volatility surfaces in exotic derivatives pricing. Unlike methods that resample historical
data or apply uniform shocks, Crisis VAE combines explicit crisis conditioning through a
five-dimensional crisis indicator, a heavy-tailed Student-¢ latent prior, and soft arbitrage-free
constraints to generate novel, internally consistent stressed surfaces with learned smile and
term-structure dynamics rather than parallel shifts. Trained on 20000 Heston-calibrated
surfaces spanning normal, stressed, and crisis regimes (with robustness confirmed on Bates
jump-diffusion surfaces), the model maps crisis severity directly to plausible, arbitrage-free
deformations.

Pricing a portfolio of down-and-in barrier options, target redemption forwards, and vari-
ance swaps from the generated surfaces, Crisis VAE produces the tightest, most controllable
stress estimates among four established benchmarks (barrier P&L standard deviation $0.37
versus $1.50 for historical simulation and $1.43 for GARCH; 95% minimum holder gain $6.67
versus $4.92 and $4.94). We further show that the parametric delta—gamma approximation
fails through sign reversal, predicting that a down-and-in put can lose value under volatility
stress, contradicting the monotonicity confirmed by full repricing. The framework yields dis-
tributional risk measures (VaR, expected shortfall) under explicit crisis-severity control, and
we benchmark the generated surfaces structurally against real S&P 500 option data with an
out-of-sample surface reconstruction. The method ranking itself is established on synthetic
data, where ground truth is controlled; full real-market validation and independent model
review remain prerequisites for regulatory deployment.

Keywords: Variational Autoencoders, Stress Testing, Volatility Surfaces, Exotic Deriva-
tives, Risk Management, Crisis Modelling, Heavy-Tailed Distributions, Arbitrage-Free Con-
straints

1 Introduction

Stress testing of volatility surfaces constitutes a fundamental challenge in derivatives risk man-
agement. Financial institutions must assess portfolio losses under severe but plausible market
conditions, yet existing methodologies face critical limitations when applied to exotic derivatives
whose values depend on the entire volatility surface rather than individual points. The com-
plexity is amplified by the need to maintain internal consistency, smile dynamics, term structure
relationships, and arbitrage-free conditions, across stressed surfaces.



Building on the foundational VAE methodology for volatility surface modeling established
in our recent work [15], this paper introduces a Crisis-Aware VAE framework specifically de-
signed for stress testing applications. The Crisis VAE extends standard generative modeling
by incorporating explicit crisis conditioning, heavy-tailed latent priors, and arbitrage-aware
training penalties that produce realistic extreme market conditions while preserving economic
consistency.

Traditional stress testing approaches each suffer from fundamental limitations. Historical
simulation [4] is constrained to previously observed market states and cannot generate novel
crisis scenarios. Parametric approaches [2] apply uniform shocks (parallel shifts, twist, butterfly)
that destroy the internal structure of volatility surfaces. GARCH-based methods [2] capture
volatility clustering but model only the level of volatility, not its surface shape. Expert-designed
scenarios [29] provide single point estimates without distributional risk measures.

The challenge becomes particularly acute for exotic derivatives. Target Redemption For-
wards (TARFs), Variance Swaps, and Barrier Options exhibit non-linear payoff structures with
sensitivity to different regions of the volatility surface. A parallel vol shift that adequately
stresses a vanilla option portfolio may completely misrepresent the risk to a barrier option whose
value depends critically on skew dynamics near the barrier level. Variance swaps, through their
replication via strips of options across all strikes, are sensitive to the entire surface shape, not
just the ATM level.

Our Crisis VAE addresses these limitations through three key innovations. First, a five-
dimensional crisis indicator vector ¢ conditions both the prior distribution and the decoder,
enabling explicit control over crisis severity and type. Second, a Student-t prior with v = 4
degrees of freedom in the latent space encourages generation of fat-tailed scenarios that match
the empirical behavior of financial markets during stress periods. Third, soft differentiable
penalties for calendar spread and butterfly arbitrage violations ensure generated surfaces remain
economically meaningful.

We demonstrate the framework’s effectiveness through systematic comparison against four
established stress testing methods, pricing three exotic instruments across 500 stress scenarios
per method. The results establish Crisis VAE as the most comprehensive approach for volatil-
ity surface stress testing, producing the tightest and most conservative risk estimates while
maintaining full surface consistency and distributional output.

Specifically, this paper addresses four research questions:

RQ1. Can a crisis-conditioned VAE generate realistic, arbitrage-consistent stressed volatility
surfaces with controllable severity?

RQ2. Does full-surface stress testing produce materially different risk estimates for exotic deriva-
tives compared to parallel-shift methods?

RQ3. Is the method ranking robust to the choice of training distribution (Heston vs. Bates
jump-diffusion)?

RQ4. Does the latent space capture economically meaningful surface shape variation beyond
the crisis severity level?

2 Literature Review and Motivation

2.1 Regulatory Context for Stress Testing

Stress testing in the regulatory sense refers to the evaluation of a financial institution’s resilience
under hypothetical adverse scenarios, as mandated by the Basel Committee on Banking Super-
vision [5]. Under the Fundamental Review of the Trading Book (FRTB), banks using Internal
Models Approaches (IMA) must compute Expected Shortfall at the 97.5% confidence level over



a base horizon of 10 days, incorporating stressed calibration windows and non-modellable risk
factors [6]. Crucially, the FRTB requires that stressed scenarios be forward-looking and plau-
stble, not merely historical replays, motivating generative approaches that can produce novel
crisis conditions while maintaining economic consistency. The Crisis VAE is designed with these
requirements in mind, generating distributional stress scenarios with explicit severity control.
Formal alignment with FRTB’s specific stressed-window calibration requirements would require
validation on actual historical market data and regulatory review, which remain priorities for
future work.

2.2 Limitations of Traditional Stress Testing

Traditional stress testing methodologies suffer from interconnected limitations that constrain
their effectiveness for exotic derivatives portfolios. Volatility-Weighted Historical Simulation
(VWHS), despite its success in capturing volatility clustering [4], remains fundamentally
bounded by historical data. It cannot generate crisis scenarios that exceed observed market
conditions, a critical limitation given that each financial crisis exhibits novel characteristics.

GARCH-based approaches [2] model conditional variance dynamics through the recursion
o =w+ aef_l + Baf_l, capturing volatility persistence and mean reversion. However, these
models impose a single variance process on the entire surface, reducing the rich structure of
strike-maturity dynamics to a scalar. Uncapped GARCH(1,1) forecasts can produce unrealistic
terminal volatilities due to the multiplicative nature of the variance process over 252 daily steps.
In our implementation we apply a variance cap at the 99.5th percentile of training volatility levels
(approximately 41.2%), which constrains forecasts to the support of the training distribution
while preserving GARCH dynamics below the cap.

Parametric (delta-gamma) approaches approximate P&L through sensitivity expansions:
P&L =~ Vega - Ao + %Volga - Ac?. While computationally efficient, this approximation breaks
down catastrophically for path-dependent exotics. Our experiments show that the delta-gamma
approximation produces a sign reversal for the barrier option: it predicts that the Down-and-In
Put can lose value under some stress scenarios, despite the theoretical guarantee that higher
implied volatility strictly increases a knock-in put’s value.

Expert-designed scenarios [29] provide economically motivated stress conditions but produce
only single point estimates. Without distributional output, these approaches cannot compute
Value-at-Risk or Expected Shortfall, limiting their utility for regulatory capital calculations and
portfolio optimization.

2.3 VAE Foundations, Theoretical Justification, and Alternative Generative
Models

Variational Autoencoders [24] learn latent representations of complex data distributions through
an encoder-decoder architecture trained by maximizing the Evidence Lower Bound (ELBO).
The theoretical appeal of VAEs for financial surface generation rests on three properties. First,
VAEs provide an explicit density model: the marginal likelihood pg(x) = [ pp(x|z) p(z) dz is
bounded below by the ELBO, enabling principled probabilistic inference over surfaces. Second,
the continuous, structured latent space allows smooth interpolation between regimes, critical
for generating graduated stress scenarios rather than discrete jumps. Third, the encoder—
decoder architecture provides a natural framework for incorporating domain-specific constraints
(arbitrage penalties, crisis conditioning) directly into the training objective.

[25] pioneered VAE applications to financial markets, demonstrating synthetic time series
generation with realistic statistical properties. [8] applied VAEs to implied volatility surfaces,
showing their ability to generate realistic surfaces without extensive domain knowledge.



Comparison with GANs. Generative Adversarial Networks (GANs) [18] offer an alterna-
tive generative framework with demonstrated success in financial applications. [25] showed that
GANs with Wasserstein loss can generate realistic market scenarios, and [33] applied GANSs to
option pricing. However, GANs present several disadvantages for the stress testing application:
(i) the adversarial training objective provides no explicit density, preventing direct computation
of scenario likelihoods required for coherent risk measures [3]; (ii) mode collapse, where the gen-
erator produces limited scenario diversity, is particularly problematic for tail risk applications
where diversity in extreme scenarios is essential; and (iii) the lack of an inference network (en-
coder) prevents mapping observed market conditions back to the latent space, complicating the
crisis calibration procedure central to our framework. We therefore adopt the VAE framework,
which provides principled uncertainty quantification through its probabilistic structure while
enabling the domain-specific extensions described in Section 3.

Comparison with mixture-model generators. A complementary, non-neural line of work
fits Gaussian mixture models (GMM) directly to observed market objects and exploits their
closed-form Gaussian conditionals for synthetic generation, conditional sampling, and backfill-
ing, including arbitrage-aware generation of implied-volatility surfaces [34]. Such models are
attractive: they require comparatively little data, their component means admit an interpretable
“Gaussian principal component” reading, and the joint, marginal, and conditional densities are
analytic. For our purpose, however, a mixture of Gaussians fitted to historical surfaces is intrin-
sically interpolative, it samples convex combinations of observed shapes and therefore remains
within the support of the training distribution. Forward-looking stress testing requires the op-
posite: surfaces more severe than anything in the historical record, placed at a controllable
point on a crisis-severity axis. This extrapolation is exactly what the learned latent manifold
and the explicit crisis conditioning deliver, and it is unavailable to a generator whose outputs
are convex mixtures of observed data. We regard the two approaches as serving different ends:
interpretable interpolation and imputation on one side, controllable severity extrapolation for
risk on the other.

The tail-underestimation critique. Recent comparative benchmarks report that standard
VAEs, with a Gaussian prior and an unmodified ELBO, tend to over-smooth: they reproduce
central dynamics well but systematically under-represent extreme moves, dampening kurtosis
and volatility spikes relative both to the data and to adversarial alternatives [35]. For a generic
data-fidelity task this is a modest defect; for stress testing it would be disqualifying, since the tail
is the object of interest. Two of our architectural choices target this failure mode directly. The
heavy-tailed Student-¢ prior (v = 4, Section replaces the thin-tailed Gaussian latent prior
that is the proximate cause of over-smoothing, so that severe latent codes retain non-negligible
mass; and the crisis conditioning relocates the generative distribution toward the requested
severity rather than regressing it toward the training mean. The empirical consequence is
visible in our results (Section : the Crisis VAE produces left-bounded, controllably severe
P&L distributions rather than the compressed, mean-reverting output that the over-smoothing
critique would predict for a vanilla VAE.

Our prior work [I5] established comprehensive frameworks for VAE-based volatility surface
completion and generation. The present paper extends this foundation with crisis-specific ar-
chitectural innovations, crisis conditioning, heavy-tailed priors, and arbitrage penalties, that
transform the VAE from a general-purpose generator into a targeted stress testing instrument.



3 Crisis-Aware VAE Methodology

3.1 Architecture Overview

The Crisis VAE processes volatility surfaces represented as x € R™5 X" matrices over a grid
of ng = 10 strikes (moneyness 0.8 to 1.15) and ny = 9 maturities (0.08 to 2.0 years). Each
surface is paired with a crisis indicator vector ¢ € R% encoding market stress conditions. Figure
illustrates the complete architecture.

Encoder g
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Crisis Conditioning Training: reparameterifation from Gaussian coder fo
[(”:1\1};@““ [:AI lepuut(Jk 03 CeR? { [z; € € R* H 26 — 64 H 64— 128 }—»{ 128 — 256 H 256 — 90
€R 52 = f—'

Training Objective

Output x € R
stressed surface

+ Roay) + Az || %(z

(zlc)) + Aarb (Re

Figure 1: Crisis-Aware VAE: training architecture. Training flow (black/red paths): The
encoder g4 maps a volatility surface x € R to Gaussian parameters (u¢,a¢); the latent
code z is sampled via reparameterization from the Gaussian encoder (not the Student-¢ prior).
The crisis vector ¢ passes through a bottleneck (5 — 2, with dropout) to produce ¢, which is
concatenated with z and fed to the decoder fy. Arbitrage penalties R, (calendar spread) and
Rupay (butterfly) are applied to the reconstructed surface.
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Figure 2: Crisis-Aware VAE: prior network and generation. The crisis vector ¢ feeds two
separate pathways. Crisis conditioning (red): A bottleneck compresses ¢ € R’ to ¢ € R?,
which is concatenated with z as decoder input (cf. Figure[l). Prior network (blue): A learned
PriorNet maps ¢ to Student-t prior parameters u(c), o(c), defining p,(z|c) = t4(u(c), o(c)?).
During training, this prior appears only in the KL divergence term; z is sampled from the
Gaussian encoder. At generation time, the encoder is discarded and z is sampled directly from
the learned Student-¢ prior.

3.1.1 Cirisis Indicator Design

Definition 3.1 (Crisis Indicator Vector). The five-dimensional crisis indicator ¢ =
(c1,¢2,c3,¢4,C5) captures:

o ci: VIX-analogue (standardised mean vol level)

o cy: Vol-of-vol (credit-spread proxy, correlated with vol level)

e c3: Market return proxy (negative correlation with vol)

o cy: Skew (OTM put IV minus ATM IV, short end)

e c5: Term structure slope (long-end minus short-end mean vol)

During training, each component is computed directly from the volatility surface and stan-
dardised to zero mean and unit variance. A normal-regime surface naturally produces ¢ ~
(-1,-0.5,0.3,—0.2,—0.3), while a crisis-regime surface yields ¢ ~ (2.0, 1.8, —2.0,1.5,1.5).

At generation time, the crisis vector is specified by the user.  Setting cCsevere =
(2.2,2.2,—-2.2,1.8,1.8) instructs the decoder to produce surfaces consistent with crisis-level
conditions learned during training.

The crisis vector passes through a bottleneck layer (5 — 2 dimensions) before condi-
tioning the decoder, inspired by the information bottleneck principle [31]: the compression
c € R?® — ¢ € R? forces the network to retain only the information in ¢ most relevant for
surface reconstruction. The bottleneck is architecturally critical: without it, the decoder can
reconstruct surfaces almost entirely from c, rendering the latent code z uninformative (a form
of posterior collapse). The compression forces € to encode only coarse crisis-level information
(overall vol level and severity), leaving z € R?* to carry surface-specific detail, skew shape,
curvature patterns, and wing behavior. The dropout on ¢ (probability 0.3) further regularises
this separation by randomly masking the crisis signal during training, forcing the decoder to
also extract information from z.



Novelty of the bottleneck design. To our knowledge, this conditioning bottleneck is novel
in the generative modeling literature for financial surfaces. Standard conditional VAEs [30]
pass the full conditioning vector to the decoder without compression, creating no incentive for
the latent code to carry complementary information. Our bottleneck enforces a separation of
concerns: € controls “what severity of crisis” while z controls “what shape of crisis surface.”

3.1.2 Crisis-Conditioned ELBO
The standard VAE maximizes the Evidence Lower Bound [24]:

Lyvag = Eq, (4)x) [log po(x]2)] — 8 Dxr.(g4(2[x)[p(2)) (1)

The Crisis VAE conditions both the generative model and the prior on the crisis indicator

Lcrisis = IEq¢(z|x) [lngg(X|Z, C)] -p DKL(q¢(Z’X)HpV(Z’c))7 (2)

which follows from the standard ELBO derivation with the crisis-conditioned Student-t¢ prior
pv(z|c) (v degrees of freedom) replacing the unconditional p(z), and S-weighting as in the 8-VAE
framework.

3.2 Heavy-Tailed Prior

Definition 3.2 (Student-t Latent Prior). [26] The latent prior is a multivariate Student-t
distribution with v degrees of freedom.:

r(4) (2 () TS(e) o - ple) )
pu(zlc) = F(%) (mr)d/QQIE(C)]l/z <1 + v > (3)

where p(c) and X(c) are learned functions of the crisis indicator and d = 24 is the latent
dimension.

The Student-t prior exhibits polynomial tail decay, P(|Z;| > t) ~ t™" as t — oo [14], in
contrast to the Gaussian prior’s exponential e~t*/2. With v = 4 it therefore assigns substantially
more probability mass to extreme latent codes, encouraging generation of tail scenarios that
match empirical crisis behaviorE]

Prior network. The crisis-conditioned parameters p(c) and o(c) are produced by a learned
prior network (PriorNet): a two-layer fully connected network (5 — 64 — 24 for each of p
and log o) that maps the crisis vector ¢ to the Student-¢ prior parameters. The PriorNet is
trained jointly with the encoder and decoder through the KL divergence term; its gradients flow
exclusively through this term, and its output does not feed into the decoder during training.

Training vs. generation sampling. During training, the latent code z is sampled from
the Gaussian encoder gy (z|x) = N (py(x), diag(oy(x)?)) via the reparameterization trick; the
Student-t prior appears only in the KL loss term. During generation (stress testing), the encoder
is discarded entirely and z is sampled directly from the learned Student-t prior:

2~ p(ale) =t (p(c), diag(e(c)?)) (4)

and then decoded via x = fy(z,¢).

"We use the standard multivariate Student-t parametrization of [26], with v degrees of freedom, crisis-
conditioned location p(c), and diagonal scale matrix 3(c). The KL divergence Dkr.(¢s||pv) between the Gaussian
encoder and Student-¢ prior decomposes into a closed-form scale term, a v-dependent normalising constant, and
a Student-¢ tail penalty evaluated by Monte Carlo; the full derivation is given in Appendix E}

7



3.3 Arbitrage-Free Constraints

Generated surfaces must satisfy no-arbitrage conditions [16]. We enforce these through soft
differentiable penalties.

3.3.1 Calendar Spread Constraint

Total variance must be non-decreasing in maturity [13]:

(K, T\ T < o> (K, Ty) Ty, forall Ty < Ty (5)
ng nr—1 N
Rcalendar = Z Z maX 0 5-22,3 CT] - 6-22,j+1 11]'4_1)] (6)
i=1 j=1

3.3.2 Butterfly Spread Constraint

The risk-neutral density must be non-negative [9] 20]:

1 nr ng-— )
R e = 05 i G s 7
butterfly (TLK — 2)nT le z; maX 0'1 1,5 04,5 + Uz+1,j))] ( )

3.3.3 Refined Penalties on Call Prices and Total Variance

The IV-space butterfly penalty above is a convenient surrogate but is not, strictly speaking,
the correct no-arbitrage condition. The Breeden—Litzenberger relation [9] requires non-negative
call-price convexity, 0*C/0K? > 0, which is not equivalent to IV convexity [16]. Equivalently,
in the total-variance parameterisation w(k,T) = o?(k,T) T with log-moneyness k = log(K/F),
the no-butterfly condition takes the Gatheral form [36]

B Ew'(B)\ w(k)?2/ 1 1\ w'(k)
g(k):<1—2w(k)>— . (w(k)+4)+ 5 =20 (8)

We adopt a refined penalty operating directly on the implied call-price surface generated via
Black—Scholes inversion of &

nr nNg— 1 2
Ci—1;—2C;; + Ciq1
R O _ 7] 5J 5J 9
utterly, G = nK_Q z > [max< A NG
with C;j; = Cps(K;,Tj;6;5). In total-variance form the analogous penalty is Realw =

> jimax(0, w;; — w; j+1)]%, which is exactly the calendar constraint already in our objec-
tive. Empirically, switching the butterfly penalty from IV-space to call-price space reduces
residual butterfly violations on generated test surfaces from 2.6% to 0.4% of grid points
(Table , confirming that the call-price formulation more tightly aligns with the underlying
density-non-negativity requirement.

Arbitrage-free SVI post-processing. For instruments requiring continuous smiles, most
importantly the variance swap, whose replication formula integrates over a continuum of strikes,
we follow each generated grid with an arbitrage-free SVI fit [36]. The SSVI parameterisation

w(k.7) = {1+ p o0k + GOk P + (1= ) (10)

with ¢(0) = n/07, n € (0,4), v € (0,0.5), |p| < 1, guarantees absence of both calendar and
butterfly arbitrage for parameters in the admissible region [36]. We fit the SVI parameters per



maturity to the generated grid using L-BFGS on the quadratic loss in total variance, with a
five-start initialisation (the previous maturity’s parameters plus four perturbed seeds) to avoid
local minima. Convergence is reached on essentially every generated maturity slice; in the rare
event that a slice fails to satisfy the admissible-region constraints (n € (0,4), v € (0,0.5),
|p| < 1) within the iteration budget, we fall back to the fit from the adjacent shorter maturity
and flag the slice in the arbitrage audit, so no non-convergent fit ever enters the pricing pipeline.
Post-SVI surfaces are then evaluated on a continuous strike grid for variance swap quadrature.

Table 1: Static-Arbitrage Audit: Generated Surfaces Before and After SVI Post-Processing

Diagnostic IV penalty Call penalty Post-SVI Real SPY
Calendar violations (% pairs) 0.8 0.3 0.0 0.0
Butterfly violations (% pts) 2.6 0.4 0.0 45.0
g(k) < 0 measure® 0.012 0.004 0.000 0.058
Max neg. density ($/K?) —0.012 —0.003 0.000 —0.041
Wing slope > 2/T viol.P 1.2 0.5 0.0 ,

Averaged over 500 severe-crisis VAE samples, 90-point grid. Real SPY: May 2025 (54-day smile).
* Fraction of k-grid where Gatheral’s g(k) < 0.
P Lee’s moment formula bound for arbitrage-free asymptotic slope.

The SVI post-processing layer therefore reduces all four static-arbitrage diagnostics to zero
on the discrete grid while preserving the qualitative regime characteristics learned by the VAE,
a clean separation of the generative model (which captures crisis dynamics) from the consistency
layer (which enforces no-arbitrage).

3.4 Complete Training Objective

Etotal = HX - XHQ +B DKL(Q(]ﬁ(Z‘X)le/(Z‘C)) +)\arb (Rcal + Rbﬂy) +)\z ||)A((Zenc) - )A((Zrand) ”2
—_———

reconstruction KL divergence arbitrage z-forcing

(11)

The z-forcing loss penalizes similarity between decoder outputs from the encoded latent code
Zenc = My(X) + € 04(x) and from a random code Zrang ~ pu(2|c), preventing the decoder from
ignoring the latent code. The KL term uses free-bits [24]: D1, = Z?:l max(Aee, KLi;) with
Aree = 0.25, ensuring a minimum of Agee nats of information flow per latent dimensionE]

3.5 Implementation Details

The encoder comprises three fully connected layers (90 — 256 — 128 — 64) mapping flattened
surfaces to parameters p,,logo, € R24. The decoder mirrors this architecture (26 — 64 —
128 — 256 — 90), receiving the concatenation of z and the bottlenecked crisis vector. All
hidden layers use LeakyReLU activation; the output uses sigmoid scaled to [0,1.5] to bound
implied volatilities.

Implications of the [0,1.5] output cap. The upper bound of 150% IV was chosen to
comfortably accommodate equity-index stress scenarios: historically, even the GFC peak VIX
of ~80% and the COVID-19 March 2020 peak of ~82% sit well below this ceiling, and the
Heston crisis-regime training data spans ATM 1M IV up to ~55%. For asset classes where

2The observed KL of 6.0 nats (Section sits at the free-bits floor of 24 x 0.25 = 6.0, indicating that each
latent dimension carries the minimum guaranteed 0.25 nats on average. This is consistent with a model where ¢
carries the majority of surface-level information while z encodes residual shape detail. The reconstruction MSE
< 2 x 107* confirms adequate surface reconstruction.



implied vols can exceed 150%, notably single-name distressed equities (e.g. recently bankrupt
issuers), cryptocurrency derivatives (where 1M ATM IV regularly exceeds 150% in alt-coin
markets), and emerging-market FX pairs during currency crises, the cap would need to be
raised. Two principled rescalings are available: (i) raising the sigmoid scale to [0, ¢pax] With
cmax chosen empirically from the target asset’s historical extremes, or (ii) replacing the sigmoid
with a softplus activation for unbounded support, accepting the loss of guaranteed positivity in
exchange for unconstrained tail behavior. We recommend (i) for production deployments, with
Cmax S€t to twice the historical IV maximum of the calibration window.

Reproducibility. The reference training run uses random seed 42 for Flux.jl/Julia RNG
initialization and for the train/validation/test split (70/15/15 of the 20 000-surface dataset).
Independent re-runs with seeds {0, 1,7,42,123} yield reconstruction MSE in [1.2,1.6] x 10~%
and KL nats in [5.98,6.04], confirming run-to-run stability. Complete source code (Julia 1.11.5
with Flux.jl, all training scripts, ablation drivers, and the analysis notebooks reproducing every
table and figure in this paper) is available at the project repository jgithub.com /bfeugang/crisis-
VaeE] Surface splits are reproduced exactly by the split seed and the deterministic shuffle order
documented in src/data/splits. jl.

Training uses the AdamW optimizer with learning rate 5 x 10~%, batch size 32, for 200
epochs. Key schedule: Bki, warmed up from 0.0 to 0.1 over 50 epochs; A, warmed up from
0.0 to 1.0 over 50 epochs; z-forcing weight warmed down from 1.0 to 0.3 over 80 epochs; crisis
dropout warmed down from 0.8 to 0.0 over 60 epochs; gradient clipping at norm 5.0.

Hyperparameter sensitivity. The key hyperparameters were selected through systematic
grid search. For the KL weight, fkr, € {0.01,0.1,1.0}: at 0.01, posterior collapse occurs; at 1.0,
reconstruction degrades substantially. The arbitrage penalty weight A\, € {0.1,1.0,10.0}: at
0.1, approximately 15% of generated surfaces exhibit calendar spread violations; at 1.0, fewer
than 1% violate; at 10.0, reconstruction loss increases by 40%. For the Student-t degrees of
freedom, v € {3,4,6,00}: v = 3 produces occasional numerical instability; v = 4 provides
adequate tail behavior with stable training; ¥ = oo recovers the standard Gaussian VAE. The
latent dimension d, = 24 was chosen based on reconstruction quality.

Algorithm 1 Crisis VAE Training

Require: Dataset {(x;,c;)} ;, hyperparameters {3, Aarb, Az, Atree }
Ensure: Trained encoder ¢*, decoder 6*
1: Initialize ¢, 0 via Xavier initialization
2: for epoch =1 to 200 do
3: for each mini-batch {(xp,cp)} do
w,log o < Encodery(xp)
z+p+oGe, €~N(0I)
¢, < Bottleneck(Dropout(cy)) > 5 — 2 dims
xp < Decodery(z, ¢;)
Compute Liotal per Eq.
Update ¢, 0 via AdamW
10: end for
11: end for

3Repository URL is illustrative; the released version will be linked from the published article DOL.
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4 Experimental Design

4.1 Data Generation

We generate 20,000 synthetic volatility surfaces from the Heston stochastic volatility model [21]:

dS; = rSy dt + \/v; Sy AW} (12)
dve = k(0 — vg) dt + E/ve AW (13)

with Corr(dW*,dW") = p and parameters drawn from three calibrated regimes:

Table 2: Heston Parameter Ranges by Market Regime

Regime K 0 13 P Proportion
Normal  [2,4] [0.02,0.06] [0.15,0.35] [—0.40,—0.70] 50%
Stressed  [4,6] [0.06,0.10] [0.35,0.55] [—0.70,—0.85] 30%
Crisis [6,10] [0.10,0.16] [0.40,0.55] [—0.80,—0.95] 20%

Implied volatilities are extracted via the Heston characteristic function [2I] on a grid of 10
strikes (moneyness K/Sp € [0.8,1.15]) and 9 maturities (7" € [0.08,2.0] years), yielding 20,000
surfaces of dimension 90 = 10x9. The dataset is split 70/15/15 into training (14,000), validation
(3,000), and test (3,000) sets.

Bates jump-diffusion extension. To assess the sensitivity of our results to the choice of
training distribution, we additionally generate 5,000 surfaces from the Bates model [7], which
extends Heston with compound Poisson jumps in the asset price:
dSy - g
?t:(r—kjk)dt+ﬂth + JdNy (14)
where N, is a Poisson process with intensity As, the jump size log(1 + J) ~ N (py,0%), and
k= ensto3/2 1, Jump parameters are calibrated to three regimes (Normal, Stressed, Crisis)
reflecting empirical evidence [7, 28]; the per-regime jump intensities, mean log-jumps, and jump
vols are listed in Appendix |C| (Table .
The resulting surfaces span realistic volatility ranges:

Table 3: Implied Volatility Ranges by Regime and Maturity

Regime ATM 1M (%) ATM 2Y (%)

Normal 12-22 1527
Stressed 25-38 30-48
Crisis 35-55 55-85

4.2 Structural Comparison with Real Market Data

To assess whether the Heston-generated training data produces surfaces structurally consistent
with real markets, we compare against SPY (S&P 500 ETF) implied volatility data observed
on 24 May 2025, with Sy = $579.11. The dataset comprises 3,332 option contracts across 17
expiry tenors (5-236 days to expiry), filtered to moneyness K /Sy € [0.80,1.20].
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Table 4: Structural Comparison: Real SPY Market Data vs. Heston Training Regimes

Feature SPY Real (May 2025) Heston Normal Match
ATM 1M IV 18.6% 12-22% v
ATM 8M IV 22.6% 15-27% v
Term structure slope +4pp (upward) Upward v
Skew (5D risk reversal)® 24.7% 5-10% Steeper
Calendar spread violations 0 / 16 pairs 0 (by construction) v
Butterfly convexity® 55% of grid points ~95% Partial

@ Risk reversal defined as the difference in IV between 90% and 110% moneyness strikes.
" Fraction of strike grid points satisfying smile convexity (positive second difference) at the
54-day tenor.

The ATM implied volatility levels match closely: SPY ranges from 18.6% at the 5-day
tenor to 22.6% at 236 days, falling squarely within the Heston Normal regime band of 12—
27%. Two discrepancies merit discussion. First, real equity skew is substantially steeper than
Heston-generated skew: the SPY 5-day risk reversal (90%-110% moneyness) reaches 24.7%,
compared to 5-10% in the Heston Normal regime. This reflects the well-known limitation that
the Heston model generates skew solely through spot-vol correlation p, whereas real equity skew
incorporates jump risk [28], leverage effects, and crash insurance premia absent from the affine
Heston specification [44]. Section |G| demonstrates that this skew gap has negligible impact on
the Heston-vs.-Bates method ranking at the 90%-110% moneyness range; whether this holds
for real market surfaces remains an open question for future empirical work. Second, butterfly
convexity holds at only 55% of grid points on the real 54-day smile, compared to approximately
95% for Heston-generated surfaces, motivating the soft (rather than hard) enforcement approach
in our architecture.
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Structural Comparison: Real Market vs Heston Training Data

Smile Shape: Real vs Heston ATM Term Structure: Real vs Heston Regimes
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Figure 3: Structural comparison of real SPY market data (24 May 2025) against Heston training
regimes. Top-left: smile shape at the 54-day tenor, real skew is steeper than Heston Normal.
Top-right: ATM term structure sits within the Heston Normal band (12-27%). Bottom-left:

skew (risk reversal) decays with maturity in both real and Heston data. Bottom-right: ATM
IV distributions overlap.

No-Arbitrage Checks on Real SPY Market Data

Calendar Spread: Total Variance 0T Butterfly Check (54D): Smile Convexity
(0 violations out of 16 pairs) (53/96 points convex = 55%)
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0.030 4
Np 0.025 30
)
o 0.020
£ S
g <25
0.015 >
s =
g
< 0.010
Q2 20
0.005 4
15
0.000 A
0.0 01 02 03 04 05 0.6 0.85 0.90 0.95 1.00 1.05 1.10 115
Maturity (years) Moneyness (K/So)

Figure 4: No-arbitrage diagnostics on real SPY market data. Left: total variance 0?7 is
monotonically increasing across all 17 tenors (zero calendar spread violations). Right: butterfly

convexity check on the 54-day smile shows 55% compliance, with violations concentrated in
illiquid wing strikes.

The crisis vector components computed from the real SPY surface yield ¢; ~ 0.4 (where

Normal ~ —1 and Crisis &~ 42), confirming that the May 2025 equity market maps to the lower
end of the Heston Normal regime.
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Table 5: Historical Crisis Mapping to Crisis VAE ¢ Vectors

Episode ¢ (VIX) ¢ (VolOfVol) ¢3 (RR) ¢4 (Slope) ¢5 (Bfly) Key characteristics

GFC (Oct 2008) 2.5 2.3 —-2.5 —-1.5 1.8 Extreme vol, inverted term structure
COVID (Mar 2020) 2.2 2.0 —2.0 -1.0 1.5 Sharp spike, rapid recovery

2022 Rate Shock (Jun 2022) 0.8 0.7 —0.8 0.5 0.5 Moderate stress, upward slope

SPY (May 2025) 0.4 0.2 -0.3 0.3 0.2 Calm, normal regime

Historical crisis mapping. The GFC and COVID episodes map to the extreme crisis regime
(c1 > 2). The 2022 Rate Shock maps to the stressed regime with moderate values and a positive
term structure slope, qualitatively different from the equity crash patterns of 2008 and 2020.
This suggests that the five-dimensional crisis indicator has the capacity to differentiate crisis
type as well as severity. The c values for GFC and COVID are post-hoc assignments computed
by standardising observable market statistics against the synthetic training-set reference; they
are interpretive anchors rather than calibrations fitted to historical option chains.

Calibration procedure. Each component c; is computed from an observable market statistic

m; via:

¢ =—1—2 (15)
Om;

Table 6: Crisis Vector Calibration Reference Statistics (from 20,000 Training Surfaces)

Jj  Observable m; m;j Om, Source

1 ATM IM 1V (%) 25.1 9.3 VIX or ATM option chain

2 Cross-strike IV std (%) 58 3.2 Full option surface

3 1M risk reversal (%) —12.4 5.1 90%/110% moneyness puts/calls
4 ATM term slope (2Y—1M, pp) 126 84 ATM options at two tenors

5 1M butterfly spread (%) 2.8 1.5 90%/100%/110% moneyness

Coverage of historical stress regimes. The training corpus is constructed so that its
stressed and crisis regimes reproduce the qualitative signature of the major equity stress
episodes. The 2008 global financial crisis and the March 2020 COVID shock drove the VIX
to roughly 80% and 83% respectively, with steep short-dated skew and an inverted term
structure; these correspond to the upper end of the model’s crisis-severity axis (ATM toward
60%, ¢1 — +2), the same region exercised by the severe scenarios in Section We do
not, however, validate directly against real option surfaces from these episodes. High-quality
historical surface data (intraday, deep-wing, dividend- and American-adjusted option chains
spanning a crisis) is largely proprietary and expensive: vendor licences for tick-level historical
options data run to tens of thousands of dollars per year and typically prohibit redistribution.
That is also why our reproducible real-data checks (Sections and use only freely
available calm-period snapshots. This data barrier is itself a central motivation for synthetic
training: a Heston/Bates corpus supplies unlimited, redistributable, arbitrage-controlled crisis
surfaces at zero marginal cost, at the price of the realism gap quantified above.

4.3 Out-of-Sample Validation on a Real Market Surface

The structural comparison of Section 4.2 uses a single archived snapshot. To make the real-data
check fully reproducible and to test the trained model on data drawn from outside its synthetic
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training distribution, we build a second real surface from a public, permissively licensed end-of-
chain SPY snapshotﬁ and project it onto the paper grid.

Procedure. The routine (Figure [5)) takes the full SPY option chain, restricts to the out-of-
the-money wing to limit American-exercise bias, recovers Black—Scholes implied volatilities from
option prices (3,280 usable quotes), and interpolates them onto the 10 X 9 moneyness—maturity
grid in total-variance space, so that calendar monotonicity is preserved by construction. The five
crisis-vector components are standardised against the 20,000-surface training reference statistics
of Table @ and a static no-arbitrage audit (calendar monotonicity and butterfly convexity) is run
on the resulting grid. The procedure is deterministic given the snapshot and is released with the
code. We emphasise that this mapping is interpretive rather than calibrated: the standardising
statistics are those of the synthetic training distribution, so the resulting ¢ for a real surface
should be read as a projection of that surface onto the model’s learned crisis coordinates, not
as an independently estimated market crisis index. A market-calibrated mapping, fitting the
standardisation to a panel of historical real surfaces, is a prerequisite for production use and is
left to future empirical work.

SPY option OTM-wing filter; Total-variance interp. Standardise 5-dim No-arbitrage audit Projected
chain recover BS Vs to 10 x 9 grid crisis vector ¢ (calendar, butterfly) real surface

Figure 5: Construction of the reproducible out-of-sample SPY surface (Section [4.3): the raw

option chain is filtered to the out-of-the-money wing, converted to Black—Scholes implied volatil-

ities, interpolated in total-variance space onto the 10 x 9 paper grid, mapped to a standardised
crisis vector, and passed through a static no-arbitrage audit.

Table 7: Out-of-sample structural comparison: real SPY surface (2024-02-08) vs. Heston train-
ing regimes.

Feature SPY (2024-02-08) Heston Normal Match
ATM IM IV 9.9% 12-22% Differs
ATM 2Y IV 18.3% 15-27% v
Term slope (2Y—1M) +8.4pp Upward v
Risk reversal (90/110) 7.3% 5-10% v
Calendar violations 0.0% pairs 0 v
Butterfly convexity 89% pts ~95% v
Crisis vector ¢; (level) -1.63 Maps to Normal regime

Surface built on the paper grid (10 moneyness x 9 maturities) from 36 SPY
expiries via total-variance interpolation. Crisis vector standardised against the
20,000-surface training reference (Table @

Findings. Three results bear on the paper’s central claims (Table 7). First, the level of the
real surface maps cleanly into the calm end of the Heston Normal regime: the standardised
level component is ¢; = —1.63 (ATM 1M = 9.9%, ATM 2Y = 18.3%), with an upward term-
structure slope of +8.4 pp, consistent with the low-volatility February 2024 market and with the
calm reading of the archived snapshot in Section Second, the generated grid is essentially
arbitrage-free out of the box, zero calendar-spread violations and 88.9% butterfly convexity,
confirming that the total-variance construction and the model’s soft constraints transfer to real

4SPY option chain of 8 February 2024 (spot $497.71, 4,336 contracts across 36 expiries to 2.9 years), sourced
from a public CBOE-derived dataset (ashayp22/volatility-surface-explorer, data/spy.json). A companion
script also reproduces the surface from a live Yahoo Finance pull where network access permits.
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data. Third, the real short-end skew and butterfly are markedly steeper than Heston Normal
(standardised ¢4 =~ 43.9 for risk reversal, ¢5 &~ +6.1 for butterfly), reproducing on independent
data the precise skew gap documented in Section [4.2} Heston generates skew only through spot—
vol correlation and understates the crash-insurance premium embedded in real equity wings.

Out-of-sample reconstruction. The genuine generalisation test is to pass this real grid
through the trained encoder and decoder, the model having seen only synthetic surfaces during
training, and measure reconstruction error on a surface whose data-generating process is entirely
distinct from Heston. Under neutral conditioning (¢ = 0) the reconstruction MSE is 4.82 x 1073
(RMSE = 6.9 volatility points), against an in-sample test error of ~ 1.4 x 10~* (Section .
This gap is almost entirely a level offset rather than a shape error: consistent with the design
finding that crisis conditioning dominates surface generation, neutral conditioning makes the
decoder default toward the training-average volatility level, so the unusually calm February-2024
surface (ATM 10-19%) is reconstructed at a higher, flatter level even though the qualitative
smile and term-structure shape are preserved. Conditioning the decoder on the surface’s own
calibrated crisis vector restores the level, leaving only the residual smile-shape discrepancy, the
model reproduces a genuine normal-regime surface with its level set by c¢ and its shape carried
by the latent code, exactly the separation the architecture is designed to enforce.

Scope of the claim. A single real cross-section validates structural representativeness, ar-
bitrage consistency, and out-of-sample reconstruction on normal-regime data; it is not a crisis
backtest. The skew gap above means the model is expected to reconstruct normal-regime sur-
faces accurately, while a full validation of crisis-regime generation requires archived 2008/2020
option chains (available in larger commercial and public archives), which we identify as the
priority empirical extension in the Future Research section. The real-surface result should
therefore be read as confirming that the method operates correctly on genuine normal-regime
market data, strengthening, but not closing, the path to deployment.

4.4 Training Diagnostics

After 200 epochs of training, the model achieves reconstruction MSE ~ 1.4 x 10~* (below
0.01 target) and KL divergence stabilised at 6.0 nats, at the free-bits floor of 24 x 0.25 =
6.0. Calendar spread violations reach zero by epoch 50 and remain there throughout training;
butterfly violations are negligible by epoch 50. Post-training diagnostics on the test set:

e Decoder sensitivity: max |X(Zenc) — X(Zrand)| = 0.042
e Encoder informativeness: max |X(Zenc) — %X(0)| = 0.011
e Posterior spread: 5, = 0.693

e KL divergence: 6.0 nats (at free-bits floor)

These diagnostics indicate that the crisis conditioning vector ¢ dominates surface generation
in this run: the bottleneck effectively compresses most surface information into €, with z carrying
residual shape variation. The sensitivity metrics (0.042 and 0.011) are below the conventional
0.05 threshold, reflecting that the decoder has limited dependence on z relative to ¢. Practically,
this means ATM vol level is tightly controlled by ¢ (as intended), while z contributes moderate
shape diversity. Future training runs with stronger z-forcing or extended dropout warmdown
could increase z’s contribution at the cost of tighter crisis-level control, a trade-off between
within-crisis diversity and regulatory reproducibility. Arbitrage violation rates on generated
test surfaces: calendar spread violations occur in < 0.8% of generated surfaces, and butterfly
convexity holds at > 97% of grid points.

16



Localized compliance near the barrier. In the pricing-critical region K/Sy € [0.8,1.0] and
T € [0.5,1.5]Y, calendar spread violations occur in < 0.3% of generated surfaces and butterfly
convexity compliance exceeds 99%.

Rejection sampling feasibility. Given the aggregate compliance rate of > 99.2% (calendar)
and > 97% (butterfly), rejection sampling would discard fewer than 3% of generated surfaces,
a negligible computational overhead for regulatory applications requiring zero violations.
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Figure 6: Training loss evolution over 200 epochs. Left: reconstruction loss (MSE) converges
below 2 x 10~* while the arbitrage penalty decays to near zero, confirming that generated
surfaces satisfy calendar spread and butterfly constraints. Right: KL divergence stabilises at
6.0 nats, at the free-bits floor (dashed gray), confirming the minimum guaranteed information

flow per latent dimension.
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Figure 7: PCA projection of the 24-dimensional latent space, colored by market regime. Normal
(blue), stressed (orange), and crisis (red) surfaces form a continuous curved manifold with clear
regime separation along PC1l. The structure confirms that the encoder discovers a regime
continuum, enabling smooth transitions enabling interpolation at arbitrary crisis severities.
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4.5 Comparison Methods

We evaluate Crisis VAE against four established baseline stress testing approaches, Historical
Simulation, Parametric Delta-Gamma, GARCH(1,1) with variance cap, and Expert/Regulatory
parallel shifts:

Historical Simulation: Resamples actual crisis-period surfaces (top 30% by mean volatil-
ity) from the training dataset. Found 4,200 qualifying surfaces. Produces 500 scenarios but is
limited to previously observed surface configurations.

Parametric (Delta-Gamma): Computes portfolio sensitivities (Vega, Gamma) via finite
differences and generates P&L through the approximation P&L ~ Vega - Ao + %Gamma -Ao?,
with Ao drawn from a distribution calibrated to the 75th percentile of training ATM vols.
Greeks for the barrier option: Vega = $90.20/1% vol, Gamma = —$1068.87/(1% vol)2.

GARCH(1,1) with variance cap: Simulates 252-day variance paths from the base volatil-
ity using calibrated GARCH parameters (o« = 0.10, § = 0.85, persistence = 0.95), with a
variance cap at the 99.5th percentile of training vol levels (approximately 41.2%). The cap
constrains terminal volatility forecasts to the support of the training distribution. Without the
cap, the multiplicative GARCH process over 252 steps would generate physically implausible
terminal vols exceeding 100%. Even with the cap, GARCH still generates stressed surfaces via
parallel shift, a fundamental limitation that no cap can address.

Expert/Regulatory: Applies deterministic parallel shifts corresponding to prescribed sce-
narios: mild (+10%), moderate (+20%), severe (+30%), COVID-style (ATM—50%), and GFC-
style (ATM—60%).

All distributional methods generate N = 500 scenarios.

4.6 Exotic Derivatives Portfolio
4.6.1 Down-and-In Barrier Put

Definition 4.1 (Down-and-In Put). [27] With strike K = Sp = 100, barrier B = 80, maturity
T=1Y:
Vpp = EQ e T max (K — S7,0) - ]I[ min Sy < BH (16)
0<t<T
Priced via the Black-Scholes reflection principle [23] at the ATM implied volatility of the gen-
erated surface at the 1Y tenor.

4.6.2 Target Redemption Forward

Definition 4.2 (TARF). [32] With strike K = 105, 12 monthly fizings, knockout at cumulative
gain of 15:

Viure = » e " E®max(Sr, — K,0) - I[r > i]] (17)

=1

where 7 = inf{i : Z§:1 max(St; — K,0) > 15}. The knockout time T is path-dependent, as it
depends on the intrinsic value accumulated across all fizings. We price the TARF as a discounted
strip of fizing payoffs, each valued by Black—Scholes at the surface-implied ATM wvolatility for
its maturity, with the target knockout applied as an expected-truncation approximation; this
marginal treatment omits the cross-fixing accumulation correlation of a full joint-path valuation.
We adopt it deliberately since the TARF enters the study as a knockout-capped, low-sensitivity
strument, whose role is to exhibit capped exposure rather than to serve as a precision pricing
benchmark, and, decisively, the identical pricer is applied to every stress method, so the cross-
method comparison that this paper studies is invariant to its accuracy. The real path-critical
instrument, the barrier, is instead priced through the full local-volatility PDE and Monte Carlo
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pipeline of Section [.7, and a production TARF valuation would use the same Monte Carlo
engine.

4.6.3 Variance Swap
Definition 4.3 (Variance Swap). [12, [10] With maturity T = 1Y and strike Koo = 047

2¢'T [ % P(K) * C(K)
swap — K air Kvarv K air — dK ——dK 1
et [P [S] oo

Priced via quadrature over the discrete strike grid, using Black-Scholes prices interpolated from
the generated volatility surface.

4.6.4 Vega-Hedged Risk Reversal (Skew Position)

Definition 4.4 (Vega-Hedged Risk Reversal). A skew-sensitive position:
VRR = P(Kput) — n* . C(Kca”) (19)

where P(Kpy) is a European put with Kpy = 90 (K/So = 0.9), C(Kcq) is a European call
with Keqy = 110 (K/Sy = 1.1), both with T = 1Y, and n* = Vpu/Vean s the vega-hedge ratio.
This construction isolates skew exposure: the position’s PEL depends primarily on changes in
orv(Kput) — o1v(Kcan) rather than the overall vol level.

4.6.5 Digital, No-Touch, and Forward-Start Options

To broaden the skew-sensitive evaluation in line with [25] and standard practitioner taxonomies
[32, 16], we add three further instruments whose values depend on regions of the surface that
the barrier option does not probe.

Definition 4.5 (Cash-or-Nothing Digital Put). With strike K = 95 and digital payoff Q = $1,
maturity T = 1Y
Vpig=Qe " Q[Sr < K| = Qe " N(—dy), (20)

evaluated at the surface-implied o(K = 95,T = 1Y). The digital is exquisitely sensitive to local
IV at the strike, so stressing 0(0.95,1Y) directly maps to its PEL. Static-replication via call
spreads recovers the same exposure.

Definition 4.6 (Down-and-Out No-Touch). Pays Q = $1 at T = 1Y iff ming<i<7 S¢ > B = 85.
Priced under each generated local-volatility surface via the same PDE pipeline as the barrier
put (Section , since the no-touch is the dual of the down-and-in digital and inherits its
dependence on local-volatility near the barrier.

Definition 4.7 (Forward-Start ATM Call (Cliquet-Style)). With reset date T1 = 0.5Y and
expiry To = 1.5Y:

VFS = EQ [e_TT2 maX(ST2 — STI, O)] = SO e—rT1 CBs(l, 1; wad(Tl, TQ), T2 — Tl), (21)

where of,q(T1,T32) is the forward implied volatility from Ty to Th. The forward-start option is
sensitive to the shape of the term structure, not its level, because o?wd(Tl,Tg) = [03(T2) Ty —
o?(Ty) Th]/(To — Th). Crisis VAE scenarios with different term-structure deformations (steep-
ening vs. inversion) produce materially different forward-start P&Ls even at the same ATM 1Y
level.
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4.7 Local-Volatility Pricing Pipeline for Path-Dependent Exotics

A static implied-volatility surface does not, on its own, define a consistent stochastic process for
path-dependent pricing: pricing a barrier option via the Black—Scholes reflection principle at a
single ATM volatility ignores the surface-wide information that determines path probabilities.
We therefore augment the semi-analytic baseline with a full local-volatility pipeline, summarised

in Figure

Arbitrage-free Dupire
. . . %
SVI fit local-vol inversion

Figure 8: Local-volatility pricing pipeline for path-dependent exotics. The generated surface is
fitted with arbitrage-free SVI, inverted to a Dupire local-volatility surface, priced on a Crank—
Nicolson PDE with the barrier as an absorbing boundary, and cross-checked against Brownian-
bridge-corrected Monte Carlo.

absorbing barrier B (Brownian bridge)

Crank—Nicolson PDE] | Monte Carlo check

Numerical pipeline. The four numerical stages, arbitrage-free SVI fit, Dupire local-volatility
inversion, a Crank—Nicolson PDE solve for the path-dependent payoffs, and a Brownian-bridge-
corrected Monte Carlo cross-check, are specified in full in Appendix

Pricing methodology and method-ranking invariance. All barrier results use the
surface-consistent local-volatility pipeline: the generated implied-volatility surface is smoothed
with SSVI, inverted to a Dupire local-volatility surface, and the down-and-in put is priced
on a Crank—Nicolson PDE with the barrier imposed as an absorbing boundary at B = 80,
cross-checked against Monte Carlo with the Beaglehole-Dybvig—Zhou Brownian-bridge correc-
tion [39]. On the base surface the local-volatility PDE prices the down-and-in put at $5.42,
comfortably below its no-arbitrage ceiling, the corresponding vanilla put (=$6.5), since a
down-and-in put can never exceed the unconditional put. A single-volatility Black—Scholes
reflection price applies the ATM volatility uniformly and is unreliable for a payoff whose value
is concentrated in the put wing near the barrier; we therefore do not use it for the headline
results. Crucially, the method ranking is invariant to the pricing route: under local-volatility
pricing the Crisis VAE retains both the tightest P&L dispersion (Table and the most
conservative tail, while the Parametric delta—gamma approximation still fails through sign
reversal. The comparative conclusions therefore do not depend on the choice of pricer.

5 Empirical Results

5.1 Base Scenario and Volatility Surface Characteristics

The base scenario uses a calm normal-regime surface (test surface #40, c[l] ~ —0.95) with
ATM 1Y implied volatility of 18.94%. All exotic prices use the surface-consistent local-volatility
pipeline (SVI — Dupire — Crank—Nicolson PDE):

Table 8: Base Scenario Prices (Normal Regime, Test Surface #40, ATM 1Y = 18.94%)

Instrument Base Price ($) Key Sensitivity
Barrier (DI Put, K=100, B=80, T=1Y) 5.42 Local-vol surface near B
TARF (K =105, 12 monthly, KO=15) 14.89 ATM vol at fixings
Variance Swap (T'=1Y, Kyar = O‘%TM) +0.0017 Entire smile at T=1Y
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The variance swap base value of +$0.0017 reflects that the discrete quadrature replication
over the 10-strike grid slightly overestimates fair variance relative to O‘iTM = (0.1894)% = 0.0359
at this surface, a discretisation artefact at the grid boundaries. The barrier base is the Crank—
Nicolson local-volatility PDE price, independently cross-checked by the Brownian-bridge Monte
Carlo scheme of Appendix (100 000 paths, Beaglehole-Dybvig—Zhou correction, antithetic and
control variates). All P&L figures are measured as deviations from these base prices.

Volatility Surface: Normal vs Crisis Regime
Base Surface (Normal) Stressed Surface (Severe Crisis)

IV (%)

Figure 9: Volatility surfaces under normal and severe crisis regimes. Left: base surface (ATM
1Y = 18.94%) exhibits moderate skew and upward-sloping term structure. Right: Crisis VAE
severe stress surface (ATM 1Y = 35.6%) shows elevated volatility with deformed skew and am-
plified term structure, capturing realistic joint deformations that parallel-shift methods cannot
produce.

5.2 Crisis VAE Stress Test Results

The Crisis VAE generates 500 stressed volatility surfaces for each of three severity levels by
sampling z ~ p,(z|caisis) and decoding with the specified crisis vector.

Table 9: Crisis VAE P&L Impact by Severity Level (500 Scenarios Each, Holder Perspective)

Severity ¢ vector ATM 1Y (%) Barrier P&L TARF P&L VarSwap P&L Barrier VaRg5 VarSwap VaRgs
Mild (0.8,0.5,-0.5,0.5,0.5) 28.8+04 +4.42 +0.034 —0.0045 4.09 0.0051
Moderate (1.5,1.5,-1.2,1.0,1.0) 32.4+0.6 +5.97 +0.042 —0.0094 5.49 0.0110
Severe (2.2,2.2,-2.2,1.8,1.8) 35.6 0.7 +7.33 +0.047 —0.0154 6.67 0.0171

VaRg5; = minimum holder gain at the 95% confidence level, i.e., the 5th
percentile of the P&L distribution. Because higher vol strictly increases
Down-and-In Put value, all stress scenarios produce positive holder P&L
and VaR is always positive.

Several features merit emphasis. First, the monotonic increase in stress across severity levels
validates that the crisis conditioning mechanism provides meaningful, graduated control. The
ATM 1Y vol shifts from 18.94% (base) to 28.8% (mild) to 35.6% (severe), increases of 52% and
88% relative to base, calibrated to the learned crisis distribution.

Second, the tight standard deviations (£0.7% at severe) demonstrate that the Crisis VAE
identifies a well-defined crisis regime, the variation from z adds surface-specific detail (skew
shape, curvature) rather than level noise, which is controlled by c.

Third, the instrument responses are economically intuitiveEl The barrier option gains value

5The positive barrier P&L sign reflects the perspective of the option holder: higher volatility increases both
the knock-in probability and the put payoff. From the writer’s (short) perspective, all signs reverse. Variance
swap P&L is from the fixed-leg payer: losses arise when fair variance rises above the fixed strike.
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under stress (higher vol increases knock-in probability and put value), the TARF shows modest
sensitivity (knockout structure caps exposure), and the variance swap incurs losses (fair variance
exceeds the strike set at base levels).
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ATM Implied Volatility Term Structure Under Crisis VAE Stress
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Figure 10: ATM implied volatility term structure under Crisis VAE stress scenarios. The base
surface (dashed black) at approximately 14-19% shifts to 28-45% under severe crisis condition-
ing, with monotonically increasing severity across all four levels (including neutral). Severity
levels are cleanly separated at all maturities, confirming that the crisis vector provides effective
control over stress intensity.
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ATM Vol: Crisis VAE Scenarios vs Expert Benchmarks
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Figure 11: ATM vol term structure: Crisis VAE scenarios (colored lines with confidence bands)
versus Expert regulatory benchmarks (horizontal purple lines). The VAE’s upward-sloping term
structures contrast with the flat Expert parallel shifts. At the 1Y tenor, Crisis VAE mild and
Expert mild (+10%) scenarios converge near 28—-29%, providing mutual validation of magnitude
at the lower stress level.

5.3 Comprehensive Method Comparison

Table [T1] presents the full comparison across Crisis VAE and the four established baselines.

Table 10: P&L Impact Under Stress: All Instruments and Methods (Holder Perspective)

Method ATM Vol (%) Barrier (DI Put) TARF Variance Swap
Mean+Std  Mean P&L Std P&L Mean P&L  Std P&L  Mean P&L  Std P&L

Crisis VAE (Severe) 35.6 £0.7 +7.33 0.37 +0.047 0.001 —0.0154 0.0012
Crisis VAE (Moderate) 32.4£0.6 +5.97 0.30 +0.042 0.001 —0.0094 0.0010
Crisis VAE (Mild) 28.8+0.4 +4.42 0.20 +0.034 0.001 —0.0045 0.0003
Historical Simulation 34.8£3.5 +7.01 1.50 +0.045 0.005 —0.0147 0.0069
Parametric (A-T") 30.7£7.5 +5.25 3.27 +0.073 0.049 —0.0030 0.0034
GARCH(1,1) capped 35.7+34 +7.38 1.43 +0.047 0.005 —0.0124 0.0060
Expert (GFC-style) 60.0 +16.95 , +0.068 , —0.1053 ,

Table 11: Comprehensive Method Comparison, Barrier Option (DI Put)

Method

Mean ATM Vol (%)

Vol Range (%)

Mean P&L (9)

Std P&L ($)

VaRgs ($) ESgs (9)

Crisis VAE (Severe)
Historical Simulation
Parametric (A-T)
GARCH(1,1) capped
Expert (GFC-style)

35.6
34.8
30.7
35.7
60.0

33.1-37.0

29.4-41.8
5.6-53.6

27.5-41.2

)

+7.33
+7.01
+5.25
+7.38
+16.95

0.37
1.50
3.27
1.43

)

6.67 6.34
4.92 4.82
—0.38* —-1.77
4.94 4.54

I ’

Negative VaRgs for Parametric indicates sign reversal: the approximation
predicts the holder can lose value in the tail (5th-percentile P&L —$0.38,
deepening to ESgg = —$4.40 with a worst case of —$6.68). This is econom-
ically impossible for a Down-and-In Put under vol stress, and constitutes a
fundamental failure of the delta-gamma approximation near the barrier.
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Table 12: Comprehensive Method Comparison, Variance Swap (7T=1Y)

Method Mean ATM Vol (%) Vol Range (%) Mean P&L ($) Std P&L ($) VaRgs (3) ESos ($)
Crisis VAE (Severe) 35.6 33.1-37.0 —0.0154 0.0012 0.017 0.017
Historical Simulation 34.8 29.4-41.8 —0.0147 0.0069 0.027 0.028
Parametric (A-T") 30.7 5.6-53.6 —0.0030 0.0034 0.010 0.013
GARCH(1,1) capped 35.7 27.5-41.2 —0.0124 0.0060 0.024 0.024
Expert (GFC-style) 60.0 , —0.1053 , , ,

5.3.1 Analysis of Results

Crisis VAE produces the tightest and most conservative stress. The barrier P&L
standard deviation of $0.37 (severe) is roughly four times smaller than Historical Simulation
($1.50) and capped GARCH ($1.43), reflecting the architectural separation: € controls crisis
level (ATM vol +0.7%) while z contributes residual surface shape variation. The 95% minimum
holder gain ($6.67 for severe) exceeds both Historical Simulation ($4.92) and GARCH ($4.94)
because the Crisis VAE targets a specific severe crisis regime rather than sampling from a
mixture of stressed conditions. The crisis VAE’s advantage is not merely severity in an absolute
sense, severity can be trivially achieved by increasing c, but consistency and controllability:
the tight P&L dispersion reflects precise regime identification, providing reproducible stress
estimates. The Expert GFC-style scenario produces a point estimate ($16.95) that is more than
twice the distributional methods’ mean P&L, confirming that the 60% GFC level lies above the
support of the Heston training distribution.

Parametric methods fail through sign reversal for path-dependent exotics. The
delta-gamma approximation yields a mean barrier P&L of $5.25 with standard deviation $3.27,
so large that a non-trivial fraction of scenarios produce negative holder P&L. The VaRgs of
—$0.38 means that at the 5th percentile the holder would lose value, with the loss deepening
to ESg9g = —$4.40 and a worst case of —$6.68, economically impossible, since the Black-Scholes
reflection formula shows that Down-and-In Put value is strictly increasing in implied volatility.
The failure arises because the quadratic Taylor expansion P&L =~ Vega - Ao + %Gamma~
Ac? cannot capture the non-linear barrier crossing dynamics near B = 80. The computed
Gamma (—$1068.87 per (1% vol)?) is large and negative, so for large positive vol shocks the
Gamma term dominates and drives the approximated P&L negative, a structural failure of local
polynomial approximations for payoffs with near-singular Greeks near the barrier [17, 22]. The
implied volatility range generated spans 5.6-53.6%, compared to the tightly controlled 33.1—
37.0% from Crisis VAE, confirming that unconstrained Gaussian sampling of Ao generates
physically implausible vol levels.

GARCH with variance cap provides realistic but imprecise scenarios. The cap at
41.2% eliminates physically implausible extreme vol paths, resulting in mean barrier P&L of
$7.38, close to both Historical ($7.01) and Crisis VAE Severe ($7.33). GARCH’s vol standard
deviation (3.4%) remains larger than Crisis VAE’s (0.7%), and the variance swap VaRgs ($0.024)
and ESgs ($0.024) exceed Crisis VAE ($0.017 and $0.017), driven by the heavier GARCH vol
distribution. Critically, even the capped GARCH still generates stressed surfaces via parallel
shift, the fundamental limitation of applying a scalar variance process as a parallel shift to the
entire surface remains unaddressed by the cap.

Historical Simulation provides realistic but bounded scenarios. With vol range 29.4—
41.8% and standard deviation 3.5%, Historical Simulation generates the most diverse set of
internally consistent surfaces (each is an actual Heston surface from training). However, it
cannot generate scenarios beyond the training data. The 4,200 crisis-period surfaces span a crisis
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indicator range of ¢; € [0.6,1.8] (stressed regime only), whereas the Crisis VAE can generate
surfaces at any ¢, including the extreme crisis regime (c¢; > 2) that Historical Simulation cannot
reach. This structural ceiling on stress severity, independent of sample size, is the fundamental
limitation of any resampling-based approach.

5.4 P&L Distribution Analysis

Barrier Option P&L Distributions by Method Variance Swap P&L Distributions by Method

Cisis VAE (Severe) Crsis VAE (Severe) Historical Smuation

— Mean — Mean

GARCH(11)

(a) Barrier Option (b) Variance Swap

Figure 12: P&L distributions by stress testing method (4-panel layout per instrument). Crisis
VAE (red) produces the tightest distribution concentrated at high positive P&L, reflecting pre-
cise regime targeting. Historical Simulation (blue) shows realistic dispersion. GARCH capped
(orange) shows a rightward skew. Parametric (green) exhibits near-zero mean with large sym-
metric dispersion including negative values, the sign reversal failure.

Table 13: Barrier Option P&L Distribution Shape Metrics (Holder Perspective, 500 Scenarios)

Method Mean Std Skewness Ex. Kurtosis Min Max
Crisis VAE (Severe) 7.33  0.37 —1.21 1.93 5.42 7.98
Historical Simulation 7.01  1.50 0.14 —-1.30 4.67 9.95
Parametric (A-T') 5.25 3.27 —-0.19 0.09 —6.68 14.34
GARCH(1,1) capped 7.38 1.43 -0.19 —0.84 3.90 9.64

The Crisis VAE’s negative skewness (—1.21) and positive excess kurtosis (1.93) reflect a left-
bounded distribution: since all scenarios involve higher vol (holder always gains), the distribu-
tion is bounded below and has a relatively thin lower tail. The Parametric method’s enormous
standard deviation ($3.27) and deeply negative minimum (—$6.68) expose the sign-reversal fail-
ure, despite a positive mean ($5.25), its tail crosses into economically impossible holder losses.
The GARCH’s negative excess kurtosis (—0.84) under the cap is consistent with a near-uniform
distribution over the capped vol range.
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5.5 Multi-Confidence Risk Measures

Barrier Option: VaR and ES by Method
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(Severe) Simulation

Figure 13: Barrier option VaRgs and ESg; by method (holder perspective: positive = minimum
guaranteed gain). Crisis VAE provides the most conservative estimates ($6.67 and $6.34).
Historical Simulation ($4.92 and $4.82) and capped GARCH ($4.94 and $4.54) are comparable.
Parametric is excluded due to sign reversal.

Barrier Option: VaR at Multiple Confidence Levels
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Figure 14: Barrier option VaR at 90%, 95%, and 99% confidence levels. Crisis VAE dominates
across all confidence levels ($6.23-$6.86 range), with narrow variation reflecting the tight P&L
distribution. Historical and capped GARCH show larger spreads between confidence levels.
Parametric excluded (sign reversal).
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Table 14: Value-at-Risk and Expected Shortfall at Multiple Confidence Levels, Barrier Option
(Holder Perspective)

Method VaRgy ESgp VaRgs ESgs VaR97_5Jf ESg7_5]L VaRgg ESgg
Crisis VAE (Severe) 6.86 6.56 6.67 6.34 6.38 6.18 6.23 5.99
Crisis VAE (Moderate)  5.54 5.46 5.49 5.39 5.41 5.34 5.33 5.29
Crisis VAE (Mild) 4.16 4.07 4.09 4.01 4.03 3.97 3.96 3.92
Historical Simulation 5.07 4.91 4.92 4.82 4.84 4.78 4.77 4.72
Parametric (A-T") 1.12 -0.70 -0.38 -—-1.77 —1.21 —2.75 =243 —4.40

GARCH(1,1) capped 5.42 4.87 4.94 4.54 4.61 4.33 4.33 4.10

Positive values are minimum guaranteed gains for the holder (negative = sign reversal for Parametric).
T FRTB IMA confidence level [42]; interpolated between empirical 95% and 99% quantiles.

The multi-confidence tables reveal several important patterns. For the barrier option (Table ,
Crisis VAE VaR is remarkably stable across confidence levels ($6.86 at 90% to $6.23 at 99%),
reflecting the tight regime-specific distribution. Formally, for a near-Gaussian distribution with
mean p = 7.33 and standard deviation ¢ = 0.37, VaRgs ~ u — 1.6450 = 6.72 and ESg; ~
1—2.0630 = 6.57, broadly consistent with the observed values (the left skew pulls the empirical
ES slightly lower). In contrast, GARCH VaR drops from $5.42 (90%) to $4.33 (99%), indicating
heavier tails from residual vol uncertainty. The Parametric method shows explosive negative
VaR growth, confirming its structural unsuitability for barrier options.

The analogous multi-confidence VaR /ES tables for the variance swap and TARF are reported
in Appendix |[Ef there the capped-GARCH variance-swap tail (VaRgg =~ $0.024) exceeds the
Crisis VAE (VaRgg ~ $0.018) by roughly one third, the same qualitative over-dispersion seen
for the barrier.

5.6 Expert Scenario Benchmarking

Table 15: Expert/Regulatory Scenario Results (Deterministic Parallel Shifts from Base 18.94%)

Scenario ATM (%) Barrier P&L TARF P&L  VarSwap P&L
Mild (+10% parallel) 28.9 +5.86 +0.035 —0.022
Moderate (+20% parallel) 38.9 +9.50 +0.051 —0.062
Severe (+30% parallel) 48.9 +12.83 +0.061 —0.123
COVID-style (ATM—50%) 50.0 +13.19 +0.062 —0.130
GFC-style (ATM—60%) 60.0 +16.95 +0.068 —0.105

A key cross-validation: Expert mild (+10%, ATM = 28.9%) and Crisis VAE mild (ATM =
28.8% + 0.4%) reach essentially the same ATM level and TARF P&L ($0.035 vs $0.034). The
Expert barrier figure is computed by a flat parallel shift, whereas the Crisis VAE deforms the
full surface through local volatility, so their barrier P&Ls need not coincide even at matched
ATM. At higher severity, Expert scenarios diverge substantially because their ATM levels (50—
60%) exceed the Heston crisis distribution ceiling. The Expert GFC scenario ($16.95 barrier
P&L) is more than twice the distributional methods’ mean, confirming it as a regulatory upper
bound rather than a distributional scenario.

5.7 Robustness and Qualitative Summary

Two robustness checks support the comparison. A qualitative feature matrix (Appendix
Table confirms that Crisis VAE is the only method that simultaneously delivers full-surface
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smile dynamics, explicit crisis-severity control, distributional risk output, and freedom from bar-
rier sign-reversal. Separately, regenerating the training distribution with Bates jump dynamics
leaves the method ranking unchanged: at the 90%-110% moneyness range the risk reversals
and the three structural findings (Crisis VAE tightest, Parametric sign reversal, GARCH resid-
ual tail) are invariant to whether surfaces are drawn from Heston or Bates data (Appendix
Tables . The barrier’s narrow P&L dispersion reflects its primary sensitivity to ATM
level rather than skew, a property of the instrument, as the skew-sensitive instruments below
confirm.

5.8 Ablation Studies (Summary)

We ablate the three architectural choices that most distinguish the Crisis VAE from a vanilla
conditional VAE, the crisis bottleneck dimension, the components of the crisis vector ¢, and
the Student-t degrees of freedom v, with full tables and diagnostics in Appendix @ (Tables
23]). The headline conclusions are: (i) the 5 — 2 bottleneck is what forces separation between
crisis severity and surface shape, removing it drives encoder informativeness to 0.003 and lets
the latent code redundantly re-encode the crisis vector (all disentanglement probes jump above
R? = 0.78); (ii) within c, the level component ¢; controls ATM level, ¢, is essential for crisis-
consistent skew and c¢5 for term structure, while ¢ (vol-of-vol) is largely redundant with ¢; in the
training distribution; and (iii) the Student-t prior with v = 4 best balances tail coverage against
reconstruction. The linear-probe and mutual-information diagnostics confirm the intended split:
c1 is recovered from the bottleneck (R? = 0.96) but only weakly from z (R? = 0.18), whereas
the residual z-content concentrates in the shape components ¢4 and cs.

5.9 Skew-Sensitive Instrument Results

The barrier option, TARF, and variance swap reported in the main comparison are primar-
ily level-sensitive: they depend on a single surface point or an integral that ATM-vol shifts
dominate. We additionally evaluate four skew-sensitive instruments, the vega-hedged risk re-
versal (Section 4.4.4), digital put, no-touch, and forward-start option (Section , where
the latent code’s contribution to surface shape diversity should produce materially wider P&L
distributions than the barrier.

Table 16: Skew-Sensitive Instrument P&L under Crisis VAE Severe (500 Scenarios)

Instrument Base value Mean P&L  Std P&L CV?®  VaRgs; ESg75 vs. barrier CV
Vega-hedged RR —0.84 —2.18 0.94 —0.43 —-3.72 —4.42 8.6x
Digital put K=95 0.21 +0.18 0.06 0.33 4+0.08 +0.05 6.6x
No-touch B=85 0.46 -0.31 0.11 —-0.35 —-0.49 —0.55 7.0x
Forward-start ATM call 4.12 +1.86 0.72 0.39 +40.65 +0.38 7.8
Barrier (DI put)® 5.42 +7.33 0.37 0.050 +6.67 +46.38 ,

* Coefficient of variation |std/mean|.
P Reference row, ATM-level-sensitive instrument shown for comparison.

The coefficients of variation for the four skew-sensitive instruments (0.33-0.43) are roughly
seven to nine times larger than the barrier’s CV of 0.050, directly demonstrating that the latent
code z encodes meaningful surface-shape variation that materialises in P&L dispersion when
the instrument is sensitive to that shape. The vega-hedged risk reversal swings from base value
—$0.84 to mean P&L —$2.18 under severe crisis as the put-side skew (90% strike IV) steepens
disproportionately relative to the call wing (110% strike IV), a textbook crisis pattern [16, [43].
The forward-start call’s P&L ($1.86 mean) is driven by the forward variance from 77 = 0.5Y
to T = 1.5Y, which embeds the term-structure deformation rather than its level. These results
dispatch the concern that the tight barrier dispersion (Section [6.2)) reflects a model deficiency:
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it is an instrument property, and the model produces appropriate shape dispersion when the
instrument exposes it.

6 Discussion

6.1 The Role of Surface Consistency in Exotic Derivatives Stress Testing

The fundamental distinction between Crisis VAE and traditional methods lies in the treatment
of the volatility surface as an integrated object rather than a collection of independent param-
eters. When a parallel shift is applied to stress test a barrier option, the skew near the barrier
level shifts uniformly, but during actual crises, the skew steepens as out-of-the-money puts be-
come more expensive relative to ATM options. The Crisis VAE learns these joint dynamics
from training data, producing stress surfaces where the skew deformation is consistent with the
overall vol level increase.

This distinction is less critical for vanilla options (which depend on a single point of the
surface) but becomes essential for exotic derivatives. The variance swap, which integrates over
the entire smile through its replication formula, is particularly sensitive to surface shape. The
Crisis VAE’s variance swap VaRos ($0.017) reflects losses from a realistically deformed surface,
while the GARCH VaRgs (30.024) is inflated by the parallel-shift assumption combined with
residual vol uncertainty.

6.2 Interpreting the Tight Crisis VAE Dispersion

The tight barrier P&L standard deviation of the Crisis VAE ($0.37 for severe, compared to
$1.50 for Historical and $1.43 for GARCH) reflects a deliberate architectural choice: the crisis
bottleneck ensures that ¢ controls the stress level while z controls surface-specific features.
The post-training diagnostics (decoder sensitivity 0.042, encoder informativeness 0.011) confirm
that in this training run, ¢ dominates surface generation, with z carrying limited additional
information. This prioritises regulatory reproducibility, a practitioner specifying Csevere Obtains
consistent stress estimates, at the cost of within-crisis surface diversity.

Skew-sensitive position analysis. For instruments with genuine skew sensitivity, the z-
driven variation would produce materially different P&L outcomes. The vega-hedged risk re-
versal (Section 4.4.4), constructed to isolate pure skew exposure, would show a coefficient of
variation orders of magnitude larger than the barrier option, because while ATM vol is tightly
controlled by c, the smile shape varies across z samples, directly affecting the put-call vol spread
on which the risk reversal depends. The barrier option’s narrow dispersion is a property of the
instrument (level-sensitive), not a deficiency of the model.

For risk management purposes, this separation is valuable. A portfolio containing level-
sensitive positions would show tight dispersion, correctly reflecting that the primary uncertainty
is crisis severity itself. A portfolio containing skew-sensitive positions would exhibit meaningful
conditional dispersion from z, quantifying shape uncertainty at a fixed crisis severity.

6.3 Limitations and Model Risk

Model risk in the Crisis VAE framework arises from three sources.

Training distribution risk. The model generates surfaces within the Heston training distri-
bution. The severe crisis vector (¢; = 2.2) maps to the top of the Heston crisis regime (ATM up

to ~55%), which is why the Crisis VAE severe scenario reaches 35.6%, well below the Expert
GFC level of 60% that falls above the distribution’s support. Extrapolating ¢; > 3 is unreliable.
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A model trained on historical market surfaces would extend the distribution to include crash
insurance premia and microstructure effects absent from Heston data.

Latent code utilisation. The current training run produces low decoder sensitivity (0.042)
and encoder informativeness (0.011), indicating that the model relies heavily on the crisis vector
and only weakly on z. This is a deliberate consequence of the crisis bottleneck, which prioritises
reproducible crisis-level control, but it limits within-crisis surface diversity and could make the
decoder brittle when extrapolating beyond the training support. Several standard remedies
would raise z-utilisation if greater conditional diversity were required: (i) KL annealing or a -
VAE schedule that down-weights the latent KL early in training so the encoder is rewarded for
routing information through z; (ii) free-bits applied to the latent (not only the bottleneck) chan-
nels, reserving a minimum per-dimension KL budget for z and preventing posterior collapse; (iii)
a longer z-dropout warmdown that forces the decoder to depend on z during early epochs; and
(iv) explicit mutual-information or contrastive regularisation between z and the reconstructed
surface shape. Each of these increases shape diversity at the cost of looser crisis-level control,
so the appropriate operating point is application-specific: regulatory reproducibility favours
the current tight regime, whereas a desk seeking a richer conditional scenario set would anneal
toward higher z-utilisation. Quantifying this trade-off across the four mechanisms is a natural
next step.

Architectural risk. The bottleneck dimension (5 — 2), latent dimension (d, = 24), and
activation functions constitute hyperparameter risk. The crisis bottleneck (5 — 2 dimensions)
may collapse distinct crisis types into similar latent representations; expanding to5 — 3or 5 — 4
could enable differentiation between, for example, a slow-building credit crisis and a sudden
liquidity shock. The base scenario choice (#40, ATM 1Y = 18.94%) affects absolute P&L
magnitudes; the method ranking and structural findings (Parametric sign reversal, GARCH
parallel-shift limitation) are invariant to base selection.

6.4 Validation Scope: Synthetic versus Real Markets

We state plainly the empirical status of the results, since they are easy to over-interpret. The
method ranking established in this paper is validated only on synthetic data. All training surfaces
are generated by the Heston (and, for robustness, Bates) models, and every comparison between
Crisis VAE, Historical Simulation, GARCH, parametric delta—gamma, and expert scenarios is
conducted on instruments priced from those synthetic surfaces. The conclusions, that crisis
conditioning yields the tightest controllable stress, that parametric delta—gamma fails through
sign reversal for path-dependent exotics, and that parallel-shift methods understate joint surface
deformation, are therefore conclusions about the synthetic benchmark, where the data-generating
process is known and the ground truth is controlled.

Two facts bound how far these results transfer to live markets. First, the synthetic distri-
bution does not reproduce real-market skew, convexity, or microstructure: as Section doc-
uments, the real SPY 5-day risk reversal reaches 24.7% against 5-10% in the Heston Normal
regime, because the affine model generates skew only through spot—vol correlation and omits
jump and crash-insurance premia. Second, the out-of-sample reconstruction of Section
demonstrates correct operation on a genuine normal-regime surface, but it is a single cross-
section and not a crisis backtest. Consequently, the present evidence supports the architecture
and the structural findings on synthetic data and confirms normal-regime real-data operation;
it does not establish that the numerical risk figures or the method ranking hold under real crisis
dynamics.

Closing this gap requires training and evaluating on historical market surfaces, in particular
archived 2008 and 2020 option chains for crisis-regime generation, which we identify as the
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priority empirical extension (Section . Readers should treat the framework as a validated
methodology on a controlled benchmark and as a deployment-ready pipeline pending that real-
market calibration, rather than as a finished real-market risk model.

7 Risk Management Implications

7.1 Capital Allocation

The comparison across methods (barrier VaRgs; from $4.92 for Historical to $6.67 for Crisis
VAE Severe) underscores the importance of methodology choice for capital allocation. The Cri-
sis VAE provides the most conservative estimate among well-behaved distributional methods.
The Expert GFC scenario ($16.95) provides a regulatory ceiling, roughly twice the distribu-
tional estimates, confirming that distributional and deterministic approaches address different
regulatory objectives.

The variance swap results confirm the instrument’s non-linear risk profile: under Crisis VAE
severe, mean P&L loss of $0.015 on a base Ky, = 0.036. This confirms that variance swaps
demand fundamentally different position sizing than directional exotic options.

7.2 Regulatory Compliance

The Crisis VAE framework is designed in reference to Basel I11/IV principles for internal models-
based stress testing. On the synthetic benchmark studied here, it provides:

e Distributional output enabling VaR and ES computation at arbitrary confidence levels
(90%, 95%, 97.5% (FRTB), and 99% reported in Table |14 and, for the variance swap and
TARF, in Appendix

e Explicit crisis conditioning mapping to interpretable market indicators (Cgevere cOrresponds
to the top of the Heston crisis regime distribution)

e Arbitrage-free surface generation with calendar spread violations at zero from epoch 50
onward

e Transparent architecture where crisis severity is controlled by observable market statistics
(Table [6)

FRTB Expected Shortfall at 97.5%. The revised FRTB internal models approach [42]
replaces the Basel 2.5 VaRgg regime with a single Expected Shortfall [1] at the 97.5% confidence
level, computed on stressed calibration data. The Crisis VAE Severe ESg7 5 of $6.18 (barrier)
and $0.017 (variance swap) sit naturally within this framework: the model already produces the
distributional output that ESg7 5 requires, the stressed-calibration anchor is the user-specified c,
and the framework’s controllability allows a single re-run with c shifted upward to capture the
FRTB’s stressed-window requirement. Compared with the alternative methods, only Crisis VAE
and Historical Simulation produce reliable ESg7 5 for path-dependent exotics; the parametric
delta-gamma approach delivers the same sign-reversal failure at 97.5% (ESg75 = —$2.75) that
disqualifies it at all confidence levels.

Liquidity horizon scaling to 10 days. FRTB requires ES to be scaled to instrument-specific
liquidity horizons ¢ > 10 business days, with the equity-vol liquidity horizon set at £ = 20 days
for less liquid risk factors and ¢ = 10 days for the most liquid [42]. Two mappings from the
model’s annualised stress output to the regulatory ¢-day measure are available.

The first is the conventional square-root-of-time scaling: under a Brownian-motion ap-
proximation, ESgqay = /¢/252 - ES1y. Applied to the Crisis VAE barrier output, this gives
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ES$94 = 1/10/252-$6.18 = $1.23 and ES39% = /20/252-$6.18 = $1.74. This is the regulatorily-
mandated default [42] but understates tail behavior because crisis-state volatility shocks empir-
ically exhibit super-diffusive scaling [11].

The second, model-consistent mapping exploits the Crisis VAE’s controllability: rather than
scaling the output by 1/¢/252, we re-run the generator with a c vector calibrated to a 10-day
stressed window from the empirical training distribution. Concretely, we compute the rolling
10-day extremes of the crisis statistics (ATM level, vol-of-vol, skew, and term slope) on training
surfaces and set Cigd-stressed tO0 the 97.5th percentile of these 10-day extreme statistics. The
resulting ESLY4 is $1.33 (versus the square-root mapping’s $1.23), reflecting the modest super-
diffusivity of stressed-window vol shocks. We report both: the square-root mapping for direct
comparability with industry default; the controllability-based mapping as a methodological
refinement aligned with FRTB’s intent of stressed-window calibration.

Table 17: Liquidity-Horizon-Adjusted Expected Shortfall (FRTB)

Instrument ESLY, ($) ESIAVE(g) Eglodmodel (g)
Barrier DI Put 6.18 1.23 1.33
Variance Swap 0.017 0.003 0.004
TARF 0.047 0.0094 0.0098
Vega-hedged RR —4.42 —0.88 —0.96
Forward-start call +0.38 +0.076 +0.082

Square-root mapping: ESia = 4/£/252 - ES1y (FRTB default [42]).
Model-consistent mapping: regenerator re-run with ciod-stresseda cali-
brated to the 97.5% percentile of rolling 10-day extreme statistics in
the training set.

The 14-16% gap between the two mappings provides a quantitative estimate of the conser-

vatism the model-consistent approach adds relative to square-root scaling, a candidate model-
overlay for the regulatory deployment discussed in Section

Table 18: Wall-Clock Timing Benchmarks (500 Scenarios, Intel Xeon 3.5 GHz)

Method Surface gen. (CPU) Surface gen. (GPU) Pricing (3 instr.) Total (CPU)
Crisis VAE <1s < 0.05s ~8s ~9s
Historical Simulation <0.1s , ~8s ~8s
Parametric (A-T") , , ~0.5s ~0.5s
GARCH(1,1) ~3s ) ~8s ~11s
Expert (5 scenarios) ) ) ~0.1s ~0.1s

Computational cost. The Crisis VAE adds negligible overhead relative to Historical Simu-
lation. The pricing step (semi-analytic) dominates total runtime and is embarrassingly parallel;
on 8 CPU cores, total time drops to ~2s for all surface-based methods.

8 Future Research

Beyond the local-volatility pricing, enhanced baselines, refined arbitrage controls, and abla-
tions presented here, three priority directions for future work remain. First, training on actual
historical market-implied volatility surfaces, ideally CBOE DataShop or OptionMetrics IvyDB
archives of SPX option chains spanning 2007-2010 and 2019-2021, would extend the learned
dynamics to include crash insurance premia, leverage effects, and microstructure phenomena
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absent from Heston- or Bates-synthetic data, enabling direct repricing against archived crisis-
vintage option chains. Second, extending the model from independent surface snapshots to a
temporally autoregressive prior

7t = §(Zt-1, %11, €;0) (22)

would enable generation of complete crisis trajectories through onset, peak, and recovery, essen-
tial for the 10-day liquidity horizon and stressed-window calibration regimes of FRTB. Third,
multi-asset extensions could capture cross-asset correlation breakdowns that characterise sys-
temic crises, particularly relevant for hybrid exotic derivatives portfolios; the natural architec-
tural change is to expand ¢ to include cross-asset stress indicators (CDX-IG spread, USDJPY
skew, gold/SPX correlation) and to share the latent space across the surfaces of correlated
underlyings.

9 Conclusion

This paper demonstrates that Crisis-Aware Variational Autoencoders provide a principled and
effective framework for stress testing volatility surfaces in exotic derivatives applications.

Summary of the approach. We trained a crisis-conditioned variational autoencoder on
20,000 Heston-calibrated implied-volatility surfaces spanning normal, stressed, and crisis
regimes. The architecture combines a five-dimensional crisis indicator and a 5— 2 information
bottleneck, which separate crisis severity from residual surface shape, with a heavy-tailed
Student-t latent prior (v = 4) and soft, differentiable calendar- and butterfly-arbitrage penalties
applied during training. Surfaces generated at user-specified severities were priced through a
surface-consistent local-volatility pipeline (SVI, Dupire, Crank—Nicolson PDE, Monte Carlo)
for a portfolio of down-and-in barrier options, target redemption forwards, and variance swaps;
the resulting profit-and-loss distributions were compared against four established stress-testing
baselines under Value-at-Risk and Expected Shortfall, with robustness checks on Bates
jump-diffusion surfaces and an out-of-sample real SPY surface. Through this comparison we
establish four key findings.

Finding 1 (RQ1): Controllable, arbitrage-consistent stress generation. The Crisis
VAE produces the tightest and most conservative stress estimates: minimum holder gain at 95%
confidence of $6.67 (severe) versus $4.92 (Historical) and $4.94 (capped GARCH), with P&L
standard deviation $0.37 versus $1.50 (Historical). Calendar spread violations reach zero by
epoch 50 and remain there. The framework’s advantage lies in controllability: the crisis vector ¢
provides precise, reproducible regime targeting, and the tight P&L dispersion quantifies model
uncertainty conditional on the specified crisis severity. Generated surfaces satisfy calendar
spread constraints (< 0.8% violations) and butterfly convexity (> 97%).

Finding 2 (RQ2): Full-surface methods are essential for exotic derivatives. The
Parametric delta-gamma approach fails through sign reversal for the barrier option (VaRgs of
—$0.38, deepening to ESgg = —$4.40 and a worst case of —$6.68, an economically impossible
holder loss), due to the inability of quadratic approximations with large negative Gamma to
capture the near-singular barrier crossing dynamics [I7]. This provides strong empirical evidence
against parametric stress testing for path-dependent instruments.

Finding 3 (RQ3): Method ranking is robust to training distribution. The Parametric
sign reversal arises from payoff structure, not the volatility model. GARCH’s residual tail
uncertainty persists regardless of the surface generating process. Crisis VAE’s precision stems
from its conditioning architecture. All three properties are invariant to the choice of synthetic
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training distribution (Heston vs. Bates); whether they hold on real market surfaces remains an
open question for future empirical work.

Finding 4 (RQ4): Crisis conditioning dominates surface generation. In the cur-
rent training run, the crisis vector ¢ drives ATM level tightly (+0.4% at severe), prioritising
regulatory reproducibility. The z-driven shape variation produces meaningful P&L dispersion
for skew-sensitive instruments while leaving level-sensitive instruments tightly controlled, the
intended separation of concerns.

Contributions. The specific contributions of this work are:

1. A crisis-conditioned VAE architecture with a novel information bottleneck that separates
crisis severity from surface shape in the latent space;

2. Student-t latent priors (v = 4) for heavy-tailed scenario generation, with an analytic
Gaussian—Student-¢t KL decomposition (closed-form scale and normalising-constant terms
plus a single-sample Monte Carlo tail term, Appendix [A]);

3. Soft differentiable arbitrage penalties (calendar spread + butterfly convexity) integrated
directly into the training objective;

4. A systematic empirical comparison across four established baselines over three core in-
struments, identifying sign reversal failure as the key failure mode of delta-gamma ap-
proximations for path-dependent barrier options;

5. Robustness validation via Bates jump-diffusion surfaces, establishing method-ranking in-
variance to the choice of synthetic training distribution; a structural comparison with
real SPY market data (Section illustrates the framework’s practical interpretability
without constituting a method-ranking validation.

The Crisis VAE framework offers a principled architecture combining structured generative
modelling with explicit crisis conditioning and interpretability aligned with regulatory stress
testing objectives. All results are demonstrated on Heston-generated synthetic data; empirical
validation on real market surfaces, and formal model review, are the natural next steps toward
practical deployment.

Appendices

A KL Divergence Between Gaussian Encoder and Student-t¢
Prior

The Crisis VAE replaces the Gaussian VAE prior [24] with a crisis-conditioned Student-t prior
(v = 4) [11], so the encoder—prior KL is no longer the standard Gaussian-Gaussian closed
form. With a diagonal Gaussian posterior ¢4(z|x) = J\/'(uqﬁ,diag(aé)) and prior p,(z|c) =
t, (., diag(a?)), the divergence is separable across dimensions, Dkr,(qs|lpy) = Zgzl DI(?L, with
each term collecting into a closed-form scale term, a Student-¢ tail penalty, and a v-dependent
normaliser:

. 2
Dy, = g log g + 5 By[log(1+ (= — )/ (val) |+ () (23)
Student-t tail penalty normaliser

scale

where ((v) = logrr(ﬁ + 2log% — 3 (so ¢(4) ~ —0.438 nats). Only the tail-penalty ex-

(v+1)/2)
pectation lacks a ciose form; it is taken under the Gaussian ¢; and estimated by a single
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reparameterised Monte Carlo draw during training [24]. As a consistency check, letting v — oo
sends the tail penalty to (62 + 03571»)/(2031) with 0; = 145 — pei, and reduces exactly to the
Gaussian—Gaussian KL. ‘

To prevent posterior collapse we apply free bits, Dkr, = Zle max(Afree, Dl(g) with Afree =
0.25 nats; for d = 24 latent dimensions this floors the KL at 6.0 nats, the value at which training
stabilises (Section . This KL structure delivers the three properties stress testing requires:
fat-tailed latent codes that make severe scenarios reachable under bounded KL, controlled tail
penalisation that lets the decoder learn meaningful mappings for extreme z, and crisis-severity
alignment, since the prior parameters (u., o) are learned functions of c.

B Local-Volatility Pricing: Numerical Details

This appendix gives the full numerical pipeline that maps each generated implied-volatility
surface to path-dependent exotic prices (summarised in Section 4.7).

Step 1: arbitrage-free SVI fit. Each generated surface & is post-processed via the SSVI
fit of Section yielding a continuous total-variance function w(k,T") free of calendar and
butterfly arbitrage.

Step 2: Dupire local volatility. The local-volatility function is recovered via the Dupire
formula [37]:
orw(k,T)

2
1-— gakw + i<—% — i + %) (8kw)2 + %&ckw

Ulzoc(Kv T) = (24)

where w(k,T) = 6i2mp(k:,T) T is the total implied variance from the SSVI fit, k = log(K/Fr)
is the log-moneyness against the forward Fp, and Opw, Orw, Owpw denote the first calendar
derivative, the first and second strike-slope derivatives of total variance, respectively. The SSVI
parameterisation guarantees that the denominator (the Dupire “g-function”) is strictly positive,
this is precisely the no-butterfly condition, so OIQOC is well-defined and non-negative throughout
the strike—maturity domain.

Step 3a: PDE pricing (Crank—Nicolson). The barrier and no-touch options are priced
by solving the local-volatility Black—Scholes PDE

WV + 2oL (S,1) S*9ssV +rSosV —rV =0, (25)

with terminal condition V' (S,T) = (K —S)* for the put and absorbing boundary V' (B,t) = 0 for
the knock-out, V(B,t) = Vianilla put (B, t) for the down-and-in case. We use a Crank—Nicolson
scheme [38] with ng = 400 spatial nodes log-spaced over S € [0.4 Sy, 2.5 Sp] and n; = 500 time
steps. The barrier is enforced via Andersen—Brotherton-Ratcliffe boundary tracking to recover
second-order convergence.

Step 3b: Monte Carlo cross-check (Brownian bridge). As an independent verification,
we price the same instruments by Monte Carlo simulation of the local-volatility SDE

dSy =1 Sy dt + Uloc(St7 t) St dWr, (26)

discretised on n; = 252 daily steps with Nyc = 100000 paths. Discrete monitoring with daily
steps introduces well-known positive bias for continuously-monitored barriers; we correct this
with the Beaglehole-Dybvig-Zhou [39] Brownian-bridge formula, which adjusts the survival
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probability per step by the analytic probability that the bridge between consecutive grid points

crosses the barrier:

p(i) — exp<— 2(B - Stz)(B - Sti+1)
cross o (St ti) SE (tig1 — i)

) if Sti; Sti+1 > B. (27)

Antithetic variates and control variates (the corresponding vanilla put, priced analytically)
reduce variance by approximately 4x versus naive MC.
C Bates Model Jump Parameters

The jump parameters used to generate the Bates robustness surfaces (Section [4.1)) are calibrated
by market regime as follows.

Table 19: Bates Jump Parameters by Market Regime

Regime  A; (jumps/yr) pg (mean log-jump) oy (jump vol) Skew contribution
Normal [0.1,0.5] [—0.03, —0.01] [0.02,0.05] +3-5pp
Stressed  [0.5,1.5] [~0.06, —0.02] 0.05,0.10] +8-15pp
Crisis [1.0,3.0] [~0.10, —0.03] [0.08,0.15] +15-25pp

D Ablation Studies

The three architectural choices that most distinguish the Crisis VAE from a vanilla conditional
VAE are (i) the crisis bottleneck dimension, (ii) the specific components of the crisis vector c,
and (iii) the Student-t prior degree of freedom v. We ablate each in turn.

D.1 Bottleneck Dimension Ablation

The crisis bottleneck ¢ — ¢ compresses the 5-dimensional crisis indicator before it conditions
the decoder, on the rationale that compression forces the latent code z to carry complementary
information. We sweep the bottleneck dimension d; € {0,1,2,3,4,5}, where dz = 5 corresponds
to no compression and dz = 0 removes crisis conditioning from the decoder entirely (leaving
only the prior network).

Table 20: Bottleneck Dimension Ablation: Architectural Behaviour and Stress Test Outputs

Config dz Recon MSE (x10™%) KL nats Dec. sens. Enc. inform. P&L std VaRgs
No conditioning 0 9.8 9.4 0.18 0.09 2.34 4.85
Severe compression 1 4.2 7.8 0.09 0.04 0.96 7.12
Current 2 1.4 6.0 0.042 0.011 0.14 8.14
Mild compression 3 1.2 5.4 0.028 0.008 0.09 8.21
Minimal compression 4 1.1 4.9 0.019 0.005 0.06 8.27
No compression 5 1.0 4.6 0.014 0.003 0.04 8.31

Decoder sensitivity = max |£(zenc) — #(2rand)|; encoder informativeness = max |%(zenc) — #(0)]. Barrier P&L std for Crisis
VAE Severe. All other hyperparameters held fixed.

The P&L std and VaRgs columns here and in Table[2T]come from the earlier single-volatility pricer and are reported for relative
architectural comparison; absolute magnitudes differ from the local-volatility headline (Table . The monotone effect of the
bottleneck dimension is unaffected by the pricing route.

The pattern across the sweep is monotone and architecturally interpretable. With no con-
ditioning (dz = 0), the decoder relies on z alone, latent informativeness is highest (encoder
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informativeness 0.09), but ATM vol control collapses, the barrier P&L standard deviation bal-
loons to $2.34, and the VaRg; drops to $4.85 because crisis severity is no longer reliably targeted.
At the other extreme (dz = 5, no compression), the decoder reads the full crisis vector with no
incentive to use z; the latent code becomes informationally inert (informativeness 0.003) and
within-crisis dispersion shrinks further (P&L std $0.04). The current dz = 2 choice sits at a
deliberately middle point: it preserves enough z utilisation to support skew-sensitive instru-
ments (Section while delivering tight regulatory targeting. Moving to dz = 3 or dz = 4
further tightens the level control at the cost of within-regime diversity, a defensible alternative
for jurisdictions whose stress-testing standards prioritise reproducibility above all else.

D.2 Crisis Component Ablation

The five-dimensional crisis vector ¢ = (¢, ¢, ¢3, ¢4, ¢5) captures level, vol-of-vol, return proxy,
skew, and term-structure slope. We retrain the model with each component held out (replaced
by a constant zero) and re-evaluate at the severe-crisis specification.

Table 21: Crisis Component Ablation: Effect on Stressed-Surface Statistics

Held out ATM 1Y vol (%) RR 1M (%) Term slope (pp) Barrier P&L std Mostly affected metric
None (full c) 35.8+0.4 13.2£1.8 +8.6+1.4 0.14 ,

c1 (level) 264+4.1 128 +1.7 +84+1.5 1.92 ATM vol level

o (vol-of-vol) 35.6+0.5 13.1£1.9 +85+15 0.16 Marginal

c3 (return proxy) 35.7+£0.4 125+2.4 +8.6+1.4 0.21 Wing dispersion

cq (skew) 35.8+04 4.8+3.2 +85£15 0.18 Risk reversal collapse
¢5 (term slope) 35.8+04 13.0£1.7 +12+438 0.17 Term structure shape

The ablation cleanly identifies the role of each component. Removing ¢; destroys level control
(ATM vol mean drops from 35.6% to 26.4% and std grows ten-fold). Removing ¢4 collapses the
risk reversal from 13.2% to 4.8%, confirming that ¢4 is essential for generating crisis-consistent
skews. Removing c5 destroys term-structure control. The minor sensitivity of the level and
overall risk-measures to ¢z removal suggests that vol-of-vol information is largely redundant with
c1 for surfaces in the training distribution, a candidate for principled dimensionality reduction
in future architectures.

D.3 Student-t Degree-of-Freedom Sensitivity

Table 22: Student-t Degree-of-Freedom Sensitivity

v Recon MSE (x107%) KL nats Tail mass P(|]z| > 3) VaRgg Stability

3 1.6 5.8 0.062 8.05  Occasional NaNs
4 (ref) 1.4 6.0 0.040 7.97  Stable

6 1.3 6.2 0.022 7.93  Stable

10 1.3 6.3 0.010 7.89  Stable

oo (Gaussian) 1.3 6.3 0.003 7.84  Stable

The reference choice v = 4 matches the empirical tail index documented for equity-index re-
turns ([II] reports v € [3,5] across major indices), and is robustly trainable. Lighter-tailed
priors (v — o0) lose the ability to generate the extreme latent codes required for severe stress
scenarios, visible in the small but systematic drop in VaRgg from $7.97 (Student-t4) to $7.84
(Gaussian). Heavier-tailed priors (v = 3) cause occasional training instability through the
reparameterisation gradient’s 1/v scaling near the mode.
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D.4 Disentanglement Diagnostics: Linear Probes and Mutual Information

A bottleneck-conditioned VAE is only useful if the latent code z encodes information genuinely
complementary to ¢, rather than redundantly re-encoding crisis severity. We assess this via two
standard disentanglement diagnostics [40, [41].

Linear probes. We train a linear regressor from z to each crisis component c¢; on a held-
out set of 3,000 surfaces and report the R?. Low R? indicates that the corresponding crisis
information has been successfully routed through ¢ rather than z.

Table 23: Linear-Probe R?: Predicting Crisis Components from Latent Code z

Target c1 (level) ¢y (volvol) ¢z (return) ¢4 (skew) c5 (term)
R%*(z — ¢;) 0.18 0.14 0.09 0.31 0.27
R%(E — ¢j) 0.96 0.81 0.43 0.62 0.71
R?(vanilla CVAE: z — ) 0.92 0.85 0.78 0.89 0.83

The crisis level (¢1) is overwhelmingly captured by € (R? = 0.96) and only weakly recoverable
from z (R? = 0.18), a clean separation. The two components with the highest residual z-content
are ¢4 (skew, R? = 0.31) and c5 (term slope, R? = 0.27), consistent with the design intent that z
captures surface-shape detail that the 2-dimensional bottleneck cannot fully transmit. The third
row reports the same probes on a vanilla conditional VAE trained with dz = 5 (no compression):
every R? jumps above 0.78, confirming that without the bottleneck, the latent code redundantly
re-encodes the crisis information.

Mutual information estimates. We estimate (z; ¢;) via the InfoNCE bound [41], averaged
over 1,000 mini-batches. The estimates corroborate the linear-probe findings: I(z;c1) ~ 0.18
nats (small), I(z; cq) ~ 0.45 nats (moderate), I(€; c1) ~ 2.84 nats (large). The total information
into the decoder is approximately I(¢; c)+I(z;x|c) ~ 4.1+ 5.9 = 10.0 nats, with the bottleneck
carrying about 40% and the latent code about 60% of the decoder’s effective input information.

E Multi-Confidence VaR/ES: Variance Swap and TARF

These tables complement the barrier multi-confidence results (Table with the variance-swap
and TARF analogues.

Table 24: Value-at-Risk and Expected Shortfall at Multiple Confidence Levels, Variance Swap

Method VaRgg ESgo VaR95 ESg5 VaR97,5T ESg7.5Jr VaRgg ESgg
Crisis VAE (Severe) 0.016 0.017 0.017 0.017 0.017 0.017 0.018 0.018
Crisis VAE (Moderate) 0.010 0.011 0.011 0.011 0.011 0.011 0.012 0.012
Crisis VAE (Mild) 0.005 0.005 0.005 0.005  0.005 0.005 0.006 0.006
Historical Simulation 0.025 0.027 0.027 0.028  0.028 0.028 0.029 0.029
Parametric (A-I') 0.008 0.011 0.010 0.013 0.013 0.014 0.016 0.018

GARCH(1,1) capped 0.022 0.024 0.024 0.024 0.024 0.024 0.024 0.024

GARCH VaRgg (30.024) and ESgg ($0.024) exceed Crisis VAE ($0.018, $0.018) by roughly one third, driven
by the heavier GARCH vol distribution even after capping.
VaR/ES at 95% and 97.5% and ESgg are computed directly; the 90% and 99% VaR columns are interpolated
from the empirical quantiles.

T FRTB IMA confidence level [42]; interpolated between empirical 95% and 99% quantiles.
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Table 25: Value-at-Risk and Expected Shortfall at Multiple Confidence Levels, TARF

Method VaRgo ESgy  VaRgs ESgs VaRgrs' ESgrsT VaRgy  ESgg
Crisis VAE (Severe) 0.045 0.044 0.045 0.044 0.045 0.044 0.044 0.043
Crisis VAE (Moderate)  0.041 0.040 0.040 0.040 0.040 0.040 0.040 0.039
Crisis VAE (Mild) 0.033 0.032 0.032 0.032 0.032 0.032 0.032 0.031
Historical Simulation 0.038 0.037 0.037 0.037 0.037 0.037 0.036 0.036
Parametric (A-T") —-0.001 -0.013 -0.004 -0.019 -0.014 -0.020 —-0.026 —0.046

GARCH(1,1) capped 0.039 0.036 0.037 0.035 0.035 0.035 0.034 0.032

TARF shows low stress sensitivity due to its knockout structure (cumulative gain cap of 15), which triggers early
under any substantial vol increase.
! FRTB IMA confidence level [42]; interpolated between empirical 95% and 99% quantiles.

F Qualitative Method Comparison

Table 26: Qualitative Feature Comparison Across Methods

Feature Crisis VAE Historical Sim Parametric GARCH(1,1) Expert
Surface consistency Full surface Full surface Parallel only Parallel only Parallel only
Smile dynamics Learned Historical None None None
Novel scenarios Yes (latent) No (resample)  Yes (Gaussian)  Yes (GARCH) No (fixed)
Crisis conditioning Explicit (c) Implicit None Implicit Explicit
Arbitrage-aware Soft penalty From data No guarantee No guarantee No guarantee
Tail capture Student-t prior Data-limited Normal tails ~ Capped GARCH None
Distributional output Yes (N samples) Yes (IV samples) Yes (analytic) Yes (N paths) No (1 point)
Sign reversal risk No No Yes (barrier) No No

The Crisis VAE is the only method that simultaneously provides: (i) complete volatility surfaces
with learned smile dynamics, (ii) explicit crisis severity control, (iii) distributional risk output,
and (iv) no sign reversal risk for barrier options.

G Bates Robustness Details

The Bates surfaces demonstrate that enriching the training distribution with jump dynamics
does not alter the key surface properties at the 90%-110% moneyness range. Risk reversals at
this range show remarkable stability: Normal 9.0% (Heston) vs. 8.9% (Bates), Stressed 16.8%
vs. 14.1%, Crisis 22.4% vs. 22.5%. The Parametric sign reversal arises from the payoff structure,
not the volatility model, it persists regardless of whether synthetic surfaces come from Heston
or Bates data, a finding that follows from the mathematical structure of the barrier payoff
independently of the surface generator. GARCH residual tail uncertainty similarly persists
under alternative training distributions. The method ranking (Crisis VAE most conservative
and tightest; Parametric sign reversal; GARCH residual tail) is therefore invariant to the choice
of synthetic training distribution. Extension to real market surfaces remains an important
direction for future empirical validation.

Table 27: Bates Surface Statistics (5,000 Surfaces)

Regime ATM IM (%) ATM 2Y (%) RR IM (%) RR 1Y (%)

Normal 17.4+2.3 23.0£29 8.9+21 10.0£0.6
Stressed 27.3+25 38.3£5.0 141+£78 13.2+£1.0
Crisis 37.1£3.3 61.2£9.2 22.5£23 172+£1.2
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G.0.1 Surface Shape Statistics Under Severe Crisis

Table 28: Surface Shape Statistics: 500 Severe-Crisis VAE Samples

Metric Mean + Std Range
ATM 1Y IV (%) 35.8+£0.4 [33.7, 36.6]
Risk reversal 1M (%)? surface-dependent regime-controlled
Term structure slope (pp)® controlled by ¢ via bottleneck
Calendar spread violations (%) <0.8 ,
Butterfly convexity compliance (%) > 97 )

2 TV(90% moneyness) — IV(110% moneyness) at short tenor.
P ATM 2Y IV — ATM 1M IV.

While ATM vol is tightly controlled (+0.4%), the surface shape exhibits variation driven by
z, skew shape, curvature patterns, and wing behavior, confirming the intended separation
of concerns in the architecture. The narrow P&L dispersion for the barrier option arises
because this instrument is primarily sensitive to ATM vol level rather than skew or curvature,
a property of the instrument, not a deficiency of the model.
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