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Abstract

AGSDD proposed semantic alignment (SA) as a way to incorporate amino-acid-level semantic
information into diffusion-based inverse folding, based on the idea that amino-acid types are not merely
discrete class indices but may also encode biochemical, functional, and evolutionary regularities.
However, it remains unclear whether this idea can be transferred beyond the original AGSDD framework,
and the output-level effect of SA remains underexplored. In this study, we use MapDiff as a case study to
examine the transferability of AGSDD-inspired SA and analyze its effect on the final amino-acid
probability distribution. AGSDD-inspired SA can be integrated into MapDiff and modestly improves
perplexity while leaving median recovery largely unchanged. The AGSDD-style increase in true-amino-
acid semantic attention is reproducible, but output-level analyses suggest that SA mainly behaves as a
distributional regularizer or smoother. Current NSSR and BLOSUM-based probability-mass analyses do
not provide clear evidence that SA enhances BLOSUM-defined biochemical similarity.

1 Introduction

Proteins play a crucial role in biological systems, with functions including chemical catalysis, immune
responses, regulation of metabolism, regulation of gene expression, structural support for tissues and
bones. Functions vary across different protein structures, which makes protein structure design and
sequence design indispensable and promising in drug discovery, materials science, and other related
fields[1]. Protein structure prediction from amino-acid sequences, often associated with the protein
folding problem, has achieved considerable progress in recent years. Models such as AlphaFold2 (AF2)
[2], RoseTTAFold[3], ESMFold[4] can achieve near-experimental accuracy in protein structure prediction
from amino-acid sequences—with or without multiple sequence alignment (MSA) information. However,
fixed-backbone protein sequence design, commonly formulated as inverse protein folding (IPF) in recent
studies, aims to predict amino-acid sequences conditioned on known protein structures or backbone
geometries and remains an active area for further development.

Traditional physics-based methods, such as EvoEF2[5] and Rosetta[6], treat IPF as an energy
optimization problem, but often incur high computational costs and show limited predictive
performance. In recent years, owing to the outstanding capability to learn high dimensional and
nonlinear patterns, deep learning has emerged as an alternative with better accuracy and shorter
computation time[7]. Among deep learning methods for IPF, graph-based methods are commonly used,
with graph neural networks (GNNs) or GNN-like architectures serving as core components[8]. For
example, ProteinMPNN adopted an encoder—autoregressive-decoder architecture based on message
passing neural networks and achieved outstanding performance in both in silico and experimental
tests|[7]. Later, PiFold used an enhanced residue featurizer and replaced autoregressive decoder with
more stacked PiGNN layers, achieving state-of-the-art recovery rates and largely improved efficiency[9].
GRADE-IF then employed an equivariant GNN (EGNN) as the denoising network in a diffusion model,
which further elevated the prediction accuracy[10]. MapDiff adopted a mask-prior-guided denoising
diffusion framework(8]. In its diffusion network, an EGNN first denoises the noisy sequence and provides
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a basic predicted sequence, and then a pretrained masked sequence designer (an invariant-point-
attention-based network, named IPAN below) refined the basic predicted sequence on entropy-masked
positions, which substantially outperformed state-of-the-art methods.

Despite the continuously developing architectures, most backbone-conditioned inverse folding models
primarily condition on backbone geometry and do not explicitly model surface, ligand, or other
biochemical contexts, which are also important for designing a biologically functional protein[11,12]. For
instance, two proteins with complementary shapes may still not bind due to incompatible polarity or
hydrophobicity at their binding interface[13]. To bridge this gap, several studies have tried to incorporate
surface biochemistry and reported improvements, such as SurfPro and SurfFold[11,14]. From another
perspective, AGSDD suggested that amino-acid types are not merely discrete class indices: they also
encode biochemical, functional, and evolutionary regularities and modeled this idea by introducing a
semantic alignment (SA) module for diffusion-based inverse folding[15]. SA uses a learnable amino-acid
type dictionary and attention-based alignment between residue hidden states and the 20 amino-acid
type embeddings. AGSDD reports that, as denoising layers become deeper, residues tend to assign
increasing attention to their true amino-acid types, which also brings a moderately improved
performance.

SAis intended to encourage the hidden states to align with amino-acid-type embeddings, which may act
as an amino-acid-level proxy for biochemical similarity or evolutionary substitution regularities[15]. This
idea is motivated by the possibility that, even without explicit biochemical or evolutionary input features,
models may learn implicit residue-type correlations from protein context, because amino acids with
similar biochemical properties or evolutionary substitutability may appear in similar structural
environments[16]. Since this module does not require additional structural or biochemical input features,
it can be conveniently integrated into other inverse-folding architectures. Even a moderate but stable
improvement from such an auxiliary module could be useful for architecture development. However, it
remains unclear whether the semantic alignment idea can be directly transferred beyond the original
AGSDD framework. In addition, AGSDD reported increasing attention weights assigned to the true amino-
acid types across denoising layers, but attention weights alone do not necessarily provide a faithful
explanation of model outputs[17]. Therefore, the output-level effect of SA, especially its influence on the
final amino-acid probability distribution, remains underexplored.

To bridge this gap, this study examines the transferability of AGSDD-inspired SA to MapDiff as a case
study and further explores its mechanism related to output probability distribution. MapDiff shares a
partially similar diffusion framework with AGSDD, making it a suitable pilot case for evaluating the
transferability of SA—if SA does not work well in AGSDD-inspired-MapDiff, it is less likely that SA can be
transferred to other more differentiated architectures. AGSDD-inspired-MapDiff is built on top of a
dihedral-standardized MapDiff baseline, where the backbone dihedral feature calculation was
standardized before adding semantic modules. In summary, this study’s goals include:

1. Evaluate whether SA improves AGSDD-inspired-MapDiff on CATH 4.2 and PDB2022.
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2. Test whether the attention alignment phenomenon in AGSDD can be reproduced in AGSDD-inspired-
MapDiff.

3. Analyze how SA changes the output probability distribution.

2 Method
2.1 Overall Framework

The framework of AGSDD-inspired-MapDiff is shown in Fig. 1. Consistent with MapDiff[8], AGSDD-
inspired-MapDiff uses a discrete diffusion process over amino-acid sequences (Fig. 1.a). During training,
the clean sequence is denoted as X7, and X' is the corrupted sequence at diffusion step ¢. The
diffusion process progressively adds random discrete noise to the native sequence X according to

the cumulative transition matrix @,. When denoising, given the protein backbone geometry and X%,
the denoising network ¢ predicts the original sequence X“. Given the predicted original sequence

X, and X aless noisy sequence X, can be sampled from the computed posterior distribution
aaq

XX, X ). Through iterative denoising steps, X%, which is initially sampled from a prior
g\ A1l 0

distribution, is expected to be denoised toward Xga after a predefined number of reverse steps.

The denoising network contains two main branches (Fig. 1.b). The EGNN branch uses backbone
geometry and the noisy sequence to produce base prediction over the 20 amino-acid types. EGNN
contains multiple blocks, where each block includes one message passing layer and one semantic
alignment layer. The IPAN branch is pretrained as a mask-prior model. IPAN also includes multiple
blocks, where each block includes one IPA layer and one semantic alignment layer. During diffusion
training and inference, EGNN first predicts the full sequence. Positions with high EGNN uncertainty are
marked as masked positions, and IPAN refines these positions using backbone geometry and the EGNN
prediction as context. In each block of both branches, the updated node feature and residue
representation are aligned to amino acid type-specific semantics by a SA layer. The SA layer is a cross-
attention-based network (Fig. 1.c), which is to be explained later.

2.2 Backbone Dihedral Feature Standardization

Before adding semantic alignment, we first constructed a dihedral-standardized MapDiff baseline by
revising several details in the backbone dihedral feature calculation of our reproduced implementation.
Specifically, dihedral angles were converted from degrees to radians before applying NumPy'’s function
np. sin and np. cos [18]; the backbone phi-angle was computed using the standard torsion definition
¢ ; = dihedral (C;_1, N;, CA;, C;); and peptide-bond torsion features across likely chain breaks
were avoided by checking the distance between Cjand N, 1, with a conservative threshold of 1.8 A
using in Biopython[19]. Undefined torsions at termini or chain breaks are encoded as ( sinf, cosf) = (0,
0). AGSDD-inspired-MapDiff was then built on top of this dihedral-standardized baseline.
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2.3 Semantic Alignment Module

The semantic alignment module follows the core idea of AGSDD[15] but is adapted to MapDiff's EGNN

and IPAN branches. For each SA layer, the input hidden representation (node feature or residue

representation) is denoted as h € RY* € where N is the number of residues and C'is the hidden

dimension. Batch dimensions are omitted for simplicity. All amino acid types are initialized as a
learnable amino-acid dictionary: H, € R20% € which is shared across layers.

The hidden representation is projected to the query space:
_ T
Q= th + by,

where W, € RS> ¢ and Q € RY* € The amino-acid dictionary is projected to key and value
spaces:

K=HW! +b, V=HW!+b,,

where Wy, W, € RY* ¢ and K,V ¢ R¥*  The semantic attention logits A and probabilities P
then can be computed as:

Ve

Here A € RV 2 and P € RM* 2% The semantic attention logits are supervised with a cross-
entropy loss against the true amino-acid type, encouraging semantic alignment with amino-acid labels.

A

, P =softmax (A).

E - CE (A7 ytrue)
Then, taking the attention probabilities as weights, the semantic value update is:
u = PV.

where u € RV* AGSDD-inspired-MapDiff adopts a residual update rather than directly replacing the
hidden representation with the attention-weighted semantic value, following a similar principle of
AGSDD:

g = sigmoid ([h; ul WgT + bg) , A = MLP ([h;u]),

where [h;u] € RV>2C W, € RY*2¢ andg, A € RV*©,

how =h+g® A.

The output Aoyt has shape RY* ¢,

2.4 Embed SA in MapDiff
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AGSDD-inspired-MapDiff inserts SA into each layer in EGNN and IPAN, even though AGSDD does not
contain a unit like IPAN. In EGNN, SA is applied to the node feature after each message-passing layer,
while coordinate features and edge features are not directly modified by SA. In IPAN, semantic alignment
is applied after each IPA layer.

For EGNN, the semantic loss is computed over all valid residues and averaged across layers:
geny 1 L EGNN
‘Csem - LE Z l:ElCE (Al 7ytrue> )
: EGNN . . : .
where L g is the number of EGNN layers, Al is the semantic attention logits at layer [, and Yirue

is the true amino-acid label.

For IPAN, the semantic loss is computed on masked positions, consistent with the IPA prediction loss in
MapDiff:

1
IPA L IPA
L3 = 1 20 EhCE (A" [M],y (M),
where M denotes the EGNN uncertainty mask. The total training loss is:
EGNN
Liotal = LEaNN + L1pa + A (‘Csem + LI ) ;

where A denotes the semantic loss weight. The final prediction and inference pipeline remain the same
as MapDiff: EGNN and IPAN logits are fused by the entropy-based fusion rule. The semantic attention
logits are used for auxiliary supervision and hidden-state updates, not as an additional third prediction
branch.

3 Experiments

3.1 Dataset and Evaluation Metrics

Experiments are conducted on CATH 4.2 [20] using the same split and evaluation protocol as MapDiff:
this dataset is split based on their CATH topology classification codes, consisting of 18,024, 608 and
1,120 structures in train, validation and test set, respectively. The main metrics are median recovery rate
and perplexity. Recovery rate quantifies the accuracy of model predictions compared to the ground-truth
amino-acid sequence, and perplexity measures the uncertainty of model’s predictions.

In addition, zero-shot transferability is evaluated in PDB2022, an external test set composed of single-
chain protein structures released in the Protein Data Bank in 2022[21, 22]. Because these structures
were released after the construction of the CATH 4.2 benchmark, PDB2022 provides a time-split external
evaluation setting.
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For mechanism analysis of SA, additional metrics include:

e Semantic attention weights assigned to the true amino-acid type,

¢ Rank of the true amino-acid type among the 20 semantic attention weights,

e Mean output probability assigned to the true amino-acid type,

» Fraction of residues where the true amino-acid type appears in the top-k predicted classes,

e Probability difference between the probability of the true amino acid and the highest probability
among incorrect amino acids,

» Native sequence similarity recovery (NSSR) 62/90[23], measured by the blocks substitution matrix
(BLOSUM) 62/90[24].

e Probability mass assigned to non-native amino-acid types with positive BLOSUM substitution scores
relative to the native amino acid.

3.2 Experimental Setting

AGSDD-inspired-MapDiff mainly follows the original MapDiff setting. Before training of the denoising
diffusion model, IPAN model was pretrained on the same but masked train set. Experiments were
performed on 2 x NVIDIA A100 GPUs using DDP, and batch size on each GPU was set to four. IPAN was
pretrained for 200 epochs and the diffusion model was trained for 100 epochs. An Adam optimizer with
a one-cycle scheduler was used for parameter optimization, with a peak learning rate of 5 x 10”4 EGNN
and IPAN both consisted of six blocks. The number of attention heads was set to four in IPAN and one in
SA. Hidden dimension was 128 in both branches. The dropout rate was set to 0.2, and the sampling
setting was the same as MapDiff. A marginal prior distribution was adopted in the denoising process.
The semantic loss weight A was set to 0.5. This follows the spirit of AGSDD, where semantic
supervision is trained at a scale comparable to the prediction objective.

3.3 Main Results

To explore the effect of SA, published results of MapDiff[8], local reproduction of MapDiff, dihedral-
standardized MapDiff and AGSDD-inspired-MapDiff were compared. As shown in Table 1, dihedral-
standardized MapDiff produced generally comparable results on median recovery rate (slight
improvement) and perplexity. Compared with dihedral-standardized MapDiff, AGSDD-inspired-MapDiff
produced a comparable median recovery rate, with a small relative increase of 0.29%, while reducing
perplexity from 3.54 to 3.41, corresponding to a moderate relative reduction of 3.67%. The effect of SA
on recovery rate was more conservative than that reported in AGSDD (relative increase 1.49%) [15], and
its relative effect on perplexity was numerically larger than that reported in AGSDD (relative reduction
2.33%).

Page 7/16



Table 1
Experiment results on the CATH 4.2 test dataset.

Version Parameters Median recovery rate (%) Perplexity
Published results of MapDiff[8] 14.7M 60.93 3.43
Local reproduction of MapDiff 14.7M 60.97 3.54
Dihedral-standardized MapDiff ~ 14.7M 61.23 3.54
AGSDD-inspired-MapDiff 16.3M 61.41 3.41

(SA & Dihedral-standardized )

For further comparison, validation performances on the CATH 4.2 validation dataset are shown in Table
2. At epoch 50, AGSDD-inspired-MapDiff is slightly worse than the dihedral-standardized MapDiff on
recovery and perplexity. However, at epoch 100, this comparison reverses, and the semantic version
becomes better on both metrics. This suggests that the semantic module may require longer
optimization before its benefit becomes visible.

Table 2

Validation on the CATH 4.2 validation dataset.
Version Epoch Median recovery rate (%) Perplexity
Local reproduction of MapDiff 50 57.25 3.91
Local reproduction of MapDiff 100 59.69 3.7
Dihedral-standardized MapDiff 50 57.35 3.9
Dihedral-standardized MapDiff 100 59.75 3.73
AGSDD-inspired-MapDiff 50 56.78 3.93
(SA & Dihedral-standardized )
AGSDD-inspired-MapDiff 100 60.11 3.57
(SA & Dihedral-standardized )

3.4 Ablation Study

This experiment investigated the effect when SA was only embedded in the final layer on EGNN and
IPAN. As shown in Table 3, the SA final-only version is weaker than AGSDD-inspired-MapDiff on both
recovery and perplexity. This suggests that distributing SA across multiple blocks may be more
beneficial than using it only as a final adapter.
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Table 3
Ablation study

Version Median recovery rate (%) Perplexity
SA Final-only 61.03 3.53
AGSDD-inspired-MapDiff  61.41 3.41

3.5 Mechanism Analysis for SA

The mechanism analysis has two goals. First, it checks whether the AGSDD-style semantic alignment
phenomenon can be reproduced in AGSDD-inspired-MapDiff. Second, it investigates the effect of SA on
the output probability distribution.

3.5.1 Attention weights on true AAs

AGSDD reports that semantic attention to the true amino-acid type increases as the denoising network
becomes deeper[15], which also appears in AGSDD-inspired-MapDiff as shown in Fig. 2. Both EGNN and
IPAN show increasing mean attention weights and decreasing mean ranks of attention weights to the
true AAs from shallow to deep layers, although the trend is relatively flat in EGNN.

However, this trend may arise from multiple factors, including direct supervision from the semantic loss
and richer structure-conditioned information encoded in deeper hidden states. Therefore, attention-level
alignment should be interpreted as a diagnostic signal rather than direct evidence of SA’s effect on final
predictions.

3.5.2 Effects on output probability distribution

Although AGSDD-inspired-MapDiff produced a slight improvement in median recovery compared with
Dihedral-standardized MapDiff, the mean predicted probability of the true AAs decreased. Meanwhile,
the proportions of true AAs in the top 1 and top 5 predictions and the mean probability rank of the true
AAs remained relatively stable as shown in Table 4. In addition, the mean probability difference between
true AAs and highest incorrect AAs slightly decreased. It suggests that SA did not simply sharpen the
final output distribution on true AAs. Instead, it appears to make the distribution flatter.

In addition, given that SA is intended to guide the model to learn semantic correlations regarding
biochemical and evolutionary information, one might expect the model to learn the biological correlation
between similar amino acids in high dimensional space and redistribute probability mass from the true
AAs to biologically similar alternatives. However, the median NSSR62/90 recoveries and the total
probability mass assigned to the true AAs and BLOSUM-similar alternatives were not improved in
AGSDD-inspired-MapDiff (Table 4). Thus, there is not enough evidence that SA enhances BLOSUM-
defined biochemical similarity or residue-type substitutability. Together with the decreased perplexity in
AGSDD-inspired-MapDiff, these results suggest that SA behaves more like a distributional regularizer or
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smoother rather than a simple sharpening mechanism. A plausible explanation is that SA redistributes
probability mass, potentially reducing overconfident predictions for some residues while improving the
log-likelihood of more difficult residues.

Table 4
Changes in output probability distribution
Metrics Dihedral-standardized AGSDD- Difference
MapDiff inspired-
(summarized in residue-level) MapDiff
(ref.)
Mean predicted probability of true 54.92% 54.23% -0.69%
AAs (%)
Proportion of true AAs attop 1 (%)  60.66% 60.82% 0.16%
Proportion of true AAs attop 5 (%)  92.39% 92.39% 0.00%
Mean rank of probability of true 2.15 2.14 -0.01
AAs
Mean probability difference 27.39% 27.33% -0.06%
between true AAs and highest
incorrect AAs (%)
Median NSSR 62 recovery (%) 80.14% 80.12% -0.02%
Median NSSR 90 recovery (%) 77.25% 77.33% 0.08%
Mean probability masses of similar  20.32% 20.44% 0.12%
AAs (%, BLOSUM 62)
Mean probability masses of similar  17.37% 17.43% 0.06%
AAs (%, BLOSUM 90)
Mean probability masses of true 75.26% 74.68% -0.58%
and similar AAs (%, BLOSUM 62)
Mean probability masses of true 72.31% 71.67% -0.64%
and similar AAs (%, BLOSUM 90)

3.6 Zero-shot generalization

To assess the generalization ability of the effect of SA, AGSDD-inspired-MapDiff was tested on PDB2022.
The results are shown in Table 5. Consistent with the results on CATH 4.2, AGSDD-inspired-MapDiff
produced a comparable median recovery rate (though slightly decreased) and moderately improved
perplexity compared with Dihedral-standardized MapDiff. This suggests that the perplexity-reducing
effect of SA may generalize beyond CATH 4.2, although the effect on recovery remains negligible.
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Table 5
Experiment results on the PDB2022 dataset.

Version Median recovery rate (%) Perplexity
Published results of MapDiff[8] 68.03 Not reported
Local reproduction of MapDiff 67.82 2.84
Dihedral-standardized MapDiff ~ 67.78 2.84
AGSDD-inspired-MapDiff 67.74 2.78

(SA & Dihedral-standardized )

4 Discussion

The effect of semantic alignment in AGSDD-inspired-MapDiff can be summarized by four related
observations. First, AGSDD-inspired-MapDiff moderately improves perplexity over the dihedral-
standardized MapDiff. Second, the semantic attention assigned to the true amino-acid type increases
across layers, reproducing the main SA phenomenon reported in AGSDD. Third, the final output
distribution is not simply sharpened; instead, it appears to become relatively flatter. Fourth, the median
NSSR62/90 recoveries and the total probability mass assigned to the true AAs and BLOSUM-similar
alternatives were not improved in AGSDD-inspired-MapDiff. These results suggest that SA acts more like
a distributional regularizer or smoother, while there is not enough evidence that SA could enhance
BLOSUM-defined biochemical similarity or residue-type substitutability. To facilitate the biological
understanding of models, future SA variants may need to incorporate explicit biochemical embeddings
or representations.

The more limited recovery gain observed in AGSDD-inspired-MapDiff may be explained by three factors.
First, SA is not the dominant module even in AGSDD. In the AGSDD ablation study, semantic alignment
contributes as one additional component rather than as a standalone source of large improvement. The
effect observed here is more conservative, but remains consistent with SA providing a modest auxiliary
contribution. Second, the current best checkpoint appears at the final training epoch, and the validation
comparison between the dihedral-standardized MapDiff and AGSDD-inspired-MapDiff changes from
unfavorable for SA at epoch 50 to favorable at epoch 100. This suggests that SA may need longer
optimization to show its benefit. Furthermore, AGSDD reports 70,000 training steps and a batch size of
32, which corresponds to about 124-125 effective epochs. The current MapDiff experiment is trained for
100 epochs, so the semantic module may not yet be fully optimized under the current computational
budget. Third, AGSDD-inspired-MapDiff does not include AGSDD's contextual aggregation (CA) module.
In AGSDD, semantic denoising is paired with additional contextual information from the geometric
denoising pipeline. In AGSDD-inspired-MapDiff, especially inside EGNN, SA has less global context
available when aligning residue hidden states to amino-acid type embeddings. This architectural
difference may limit how much benefit SA can provide.
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This study has several limitations. First, only a limited set of semantic designs and lambda values were
tested. Future experiments could include EGNN-only semantic alignment, IPA-only semantic alignment,
additional lambda values such as 0.1, and different adapter initializations. These experiments were not
fully explored because of limited cloud GPU resources. Second, the input information of SA in AGSDD-
inspired-MapDiff is not completely the same as that in AGSDD because original MapDiff does not
include AGSDD's CA module, which may introduce a difference in SA's behavior. Third, because SA
increases the parameter count from 14.7M to 16.3M, the current experiments cannot fully separate the
effect of semantic alignment from the effect of increased model capacity. Fourth, the experiments were
conducted without repeated random seeds because of computational constraints; therefore, small
differences in recovery should be interpreted cautiously. Finally, this study evaluates sequence-level
compatibility rather than experimental functionality or folding self-consistency; therefore, the observed
perplexity improvement should not be interpreted as direct evidence of improved foldability or biological
function.

5 Conclusion

AGSDD-inspired semantic alignment can be integrated into MapDiff and modestly improves perplexity
while leaving median recovery largely unchanged. The extent of its benefit appears to be architecture-
dependent. The AGSDD-style increase in true-amino-acid semantic attention is reproducible, but output-
level analyses suggest that SA mainly behaves as a distributional regularizer or smoother. Moreover, the
current NSSR and BLOSUM-based probability-mass analyses do not provide clear evidence that SA
enhances BLOSUM-defined biochemical similarity.
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Figure 1

The overall framework of AGSDD-inspired-MapDiff. a, Diffusion and denoising process. The diffusion
process progressively adds random discrete noise through the transition matrix, and the denoising
process denoises noisy sequences through iterative prediction by the denoising network and cross-
entropy minimization. b, Denoising network with semantic alignment (SA) layer embedded. EGNN
predicts base logits, and IPAN refines masked positions. ¢, SA layer. Based on a cross-attention
mechanism, SA aligns hidden node/residue representations with learnable amino-acid type embeddings.
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Figure 2

Semantic attention weights across layers in EGNN and IPAN. The left panel shows the mean semantic
attention weights on true AAs, and the right panel illustrates the mean ranks of semantic attention
weights on true AAs.
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