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Abstract
This study investigates the potential of a development framework for generating personalized light schedules aimed at achieving specific sleep-wake cycle
targets. Unlike existing approaches that rely on predefined heuristics or static lighting recommendations, the framework formulates light scheduling as a
sequential decision-making problem and employs a reinforcement learning–based deep deterministic policy gradient (DDPG) algorithm to iteratively modify
real-world light exposure patterns toward achieving a desired sleep-wake class. This process is assisted by a convolutional neural network-based sleep-wake
classification model trained on ecologically collected data. The circadian impacts of the generated schedules are evaluated using dim light melatonin onset
(DLMO) simulations from a validated circadian model. By incorporating melanopic alongside photopic illuminances and embedding industry-oriented
constraints, this work explores possibilities of a novel method in generating and modifying light schedules for sleep-wake adjustments using modern
approaches, standards and findings.

Introduction
Light has been known to be the main contributor for circadian entrainment when compared to other non-photic factors such as temperature, noise, food,
exercise, and melatonin [1, 2]. This led to various research investigating the relationships between light and systems related to the circadian rhythm,
especially dim light melatonin onset (DLMO) and sleep. Investigations varied from experiments carried out to determine the general effects of light on
circadian rhythms [3–5] to more targeted inspections such as individual sensitivity to light and the impacts of spectral differences in light [6–9]. While most
of these research studies were carried out under controlled laboratory settings, light exposure in the real-world is more intricate and complicated, motivating
similar research to be carried out under ecological settings [10, 11]. Reviews were also published to summarize the effects of light on the circadian rhythm
that had been previously investigated [12, 13].

Knowing the precise effects of light on human circadian rhythm is important as it is usually measured via proxies such as core body temperature minima
(CBTmin) or dim light melatonin onsets (DLMO) which is the clock time at which melatonin levels first rise above a threshold in the evening, marking the start

of the biological night. The corresponding measurement processes for both of which are both resource- and time-consuming. These difficulties could be
circumvented if models capable of estimating circadian rhythms based on parameters that are easily accessible were developed. This naturally led to
developments of various photobiological models that replicated the effects of light on the circadian rhythm since light exposure is significantly easier and
less intrusive to measure while also being the most influential [14–17].

The capabilities of robust circadian models to estimate circadian rhythms are also particularly useful in designing light interventions or ‘light diets’ where
they would be used to simulate the resulting circadian rhythms of different light schedules. In the day and age when travelling across time-zones is relatively
common and shift work is a norm, these interventions serve to assist in targeted phase shifting of the circadian rhythm, hence avoiding the downsides of
having to operate while having a mismatched circadian rhythm. The design process of past light intervention research often revolved around a methodology
called the “bang-bang” control, which involves requiring individuals to be exposed to alternating extremes of brightness and darkness, as the control method
allowed for the fastest circadian adjustments [18, 19]. However, these light diets could be impractical since it is unlikely for individuals to compromise their
daily activities severely in the process of committing to light diets [20]. This motivates the need for curations of light diets that are more practical [20–22].

Light diets are essentially recommendations for daily light exposure. This inspired the idea of incorporating machine learning methods into light diet design,
more specifically reinforcement learning as the algorithm is currently very widely used in recommendation systems of various industries [23–26]. For
machine learning algorithms to work efficiently, large training data sizes are preferred to minimize the possibility of underfitting. This could be difficult since it
is demanding to carry out circadian rhythm assessing experiments for large pools of individuals. Therefore, we attempted to curate frameworks around the
concept of using sleep-wake behavioral metrics, which are more practical to measure than dim light melatonin onsets (DLMO), as indirect surrogate markers
of circadian phase for generating personalized light exposure schedules. Prior studies have shown that certain sleep–wake indicators correlate with
circadian rhythms, particularly in individuals with regular schedules, non-shift workers, and those without circadian misalignment, suggesting their potential
utility as feasible alternatives to physiologically based assessments [4, 27–31].

This work addresses a key gap in the development of practical light diets for sleep–wake adjustment by introducing a reinforcement learning–based
approach to generate adaptive lighting schedules that target specific sleep–wake outcomes. To the best of the authors’ knowledge, while machine learning
has been utilized to develop circadian prediction models, this represents one of the early explorations of machine learning to light diet design and generation,
despite the proven success of such methods in many other domains. By integrating industry-recommended light exposure levels into the optimization
process and novel machine learning methodologies, the curation process of the proposed frameworks serves as a “prototype” to kickstart the advancement
of light diet generation towards the modern age of big data, ideally maturing alongside the constant growth of our knowledge in the field of practical
circadian light.

Methods
In this study, a data-driven development framework which incorporated a variation of reinforcement learning (RL) called the deep deterministic policy
gradient (DDPG) algorithm was introduced and investigated (Fig. 1). In this framework, data collection of experimental daily light exposure and sleep-wake
parameter values from participants was required. The starting phase of the introduced framework involved defining sleep-wake classes wherein collected
sleep-wake parameters were used to group participants’ light exposure schedules into different sleep-wake classes. Sleep-wake class label generation was
carried out using a data-driven clustering algorithm which ensured that the dataset was optimally grouped into appropriate classes according to the
collected sleep-wake times while also removing potential outliers, minimizing the effects of outlier pollution. The second phase involved developing a model
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that predicted the sleep-wake class of an input light schedule. Then, this model would be integrated into the DDPG algorithm during the final phase where
light schedules were generated to achieve a desired sleep-wake class.

Data Collection
An experiment was conducted for 20 participants where their daily light exposure data and sleep-wake parameters were collected. The experiment was
approved by Monash Human Research Ethics Committee (MUHREC, Project No. 0794) and was carried out in accordance with MUHREC’s guidelines and
regulations. Written informed consents were obtained from participating individuals, and they were financially reimbursed for their time at the end of the
experiment. They were allowed to leave the study at any point of the study while conceding reimbursement. Individuals were eligible for the experiment if
they were aged between 18–30 years old and did not fall under the following exclusion criteria [16, 32, 33]:

1. Daily caffeine consumption > 400 mg (3–4 cups) per day
2. Alcohol consumption > 2 drinks per day or 14 drinks a week
3. History of drug abuse
4. Pregnant or breast-feeding
5. Smoke
6. Under daily medication
7. Suffering from sleep disorders
8. Suffering from vision problems (e.g. colour blindness)
9. Suffered spinal cord injuries

10. Suffering from liver or kidney diseases
11. Suffering from periodontal diseases (e.g. chronic inflammation)
12. Inter-meridian travel in the past two months

The selection of young adults aged between 18–30 years old was done to minimize the effects of conditions associated with old age on their circadian
rhythms. The participants mainly consisted of university students from Monash University Malaysia, and no shift worker was recruited for this experiment.

The experiment lasted for approximately seven days in which participants were required to wear two dosimeters, namely a wearable mini spectral sensor
SPECCY (Photospeclabs Pty Ltd, Melbourne, Australia) and GENEActiv accelerometer (ActivInsights Ltd, Kimbolton, Cambridgeshire, U.K.). Light exposure
data collected from SPECCY were quantified using photopic illuminance as well as α-opic illuminances where each illuminance is measured based on the
spectral sensitivities of the corresponding α photoreceptor [CIE S2026/2018]. This notably includes melanopic EDI (MEDI), measured according to the
spectral sensitivity of intrinsically photosensitive ganglion cells (ipRGCs), which have been found to be influential on the circadian system [34, 35]. SPECCY
was worn around the participants’ neck at chest level similarly to a pendant to collect their daily light exposure data at 60-s intervals, whilst the GENEActiv
accelerometer was worn on the participants’ non-dominant wrist to monitor their actigraphy data and in turn assess their sleep-wake parameters. The
accelerometer was configured to collect data at 85.70 Hz, which was the maximum frequency available that allowed for data collection lasting more than 7
days.

The dosimeters were always worn except for when the participants would be exposed to significant amounts of water. There were no restrictions on the
participants’ sleep schedules, but they were advised not to have extreme schedules, for example pulling all-nighters. Additionally, participants were asked to
refrain from exercising during the night before their bedtime.

Participants collected and started wearing their assigned dosimeters on day 0 of the experiment. During collection of the dosimeters, participants answered
three sleep-related questionnaires to assess their chronotypes, namely the Munich Chronotype Questionnaire (MCTQ), the Morningness-Eveningness
Questionnaire (MEQ), and the Pittsburgh Sleep Quality Index (PSQI). During the experiment, participants filled in sleep diaries before they went to sleep and
after they woke up. The sleep diary filled in before they slept enquired about consumption of medications, caffeinated and alcoholic drinks, whereas the
sleep diary answered when they woke up enquired information about their sleep-wake times. This study’s data collection concluded after six days of light and
actigraphy data were collected for each participant.

Data Retention and Cleaning
Data starting from midnight on day 1 to midnight of day 6 was used for this research. For a dataset to be retained, it must adhere to the following data
retention criteria adapted from those introduced by Stone et al. [33]:

1. Recorded less than 21 h (~ 15% of 6 d × 24 h) of missing data.
2. No continuous time intervals of missing data were greater than 3 hours for the first day of measurement and 18 hours in total for subsequent days.

The 20 participants’ light exposure data were cleaned by first identifying the times at which the participants were asleep (sleep onset) or awake (wake time)
through their recorded sleep-wake times in their sleep diaries and actigraphy data collected through the GENEActiv accelerometer. If there existed
discrepancies that were greater than 60 minutes between the participants subjective sleep/wake times and the recorded reduction/rise in actigraphy,
adjustments to their sleep-wake times were made to match the observed time of decrease/increase in activity [16].

Next, noise and artefacts were identified using the following rules and removed from the dataset:
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1. Photopic illuminance < 1 lx during wake as this was most likely caused by blocking of the sensing element [33].
2. Sudden drops where photopic illuminance of a data point is < 10 lx and < 10% of those immediately before and after [6].

The removed data points were replaced according to the following methods:

1. For noise removed for having photopic illuminance < 1 lx during wake, the continuous time gap of missing data was determined. If the interval was > 1 h,
it was filled with illuminance levels of the same time from the previous day [33]. If the interval was < 1 h, it was instead replaced with average illuminance
levels obtained from the two hours prior to the interval.

2. The average illuminance levels of light data points immediately before and after were used to replace sudden drops.

Finally, light intensity values were set to 0 lx when the participants were asleep as light should be blocked from entering their eyes by closed eyelids.

Based on the criteria listed above, 3 participants’ light exposure data were recorded to be missing 1.30% (131/10081), 11.41% (1150/10081), and 73.02%
(7361/10081). The participant with 73.02% missing data was excluded as more than 21 h of data was missing. Hence, the final dataset consisted of light
exposure and sleep-wake data from 19 participants (aged 21.11 ± 2.64 years old, 7 males, 12 females).

Sleep-Wake Class Definition using Hierarchical Agglomerative Clustering
After the experiment, the participants’ average sleep-wake parameters across 6 days were obtained. The sleep-wake parameters that were analyzed in this
research include sleep onset (SO), wake time (WT), mid-sleep (MS), total sleep time (TST) and sleep efficiency (SE), which were calculated with the
assistance of the GENEActiv R markdown tool (example of GENEActiv provided in Supplementary Material 1.0).

SO and WT were obtained from the participants’ recorded sleep/wake times in their sleep diaries and adjusted to observed times of reduction/rise in
actigraphy if there were discrepancies greater than 60 minutes between the participants’ subjective sleep-wake times and the recorded reduction/rise in
actigraphy by the GENEActiv accelerometer. MS was calculated as the midpoint between SO and WT. TST and SE were obtained from the R markdown tool,
where TST was the time participants were asleep during the period between SO and WT, and SE was the percentage ratio of the participants’ TST to the
period between SO and WT. TST and SE were calculated using the sleep/wake times identified by the markdown tool. One correction was made to TST and
SE throughout the whole dataset where there was a clear mistake made by the markdown tool (two sleep/wake times recorded for the same day). Sleep-
wake metric values for each day were determined as those occurring at the end of the day transversing to the start of the next day.

In the first phase of the proposed framework, the participants were grouped into sleep-wake classes based on their average sleep-wake parameters
throughout the experiment (minima and maxima used to standardized sleep-wake parameter values are provided in Supplementary Material 2.0). We opted
to use hierarchical agglomerative clustering [36] to suit the relatively small sample size of our dataset. To identify the optimal number of classes to group the
participants, three cluster quality scores were utilized: Silhouette Score [37], the Calinski-Harabasz Score [38], and the Davies-Bouldin Score [39]. As a result,
five sleep-wake classes were obtained from the clustering algorithm and were labeled Class 1–5, sorted from earliest average MS to latest average MS
(Fig. 2).

Most participants were grouped into Class 3 with a moderately early average MS of 05:00, long average TST of 6 hours and 5 minutes, and a high average
sleep efficiency of 78.28%. Class 2 and 3 had similar MSs, but Class 2 had a shorter average TST and lower average SE. Class 5 had the latest average MS
but the highest average SE. This hinted at the possibility that participants in this class had sleep-wake habits that were least affected by sociological factors
when compared to other classes.

Data Augmentation
Data augmentation was applied to our dataset to increase its sample size and ensure that the algorithms and models developed upon this dataset were
more robust. This was done by cyclically rotating the participants’ daily light schedules which was inspired by Brown et al.’s classification approach to
estimating human circadian phase from actigraphy and photometry data [40]. This method is justified because the average sleep-wake parameters of the
participants would remain the same when the sequences of their daily light schedules were changed throughout the week. This effectively increased the
dataset by 6-fold as a result of having six different starting days for each sample. After augmentation, all the classes were down sampled to follow the
number of samples in the minority class (Class 5) to ensure class balance. This led to our final dataset having a total of 12 samples per class (60 samples in
total).

Light Schedule Generation using Reinforcement Learning
As shown in Fig. 1, a data-driven model was developed to predict the users’ sleep-wake class based on their daily light exposure after an optimal number of
sleep-wake classes was defined via clustering. Aside from the obvious use case of predicting one’s sleep-wake time, it was also used to verify the light
schedules generated in the final phase of the framework. The final phase of this framework involved the generation of artificial light schedules using
reinforcement learning. A user would choose a desired sleep-wake class, and the framework would ideally output a light schedule with the desired sleep-
wake class that was modified from the user’s original daily routine.

Sleep-Wake Classification using Convolutional Neural Network
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For the second phase of our proposed light schedule generation framework, a classification model that predicts sleep-wake classes based on daily light
exposure was developed. We chose the convolutional neural network (CNN) architecture to form the basis of our classification model following our designed
structure for light schedule input. The collected α-opic and photopic illuminance values were averaged across each hour, resulting in 24 hourly averages for
six illuminances across a 6-day period. This resulted in the data having dimensions of 24 x 6 x 6, which was similar to colored images with six color channels
instead of three. This motivated the usage of convolutional neural networks (CNNs) as the architecture has been shown to be effective in imagery-related
applications [41–49]. The CNN would take this 24 x 6 x 6 input and output one of five classes obtained from the previous phase.

To train the CNN, our augmented dataset was split into training and test dataset following an 80:20 ratio (48 training samples, 12 test samples). 20% of the
training dataset was used to validate the model’s classification results during training. The architecture and training results of the CNN were shown in
Table 1. The model demonstrated a classification accuracy of 91.67% (11/12) when it was evaluated using the test dataset.

Table 1
Architecture and training results of sleep-wake classification CNN model.

Sleep-Wake Classification CNN Model Architecture

Type of Layer Hyperparameter Value

Input No. of Neuron 24 × 6 × 6

Convolutional No. of Filters 128

Kernel Size 3 × 3

Strides 1 × 1

Padding Same

Activation Function Rectified Linear Unit (ReLU)

Pooling Type Max

Size 2 × 2

Convolutional No. of Filters 128

Kernel Size 2 × 2

Strides 1 × 1

Padding Same

Activation Function Rectified Linear Unit (ReLU)

Pooling Type Max

Size 2 × 2

Flatten - -

Dense No. of Neuron 256

Batch Normalization True

Activation Function ReLU

Dense No. of Neuron 124

Activation Function Linear

Output No. of Neuron 5

Activation Function Softmax

Loss Function Sparse Categorical Cross Entropy

Optimizer Adam

Training Result

No. of epoch 390

Accuracy 1.0000

Loss 1.8217e-05

Validation Accuracy 1.0000

Validation Loss 0.0093

Incorporation of Deep Deterministic Policy Gradient Reinforcement Learning
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The classification model was essential to the reinforcement learning (RL) light schedule generation framework in this study to determine whether a
generated schedules could achieve a targeted sleep-wake class. RL is a machine learning algorithm often used in recommendations systems. This learning
algorithm consists of several key components that interact with each other to ensure that the best action could be carried out for maximum rewards. We
adapted a variation of reinforcement learning called deep deterministic gradient policy (DDPG) which is an extension of deterministic gradient policy (DPG)
that incorporates deep Q-learning (DQN) [50]. DPG enables reinforcement learning to be applied over continuous action spaces whereas the DQN component
allows for high dimensionality, which both were aspects required for our reinforcement learning implementation in the context of light schedule modification.
The framework and training process of our algorithm are shown in Algorithm 1. The general architecture of a DDPG algorithm and a flowchart of the DDPG
light generation algorithm are provided in Supplementary Material 3.0.

The first component in RL is the environment, which is the system that the model or algorithm interacts with. The environment in our context of light
schedule generation was defined as the individual’s 6-day light schedule processed in the logarithmic scale. The next component is the state of the
environment represented by st where t is the time step. This component describes the circumstances that the environment is experiencing at a certain time.
The state of our environment consisted of 6 days x 24 hourly averages x six photopic and α-opic illuminances. The illuminances were bounded by two upper
limits: (i) 102.7 lx (~ 501 lx) during the night (20:00–07:00) and (ii) 103.2 lx (~ 1,585 lx) during the day (08:00–19:00) to ensure that the generated schedules
were practical. These upper bounds were chosen because they were still achievable via the assistance of artificial lightings during the respective periods of
time, ensuring that the generated schedules remained practical with minimal dependence on natural circumstances.

The action, at, is an act carried out by the agent to change the environment at time step t. Each action taken in the environment is defined using 13
continuous values. The 1st value depicts whether a light schedule should be delayed or advanced. The next 6 values (2nd – 7th ) and the final 6 values (8th –
13th ) are factors used to scale each illuminance values during the night (20:00–07:00) and during the day (08:00–19:00) respectively. These factors were
limited to range between 0.90–1.10 to control the changes introduced to the schedules at each iteration. This was done to reduce the probability of the
states not converging towards a solution or saturating towards prohibited conditions.

One of the most important components in RL is the reward, represented by rt. It provides feedback on the action at, and it directly contributes to the efficiency
of the implemented RL algorithm. The sleep-wake classification model developed in phase 2 of the framework was used to generate this reward to the
environment. The value was quantified as the difference between the predicted sleep-wake class of st and the targeted sleep-wake class. Additionally,
training was awarded a bonus if the modified light schedule achieved the target sleep-wake class and penalized if it entered a prohibited state. Prohibited
states were defined as follows: (i) all values were lower than 1, implying that the schedule was digressing towards an all-zero state; (ii) number of unique
values was less than 50, indicating that the schedule was saturating at the introduced upper bounds. Once a prohibited state was detected, the training
episode was terminated, and a new episode was started with a fresh environment. The policy in RL is the main driving force when it comes to learning the
solutions to a problem. It encompasses a strategy that maps st to at and the goal of an RL algorithm’s training is to curate a policy that maximizes cumulative
rewards.

In DDPG, the actor-critic algorithm is utilized to refine its policy. The actor-critic algorithm, as its name suggests, is composed of an actor and a critic model.
The “deep” component in DDPG signifies the usage of multilayer-perceptron (MLP) networks for these two models. The actor network takes in st and outputs

at based on policy µ, and its parameters are denoted by θµ. It is responsible for deciding the appropriate at that should be taken after observing st based on

the policy learnt. On the other hand, the critic network parameterized by θQ, takes in st and at and outputs Q(st, at), which is the expected return, also called
the Q-value, for at given st. The general idea of the actor-critic algorithm’s workings is that the critic network will provide feedback to the actor network’s

decisions, and the actor network will learn and update its policy according to the critic network’s assessment to yield higher expected rewards.

In addition to the aforementioned components, target actor and critic networks are also utilized in DDPG. They are essentially delayed copies of the actor and
critic networks which are updated less frequently. Their purpose is to stabilize the algorithm and improve performance. Additionally, there is also an
experience replay memory, which is a memory buffer that stores transitions (st, at, rt st+1) from previous episodes. Mini batches would be randomly sampled
from the buffer to update the networks’ parameters and policies. To promote exploration, noise is generated using the Ornstein-Uhlenbeck process [51] and
added to the output of the actor model during training.

The completed DDPG algorithm was used to generate 100 light schedules for each sleep-wake class, all derived from schedules randomly selected from the
original dataset. To gauge the efficacy of the DDPG algorithm in achieving targeted sleep-wake classes, an open-source prototype assessment tool
encapsulating the implementation of a model that predicted dim light melatonin onsets (DLMOs) based on light and activity input provided by Cheng et al.
[28] was utilized to simulate the DLMOs of these schedules (http://www.predictdlmo.com). Additionally, the model was used to simulate the DLMOs of the
schedules collected from the participants and correlation between the simulated DLMOs and the participants’ sleep-wake parameters were calculated and
shown in Supplementary Material 4.0.
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Algorithm 1: Training Process of Deep Deterministic Policy Gradient (DDPG) Algorithm.

1. C: List to contain shuffled sleep-wake class labels.

2.   34 light source combinations, indices

3.   correspond to the labels assigned to each

4.   light source.

5. DDPG: DDPG algorithm, takes in original light schedule and targeted sleep-wake class. Outputs

5.   modified light schedule.

6. D: Dataset containing original light schedules from experiment.

7. st: 24 x 6 x 6 light schedule.

8. re: Episodic reward.

9. rt: Reward at time step t.

11.

12.

13.

14.

15.

16.

17.

18.

19.

20.

21.

22.

23.

24.

25.

26.

27.

Results

Daily Average Illuminances of Experimental and Generated Light Schedules

size ← 200

\varvecf\varveco\varvecrclass\varveci\varvecn {1, 2, 3, 4, 5} \varvecd\varveco

addclasstoC\varvecf\varveco\varvecrsize

\varvece\varvecn\varvecd\varvecf\varveco\varvecr

C ← shuffle (C)

re ← 0

\varvecf\varveco\varvecr\varveca\varvecl\varveclc ∈ C\varvecd\varveco

coriginal ← c

ctarget ← random ({1, 2, 3, 4, 5} excludecoriginal)

Soriginal ← random(DwherecD == coriginal)

cpredict,Smodified, rt ← DDPG(Soriginal, ctarget)

re ← re + rt

\varvecw\varvech\varveci\varvecl\varvecectarget ≠ cpredict\varveco\varvecrSmodifiedisvalid\varveca\varvecn\varvecdre > −200

updateDDPGparameters

cpredict,Smodified, rt ← DDPG(Soriginal, ctarget)

\varvece\varvecn\varvecd\varvecw\varvech\varveci\varvecl\varvece

\varvece\varvecn\varvecd\varvecf\varveco\varvecr
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While all α-opic and photopic illuminances had been recorded by SPECCY during our experiment, our results focused on melanopic EDI and photopic
illuminance for this analysis as the circadian effects of other α-opic illuminances are still unclear at the point of writing. First, the daily average illuminances
of light schedules collected from our experiment and generated from the DDPG algorithm were calculated and plotted (Fig. 3). Mean light timing above 150 lx
(MLiT150) and total duration above 150 lx (TAT150) were calculated using LightLogR [52] for both experimental and generated light schedules for comparison
purposes (MLiT and TAT are light quantification metrics used in past research and their usages were summarized and described by Hartmeyer et al. [53]).
DDPG-generated schedules for Class 1 and Class 4 exhibited similar mean light timings above 150 lx (MLiT150) and total durations above 150 lx (TAT150) to
those of the experimental schedules (Class 1: ΔMLiT150, MEDI = 30 minutes, ΔMLiT150, Photopic = 30 minutes, ΔTAT150, MEDI = 1 hour, ΔTAT150, MEDI = 1 hour;

Class 4: ΔMLiT150, MEDI = 30 minutes, ΔMLiT150, Photopic = 0 minute, ΔTAT150, MEDI = 1 hour, ΔTAT150, Photopic = 2 hours). Class 2 and Class 5 generated
schedules deviated furthest from the original dataset (Class 2: ΔMLiT150, MEDI = 90 minutes, ΔTAT150, MEDI = 5 hours, ΔMLiT150, Photopic = 1 hour, ΔTAT150,

Photopic = 4 hours; Class 5: ΔMLiT150, MEDI = 30 minutes, ΔTAT150, MEDI = 8 hours, ΔMLiT150, Photopic = 51.5 minutes, ΔTAT150, Photopic = 9 hours).

Dim Light Melatonin Onset (DLMO) Simulations from Experimental and Generated
Schedules
The DDPG-generated and experimental schedules were passed into the photobiological model by Cheng et al. [28] via their open-source assessment tool.
While the model takes in photopic illuminance, activity and sleep-wake status as input, activity counts were not generated by our DDPG algorithm, hence the
variable was left out for this investigation. For sleep-wake statuses of the generated schedules, it was assumed that any illuminance values below 1 lx
indicated sleep. The generated schedules’ DLMOs (DLMODDPG) were floored to their respective hours for visual clarity and plotted in a circular histogram
(Fig. 4a). In addition, the simulated DLMOs of the experimental schedules (DLMOExp) were shown on the same plot as a scatter plot with their exact values
for better comparisons with their DDPG-generated counterparts.

The simulated DLMODDPG values of Class 2 deviated significantly from simulated Class 2 DLMOExp values, which confirmed with the MLiT150 and TAT150

results. It could also be observed that simulated DLMODDPG values for Class 2 consisted of a high number of outliers which also featured DLMO values not
typically exhibited by individual adhering to diurnal schedules (before 20:00), indicating that schedules generated for this class were most likely not ideal
(Fig. 4b). For Class 5, the simulated DLMOs for the generated schedules mostly ranged between those of the two experimental schedules which were
situated relatively far from each other. The spread across the simulated DLMOExp were relatively more concentrated for Classes 1, 3 and 4, with their DDPG
counterparts having similar simulated DLMOs.

Discussion
The daily average illuminances of experimental and DDPG-generated schedules were plotted and compared (Fig. 3). Given that Class 1 and Class 2 had the
same number of experimental samples, it was expected that the two classes would show relatively similar metric values with those of the experimental
schedules. However, this was not the case as only Class 1 DDPG-generated schedules exhibited similar metric values to those of the experimental schedules,
whereas generated schedules for Class 2 deviated furthest from the original dataset along with Class 5 which had the smallest experimental sample size.
This indicated that the differences between the experimental and DDPG generated schedules were most likely caused by the algorithm itself. This
occurrence could be caused by the upper bounds introduced in the DDPG algorithm, where schedules from Class 2 consisted of data that exceeded the
limits more frequently, resulting in more discrepancies between experimental and generated schedules. This finding was crucial as it emphasizes the
concept of compromise between accuracy and practicality when crafting a DDPG algorithm for light schedule generation as without proper bounds, light
schedules could be modified to have extreme values, which may enable achieving targeted sleep-wake classes in theory, but are unfeasible via existing
artificial lights.

A photobiological model, implemented as an open-source assessment tool, by Cheng et al. [28] was used to simulate the DLMOs of the DDPG-modified and
experimental schedules. For DDPG schedules of Class 5, the difference in simulated DLMO values was mostly caused by the dataset having only two
samples as it could be observed that the simulated DLMO values were closely following one of the experiment samples (Fig. 4). Despite the spread of
experimental DLMOs being similar for both Class 1 and Class 2 and both the classes having the same sample size, the DLMOs of the DDPG schedules
deviated significantly from experimental DLMOs for Class 2. The simulated DLMOs for generated and experimental schedules from Class 3 and Class 4 were
comparable resultantly from their larger and more concentrated samples sizes and schedules.

While our exploratory investigation showed that there were merits to the application of reinforcement learning in generating and modifying light schedules
for the purpose of sleep-wake adjustment, there were still limitations to the methods and adjustments that should be considered. As the framework was
developed upon a dataset formed from a small sample size with a limited population type (young adults aged 18–30 years old), it is important to note that
emphasis should be put on the methods incorporated into the frameworks and not interpret the obtained results as concrete proof of associations between
light and sleep-wake cycles or circadian rhythms. In addition, the light diets generated in this work should not be treated as solutions for adjustments to the
corresponding sleep-wake classes but should be analyzed as hypotheticals in relation to the data used to generate them, similarly to the discussions
described. To extend the introduced framework to deployable states, extensive work is still required in data collection as well as validation. Both data
collection and validation should be carried out for a large population with varying individuals, ranging from healthy children to elderly with impacted circadian
rhythms to determine modifications required to refine the frameworks, for example whether accurate classifications of sleep-wake classes is possible with a
singular model, or should there be multiple models tailored towards targeted populations. A larger dataset would also remove or reduce the necessity of data
augmentation and potentially increase cluster qualities of obtained sleep-wake classes.
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Light diets generated from the framework need to be validated to establish whether they are effective in adjusting sleep-wake timings towards targeted
phases and their efficiencies in doing so. In research carried out by Walch et al. [10] and Christensen et al. [20], a smartphone app called ‘Entrain’ was used to
collect large-scale sleep-wake and light exposure data across the world. If a similar app could be developed with the integration of wearable light dosimeters
such as SPECCY, the light diet algorithms introduced in this study could be vastly refined and improved with a significantly larger dataset, given that a viable
method is deployed to ensure user compliance.

The apparent difference between the work presented in this exploratory investigation and similar circadian research conducted in the past is the usage of
sleep-wake parameters in place of circadian proxies such as DLMO or CBTmin. This difference inherently implies that the introduced framework operates
within a boundary that is more dominantly affected by behavioral factors rather than circadian zeitgebers. While this means that no causal relationship could
be conclusively obtained between daily light exposure and circadian rhythms during the analysis of the data collected, it enables the framework to be scaled
and deployed to ecological settings. Assessments of circadian proxies require high-levels of precision and execution in comparison to recording subjective
or objective sleep-wake parameters. In addition, daily sleep-wake behaviors of individuals in the modern age are often dictated by sociological factors rather
than biological processes. Hence, there is merit to utilizations of sleep-wake parameters in our framework where it ideally would progress towards a
generalized application that generates light diets capable of assisting in sleep-wake adjustments.

Another crucial aspect that is often emphasized in the field of circadian research is interindividual differences. Investigations and studies have been carried
out extensively to refine circadian models to accommodate interindividual differences which include variables from light sensitivity [54, 55] to retinal size
variations [56, 57]. It is necessary to accurately quantify these as it has been shown that large variations exist between individuals, therefore a physiologically
informed model of the circadian system must account for these factors to be reliable, accurate and generalizable. However, individual-specific responses to
light are, again, not easily assessable via ecological data collection processes. This does not necessarily imply that models or frameworks derived from
ecological sleep-wake data would not be on par with sophisticated physiological models, but rather different approaches need to be explored and tested to
be used in place of these variables. For example, the changes in sleep-wake timings in response to modifications in daily light exposure could be quantified
as interindividual responses to light. Additionally, non-light factors such as work schedules, demographic information, daytime naps or sleep irregularities,
caffeine intake, and pre-bedtime activities all contribute to interindividual differences in daily sleep-wake timings. While this may result in the proposed
frameworks deviating from being purely light-based methods, this direction of advancement should be inevitable for them to mature into efficient and
effective light diet generators for sleep-wake adjustments meant for the general population.

Conclusion
In this work, we developed a light schedule generation framework comprising of a method novel to the application: reinforcement learning, specifically the
DDPG algorithm. We first defined different sleep-wake classes based on experimental sleep-wake parameters, namely MS, TST, SE, SO and WT. Then, we
developed a classification CNN that takes in a 6-day hourly photopic and α-opic illuminance schedule and predicts the resulting sleep-wake class. This CNN
is used in tandem with our DDPG algorithm, newly tailored for the purpose of light schedule modification. While there were clear improvements that could
still be achieved via future work, the framework could be easily scaled to larger datasets collected in the future via substitutions of clustering methods or
have additional variable components considered as machine learning methods were utilized. The light diets generated also encompass all α-opic and
photopic illuminances, ensuring that the framework could be updated when our knowledge of the effects of the remaining illuminances on the human
circadian rhythm mature to more advanced levels.
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Figure 1

Development framework for light schedule generation using deep deterministic gradient policy (DDPG) reinforcement learning (RL).

Figure 2

The (a) MS, WT, SO, (b) TST, (c) SE, and (d) number of participants for each sleep-wake class defined via hierarchical clustering.
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Figure 3

Line plots of daily average (a) melanopic EDI and (c) photopic illuminance of DDPG generated schedules. Smoothen line plots of daily average (b) melanopic
EDI and (d) photopic illuminance of schedules collected from the experiment.

Figure 4

(a) Simulated DLMO values represented using a circular histogram (DLMODDPG) for the 100 DDPG-generated light schedules and scatter plots (DLMOExp) for
the schedules obtained from the experiment. Simulated DLMODDPG values are floored to their hours. Amplitudes or “y” values of simulated DLMOExp do not
have any implications and are solely for clearer visualization. (b) Box (DLMODDPG) and scatter plots (DLMOExp) of simulated DLMO values of the light
schedules.
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