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Abstract

Marine food webs structure the flow of energy, nutrients, and biomass through the ocean, yet our
understanding of their global organization is severely limited by the scarcity and geographically bias of
documented species interactions. To address this gap, we constructed a global probabilistic metaweb
for 2,454 marine fish species using a positive-unlabeled machine-learning framework. By integrating
traits, taxonomic hierarchies, and environmental niches with 10,549 verified interactions, we identified
50,725 novel, high-probability feeding links, raising global connectance from an empirical baseline of
0.18% to 0.98%. We demonstrate that these missing interactions are highly structured, with the largest
gaps occurring in hyper-diverse tropical realms, including the Central Indo-Pacific, the High Seas, and
upper pelagic zones between 50 and 500 m. Structurally, the undocumented component of the global
web is overwhelmingly wider rather than taller. Predicted local connectance and diet breadth increase
sharply, whereas mean trophic level and food-chain length remain largely unchanged. This lateral
expansion shifts our view of marine trophic architecture from sparse and fragmented to densely
connected and trophically redundant, implying empirical records substantially underestimate ecosystem
resilience. Ultimately, this baseline provides a crucial trophic prior for modelling extinction risks and
forecasting food-web rewiring under climate-driven range shifts.

Introduction

Marine food webs structure the flow of energy, nutrients, and biomass through the global ocean,
governing biogeochemical cycling, fisheries productivity, and the resilience of marine ecosystems
(Albouy et al., 2019; Caron et al., 2022; du Pontavice et al., 2021; Galiana & Araujo, 2026). Network
ecology represents these systems through the metaweb, the complete pool of biologically possible
interactions among a species pool, i.e., the upper bound of trophic capacity from which local food webs
are filtered (Banville et al., 2025a; Gonzalez-Trujillo et al., 2025; Mestre & Bastazini, 2026; Poisot et al.,
2016). Mapping the metaweb is a prerequisite for forecasting how marine ecosystems will reorganize
under climate change and fisheries pressure, and for anticipating the trophic cascades these stressors
may propagate (Albouy et al., 2014), complementing trophic-guild approaches that reveal regularities in
marine community organisation under environmental gradients (Gonzalez-Trujillo et al., 2025). Yet the
central obstacle to mapping it is the severe incompleteness of documented species interactions
(Morales-Castilla et al., 2015), often referred to as the Eltonian shortfall (Peterson et al., 2011). Trophic
interactions are ephemeral, context-dependent, and rarely observed directly, so empirical records often
reflect research effort as much as network topology (Brimacombe et al., 2023; Menegotto & Rangel,
2018). The bias is not evenly distributed. Tropical assemblages are thought to harbour more dietary
specialists, whose narrow and cryptic feeding links are intrinsically harder to document than the broader
diets of high-latitude consumers (Hayden et al., 2019). As a result, the regions where interaction data are
most needed, including the hyper-diverse tropical Indo-Pacific, are often those where any given trophic
link is least likely to have been observed. The ocean's trophic architecture is largely there but invisible to
us, a massive and consequential reservoir detectable only indirectly, the ecological equivalent of "dark
matter”.
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Overcoming this limitation requires shifting from mapping only observed interactions to predicting
plausible but undocumented ones (Caron et al., 2022; Strydom et al., 2022). The theoretical potential of
this shift is substantial. A model that learns the rules governing who eats whom can fill gaps left by
uneven sampling, assign probabilities to candidate interactions rather than treating them as simply
present or absent, and project how networks may reassemble as species shift their ranges (Morales
Castilla et al. 2015). A series of metaweb reconstructions has shown this approach can be scaled to
macroecological extents, including global terrestrial vertebrates (Hao et al., 2025), European tetrapods
(Maiorano et al., 2020), and marine fish (Albouy et al., 2019). These efforts have established that the
possibility space of interactions can be inferred from traits, co-occurrence, and biomechanics. However,
by delineating a deterministic interaction space, they do not directly quantify he gap between
documented and likely interactions. They do not distinguish observed links from unrecorded but
probable ones, nor do they provide the calibrated probabilities and pairwise uncertainty required for
downstream forecasting. Without quantifying the magnitude and spatial structure of this missing
interaction data, models of future ecosystem change risk propagating historical observation biases into
projections of trophic cascades and ecosystem reorganization under global change.

Generating such a probabilistic baseline exposes a fundamental limitation of standard binary
classification. Conventional classifiers require negative examples, yet in sparse interaction datasets the
only available negatives are unobserved species pairs. Treating these pairs as true absences is
problematic because a missing record may reflect incomplete sampling rather than biological
impossibility (Banville et al., 2025a; Habedank et al., 2025). Positive-unlabeled learning resolves this
problem by treating the unobserved background as unlabeled rather than absent, mirroring the
asymmetry of ecological knowledge: presences can be confirmed, whereas absences are rarely certain
(Fernandez & Nakamura, 2015), much as presence-only species-distribution models treat the
environmental background (Strydom et al., 2021). By doing so, positive-unlabeled learning converts the
metaweb from a deterministic catalogue of possible interactions into a probability-weighted
representation of both known and likely undocumented links (Strydom et al., 2022). This directly
responds to recent calls for probabilistic frameworks that fuse empirical observation with mechanistic
inference, allowing interaction uncertainty to be propagated into downstream analyses (Mestre &
Bastazini, 2026; Poisot et al., 2016).

Despite growing recognition that interaction data are incomplete and unevenly sampled, the magnitude
and geography of this incompleteness remain poorly quantified. Here, we address this gap for marine
fish, the best-documented marine taxon for both trophic interactions and functional traits, and, therefore,
a natural proof-of-concept for quantifying missing trophic information at macroecological scale. We
construct a probabilistic metaweb for 2,454 species using a positive-unlabeled machine-learning
framework that integrates 10,549 empirical trophic interactions with morphological traits, taxonomic and
trophic hierarchies, and environmental niches across the global ocean. We use this framework to (i)
quantify the relative contributions of biomechanical, habitat, taxonomic, and macroecological filters in
determining realized interactions, (ii) map the magnitude and spatial geography of undocumented but
probable feeding links at global resolution, and (iii) determine whether recovering these links widens
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local food webs, through increased connectance and diet breadth, or deepens them, through changes in
trophic level and food-chain length. We recover tens of thousands of probable but undocumented
feeding pathways and expose macroecological gradients in food-web structure that sparse databases
cannot detect, opening the way to anticipating how marine food webs may rewire as climate-driven
range shifts force species into novel co-occurrence.

Results

A calibrated probabilistic framework for the global marine
fish metaweb

The ensemble achieved high and stable predictive performance on the strictly held-out test set.
Averaged across the 99 independent training rounds, PR-AUC was 0.945 + 0.002 and F1 score was 0.879
+ 0.004, with mean precision at 0.836 + 0.014 and mean recall at 0.927 + 0.015. The complementary
ROC-AUC of 0.947 + 0.002 confirms strong overall discrimination. The narrow standard deviations
indicate that the predictive signal is driven by stable ecological structure rather than proxy-negative
sampling stochasticity (Fig. S1). The ensemble was also highly resilient to all data perturbations. PR-
AUC remained between 0.942 and 0.948 (Table S1), and feature-importance rank order was preserved
(Spearman p = 1.0) under observational dropout, trait degradation, and spatial boundary shifts. Isotonic
recalibration successfully corrected the prevalence-induced miscalibration, dropping the Brier score from
0.240 to 0.091. The calibrated ensemble assigned a mean probability of 0.928 to empirically observed
interactions and 0.191 to the unobserved background, confirming clean segregation of the trophic
signal.

Hierarchy of ecological drivers

SHAP-based attribution revealed a clear hierarchy of interaction predictors (Fig. 1). The two genus-level
neighbourhood features dominated (prey_coverage mean SHAP =2.121 and predator_pressure mean
SHAP = 1.055). Environmental niche overlap ranked third (niche_overlap = 0.419). By contrast,
biomechanical and habitat features contributed at a markedly lower magnitude (size_ratio = 0.082;
depth_overlap = 0.051), while trophic index differences made the smallest overall contributions.
Stratifying test-set performance clarified the roles of these features.

Different-genus pairs maintained a strong PR-AUC of 0.942 (Table S2), showing that prediction does not
collapse to within-genus signal. In a direct ablation, removing the two genus-level features left balanced
discrimination essentially intact (PR-AUC from 0.945 to 0.927; F1 from 0.879 to 0.875) but inflated the
shortfall in almost tenfold (predicted interactions from 59,190 to 554,059) and degraded specificity at
matched recall (from 99.2% to 90.9%). Across size-ratio quartiles, positive prevalence rose from 17.4% to
74.1% (Table S2), confirming the allometric expectation that asymmetric pairs interact more frequently.
Crucially, in the lowest size-ratio quartile, where gape limitation is weakest, a PR-AUC of 0.750 shows
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that macroecological features retain strong independent discriminatory power (Table S2). The ensemble
also learned trophic directionality. Whereas 4.9% of empirical links were bidirectional, the model
predicted bidirectional rates below this baseline (1.5% under the 80%-sensitivity threshold; 0.98% under
K =9;0.75% under K = 38), a suppression driven by the directional size_ratio and trophic levels features.

By comparing feature-space distributions across empirically verified interactions, predicted hidden links,
and confidently rejected pairs, we verify that on all biomechanical features, hidden links closely matched
known interactions while remaining sharply separated from rejected pairs (Table S3). The genus-level
features showed an informative divergence of hidden links occupying an intermediate feature-space
position between known and rejected pairs (K-S distance = 0.17), demonstrating that the model
extrapolates into undersampled biological space rather than merely echoing empirical priors (Table S3).

The hidden global metaweb

Predicting the metaweb to the full pool of 6,019,662 directed pairs revealed a trophic architecture vastly
larger than current empirical data suggests (Fig. 2). Under the 80%-sensitivity threshold, the model
projected 59,190 plausible interactions, uncovering 50,725 novel feeding pathways, while maintaining
99.2% specificity against the unlabeled background. The Top-K constraints bracketed this space: the
specialist ceiling (K = 9) yielded 19,758 novel links, while the opportunistic ceiling (K = 38) projected
87,913 novel links. Global network connectance rose from a baseline of 0.18% to 0.98% under the 80%-
sensitivity threshold, and to between 0.37% and 1.55% across the Top-K ceilings.

The spatial projections exposed the geographic signature of the shortfall. Species richness peaks in the
tropical and temperate Indo-West Pacific, the Caribbean Sea, and the tropical Brazilian coast (Fig. 2);
empirical interactions, however, are concentrated in temperate—tropical Atlantic waters and, among the
high-richness regions, only in the Caribbean and the Brazilian coast. The predicted metaweb at the 80%-
sensitivity threshold fills this gap (Fig. 2), and it does so unevenly. While the Southern Ocean, the Arctic,
and the Temperate Northern Atlantic expanded interactions by less than 3.17-fold, the Central Indo-
Pacific, the Eastern Indo-Pacific, and the Tropical Eastern Pacific expanded by more than 15-fold, with
some areas gaining over 10,000 novel interactions (Table S5; Fig. 2). Globally, the High Seas emerged as
a major trophic reservoir, gaining interactions by a factor of ~ 5 (2,513 novel interactions; Table S5). The
shortfall is also bathymetric: higher documentation gaps occur within the shallow-to-upper-twilight
realms, peaking in the 50-200 m band (~ 7.5-fold), while the 200—500 m band harboured the highest
absolute volume of novel pathways (13,922; Table S6).

Connectance declined steeply with species richness in both the empirical and the predicted networks,
peaking in the species-poor polar and subpolar realms (Table S5; Fig. 2). The Southern Ocean reached
the highest connectance of any realm (empirical mean 0.131; 80%-sensitivity mean 0.235), far above the
hyper-diverse Central Indo-Pacific (0.012; 0.044) and Tropical Atlantic (0.011; 0.033) despite the latter
two holding roughly eight times as many species (Table S5). These patterns remained consistent across
the 80%-sensitivity baseline and both Top-K constraints (Fig. S2).
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Relative to the empirical baseline, the 80%-sensitivity reconstruction raised mean trophic level only 1.10-
fold and left mean food-chain length virtually unchanged (Fig. 3). Across every threshold, the
undocumented web is lateral, not vertical. By adding prey to existing trophic levels rather than creating
new ones, the undocumented interactions widen local networks without deepening them, an expansion
that scales inversely with local species richness. Spatially, mean trophic level peaks at high latitudes,
particularly the Southern Ocean (Fig. 3). Mean food-chain length shows the opposite gradient, rising
toward the equator; this pattern is robust, eroding only under the most permissive assumption (K = 38),
where link saturation collapses the chains.

Empirically, redundancy (i.e., diet breadth), the clearest spatial fingerprint of the lateral expansion,
peaked in temperate and polar realms (the Southern Ocean, 2.54; the Temperate Northern Atlantic, 2.44)
and collapsed across the hyper-diverse Central Indo-Pacific (1.10) and Western Indo-Pacific (1.04; Table
S5). This is a direct artifact of the shortfall. Recovering the hidden links largely realigns diet breadth with
diversity. Under the 80%-sensitivity reconstruction it rose in every realm, but most steeply where
documentation was poorer: ~5.9-fold in the Central Indo-Pacific, ~ 4.1-fold in the Western Indo-Pacific,
versus ~ 2.0-fold in the Southern Ocean (Fig. 3; Table S5). The highest predicted diet breadth thus
concentrates in productive, species-rich regions, i.e., the Caribbean, the tropical Brazilian shelf, and the
Indo-Pacific, with a further peak in the temperate NE Pacific, where the per-cell maximum expanded
more than threefold (from ~ 7.5 to ~ 25 prey per predator; Fig. 3).

Discussion

By reconstructing a probabilistic metaweb for marine fish at global scale, we show that the ocean may
be more tightly connected and functionally integrated than current interaction databases suggest.
Missing interaction data thin local networks unevenly, with the greatest gaps where biodiversity and
sampling effort are most mismatched. Geographically, these gaps are largest in the hyper-diverse
tropics, including the Central Indo-Pacific and the Coral Triangle, where the richest marine fish faunas
coincide with sparse records of feeding interactions. Vertically, they peak between 50 and 500 m,
spanning the productive epipelagic layer and the upper twilight zone. The undocumented links we
recover are overwhelmingly lateral: they increase local connectance and diet breadth several-fold while
leaving mean trophic level and food-chain length largely unchanged. In, other words, the undocumented
component of the network is wider, not taller. Because these lateral links provide alternative feeding
pathways that can buffer networks against secondary extinctions and perturbations, their absence from
empirical databases implies that observed food webs may substantially underestimate the redundancy
(Landi et al., 2018), and potentially the resilience, of marine ecosystems (Heymans et al., 2014).

The strength of the ensemble predictions rests on clear ecological structure. The two strongest
predictors, the genus-level neighbourhood features, capture the taxonomic conservatism of diet. That is,
closely related predators tend to consume closely related prey (Munoz et al., 2014; Wiens & Graham,
2005). Their importance draws predictions towards patterns already present among related lineages.
Although the dominance of these features could raise concerns about circularity, a direct ablation
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experiment suggests otherwise. Removing them caused only negligible loss of discriminatory
performance, but inflated the predicted metaweb almost tenfold. If these features were merely
generating spurious links, their removal should have reduced the number of predicted interactions, not
multiplied it. Consistent with this interpretation, the predicted undocumented links occupy regions
adjacent to verified interactions within the genus-level feature space, while retaining a distinct statistical
signature (K-S = 0.17). This indicates that the model extrapolates into undersampled biological space
rather than merely reproducing the training prior.

Environmental niche compatibility is also a strong predictor of interaction probability: predators rarely
consume prey with which they share no environmental space (Astarloa et al., 2019; Olivier et al., 2024a).
Biomechanical features ranked lower, but remain ecologically essential. Their role is best understood as
setting boundaries rather than driving most realized interactions (Van Kleunen et al., 2026; Weigel &
Bonsdorff, 2018). They exclude, for instance, predator-prey pairs in which prey body size exceeds
plausible gape constraints, or pairs that imply incompatible directions of energy flow (Cuff et al., 2024,
Strydom et al., 2022). This directional prior fits the majority of feeding relationships, but it inevitably
suppresses a minority of genuinely reciprocal or stage-dependent interactions, such as intraguild
predation, mutual predation, and ontogenetic role reversals. The most directly comparable study, Albouy
et al. (2019), constructed a deterministic fish metaweb primarily from an allometric niche rule based on
body-size relationships across ~ 225 unique predator—prey pairs (far fewer than the ~ 10,500 underlying
our ensemble), which was then filtered by bathymetry, diet, and co-occurrence. Our framework
formalizes an inverse distinction: biomechanics define the primary filter, or the possibility space, while
taxonomic and environmental context determine where within that space interactions are most likely to
occur.

The positive-unlabeled framework addresses a common limitation of standard evaluation in sparse
networks: high-confidence predictions for unobserved pairs are often scored as errors, even when they
are biologically plausible (Habedank et al., 2025; Van Kleunen et al., 2026). In our case, high-probability
predictions absent from empirical databases (e.g., Myoxocephalus stelleri feeding on Enophrys lucasi, p
=0.984, size ratio 3.10; or Lutjanus argentiventris feeding on Selene peruviana, p = 0.980, size ratio 1.77;
Table S7), satisfy the ecological constraints imposed by the ensemble. These cases are, therefore, better
interpreted not as the upper tail of model error, but as the lower-bound estimate of undocumented
trophic interactions and a prioritized agenda for empirical validation (Banville et al., 2025a; Marquez et
al., 2022). Conversely, verified interactions assigned low probabilities fall into two main classes. Some
are biological exceptions, often associated with severely inverted size ratios, indicating ontogenetic
feeding, scavenging, or other context-dependent processes, as in Scomber japonicus feeding on the
larger Ophiodon elongatus (p < 0.05, size ratio 0.42; Table S7). Others appear to reflect spatial-mapping
artefacts, where verified pairs receive near-zero environmental niche overlap, as inboreal Reinhardtius
hippoglossoides on tropical Caranx rhonchus (p < 0.05, niche overlap 0; Table S7). These discrepancies
point to the need for improved trait, distribution, and interaction data, rather than to a failure of the
modeling framework itself.
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The geography of undocumented interactions is starkly uneven. It is smallest in the comparatively well-
sampled temperate Atlantic and an order of magnitude larger in the hyper-diverse tropics. This confirms
and extends the tropical complexity gradient reported by Albouy et al. (2019), showing that much of that
complexity remains undocumented rather than absent. The Coral Triangle, the global epicentre of marine
fish diversity (Tittensor et al., 2010), is also among the poorest regions in documented interactions, with
important implications for modelling the planet's most biodiverse marine ecosystems. The same pattern
emerges vertically and jurisdictionally: undocumented interactions are especially concentrated in the
twilight zone and the High Seas, two of the least-documented ocean compartments and, at the same
time, frontiers of emerging exploitation and management, including under the 2023 Biodiversity Beyond
National Jurisdiction Agreement.

The latitudinal behaviour of connectance, one of the most discussed patterns in marine food web
structure, is consistent across empirical and predicted networks. It remains relatively flat across the
species-rich tropical-temperate band and peaks at high latitudes, particularly in the Southern Ocean, in
line with Albouy et al. (2019). Diet breadth, by contrast, shows a different pattern. Once undocumented
interactions are included, diet breadth peaks in the species-rich tropics, suggesting that its empirical
decline with richness is largely an artefact of undersampling. Connectance and diet breadth thus
describe different aspects of trophic organization. A polar predator may consume a large fraction of a
small prey pool, yielding high connectance, while still feeding on relatively few prey species in absolute
terms. A tropical predator, by contrast, may consume many prey species, yielding high diet breadth, while
exploiting only a vanishing fraction of an enormous pool. This distinction qualifies the common
characterization of tropical assemblages as dominant dietary specialists (Hayden et al., 2019). Tropical
consumers may be specialists in proportional terms, but not necessarily in absolute diet breadth. Polar
networks, conversely, may be densely connected but depend on relatively few prey species, making them
potentially tolerant of random species loss but vulnerable to the targeted removal of highly connected
prey, such as the Antarctic silverfish Pleuragramma antarcticum (La Mesa & Eastman, 2012).

Recovering undocumented interactions expands the volume of local food webs while leaving their
vertical organization almost unchanged. This carries a broader lesson for ecological inference under
data incompleteness: descriptors that scale directly with link count (e.g., connectance and diet breadth)
are most distorted by missing interactions, whereas height-based descriptors (mean trophic level, food-
chain length) remain comparatively robust. In our networks, mean food-chain length increases toward
warmer and more diverse realms. Mean trophic level, however, peaks at higher latitudes in both empirical
and predicted networks, sharply departing from Albouy et al. (2019). This discrepancy reflects a
methodological difference. Albouy and colleagues included primary and secondary producers, allowing
trophic levels to be measured from the base of the food web upwards. Our network contains only fish—
fish interactions, so species are positioned near the upper part of the trophic system and lack basal taxa
(producers) to anchor the scale. Our trophic levels, therefore, track relative position among fish, rather
than the full basal-anchored depth of the marine food web described by Albouy and colleagues’ analysis.
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Despite the strong performance of the ensemble and its immediate applications, three limitations
deserve explicit framing. First, the restriction to marine fish is a principled starting point. Fish are the
best-documented marine taxon for both trophic interactions and functional traits, making them
appropriate proof-of-concept for a framework of this scale. However, extending the approach to
invertebrates, marine mammals, seabirds, and foundation taxa (corals, macroalgae, seagrasses) will be
essential as their trait, distribution, and interaction databases mature. Second, the metaweb predicts the
probability that two species interact, but not interaction strength, frequency, or the fine-scale dynamics
that determine realized energy flux (Banville et al., 2025a; Toscano et al., 2014). Extending the framework
from interaction presence to interaction strength is the next frontier, and the calibrated probability
surface is a natural starting point: interaction probabilities can serve as priors for link strengths in
dynamic food-web models (Olivier et al., 2024b). Third, the current framework collapses complex life
histories into single, static species nodes. By relying on aggregate species-level traits, such as maximum
body length and mean trophic indices, the model inherently smooths over ontogenetic dietary shifts. In
marine systems, larval and juvenile stages frequently occupy entirely different trophic niches than their
adult counterparts (De Roos & Persson, 2013), engaging in reciprocal or stage-structured predation that
single-node architectures cannot fully resolve.

By treating missing records as uncertainty rather than evidence of absence, calibrating predictions to
empirical priors, and validating against independent data, machine learning can recover components of
trophic architecture that observational data alone cannot resolve (Banville et al., 2025a; Habedank et al.,
2025b). The undocumented marine fish food web is thus not unknowable, but increasingly inferable and
mappable. As marine biodiversity redistributes under warming oceans (Pecl et al., 2017), species will
track suitable conditions into novel assemblages, generating new trophic interactions and weakening
historical food-web configurations (Bartley et al., 2019; Kortsch et al., 2015). Integrated with next-
generation species distribution modelling, the probabilistic metaweb presented here lays the foundation
for anticipating this reorganisation, assessing its extinction risks, and supporting conservation and
management decisions before ecological change becomes irreversible.

Online methods

Empirical data

We assembled three aligned data domains for the global marine fish metaweb: empirical trophic
interactions, species-level functional traits, and global environmental niche suitability maps. Empirical
predator-prey interactions were compiled from FishBase, the Global Biotic Interactions database (GloBl),
(Barnes et al., 2008), (Silva et al., 2022), the Mangal ecological interactions database, and the EcoBase
repository of Ecopath with Ecosim models. These sources initially contributed 3,362, 10,152, 151, 230,
40, and 29 predator—prey records, respectively. After taxonomic harmonization to accepted scientific
names using the World Register of Marine Species, removal of duplicated records across databases, and
the exclusion of non-feeding interactions, including parasitic and commensal associations, the final
empirical dataset comprised 10,549 unique predator—prey pairs among 2,454 marine fish species.
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Species-level traits were compiled from FishBase. These included minimum and maximum habitat
depth, maximum recorded body length, used as a proxy for gape limitation, two complementary trophic
indices (TrophicDiet, estimated from quantitative diet compositions; TrophicFood, estimated from food-
item occurrences), categorical habitat affiliations (pelagic, demersal, benthic, bathypelagic and reef-
associated), and categorical feeding guilds, including carnivores, herbivores, filter feeders, scavengers,
and omnivores. This guild-based representation follows recent global approaches to marine trophic
biogeography based on dietary preferences and resource-use categories (Gonzalez-Trujillo et al., 2025).
We also compiled species-specific environmental suitability maps from AquaMaps (Kesner-Reyes et al.,
2016) on a 0.5° global resolution grid, corresponding to a 360 x 720-cell grid. Following Klein et al. (Klein
et al., 2015), cells were classified as environmentally suitable for a species when the mapped suitability
exceeded 0.5.

Feature engineering

For every predator—prey pair, we engineered nine pairwise features that capture four tiers of interaction
constraint (Olivier et al., 20244a; Van Kleunen et al., 2026; Weigel & Bonsdorff, 2018).

Biomechanical tier: size_ratio (predator's maximum body length divided by prey's, encoding gape
limitation) (Gravel et al., 2013); TrophicDiet_difference and TrophicFood_difference (absolute differences
in the two trophic indices, encoding the trophic-level gap).

Habitat tier: depth_overlap (proportion of shared depth range); feeding_compatibility (an ecology-
informed guild filter assigning 1 exclusively when the predator is a carnivore and the prey belongs to a
compatible guild, thereby eliminating implausible roles such as herbivores acting as predators);
habitat_overlap (Jaccard similarity across categorical habitats).

Taxonomic tier: prey_coverage (proportion of species within the prey's genus consumed by any member
of the predator's genus; predator_pressure (proportion of species within the predator's genus consuming
any member of the prey's genus). These genus-level features, linked to niche conservatism (Wiens &
Graham, 2005), were computed strictly within the training partition to prevent data leakage.

Macroecological tier: niche_overlap (Jaccard similarity of shared suitable grid cells derived from
AguaMaps environmental envelopes, i.e., modeled environmental-suitability overlap rather than observed
geographic co-occurrence or range overlap).

Positive-unlabeled learning framework and ensemble architecture

Because interaction databases document only confirmed feeding observations (Banville et al., 2025z;
Habedank et al., 2025), we implemented a framework (Bekker & Davis, 2020; Elkan & Noto, 2008) in
which the model is trained on verified positive interactions, while unobserved pairs are treated as an
unlabeled background from which proxy-negatives are drawn stochastically (Habedank et al., 2025a). We
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embedded this sampling within a 99-round ensemble to isolate macroecological signals from noise:
each round drew an independent 1:1 proxy-negative sample and trained an independent classifier. The
10,549 positive interactions were partitioned once into training (70%), validation (15%), and test (15%)
sets by stratified random sampling. The validation set was used for hyperparameter tuning, while the test
set was reserved for final evaluation, and was never exposed to model fitting. Proxy-negative sampling
was performed independently within each partition, so that validation and test negatives were drawn
only from their respective unlabeled backgrounds. Each ensemble round trained an Extreme Gradient
Boosting classifier (XGBoost; (Chen & Guestrin, 2016), chosen for its ability to capture non-linear
threshold effects and natively handle missing trait values. Hyperparameters were tuned by grid search
over maximum tree depth € {2, 4, 6, 8}, learning rate € {0.01, 0.03, 0.05, 0.08}, and L2 regularization
(reg_lambda) € {1.0, 2.0, 3.0}, maximizing the Precision—Recall Area Under the Curve (PR-AUC) on the
validation set. PR-AUC was prioritized over ROC-AUC because the latter is inflated by the abundance of
true negatives inherent to sparse interaction data. The maximum F1 score was also computed to
confirm precision—recall balance at the operating threshold used for network inference. Because models
were trained on a 1:1 ratio, raw scores reflected an artificial 50% prevalence. We corrected this using
isotonic regression (Zadrozny & Elkan, 2002), reweighting the validation set to the empirical prevalence
(~ 0.18%; 10,549 interactions across 6,019,662 directed pairs) before generating final probabilities.

Feature importance and global metaweb inference

We computed exact tree-based SHapley Additive exPlanations (SHAP; (Lundberg et al., 2017)) for each
of the 99 trained classifiers. SHAP matrices were averaged across all rounds so that final attributions
reflect stable, sampling-independent feature contributions.

All 6,019,662 directed species pairs were scored by the ensemble. Because no single decision threshold
is uniquely defensible for an inherently probabilistic surface (Poisot, 2023), and because our objective is
to recover undocumented rather than to reject implausible interactions, we adopted a fixed-sensitivity
cutoff retaining 80% of verified interactions. Fixing a threshold to a target sensitivity is an established
alternative to a default 0.5 cutoff, which performs poorly under the extreme class imbalance of sparse
interaction data (Liu et al., 2013). At this operating point the ensemble correctly excluded 99.2% of the
unlabeled background pairs, while keeping false positives low (see Results). Because the recovered
shortfall nonetheless remains conditional on the binarization rule, we report it as a range, bracketing the
80%-sensitivity cutoff with two predator-centric ceilings, evaluating K = 9 (75th percentile of observed
diet breadths, a specialist ceiling) and K = 38 (95th percentile, an opportunistic ceiling), reading the
spread among them as the operative range of the shortfall.

Binarized species-to-species links were assigned to the grid cells where both species were
environmentally suitable. Network topology metrics were computed per cell for both the documented
and the predicted local food webs: (i) interaction count; (ii) connectance (realized interactions relative to
all possible local interactions); (iii) mean diet breadth (i.e., average number of prey per predator); and (iv)
mean trophic level and mean food-chain length (respectively, shortest-path height from basal
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components and shortest basal-to-apex path length, on the same backbone), describing vertical
structure.

Sensitivity analysis

To verify that the ensemble's predictions reflect fundamental macroecological rules rather than data-
limitation artifacts, we independently perturbed each data domain and reran the full pipeline under each
scenario: (i) observational dropout, withholding 10% of positive interactions at random from training and
validation to simulate database incompleteness; (ii) trait degradation, injecting noise to 10% of each
species-level traits before feature engineering; and (iii) spatial boundary shifts, resetting the AquaMaps
suitability threshold to a lenient (0.3) and a strict (0.7) value. For each scenario, predictive stability was
assessed via PR-AUC and F1 on the held-out test set, and interpretive stability via the Spearman rank
correlation of ensemble mean SHAP values against the unperturbed baseline. Finally, we ran an ablated
model that removed the taxonomic prey_coverage and predator_pressure features, to test whether they
spuriously generate hidden links via circular reasoning; we report its discrimination, the size of the
inferred shortfall, and specificity at matched recall.
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Figure 1

Relative importance of model predictors of marine trophic interactions. Mean absolute SHapley Additive
exPlanations (SHAP) values for the nine features, ranked by their marginal contribution to the prediction
of a positive interaction. Bars represent ensemble means across all 99 trained classifiers.
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Figure 2

Spatial projection of the global marine fish metaweb. (a) Baseline species richness across the 2,454
species evaluated. (b) Spatial distribution of the 10,549 empirically observed interactions and the (c)
predicted interactions recovered under the 80% sensitivity threshold, highlighting the biodiverse regions
where the Eltonian shortfall obscures trophic structure. Spatial distribution of connectance, shown for
(d) the empirically observed network and (e) the predicted network under the 80% sensitivity threshold.
Topologies of the (f) observed and the (g) predicted global marine fish metawebs at the family level
under the 80% sensitivity threshold. For clarity, panels show families covering >85% of binarized
predicted links. Nodes are labelled with unique three-letter taxonomic codes; full mapping in
Supplementary Table S4.
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Figure 3

Spatial structure of vertical trophic organization and trophic redundancy across the global ocean. Mean
trophic level (shortest-path height from basal components) for (a) the empirically observed network and
(b) the predicted network. Mean food-chain length (shortest basal-to-apex path length) for (c) the
observed network and (d) the predicted network. Mean redundancy (mean number of prey per predator)
for (e) the observed network and (f) the predicted network. Grid cells containing fewer than five species
were excluded from the analyses.
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