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ABSTRACT

Chronic kidney disease (CKD) is a major global health burden, yet early diagnosis remains challenging and conventional kidney

ultrasonography is limited by operator dependence and low sensitivity to subtle textural changes. We investigated the feasibility

of an ultrasound foundation model for CKD classification from bilateral kidney ultrasound images, with reference labels defined

according to the Kidney Disease: Improving Global Outcomes (KDIGO) 2024 guidelines. In this retrospective single-center

study, 13,245 kidney ultrasound images from 1,484 patients (1,128 with CKD and 356 without) were analyzed. The Universal

Ultrasound Foundation Model (USFM) was compared with five fine-tuned deep learning architectures (VGG16, ResNet-50,

DenseNet-121, EfficientNet-B0, and Vision Transformer) over 10 random seeds, with performance assessed at the sample and

examination levels. USFM outperformed the baseline models and showed greater robustness across repeated experiments. At

the examination level, it achieved a balanced accuracy of 74.49 ± 4.63%, an F1-score of 73.59 ± 3.60%, and an area under

the receiver operating characteristic curve of 84.80 ± 1.98%, with comparable results at the sample level. These findings

demonstrate the potential of ultrasound foundation models to support CKD diagnosis from bilateral kidney ultrasound images.

Keywords: Chronic Kidney Disease, Ultrasonography, Foundation Model, Deep Learning, Glomerular Filtration Rate, Albumin-

uria.



1 Introduction

Chronic kidney disease (CKD) is a major global public health problem that affects a substantial proportion of the adult

population worldwide, with reported prevalence ranging from about 6.8% to 14.4% across countries1. In Korea, national data

shows a prevalence of around 6.5% in 2020 and a persistent burden in recent years, particularly among older adults2, 3. CKD is

especially concerning because it is associated with increased mortality, impaired health-related quality of life and considerable

healthcare costs4, 5.

Kidney Disease: Improving Global Outscomes (KDIGO)6 defines CKD as abnormalities of kidney structure or function

present for at least three months, with implications for health. This definition encompasses a broad spectrum of diagnostic criteria

rather than relying on a single laboratory measurement. In clinical practice, CKD is often inferred from a sustained reduction in

glomerular filtration rate (GFR), most commonly operationalized as an estimated GFR (eGFR) below 60 mL/min/1.73 m2

for at least 3 months. However, KDIGO also recognizes persistent markers of kidney damage even when GFR is preserved,

including albuminuria, histological evidence of kidney disease on biopsy, structural abnormalities detected by imaging and a

history of kidney transplantation, among others. Together, these criteria highlight that CKD diagnosis requires integration of

both functional and structural evidence over time.

Early identification of CKD is clinically important because timely intervention may delay disease progression and reduce

the risks of complications, end-stage kidney disease and death6, 7. However, early diagnosis remains challenging. Serum

creatinine and eGFR are widely used in routine practice, but may remain within the normal range until kidney function is

substantially impaired and can also be influenced by non-renal factors such as age, sex and muscle mass8, 9. Albuminuria is an

important marker of kidney damage, but urinalysis can be affected by transient conditions and requires repeated assessment

to confirm persistence6. Kidney biopsy provides detailed histopathologic information, but it is invasive and not suitable as a

routine screening tool10. In light of this, kidney ultrasonography is a non-invasive, radiation-free, and readily available imaging

modality11 that provides rapid assessment of kidney size, cortical echogenicity, hydronephrosis, and structural abnormalities.

Nevertheless, conventional kidney ultrasonography has important limitations in CKD assessment, including limited sensitivity

to subtle textural changes and early-stage disease, as well as operator dependence and inter-observer variability in the evaluation

of renal size, cortical echogenicity, and structural abnormalities, which may affect CKD classification12.

In this context, artificial intelligence has considerable potential to improve the analysis of kidney ultrasound images by

capturing imaging patterns that may not be readily discernible through conventional visual assessment13. However, most

existing AI studies for ultrasound-based CKD detection have relied on a single metric, most commonly eGFR, to define CKD

labels14, 15. Such an approach does not fully reflect the breadth of the KDIGO framework and may therefore limit the clinical

relevance of the resulting models. More recently, foundation models have been increasingly explored in medical imaging

because they can learn generalizable visual representations from large-scale data and adapt effectively to downstream tasks

with relatively limited task-specific training data16, 17. In particular, ultrasound foundation models offer the opportunity to

leverage representations tailored to the unique characteristics of ultrasound imaging18. Therefore, this study aims to investigate

the feasibility of an ultrasound foundation model for CKD classification using bilateral kidney ultrasound images in accordance

with the KDIGO 2024 criteria, and to compare its performance against conventional deep learning architectures. To our

knowledge, this is the first study to apply an ultrasound foundation model for classifying CKD.
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2 Material and method

2.1 Study design

This retrospective single-center study was conducted to develop and internally validate a CKD prediction model based on

an ultrasound foundation model using kidney ultrasound images. All data were obtained from the Nephrology Department

of Chonnam National University Hospital between January 2020 and December 2021. The study protocol was approved by

the institutional review board of Chonnam National University Hospital (CNUH-2025-443). All methods were performed in

accordance with the relevant guidelines and regulations. The requirement for informed consent was waived.

Patients who underwent kidney ultrasound examination and had corresponding laboratory data available in the institutional

records were considered for inclusion. Ultrasound images and related laboratory results were collected from the institutional

Picture Archiving and Communication System (PACS) and electronic medical records. A total of 1,703 patients corresponding

to 1,752 ultrasound examinations were initially identified. Because a single patient could undergo multiple ultrasound

examinations and each examination could include multiple images for each kidney, the dataset was organized hierarchically at

the patient, examination, and image levels.

Several exclusion criteria were applied. Specifically, 123 examinations from kidney transplant recipients, 91 examinations

for which the interval between the ultrasound examination and the corresponding laboratory results exceeded 3 months, and

30 examinations without left or right kidney images were excluded. After these exclusions, the final dataset comprised 1,484

patients, 1,508 examinations and 13,245 kidney ultrasound images. The dataset was divided into training, validation and test

sets, accounting for 60%, 20% and 20% of the total number of examinations, respectively. To prevent data leakage, all images

and examinations from the same patient were strictly assigned to the same dataset split, ensuring patient-level separation across

training, validation and testing. A flowchart of the patient selection process is presented in Figure 1.

Figure 1. Flowchart of patient selection.

2.2 Reference standard for CKD classification

The reference standard for CKD classification was defined to align as closely as feasible with the KDIGO 2024 definition

of CKD. According to KDIGO 2024, CKD is defined by abnormalities of kidney structure or function present for at least 3

months, with implications for health. Because not all KDIGO 2024 diagnostic components were consistently available in

this retrospective dataset, the ground-truth labels were operationalized using the subset of KDIGO 2024-concordant criteria

available in our cohort. Specifically, these criteria included eGFR, calculated using the Chronic Kidney Disease Epidemiology

Collaboration (CKD-EPI) creatinine equation19; albuminuria was assessed using the urine albumin-to-creatinine ratio (UACR)
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Figure 2. Representative kidney ultrasound images obtained from different patients in our dataset. Panels (a) and (b) show the

left and right kidneys of a non-CKD patient with an eGFR of approximately 100 mL/min/1.73m2. Panels (c) and (d) show the

left and right kidneys of a CKD patient with an eGFR of approximately 7 mL/min/1.73m2. Panels (e) and (f) present the left

and right kidneys of another CKD patient with an eGFR of approximately 25 mL/min/1.73m2. Panels (g) and (h) show the left

and right kidneys of a CKD patient with a preserved eGFR of 97 mL/min/1.73m2, but with an urine albumin-to-creatinine ratio

fluctuating around 600 mg/g.

and histologic evidence of kidney disease when available. Chronicity was determined using longitudinal clinical data over a

minimum interval of 3 months.

Because laboratory markers such as serum creatinine, eGFR, and UACR reflect overall renal function, CKD status could

not be assigned separately to each kidney. Even when functional asymmetry between the two kidneys might have been present,

the available laboratory results did not permit reliable attribution of renal function to either kidney individually. Therefore, all

ultrasound images acquired during the same examination were assigned the same ground-truth label.

2.3 Ultrasound acquisition and data preprocessing

Renal ultrasound imaging was conducted using a Philips iU22 ultrasound system (Philips Ultrasound, Bothell, WA, USA).

Examinations were performed by board-certified nephrologists with support from a trained sonographer using a low-frequency

curvilinear transducer (2-5 MHz). Standard renal or abdominal imaging presets were applied, and acquisition parameters such

as imaging depth, focal zone, and overall gain were adjusted to optimize visualization of the kidneys. Patients were positioned

predominantly in the lateral decubitus position, with the liver and spleen used as acoustic windows for the left and right kidneys,

respectively. Standard longitudinal and transverse renal ultrasound images were acquired during routine clinical practice.

For model development, only midsagittal images of the kidneys were used. Ultrasound images (600 x 800 pixels) contained

patient identifiers and acquisition metadata in the header region. To ensure anonymization and prevent information leakage, the

header was removed by cropping, resulting in images of 540 x 800 pixels. This process eliminated identifiable information

while preserving the renal field of view. Examples of preprocessed images are shown in Figure 2.

2.4 Statistical analysis of patient characteristics

For statistical analysis of patient characteristics, each patient was represented by a single examination. In patients with multiple

examinations, the most recent examination was used for the analysis to avoid duplicate counting. The eGFR value was obtained

from the laboratory test closest to the ultrasound examination date, representing a single time point. Continuous variables were

presented as median and interquartile range (IQR), and compared between CKD and non-CKD groups using the Mann-Whitney

U test, while categorical variables were compared between groups using the chi-square test. Statistical significance was defined

as a two-sided p-value < 0.05.

2.5 Model development

In this study, we employed Monte Carlo cross-validation20 (MCCV) on the dataset collected from Chonnam National University

Hospital (CNUH-CKD). To provide reliable and fairness comparison, we randomly split the CNUH-CKD dataset into training

and testing sets multiple times using 10 different random seeds, as described in Appendix A. 1. For each seed, the model was

independently trained on the corresponding training set and evaluated on the held-out testing set.
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We adopted a pooled unilateral training strategy. Each examination in our dataset includes ultrasound images of both

kidneys, and we treated each kidney image independently, pooling left and right kidney images into a single training set without

distinguishing laterality. This approach used the contralateral kidney images as a form of natural data augmentation, thus

doubling the number of training instances and potentially encouraging the model to learn generalized, side-invariant renal

representations.

2.5.1 Baseline models

To establish a comparative benchmark for CKD classification, we trained four widely adopted deep convolutional neural

network (CNN) architectures, namely ResNet-5021, DenseNet-12122, EfficientNet-B023, VGG1624 alongside ViT1625, a

transformer-based model. All baseline models were initialized with pre-trained weights on the ImageNet26 dataset. For each

baseline architecture, the original fully connected classification head was replaced with a custom layer matching the number of

CKD classes in our study. All models were fully fine-tuned using the Adam optimizer for CNN architectures and AdamW

for ViT16, with the learning rates of 3×10−4 for ResNet-50, DenseNet-121 and 1×10−4 for EfficientNet-B0, VGG16. For

ViT16, a warmup learning rate of 1×10−5 was used before transitioning to a base learning rate of 1×10−4.

2.5.2 Ultrasound foundation model

To evaluate the efficacy of ultrasound-specific foundation models for CKD, we applied the Universal Ultrasound Foundation

Model18 (USFM) to the CNUH-CKD dataset. The model was utilized as a robust feature extractor, where the foundational

ultrasound encoder processed the input scans to generate high-dimensional embeddings, which were then mapped to CKD

predictions via a task-specific classification head. By training on the mixed pool of left and right kidneys, the USFM could

bridge its universal ultrasound representations with the specific variations present in our clinical data.

2.6 Performance evaluation

2.6.1 Performance metrics

The models were trained and validated on individual kidney images as independent samples; no left-right pairing was performed

during training or validation. Pairing was applied only at test time as a late-fusion strategy to integrate integrate bilateral kidney

information into a single prediction per sample.

Test-time pair construction. Within each examination in the test set, left-irght image pairs were constructed as follows. For

an examination containing nL left and nR right kidney images, min(nL,nR) pairs were formed by randomly pairing each image

on the smaller side, without replacement, with a distinct image on the opposite side; any surplus images on the larger side were

not used. This ensured that no image contributed to more than one test sample. To assess the robustness of the evaluation to this

random pairing, pair construction was repeated independently for each of the 10 Monte Carlo cross-validation runs, and all

reported metrics represent the mean and standard deviation across these runs.

Sample-level prediction. For each test sample i, the trained model produced a class-probability vector for the left kidney

image and another for the right kidney image. Let pi,L ∈ R
C and pi,R ∈ R

C denote these two vectors, where C is the number of

classes. The sample-level probability vector was obtained by averaging the two vectors elementwise:

p̂
sample
i = 1

2
(pi,L +pi,R) . (1)

The sample-level predicted class was then obtained as the argmax over classes of this averaged probability vector:

ŷ
sample
i = argmax

c∈{1,...,C}

p̂
sample
i,c . (2)

Examination-level prediction. Because each examination may contain multiple left–right pairs, predictions were further

aggregated across all samples belonging to the same examination. For each examination e, let Se = { i | exam(i) = e} denote

the set of sample indices belonging to examination e. The examination-level probability vector was obtained by averaging the

sample-level probability vectors within Se:

p̂exam
e =

1

|Se|
∑
i∈Se

p̂
sample
i . (3)

The examination-level predicted class was then obtained as:

ŷexam
e = argmax

c∈{1,...,C}

p̂exam
e,c . (4)
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Table 1. Baseline characteristics of CKD and non-CKD cohorts. Age and eGFR are presented as median [interquartile range],

while Sex is presented as counts (percentages).

Variable CKD (n=1128) non-CKD (n=356) p-value

Age (years) 66 [54-76] 58 [44-67] < 0.001

Sex, n (%) < 0.001

Male 720 (63.8%) 190 (53.4%)

Female 408 (36.2%) 166 (46.6%)

eGFR (mL/min/1.73 m2) 37 [19-57] 95.5 [78-106] < 0.001

Abbreviations: eGFR, estimated glomerular filtration rate.

Evaluation metrics. Model performance was reported at two levels: the sample level, where each sample consisted of one

paired left-right image from the same examination, and the examination level, where predictions were aggregated across all

pairs belonging to the same examination. At both levels, each model was evaluated using five metrics: balanced accuracy

(B-ACC), F1-score (F1), area under the receiver operating characteristic curve (AUC), sensitivity, and specificity. All metrics

are reported as the mean and standard deviation across the 10 Monte Carlo cross-validation runs.

2.6.2 Decision Curve Analysis

Decision curve analysis (DCA) was performed to assess the potential clinical utility of each model across different threshold

probabilities. Unlike conventional discrimination metrics such as AUC or balanced accuracy, DCA evaluates whether using

a prediction model would provide a higher clinical benefit than default strategies, such as treating all patients or treating no

patients. The net benefit was calculated across a range of threshold probabilities, where the threshold probability represents the

level of predicted risk at which a clinical decision would be made.

For each model, DCA was conducted at both the sample and examination levels. At the sample level, the predicted

probability was obtained from the late-fusion probability vector generated by averaging the left and right kidney predictions. At

the examination level, the predicted probability was obtained by averaging all sample-level probability vectors belonging to the

same examination. The resulting net benefit curves were compared with two reference strategies: treating no patients, which

has a net benefit of zero, and treating all patients, which assumes that all cases are classified as positive.

3 Results

3.1 Patient characteristics

The cohort comprised 910 male patients (61.3%) and 574 female patients (38.7%), with a median age of 64 [52–75] years and

a median eGFR of 47 [23-82] mL/min/1.73 m2. According to the reference standard, 1128 patients (76.0%) were classified

as having CKD while 356 patients (24.0%) were classified as non-CKD. With regard to patients who underwent multiple

examinations, no patient exhibited discordant ground truth labels across different examinations.

Baseline characteristics of the CKD and non-CKD cohorts are presented in Table 1. Patients in the CKD group were

significantly older than those in the non-CKD group (median [IQR]: 66 [54–76] vs 58 [44–67] years, p < 0.001). eGFR

was markedly lower in the CKD group compared to the non-CKD group (median [IQR]: 37 [19–57] vs 95.5 [78–106]

mL/min/1.73m2, p < 0.001). A significant difference in sex distribution was also observed between groups (p < 0.001).

3.2 Sample-level performance

As shown in Table 2, USFM outperformed all baseline models in most evaluation metrics, achieving the highest B-ACC

(73.51±3.68%), F1 (72.78±2.89%), AUC (83.76±2.12%) and specificity (61.88±9.26%). VGG16 ranked second in B-ACC

(71.78± 4.21%), F1 (70.84± 3.22%), AUC (82.22± 1.53%), and specificity (59.54± 12.82%), albeit with a substantially

larger parameter count of 134.3M compared to 39K for USFM. EfficientNet-B0 recorded the highest sensitivity (89.85±1.66%)

but the lowest specificity (44.02±6.56%) and B-ACC (66.93±2.87%), reflecting a tendency to over-predict the positive class.

As visualized in Figure 3 (a), the USFM ROC curve dominates the upper-left quadrant with the highest mean AUC across 10

runs.

3.3 Examination-level performance

Table 3 presents the examination-level evaluation results, where consistent patterns were observed across models. USFM

obtained the highest B-ACC (74.49±4.63%), F1 (73.59±3.60%), AUC (84.80±1.98%) and specificity (63.20±10.78%),

with VGG16 ranking second in most metrics, while VIT16 ranked second in F1-score and sensitivity. EFFICIENTNET-B0
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Table 2. Comparison of performance metrics (%) at the sample level across 10 Monte Carlo cross-validation runs. Bold: best

results, underline: second-best results.

Model Params B-ACC F1 AUC Sensitivity Specificity

ResNet-5021 23.5M 69.74 ± 2.40 69.92 ± 1.65 80.19 ± 1.63 86.29 ± 3.26 53.19 ± 7.66

DenseNet-12122 6.9M 69.94 ± 2.56 70.29 ± 1.68 81.53 ± 1.50 87.29 ± 4.81 52.58 ± 9.24

EfficientNet-B023 4M 66.93 ± 2.87 68.22 ± 2.75 80.37 ± 2.01 89.85 ± 1.66 44.02 ± 6.56

VGG1624 134.3M 71.78 ± 4.21 70.84 ± 3.22 82.22 ± 1.53 84.02 ± 5.03 59.54 ± 12.82

ViT1625 85.8M 70.47 ± 3.08 70.64 ± 2.16 81.77 ± 2.01 86.67 ± 3.86 54.27 ± 9.46

USFM18 39K 73.51 ± 3.68 72.78 ± 2.89 83.76 ± 2.12 85.13 ± 3.44 61.88 ± 9.26

Abbreviations: B-ACC, balanced accuracy; F1, F1-score; AUC, area under the receiver operating characteristic curve.

Figure 3. Receiver Operating Characteristic (ROC) curves for CKD classification on the CNUH-CKD dataset across models

at the (a) Sample level and (b) Examination level. Solid lines represent the mean performance across 10 random seeds, while

shaded regions indicate the standard deviation.
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Table 3. Comparison of performance metrics (%) at the examination level across 10 Monte Carlo cross-validation runs. Bold:

best results, underline: second-best results.

Model Params B-ACC F1 AUC Sensitivity Specificity

ResNet-5021 23.5M 70.42 ± 3.37 70.70 ± 2.55 82.35 ± 2.64 87.42 ± 2.86 53.42 ± 8.78

DenseNet-12122 6.9M 70.47 ± 3.95 70.79 ± 2.74 83.05 ± 0.76 87.92 ± 4.15 53.02 ± 11.13

EfficientNet-B023 4M 68.59 ± 2.89 70.15 ± 2.08 82.64 ± 1.99 91.17 ± 2.22 46.02 ± 6.34

VGG1624 134.3M 73.14 ± 4.51 72.31 ± 3.28 84.26 ± 1.54 85.84 ± 4.74 60.45 ± 13.04

ViT1625 85.8M 71.82 ± 3.95 72.33 ± 3.21 84.14 ± 2.19 89.04 ± 3.41 54.61 ± 10.52

USFM18 39K 74.49 ± 4.63 73.59 ± 3.60 84.80 ± 1.98 85.79 ± 3.38 63.20 ± 10.78

Abbreviations: B-ACC, balanced accuracy; F1, F1-score; AUC, area under the receiver operating characteristic curve.

Figure 4. Decision curve analysis of the evaluated models at the (a) Sample level and (b) Examination level. Net benefit was

calculated across a range of threshold probabilities and compared with two reference strategies: Treat all and Treat none.

Shaded regions represent variability across 10 Monte Carlo cross-validation runs.

similarly recorded the highest sensitivity (91.17±2.22%) alongside the lowest specificity (46.02±6.34%). The AUC curves

for all models at the examination level are visualized in Figure 3 (b).

Notably, performance metrics across all models generally improved from sample-level to examination-level evaluation.

This trend suggests that averaging bilateral predictions provides a more stable assessment by reducing the impact of image-level

variability inherent to ultrasound acquisition. At the examination level, USFM maintained a sensitivity of 85.79% while

achieving the highest specificity among all evaluated models, suggesting a balanced trade-off between minimizing false positives

and retaining true CKD cases.

3.4 Decision curve analysis
Figure 4 presents the decision curve analysis of all models at both the sample and examination levels. Across both levels, all

evaluated models achieved positive net benefit over a wide range of threshold probabilities, consistently outperforming the

Treat none strategy and surpassing the Treat all strategy at thresholds above approximately 0.5. At the sample level, the net

benefit curves of all models were closely clustered across low-to-moderate thresholds, indicating comparable clinical utility.

At the examination level, a similar pattern was observed, although the curves showed greater separation at higher thresholds,

where USFM maintained a competitive net benefit compared to other models.

4 Discussion

Early and accurate diagnosis of CKD remains challenging due to its silent progression and the complexity of current diagnostic

criteria6. Kidney ultrasound has been increasingly utilized for CKD evaluation owing to its non-invasive nature and wide

clinical availability10, as it captures morphological characteristics, such as kidney size and cortical echogenicity, which have

been shown to correlate with eGFR in patients with CKD27. However, differentiating CKD from non-CKD based on ultrasound
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images has been reported to be challenging even for experienced radiologists and nephrologists28, highlighting the potential

role of AI in enhancing diagnostic accuracy. Although recent studies have explored AI-based approaches for CKD classification

from renal ultrasound, several shortcomings remain. Many studies do not adhere to the KDIGO definition, relying solely on

eGFR or lacking longitudinal confirmation14, 15. Others follow the diagnostic criteria but assess only a single kidney29, 30,

thereby reducing the comprehensiveness of the evaluation and reducing their applicability in clinical practice. To address

these gaps, we applied an ultrasound foundation model to classify CKD using bilateral kidney information. Specifically,

CKD diagnosis incorporated multiple clinical parameters, including eGFR, UACR, and kidney ultrasonography findings. The

presence of chronic kidney dysfunction was confirmed using repeated laboratory measurements obtained over a period of at

least 3 months, including follow-up serum creatinine, eGFR, and albuminuria assessments, in accordance with current CKD

diagnostic guidelines. To the best of our knowledge, this is the first study to investigate the utility of an ultrasound foundation

model for CKD classification.

The experimental results demonstrate that USFM achieved the strongest overall performance in most evaluation metrics.

At the sample level, USFM obtained the highest B-ACC, F1-score, AUC, and specificity, while maintaining competitive

sensitivity. Similar trends were observed at the examination level, where USFM again achieved the highest B-ACC, F1-score,

AUC, and specificity. This was further supported by the class activation maps in Appendix A. 4, where USFM demonstrated

well-localized attention toward the renal cortex compared with other models. These findings indicate that ultrasound-specific

foundation representations are particularly effective for CKD classification and can provide a better balance between sensitivity

and specificity compared with the conventional CNN-based and ImageNet-pretrained ViT16. Importantly, USFM achieved

competitive performance with only 39K trainable parameters, substantially fewer than large deep learning baselines such

as VGG16 and ViT16. This suggests that the proposed approach is not only accurate but also computationally efficient. In

addition, the examination-level evaluation improved overall diagnostic performance compared with the sample-level evaluation,

indicating that aggregating predictions across bilateral kidney images via averaged softmax probabilities provides a more stable

and representative assessment of renal status, reducing the impact of image-level variability inherent to ultrasound acquisition.

The utility of the proposed approach is further illustrated through representative cases shown in Figure 2. Panels (a) and

(b) correspond to a non-CKD patient with an eGFR of approximately 100 mL/min/1.73 m2, presenting with normal renal

morphology on bilateral ultrasound. USFM correctly classified this patient as non-CKD, with an averaged bilateral prediction

probability of 0.78 for the non-CKD class. Panels (c) and (d) depict a typical CKD case with a markedly reduced eGFR of

approximately 7 mL/min/1.73 m2, in which the ultrasound images demonstrated overt morphological changes consistent with

advanced renal disease, including reduced kidney size, thinning of the renal cortex, increased parenchymal echogenicity and an

irregular renal contour. USFM correctly identified this patient as CKD with high confidence, yielding a prediction probability of

0.90 for the CKD class. These two cases suggest that USFM performs reliably in straightforward presentations where clinical

and imaging findings are concordant.

Beyond these typical presentations, the model’s behavior in more diagnostically challenging cases reveals both its strengths

and limitations. Panels (e) and (f) correspond to a CKD patient with an eGFR of approximately 25 mL/min/1.73 m2, yet the

bilateral kidney ultrasound images remain morphologically preserved with near-normal features, including relatively maintained

kidney size, fairly thick renal cortex, smooth and continuous renal surface, normal renal parenchymal echogenicity, and clear

corticomedullary differentiation, closely resembling the appearance of a normal kidney on ultrasound. Despite this imaging

ambiguity, USFM nonetheless assigned a correct CKD prediction, with a bilateral prediction probability of 0.69 for the CKD

class, indicating that the model may capture subtle imaging patterns that are not readily apparent on visual assessment. In

contrast, panels (g) and (h) represent a particularly atypical case in which the patient was diagnosed with CKD based on a

persistently elevated UACR over more than 3 months, despite a high eGFR of 97 mL/min/1.73 m2 and bilaterally preserved

renal morphology similar to that observed in panels (e) and (f). USFM misclassified this patient as non-CKD, with an averaged

bilateral prediction probability of 0.46 for the CKD class. The diagnosis in this case was primarily supported by urinary ACR

rather than eGFR, which may have a different subtle pattern and contributed to the model’s misclassification.

While these findings demonstrate the promise of ultrasound foundation models for CKD classification, several limitations of

this study should be acknowledged. First, both training and evaluation were performed on a single-center dataset, and the absence

of external validation limits the assessment of the model’s generalizability across different patient populations, ultrasound

devices, and imaging protocols. Second, the retrospective design may have introduced selection bias due to the reliance on

available and complete clinical records. This bias may have been compounded by the fact that kidney ultrasonography is

generally performed in patients with suspected kidney disease rather than in the general population, resulting in a study cohort

enriched for CKD cases and potentially limiting the generalizability of the findings.

Overall, this study highlights the potential of ultrasound foundation models as promising tools for CKD classification

from kidney ultrasound images. Future work should prioritize prospective multi-center validation across diverse institutions,

ultrasound devices, and imaging protocols to further confirm the robustness and broad clinical utility of the proposed approach.
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