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Abstract 

Unsupervised hierarchical clustering of breast cancer glycogene expression data using the 

Growing Hierarchical Self Organising RepresentaƟon Map algorithm idenƟĮed six subclasses. 

These glycogene expression clusters (GEC) overlap with tradiƟonal markers such as PAM50 

subtypes and the mRNA stemness index but provide improved prognosƟc straƟĮcaƟon. Feature 

discovery via Recursive Feature EliminaƟon with Strikeout idenƟĮed glycogenes that are 

important predictors of each GEC. The results reveal that disƟnct glycogene signatures exist 

within each GEC, which are associated with unique oncogenic funcƟonaliƟes. These glycogene 

signatures covary with immune cell type abundance, which may point to context-speciĮc 

interplay between immunity and glycosylaƟon. The funcƟonal aberraƟons in each GEC may be 

targeted by speciĮc drugs, oīering a proof-of-concept for funcƟonally informed, personalised 

drug discovery. This study demonstrates how using glycogene expression in combinaƟon with 

speciĮc machine learning algorithms could be used as an approach for more personalised 

cancer subtyping.  

IntroducƟon 

Gene-expression based cancer subtyping inherently suīers from the curse of dimensionality, 

where the sample size is several orders of magnitude smaller than the number of genes (1). 

ArƟĮcial intelligence (AI) and machine learning (ML) algorithms are increasingly being used to 



radically reduce the dimensions of gene sets and cluster the samples into clinically meaningful 

classes.  

As machine learning methods have advanced, undertaking breast cancer subtyping on the basis 

of gene expression has become a reliable approach (2). Several gene expression procedures are 

uƟlised in clinical seƫngs for breast cancer subtype diagnosƟcs, including the PAM50 intrinsic 

molecular subtyping technique (3, 4). The PAM50 classes are well established and have been 

used in an analysis of the straƟĮcaƟon of cancer samples based on the degree of diīerenƟaƟon, 

otherwise known as the mRNA stemness index (mRNAsi) (5). Despite these advances, a 

biological descripƟon of paƟent prognosis and an understanding of the treatment regimen that 

responds to the underlying biochemical fundamentals driving tumour progression, remains 

unmet (6).  

GlycosylaƟon, a non-template driven, highly orchestrated post-translaƟonal modiĮcaƟon, is 

dysregulated in cancer (7, 8). The glycoconjugates that present themselves on the surface of 

epithelial cells as signalling (9) and immune receptors (10), play various roles in tumorigenesis 

(7, 11-13). The glycogenes that catalyse these reacƟons are located in speciĮc areas along the 

ER-Golgi complex, and their abundance and spaƟotemporal locaƟon determine the nature of 

protein and lipid glycosylaƟon (14-16). Glycogene expression can classify diīerent cancer types 

and cluster breast cancer samples into clinically relevant groups (17). The pervasiveness of 

glycosylaƟon in cellular funcƟonality and its correlaƟon to hormonal and developmental 

aberraƟons provides an opportunity for improved breast cancer subtyping. Because tumour 

glycosylaƟon paƩerns closely align with established classiĮers like PAM50 and stemness (18), a 

glycosylaƟon-based subtyping method could eīecƟvely complement current diagnosƟc tools. 

The Growing Hierarchical Self-Organising Map (GHSORM) (19) was developed to idenƟfy 

hierarchical class-representaƟve structures in datasets such as breast cancer gene expression in 

this study. The algorithm Įrst performs dimensionality reducƟon using a Denoising Autoencoder 

that ensures representaƟve learning from high-dimensional data. Following this, the 

representaƟon layer is mapped onto a series of hierarchically structured Self-Organising Maps 

(SOMs), each layer oīering Įner-grained resoluƟon of the clustering space than the preceding 



one. GHSORM outperforms more rudimentary clustering techniques such as k-means and 

hierarchical clustering, parƟcularly in cases where the data is hierarchical (19).  

A raƟonal explanaƟon of ML-derived subtype models is essenƟal for informing paƟent care 

following diagnoses (20). While unsupervised methods such as GHSORM are useful to uncover 

underlying data structures, they lack informaƟon regarding important genes or possible disease-

causing mechanisms. We combine our unsupervised clustering algorithm with an in-house 

feature discovery technique based on the Random Forest algorithm (21), Recursive Feature 

EliminaƟon with Strikeout (RFES), to provide the raƟonale for clustering. Building on this, 

biological knowledge and bioinformaƟcs are applied to idenƟfy potenƟal mechanisms 

underlying the biology of disease clusters, as well as new targets for funcƟonal validaƟon.  

Results 

Glycogene expression-based breast cancer subtype discovery with GHSORM 

Six Glycogene Expression Clusters (GECs) were idenƟĮed following the applicaƟon of the 

unsupervised GHSORM subtype discovery algorithm to the TCGA data (Figure 1A). The Įrst SOM 

layer immediately separates Basal from Luminal cancers, while the second layer oīers a more 

granular clustering scheme. The ideal number of clusters was determined through assessing the 

hierarchical distance between neurons, analysing the homogeneity of glycogene expression 

across clusters, and maximising paƟent survival straƟĮcaƟon between GECs (Supplementary 

Figure S1).  

There are currently no exisƟng standards for the hyperparameterisaƟon of unsupervised 

models, yet the process is highly subjecƟve and has a signiĮcant impact on model performance 

(18). Due to the clinical relevance of the PAM50 subtypes, and the observed overlap between 

PAM50 subtype and glycogene expression (17), GHSORM was hyperparameterised by 

maximising the Normalised Mutual InformaƟon (NMI) index (22) between GECs and PAM50 

subtype (See Experimental SecƟon). Through this approach, the best-performing GHSORM 

model had a Normalised Mutual InformaƟon (NMI) index of 0.63. In contrast, the applicaƟon of 

staƟc clustering techniques such as DASOM (23) and k-means clustering resulted in inferior 

model performance (NMI = 0.41 and 0.23 respecƟvely) (Supplementary Figure S2). 



Due to the established connecƟon between glycosylaƟon and stemness (18), we invesƟgated 

whether the GECs straƟĮed samples based on mRNAsi (5) (Figure 1B; Supplementary Table S1). 

The interacƟon between GEC and PAM50-mRNAsi was signiĮcant for the LumA, LumB, and Basal 

subtypes (chi-square p = 2.187e-07, 4.812e-07, and 4e-04, respecƟvely), but was less signiĮcant 

in the case of the HER2 subtype (chi-square p = 5e-02) and insigniĮcant for the Normal-like 

subtype as only one sample was high-stem (mRNAsi  0.5). Therefore, the disƟncƟon between 

high and low mRNAsi was not further invesƟgated for the HER2 and Normal-like subtypes.  

A key metric of eīecƟve subtyping is the ability to straƟfy paƟent survival; in this regard, the 

glycosylaƟon-based approach outperformed both PAM50 and the PAM50-mRNAsi combinaƟon 

(Figure 1C; Supplementary Figure S3). However, none of the approaches reached staƟsƟcal 

signiĮcance (p > 0.05). This is due to the exclusion of stage III and IV samples from the dataset. 

When stage III and IV samples are included, glycosylaƟon-based clustering results in staƟsƟcally 

signiĮcant paƟent straƟĮcaƟon (p = 0.01), while PAM50 and the combinaƟon of PAM50-mRNAsi 

are less signiĮcant (p = 0.1 and 0.05, respecƟvely) (Supplementary Figure S4). The decision to 

remove stage III and IV samples from the cohort was made to retain emphasis on the uƟlity of 

glycosylaƟon-based subtyping in the early stages of breast cancer.  

The existence of these GECs was validated in the METABRIC dataset by following the same 

clustering procedure as for the TCGA dataset (See Experimental SecƟon). By using the Jaccard 

index to measure the similarity of the diīerenƟal expression signature between the two 

datasets, 5 of the 6 GECs could be found in METABRIC and corresponded with those discovered 

in the TCGA. The reason for GEC6 missing in the METABRIC dataset was likely due to the small 

number of Basal samples (n = 40) (Supplementary Figure S5).  

Recursive Feature EliminaƟon with Strikeout (RFES) 
To determine which glycogenes signiĮcantly contribute to GEC classiĮcaƟon, RFES was 

developed. RFES iteraƟvely removes unimportant genes from a Random Forest classiĮcaƟon 

model, terminaƟng when model accuracy decreases s Ɵmes. The introducƟon of the strikeout 

parameter allows the accuracy to Ňuctuate, thereby increasing the Ňexibility of the model and 

facilitaƟng a more exhausƟve search of the feature space.  



Using RFES, 60 glycogenes were idenƟĮed that could classify samples into GECs with 95.45% 

accuracy using a 5-fold cross-validaƟon approach (Supplementary Figure S6). The 

glycosignature, deĮned as a subset from the 353 total GEGs, diīers notably for each of the six 

GECs (Figure 2A), and the top 20 glycogenes important for the classiĮcaƟon of each GEC are 

disƟnctly diīerent (Figure 2B). Moreover, model performance remains consistent between 

classes (Figure 2C).  

The immune landscape of GECs 

Undertaking immune cell deconvoluƟon using Cibersort revealed extensive variaƟon of overall 

immune inĮltraƟon across GECs, as indicated by Cibersort’s absolute score (Figure 3A). 

Expectedly, overall immune inĮltraƟon and tumour purity show a strong negaƟve correlaƟon 

across the GECs (Supplementary Figure S7), and tumour purity was strongly associated with 

GEC (Anova p-value < 2e-16). Therefore, to quanƟfy observed diīerences in relaƟve immune 

cell abundance (Figure 3B), CLR-normalised relaƟve immune cell abundance was modelled as a 

funcƟon of GEC, adjusƟng for tumour purity. Five immune cell types were signiĮcantly diīerent 

in one GEC compared to other GECs combined (adjusted p < 0.05). GEC4 was characterised by a 

low abundance of M0 macrophages, while GEC1 had a low abundance of M1 macrophages. M2 

macrophages were most abundant in GEC2, and resƟng mast cells were present at low 

abundance in GEC6 (Figure 3C).  

The strong regulaƟon of immune cells by glycosylaƟon likely underpins the ability of glycogene 

expression to produce breast cancer subtypes that vary in terms of immune inĮltraƟon, tumour 

purity, and esƟmated abundance of immune cells. Thus, the covariaƟon of glycogene paths and 

relaƟve immune cell abundance was invesƟgated through Pearson correlaƟon (Figure 3D). 

PaƩerns of covariaƟon diīered by GEC. M0 macrophage abundance in GEC4 negaƟvely 

correlated with N- and O-linked glycan degradaƟon, a paƩern not observed as strongly in other 

GECs. Furthermore, resƟng mast cell abundance in the Basal clusters GEC5 and GEC6 exhibited 

opposing correlaƟons with 6-sulfated Sialyl Lewis X formaƟon – posiƟve in GEC5 and negaƟve in 

GEC6. 



Gene regulatory network and drug discovery 

The heterogeneity observed in breast cancer is indicaƟve of a variety of tumorigenic 

mechanisms, each likely accompanied by disƟnct glycosylaƟon aberraƟons. To unpack this, a 

gene regulatory network for breast cancer was constructed where regression modelling was 

used to predict the expression of non-glycogenes from RFES-idenƟĮed and diīerenƟally 

expressed glycogene targets in each GEC (See Experimental SecƟon). The ability of a glycogene 

to accurately predict the expression of a non-glycogene may indicate a funcƟonal relaƟonship 

and presents a target for future research. FuncƟonal proĮling of the non-glycogenes was 

conducted to reveal potenƟal associaƟons for glycosylaƟon in each GEC. 

Diīerent glycogenes are important predictors of gene expression in each GEC (Figure 5A), and 

those genes have disƟnct funcƟonal roles (Figure 5B). In GEC1, the expression of 

glycosaminoglycan biosynthesis genes such as CHST11 could predict the expression of immune-

related genes such as the T-cell surface glycoprotein CD5, SIGLEC7, and CD80. In GEC3, FUT8 

could predict the expression of PEX12, a peroxisomal biogenesis factor.  Glycogene expression 

and relaƟon to funcƟonal processes varies across GECs, suggesƟng that glycosylaƟon may play 

various roles in the tumorigenic process. 

The major value of subtype discovery is to provide a clinically meaningful direcƟon which results 

in a treatment raƟonale that is unique and eīecƟve for each subtype. To idenƟfy potenƟal 

treatments for the GECs, FuncƟonal RepresentaƟon of Gene Signatures (FRoGS) was uƟlised 

(24). FRoGS works by predicƟng compound-target interacƟons based on the concordance 

between gene signatures in a sample and the signatures a compound is known to inhibit. 

Cancer drugs that show potenƟal for repurposing were modelled for their ability to inhibit the 

funcƟonal gene signatures predicted from glycogene expression in each GEC (Figure 5C). From 

this modelling, Albendazole was predicted to be an eīecƟve treatment for GEC2, while 

Clomifene may be eīecƟve for paƟents belonging to GEC4. 

Discussion 
Luminal and Basal cancers are known to be geneƟcally disƟnct (25), and aberrant glycogene 

signatures drive their separaƟon in the Įrst layer SOM (Figure 1A). GHSORM’s probing of the 



more subtle remaining diīerences gave rise to two Basal and two Luminal clusters which 

emerged in the organisaƟonal hierarchy of the second layer SOM. Although the GECs overlap 

with tradiƟonal classiĮcaƟon by PAM50 and mRNAsi (Figure 1B; Table 1), the superior and 

custom-designed clustering algorithm applied to glycogenes enables improved paƟent survival 

straƟĮcaƟon compared to these tradiƟonal approaches (Figure 1C, Supplementary Figure S3 

and S4). The existence of comparable GECs in the METABRIC dataset show that these glycogene 

signatures are stable and reproducible (Supplementary Figure S4), moƟvaƟng further research 

into glycogene-based cancer subtyping.  

The concordance between clusters in the METABRIC and TCGA datasets might be improved if 

the same set of glycogenes were used to cluster both datasets (Table 1). Many glycogenes 

criƟcal to the clustering of the TCGA dataset, such as B3GNT5, CHST11, and ST6GAL2 were not 

present in the METABRIC dataset. We made this experimental design choice to maximise the 

informaƟon gain from the TCGA dataset, at the expense of concordance with the METABRIC 

cohort, which contained fewer glycogenes.  

One major barrier to the adopƟon of machine learning in clinical research is lack of model 

explainability (26). RFES was therefore developed to idenƟfy glycogenes that contribute to 

GHSORM’s clustering scheme (Supplementary Figure S6). Key consideraƟons for RFES 

performance were the maximisaƟon of the model accuracy on an independent tesƟng dataset, 

minimisaƟon of the per-class classiĮcaƟon error, and minimisaƟon of the number of genes in 

the Įnal model. Each GEC could be classiĮed by a disƟnct set of glycogenes (Figure 2), providing 

opportuniƟes for glycogene-based breast cancer subtyping. Although beyond the scope of this 

paper, follow-up mechanisƟc studies that invesƟgate how these glycogenes are involved in 

tumorigenesis in each subtype is criƟcal to establish the feasibility of glycosylaƟon-based 

subtyping in clinical seƫngs.  

An important objecƟve of this paper was to invesƟgate the immune phenotypes associated with 

each GEC. This is of parƟcular interest given the Ɵght integraƟon between glycosylaƟon and the 

immune system (27). Unsurprisingly, tumour purity negaƟvely correlated with immune 

inĮltraƟon across the GECs (Supplementary Figure S7). AŌer adjusƟng for tumour purity, the 



degree of macrophage diīerenƟaƟon was diīerent between GECs. Solid tumours are known to 

be heavily inĮltrated by macrophages, but their diīerenƟaƟon state depends on the tumour 

microenvironment (28). Compared to the other GECs, GEC2 has a high abundance of M2 

macrophages (Figure 3C), which are typically associated with adverse paƟent outcomes due to 

their ability to promote immunosuppression and angiogenesis (29).  

InteresƟngly, covariaƟon paƩerns between glycosylaƟon pathways and immune cell abundance 

varied between the GECs (Figure 3D). This Įnding provides mechanisƟc clues about the context-

speciĮc interplay between glycosylaƟon and immune system regulaƟon that could be further 

invesƟgated through funcƟonal validaƟon. For example, the biosynthesis of 6-sulfated Sialyl 

Lewis X structures showed a posiƟve correlaƟon with resƟng mast cells in GEC5, but a negaƟve 

correlaƟon in GEC6, both Basal clusters. Mast cell acƟvity is controlled via binding of Siglec-8 to 

6-sulfated Sialyl Lewis X (30). This Įnding illustrates how glycosylaƟon-based subtyping could 

provide more informaƟon than PAM50 subtype alone, which is especially important given the 

urgency of improved care for triple negaƟve breast cancers (31). 

In accordance with the proxy-hypothesis (32), we hypothesised that covarying expression 

paƩerns between glycogenes and non-glycogenes represent funcƟonal networks that drive 

tumorigenesis in a coordinated fashion. FuncƟonal proĮling of the constructed gene regulatory 

network showed disƟnct covarying paƩerns of glycogene expression between GECs (Figure 4A, 

B). In GEC1, for example, expression of glycogenes involved in glycosaminoglycan synthesis and 

degradaƟon such as CHST11 predicted the expression of key immune modulators such as CD5, 

CD80 and SIGLEC7.  Although the exact mechanisƟc roles for glycosaminoglycans in immune 

regulaƟon is sƟll unclear, signiĮcant eīort is underway to disentangle these complex networks 

(33).  

Through a deep learning approach that predicts cancer treatment based on the funcƟonal 

proĮle of cancer samples (24), potenƟal drugs were idenƟĮed for each GEC (Figure 4C). Based 

on the model, Clomifene may be an eīecƟve drug against GEC4. Clomifene showed anƟ-

proliferaƟve capacity and induced apoptosis in cancer cells (34). While further studies are 

needed to validate these compounds as anƟ-cancer agents speciĮc to each GEC, this analysis 



provides a proof-of-concept showing how the integraƟon of expression paƩerns and funcƟonal 

proĮling can be leveraged to discover potenƟal drug candidates.  

This study has limitaƟons that must be acknowledged. The relaƟonship between glycogene 

expression and glycosylaƟon is not yet well-established; therefore, we refrain from inferring the 

glycomic state of the GECs. In addiƟon, the samples used in this study are derived from bulk 

tumour Ɵssue and thus the speciĮc cell types that contribute to the observed glycosylaƟon 

signatures are not known. FuncƟonal validaƟon studies linking glycosylaƟon to known 

tumorigenic pathways are criƟcal for translaƟon of this work from theory to pracƟce. 

This research serves as a proof-of-concept, demonstraƟng that specialised machine learning 

algorithms can be paired with aberrant glycogene expression to discover disƟnct cancer 

subtypes. By linking molecular expression proĮles with paƟent prognosis and tailored treatment 

strategies, this approach establishes a robust framework for data-driven cancer subtype 

discovery. 

 

Materials and Methods 

Data preparaƟon 

The TCGAbiolinks package (35) in R-4.4.1 (36) was used to download 1067 primary, untreated 

breast cancer and 111 matched normal RNA-seq samples from female paƟents from The Cancer 

Genome Atlas (hƩps://www.cancer.gov/tcga). Ensemble IDs were converted to HGNC symbols 

using the org.Hs.eg.db library (37), and in cases where duplicate symbols exist, the entry with 

the highest mean expression samples was used. GE genes and pathways were obtained from 

GlyocoEnzOnto (38). Tidyverse (39) and data.table (40) were instrumental in performing dataset 

manipulaƟon.  

The mRNA stemness index (5) (mRNAsi) was obtained using the “TCGAanalyze_Stemness” 

funcƟon and SC_PCBC_stemSig score from TCGAbiolinks (35). Samples were designated as Low 

Stem (LS; mRNAsi < 0.5) or High Stem (HS; mRNAsi >=0.5).  



DiīerenƟal expression analysis was conducted using the DESeq2 (41) package and Log Fold 

changes were obtained using the “apeglm” method (42). The variance stabilised data (using 

only the intercept in the design matrix) was used for further analysis. 

Sample selecƟon and experimental setup 

The Cancer Genome Atlas (TCGA) breast cancer dataset contains 1067 female treatment-naïve 

primary tumour RNA-seq samples. To ensure the applicability of our method to the straƟĮcaƟon 

of early breast tumours, only 785 Stage I and II samples were used in this analysis (ntotal =785; 

nLumA =406; nLumB =139; nHer2 =57; nBasal =155; nNormal-like =28).  

EvaluaƟng the performance of unsupervised clustering models is challenging due to the lack of 

a ground truth. Since previous research demonstrated overlap between glycogene expression 

and PAM50 subtype, GHSORM performance was evaluated by maximising the Normalised 

Mutual InformaƟon (NMI) index between Glycogene Expression Clusters (GECs) and PAM50 

subtype.  

To miƟgate against the class bias caused by LumA overrepresentaƟon, only 147 LumA samples 

were included in the Įnal dataset. This number of LumA samples were chosen as the average of 

the two next-biggest subtype classes, Basal and LumB. To ensure an even distribuƟon of LumA 

samples in terms of glycogene expression, GHSORM was Įrst run on the LumA samples only 

(nLumA =406) to determine the number of LumA glycogene clusters (Supplementary Figure S8). 

LumA samples in the Įnal dataset were randomly and proporƟonally sampled from the 3 

idenƟĮed LumA glycogene clusters, yielding the Įnal dataset (ntotal =526; nLumA =147; nLumB =139; 

nHer2 =57; nBasal =155; nNormal-like =28). 

The METABRIC (43) dataset was used for validaƟon of the GECs. To make the analysis 

comparable, only stage I and II primary tumours from female paƟents were included. PAM50 

subtype informaƟon was obtained from CBioPortal (44, 45), and for samples that lacked a 

PAM50 subtype tag, as well as for those designated claudin-low, the genefu algorithm was 

used(46). A similar approach was followed to down-sample the LumA subtype (Supplementary 

Figure S8), yielding the Įnal METABRIC dataset (ntotal =189; nLumA =43; nLumB =46; nHer2 =29; nBasal 

=40; nNormal-like =31).  



The Growing Hierarchical Self-Organising Map 

We developed the Growing Hierarchical Self-Organising RepresentaƟon Map (GHSORM) 

speciĮcally for the purpose of cancer subtype discovery (19). GHSORM relies on two 

components: the Denoising Autoencoder (DA) and the Self-Organising Map (SOM). These 

components can be combined in diīerent ways to create several algorithmically similar models. 

To Įnd the opƟmal algorithmic structure and model hyperparameters, a brute-force grid search 

approach was employed with the objecƟve of maximising the Normalised Mutual InformaƟon 

(NMI) between clusters, with PAM50 subtype as the class label. The best-performing model was 

a Pre-Processor GHSORM in which one DA is shared between all SOM layers. All glycogenes with 

a standard deviaƟon (SD) > 0.5 across samples was used as input to GHSORM. 

At the encoder end, glycogene expression input features were corrupted by addiƟon of 

Gaussian noise with a standard deviaƟon of 0.2. The contribuƟon of the corrupted input feature 

to the hidden layer was neuron and is deĮned by weights, 𝑊  and biasing parameters, ܾ. A 

hyperbolic tangent funcƟon, ݂, is applied to these that give the acƟvaƟon of the hidden 

neurons.  ݕ = ݂(𝑊ݔ ̃  +  ܾ) 

( 1 ) 

At the decoder end (the output layer) the samples’ reconstructed features, ̂ݔ, are generated. 

This is done via a set of parameters biasing the neurons, ܾ̂, in the network’s layers 

accompanying the weights, 𝑊̂. A hyperbolic tangent funcƟon, ݂, is once again applied to 

regulate of the contribuƟon of the representaƟon layer, y.  ݔ ̂ = ݂(𝑊 ̂ݕ +  ܾ ̂) 

( 2 ) 

This procedure of learning features from arƟĮcially corrupted input data enables dimensionality 

reducƟon while sƟll preserving the structure of the input data space. 



The hidden representaƟon layer is then mapped onto a SOM. Training the SOM involves an 

ordering and a convergence phase, which were implemented using one and ten epochs of 

samples respecƟvely, according to the following cost funcƟon: 

,𝑊)ܭ ܾ, ܷ) =  minௗ ∑ ℎௗ௘ ∣∣ ݕ − ௘ݕ  ∣∣2ா
௘ =1  

( 3 ) 

Where E is the total number of SOM neurons and ue represents their codebook vectors. The 

neighbourhood funcƟon, hde, controls the surface elasƟcity of the neuron laƫce.  

Self-Organising Map growth and depth in the GHSORM algorithm are controlled by the user-

provided parameters τ1 and τ2 according to the following equaƟons: ݉݁ݍ(ఙ) < క(ఙ)೛ೌೝ೐೙೟݁ݍ1߬   

௘(ఙ)݁ݍ ( 4 ) <  (0)1݁ݍ2߬ 

( 5 ) 

Where mqe represents mean quanƟsaƟon error, qe is quanƟsaƟon error, and ξ is the index of 

the neuron of the parent map σ. This resulted in a GHSORM model that promoted architectural 

depth over the size of individual SOMs in the model. The Pre-Processor GHSORM, wherein all 

SOMs in the model share a DA, was used because this resulted in maximal Normalised Mutual 

InformaƟon between clusters. GHSORM parameters used in this study can be found in Table 1. 

Pseudocode describing the GHSORM algorithm can be found as Supplementary Text 1. 

The aweSOM (47) and Kohonen (48) R-packages were used to visualise GHSORM output. 

Hierarchical superclass clustering of the SOM codebook vectors was performed to determine 

which SOM neurons belonged in a GEC.  



The opƟmal number of superclasses was determined through visually assessing the hierarchical 

distance between neurons, analysing the homogeneity of glycogene expression across clusters, 

and maximising paƟent survival straƟĮcaƟon between GECs.  

ValidaƟon of GECs using the METABRIC dataset 

To compare the GECs idenƟĮed in TCGA and METABRIC, diīerenƟal gene expression was 

performed as for each GEC against the other GECs combined. Glycogenes were extracted, and 

their regulaƟon was determined (Log2FoldChange > 0 and p-adjusted < 0.1 = upregulated; 

Log2FoldChange < 0 and p-adjusted < 0.1 = downregulated). The Jaccard index between GECs 

was computed based on whether the glycogenes were regulated in the same direcƟon in both 

datasets. 

Recursive Feature EliminaƟon with Strikeout (RFES) 
To idenƟfy the minimum set of glycogenes that can classify the GECs with high accuracy, a 

Recursive Feature EliminaƟon with Strikeout (RFES) feature discovery wrapper was designed 

around the Random Forest algorithm. The process commenced with the complete set of 353 

glycogenes. In every iteraƟon, unimportant glycogenes were eliminated unƟl model accuracy 

decreased s Ɵmes. This strikeout parameter, inspired by the tuning step in the 

RandomForestSRC framework (49), introduces Ňexibility into the model by providing a tolerance 

in the accuracy search such that a decrease in improvement is allowed s Ɵmes before 

terminaƟon. This allows the accuracy to Ňuctuate prior to locaƟng the ideal gene set 

(Supplementary Figure S9).   

RFES was run using the RandomForest algorithm (50) in the caret (51, 52) package. The model 

was trained on 80% of the data using a 5-fold cross validaƟon approach and tested on the 

remaining 20%. Values of ntree included 300, 500, and 1000, and an mtry from 1 to 40 was 

used. ComputaƟonal Ɵme was measured with the Ɵctoc R-package (53). 

To avoid a decline in Random Forest classiĮcaƟon accuracy due to class imbalanced data, 

majority classes (n > 88) were randomly undersampled and minority classes (n < 88) were 

arƟĮcially inŇated with RACOG (54). RFES with this sampling approach was benchmarked 

against three commonly used feature discovery algorithms: Recursive Feature EliminaƟon (RFE), 



Simulated Annealing (SA), and GeneƟc Algorithms (GA) (52). RFES performed the best, although 

it ran signiĮcantly slower than the other algorithms. This is in part because the RFES algorithm 

repeats feature discovery three Ɵmes to avoid inherent algorithmic randomness and produce 

stable feature sets (Supplementary Table S2). 

The RFES algorithm proceeds as follows: 

s and Accuracymax are iniƟalised to 0. 

The feature importance for each gene across all GECs in datatrain is obtained using the varImp 

funcƟon from the caret package(51, 52), and the maximum variable importance, as Mean 

Decrease in Accuracy (MDA) for each gene (j) across the GECs (m) is recorded.  ܣܦܯ௝,௠௔௫ = max(ܣܦܯ௝,1, ,௝,2ܣܦܯ … ,  (௝,௠ܣܦܯ

( 6 ) 

The Įrst quanƟle (Q1) is found from the maximum VI across all features, where p is the total 

number of features.  ܳ1  = ,௠௔௫,1ܣܦܯ)0.25݈݁݅ݐ݊ܽݑܳ  ,௠௔௫,2ܣܦܯ … ,  (௣,௠௔௫ܣܦܯ

( 7 ) 

The features (F) are retained if they have a maximum MDA greater than the Įrst quanƟle. ܨ = ௝,௠௔௫ܣܦܯ | ݆) > ܳ1) 

( 8 ) 

Using this feature set F, the model is run again and the accuracy of the model on datatrain and 

datatest are recorded as follows: 



ݕܿܽݎݑܿܿܣ = ݏ݁ݒ݅ݐ݅ݏ݋ܲ ݁ݑݎܶ  + ݏ݁ݒ݅ݐ݅ݏ݋ܲ ݁ݑݎܶݏ݁ݒ݅ݐܽ݃݁ܰ ݁ݑݎܶ + ݏ݁ݒ݅ݐܽ݃݁ܰ ݁ݑݎܶ + ݏ݁ݒ݅ݐ݅ݏ݋ܲ ݁ݏ݈ܽܨ +  ݏ݁ݒ݅ݐܽ݃݁ܰ ݁ݏ݈ܽܨ

( 9 ) 

If Accuracytest (model accuracy on datatest) is greater than Accuracymax then Accuracymax =  

Accuracytest, else s is incremented by 1. This is repeated unƟl s > strikeout. 

Repeat the procedure rpt Ɵmes and record the most accurate model for each repeat. 

An important note is that datatest does not include arƟĮcial samples from the RACOG, such that 

the accuracy of the model is only evaluated on real samples.  

Immune cell deconvoluƟon 

The online version of Cibersort (55) was used in relaƟve mode for immune cell deconvoluƟon, 

uƟlising the LM22 signature matrix Įle and the TMM-normalised counts as input. Batch 

correcƟon was enabled, quanƟle normalisaƟon was disabled, and 1000 permutaƟons were used 

for signiĮcance analysis. Only the 252 samples with a p-value < 0.05 were uƟlised in the 

analysis. To determine immune abundance diīerences between GECs, composiƟonal 

CIBERSORT data was CLR normalised (56) and modelled using a linear model, adjusƟng for 

tumour purity.  

ssGSEA (57) was employed with the GSVA package (58) to calculate glycosylaƟon pathway 

scores for the invesƟgaƟon of correlaƟons between glycosylaƟon pathways and esƟmated 

relaƟve immune cell abundance in each GEC. Only cells with signiĮcantly diīerent abundances 

according to the linear model (p-adjusted < 0.05) were included, and only correlaƟons 

coeĸcients > 0.4 are depicted in the Įgure. AddiƟonally, redundant glycopaths were removed 

from the Įgure. Refer to Supplementary Table S3 for the correlaƟon matrix showing all 

glycopaths.  

Gene regulatory network 

Arboreto (59) was used for the construcƟon of a gene regulatory network, using the vst-

normalised count matrix as input. The 60 GE genes idenƟĮed by RFES as important were used as 

the target genes (Supplementary Table S4), and the expression of the remainder of the genes 



with a SD > 0.5 was predicted. Arboreto produces a list of weights represenƟng the importance 

of a target gene in predicƟng the expression of a non-target gene. High weights are potenƟally 

indicaƟve of a funcƟonal relaƟonship between the two genes.  

For each GEC, truly upregulated – as compared to normal Ɵssue and to all other clusters (p-adj < 

0.05; LFC > 0) – GEs (RFES importance value > 50) and non-target genes and their weights were 

extracted from the Arboreto output. The non-target genes with a weight > 5 were subjected to 

over-representaƟon analysis with ClusterProĮler (60, 61) using all the input genes as the 

background. Pathways with a p-value < 0.05 were considered signiĮcant and the combined 

funcƟonal analysis across all GECs was used as input to Cytoscape (62). 

FuncƟonal RepresentaƟon of Gene Signature (FRoGS) 
FRoGS (24) was implemented to perform drug target predicƟon. To train gene embeddings and 

generate signature embeddings for each GEC, the ClusterProĮler (60, 61)  results from the 

Arboreto (59) funcƟonal analysis was used as input. Those embeddings were then used to 

predict compound targets from the L1000 gene signatures for each GEC, using 60 epochs. Only 

the MCF7 breast cancer cell line was used. The ReDO_DB database (63) was used to obtain a list 

of compounds that have shown potenƟal as repurposed cancer treatments, and only those 

compounds were used for further analysis. As output, FRoGS generates Įles containing a list of 

target genes ranked by their predicted scores for each compound. For each GEC, compounds 

were ranked based on the mean predicted scores of the genes, and compounds with a mean 

score > 0.96 were included in the visualisaƟon. 

Other soŌware packages 

Survival was analysed using and the survival (64), GGally (65), and survminer (66) R packages. 

Heatmaps were drawn using ComplexHeatmap (67). Dendsort (68) and circlize (69) were used 

for hierarchical clustering of heatmap rows and columns, and generaƟon of colour vectors 

respecƟvely. Circlize (69) was also used to construct the chord diagram. RstaƟx was used for 

staƟsƟcal tesƟng(70). The pROC package was used to construct Receiver OperaƟng 

CharacterisƟc curves curves (71). FuncƟonal analysis and pathway enrichment was performed 

using the Gene Ontology database(72, 73), except in the case of glycosylaƟon pathways, which 



were obtained from GlycoEnzOnto (38). The Reactome (74, 75) and Genecards (76, 77) 

databases were frequently used to look up gene funcƟon. Figures were compiled with 
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Figure legends 

Figure 1: Unsupervised glycogene-based subtype discovery. (A) Glycogene Expression Clusters 

(GECs) idenƟĮed by GSHORM. Pie charts represent distribuƟon of PAM50 subtypes and mRNAsi 

in each Self-Organising Map (SOM) node, and samples that cluster in a single node share similar 

glycogene expression signatures. Clusters are denoted by background colours. (B) ProporƟon of 

PAM50 subtype and mRNAsi in each cluster. (C) Kaplan Meier plot of paƟent survival between 

the GECs. SigniĮcance is analysed with the Log rank test.  

Figure 2: Supervised feature discovery with RFES. (A) Expression of the 60 glycogenes from the 

best-performing RFES model. (B) Variable importance for the top 20 most important genes in 

each GEC. (C) Receiver OperaƟng CharacterisƟcs curve showing performance of the classiĮer for 

each cluster. 

Figure 3: Immune inĮltraƟon and cell abundance across GECs. (A) Cibersort-esƟmated absolute 

immune score (Kruskal-Wallis p < 6.8e-11). (B) Barplot of average esƟmated cell proporƟons in 

each GEC. (C) RelaƟve abundance of immune cell types in one GEC compared to the other GECs 

combined. Only signiĮcant immune cell type-GEC combinaƟons are shown (p-adjusted < 0.05 

aŌer adjusƟng for tumour purity). (D) Pearson correlaƟon coeĸcients between glycosylaƟon 

pathways and esƟmated immune cell abundance for signiĮcant immune cell types as idenƟĮed 

in (C). 

Figure 4: AssociaƟon of diīerenƟally glycogenes with biological pathways and drugs 

candidates. (A) Heatmap showing the importance of glycogenes to predict the expression of 

non-glycogenes in each cluster. The normalised weight is represented as the mean weight of all 

the non-glycogenes predicted by a speciĮc glycogene, mulƟplied by the number of non-

glycogenes that the glycogene could predict. The values were square root transformed to ease 



visualisaƟon. (B) FuncƟonal enrichment of the non-glycogenes predicted in each GEC. (C) Drug 

candidates that inhibit the funcƟonal signatures within each GEC. 

 

Tables 

Table 1: GHSORM parameters that were used in this study. 

 

 

TCGA Luminal A 

samples (n = 

406) 

METABRIC 

Luminal A 

samples (n = 

136) 

TCGA (n = 526) METABRIC (n = 

189) 

Number of 

glycogenes used in 

input layer (SD > 

0.5) 

277 395 353 277 

RepresentaƟon 

layer size 

250 250 250 250 

Number of epochs 

for denoising 

autoencoder 

1000000 1000000 1000000 100000 

SOM iniƟal 

learning rate 

0.7 0.7 0.7 0.8 

SOM Įnal learning 

rate 

0.01 0.01 0.01 0.01 

τ1 0.1 0.1 0.4 0.5 

τ2 0.1 0.1 0.05 0.01 

 



Supplementary Table S1: ComposiƟon of GECs by PAM50 and mRNAsi. 

Supplementary Table S2: RFES performance compared to other commonly used feature 

discovery wrappers.  

Supplementary Table S3: CorrelaƟon between glycopaths and immune cell type abundance. 

Only entries with Pearson coeĸcient > 0.4 are shown. 

Supplementary Table S4: Variable importance of the 60 glycogenes in the best-performing RFES 

model.  
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