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Abstract

Sea state prediction is essential for operational maritime applications and coupled
earth system modeling, yet current spectral wave models remain computationally
prohibitive for many use cases, including online coupling to climate simulations
and making probabilistic (ensemble-based) predictions. While deep learning has
recently demonstrated strong performance in weather forecasting, existing Al-
based wave models are predominantly deterministic and largely limited to bulk
variables such as significant wave height, leaving probabilistic sea state estima-
tion largely unexplored. In this work, we propose a diffusion-based generative
model for global sea state estimation that conditions on a relatively long history
(5 days) of global wind forcing. This generative model directly samples the com-
plex conditional distribution of sea state without autoregressive time-stepping.
Unlike prior approaches, our framework naturally extends beyond bulk variables
to estimate partition-related variables and derived quantities, such as Stokes drift
and mean square slope. Trained on a 30-year global WAVEWATCH-III hind-
cast, the model achieves substantial computational acceleration compared with
numerical spectral models while delivering skillful predictions and a calibrated
ensemble spread for the bulk variables. Our results suggest that diffusion-based
sea state sampling offers a promising path toward probabilistic wave forecasting
and efficient coupling of sea state information into broader earth system models.
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1 Introduction

The general condition of ocean surface waves, also termed sea state, is characterized by
the directional wave spectrum or, often more concisely, by spectrally averaged quanti-
ties including wave height, period, and direction, etc. Predicting sea state is essential
for operational purposes, as wave conditions affect many aspects of maritime and
coastal activities. It is also important for coupled earth system modeling, as surface
waves can modulate exchanges between atmosphere and ocean on both weather and
climate scales [1, 2]. Such effects are reflected in various sea-state-dependent param-
eterizations of processes in the air-sea transition zone, such as Langmuir turbulence
and breaking-enhanced mixing in the upper ocean [2].

Ocean surface waves obtain their energy from wind forcing, so ultimately, sea state
prediction can be viewed, to first order, as a forced problem. Resulting wave systems
can then exhibit different persistent spatiotemporal scales. Low-to-moderate winds
generate local wave systems with limited energy and relatively short peak wavelengths
which decay quickly once the wind forcing ceases. On a global scale, the longest-lived
wave systems are those forced by intense meteorological events, e.g., tropical and
extra-tropical storms, and can travel across ocean basins, becoming known as swells
[3], radiating a large amount of momentum and energy across ocean basins. Besides
the use of self-similarity laws under stationary wind [4, 5] or oversimplified moving
storm conditions [6], this complex dependence of sea state on spatially and tempo-
rally varying (non-local) wind history is hard to describe with closed-form equations.
Therefore, most wave models solve the evolution of the sea state using a discrete spa-
tial and temporal grid, with local and concurrent wind forcing as the source term. In
this sense, the task is closer to nowcasting than forecasting, though we use the two
terms interchangeably throughout this paper.

There are varying levels of complexity in sea state description, ranging from a full
2D spectrum to wave partitions to averaged bulk parameters. Operational numerical
wave models (e.g., NOAA’s WAVEWATCH-III [7]) solve for the full 2D energy spec-
trum, following the spectral density evolution of the wave action balance equation
under a source function. The source function is written as a sum of different terms,
parameterizing the wind growth, the wave-breaking dissipation and the energy trans-
fer associated to non-linear wave-wave interactions. However, there are non-negligible
downsides: the discretization in spectral space results in a daunting O(100) dimen-
sion state vector for each spatial grid and significant computational cost, prohibiting
the deployment of spectral wave models in many other applications, such as coupled
climate simulations [8]. Moreover, there are still very limited observations of the full
2D wave spectrum, so model verification typically relies on bulk variables such as sig-
nificant wave height. At intermediate levels of complexity, reduced-order models limit
themselves to the mean of each wave system (partition), while still preserving some
level of multimodal sea-state description. These methods are based on parametric
equations and often require complex geometric algorithms such as ray tracing [9], and
are not mature enough for global-scale applications. The most simplified description
is the averaged bulk (mean) wave variables. For traditional numerical methods, this
is not yet feasible, since the governing equation is unknown.



The emergence of Al-based numerical weather forecasting and earth system mod-
eling [10-15] has applied deep learning methods that can extract complex statistical
relationships from large datasets and capture long-range spatiotemporal dependencies.
This has important implications for sea-state estimation, as it enables more flexi-
ble model design choices beyond the established but costly, high-dimensional spectral
paradigm. In fact, contrary to conventional numerical methods, recent works using
deep learning for ocean wave forecasting [10-15] often use bulk variables, as this allows
the direct adoption of frameworks already developed for meteorological variables in
weather forecasting. Alongside the most common autoregressive rollout framework
[11, 13-15] with additional forcing fields at each time step, there has been work that
shows success in using only a long wind history to directly infer wave height [12].

The objective of this work is to leverage recent advances in deep learning to provide
efficient sea state estimation at a global scale. As mentioned, this will not only benefit
operational forecasting but also applications such as coupling waves to climate models,
where sea state information is needed but currently too costly to access online. Beyond
bulk wave variables, we aim to provide estimates of an array of additional variables
that characterize different aspects of the sea state, including partition-related and
derived variables (see their definitions in Section 3.1) as illustrated in Figure 1. The
partition-related variables provide a more refined description of the sea state, especially
when multiple collocated wave systems are present at a given location. The derived
variables are those that enter various sea-state-dependent parameterizations when
coupling waves to other Earth system models, and we use Stokes drift and mean square
slope as demonstrations. We train our model on a 30-year hindcast [16, 17] performed
with WAVEWATCH-III (a spectral wave model), in which all these variables are
available as model outputs.

In the realm of numerical weather forecasting, it is generally recognized that
ensemble-based probabilistic forecasting methods are superior to deterministic ones
[18]. In this spirit, probabilistic Al weather models are actively being developed
[10, 19, 20]. They can provide useful information about forecast uncertainties and are
less prone to over-smoothing in small-scale structures that accompany many determin-
istic mean-square-error-based models. Among probabilistic approaches, score-based
models [21, 22|, especially diffusion models designed to sample from conditional dis-
tributions, have gained traction in applications beyond ensemble weather forecasting,
including data assimilation and climate state sampling [19, 23, 24]. By contrast, proba-
bilistic approaches to wave forecasting remain largely unexplored. This is likely due in
part to the perception that waves are predominantly wind-driven, so that wind uncer-
tainty alone governs wave uncertainty, compounded by the prohibitive computational
cost of running spectral wave models in an ensemble setting. The absence of proba-
bilistic sea-state prediction consequently limits the application of state-of-the-art data
assimilation techniques in wave modeling [25].

In this work, we propose a sea state sampling approach based on the de-noising
diffusion model [22]. By conditioning on a relatively long history of global wind field,
the diffusion process directly samples the complex data distribution without resorting
to autoregressive time-stepping. The length of wind history is chosen based on an
approximate time scale of swell propagation across the ocean basin [3]. This conditional
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Fig. 1 Denoising diffusion model-based sea state sampling conditioned on global wind history and
auxiliary fields (ice fraction and ocean depth). It enables flexible sampling of an array of sea state
variables beyond the basic bulk variables. See Section 3.1 for the definitions of bulk, partition-related,
and derived variables. The denoiser network follows a U-Net like structure, see Section 3.2 for detail.

diffusion framework provides flexibility to sample sea state variables of interest beyond
the bulk variables, as illustrated in Figure 1. We demonstrate that the proposed sea
state sampler achieves significant acceleration over numerical spectral models and
provides relatively skillful predictions. We discuss the varying skill and calibration of
the ensemble across different sea state variables.

2 Results

In the following sections, we discuss results for each group of sea state variables. The
verification metrics are defined in Section 3.3. We use root-mean-square error (RMSE)
and anomaly correlation coefficient (ACC) to evaluate the skill of the ensemble mean,
while the spread-skill ratio (SSR) quantifies how well the ensemble is calibrated.

2.1 Bulk sea state variables

In Figure 2, we plot an example of bulk sea state variables for 2004-04-14, showing
one individual sample and the ensemble mean, in comparison to the hindcast target.
DDPM captures all three variables relatively well, even for the extreme wave height
generated by Typhoon Sudal. We observe similar performance for subsequent tropical
cyclones in the 2004 test set, though we do not show them here for brevity.

Table 1 lists the verification metrics for DDPM alongside reference values from an
autoregressive deep learning model in the literature [14]. The RMSE of our DDPM is
reasonably low, comparable to typical discrepancies between observations and wave
model hindcasts [13, 16]. The ACC is highest for H, and lowest for T,,, indicating
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Fig. 2 Example snapshot of sampled bulk sea state variables and their ensemble mean, compared
with the verification target (truth) for 2004-04-14-00:00. Typhoon Sudal is present in the western
North Pacific, with its associated significant wave height reasonably captured by the diffusion model.

that mean wave period is the most difficult variable for the model to predict. When
compared to the autoregressive model of [14], DDPM achieves comparable RMSE to
their 360-hour forecast but larger RMSE than their shorter-lead-time forecasts. This is
expected, as DDPM generates each snapshot independently from wind forcing alone,
without information from prior wave states.

Table 1 Verification metrics for the bulk (mean) variables,
evaluated on year 2004 with 5-day sampling.

RMSE ACC RMSEref! ACCref? SSR

Hy [m] 027+002 096 [0.09,022  [0.99,0.96 1.09
T, [s] 078 4+0.09 086 [0.25,0.70]  [0.98,0.86] 0.91
0., [°] 31.61+£538 08 [17.5,39.0] [0.96, 0.82] 0.97

1 As a function of lead time from 0 to 360 hours (see Figure 2 of [14]).

2Same source as RMSE ref.

To examine whether the probabilistic model is well calibrated, we compare maps
of absolute error and ensemble spread and compute the SSR for each bulk variable.
Figure 3 shows that regions of higher absolute error broadly coincide with higher
ensemble spread, providing qualitative evidence of calibration. This correspondence is
particularly clear for the direction variables, suggesting that the model has learned to
identify regions where multiple wave systems intersect, leading to greater directional
uncertainty. The marginal SSR values shown in Table 1, while varying across variables,
fall between 0.9 and 1.1, quantitatively confirming that the ensemble is well calibrated.
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Fig. 3 Absolute error of the ensemble mean and ensemble standard deviation for the bulk variables.
(a) Instantaneous fields on 2004-04-14-00:00; (b) monthly averages for 2004-04.
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Fig. 4 Global distribution of non-dimensional significant wave height v.s. non-dimensional mean
wave period for both the hindcast data (target) and DDPM sampled data. Solid line: Toba’s law

5 > 3/2 . 5 ;2 . . .
Hs < T, / ; dashed line: saturated waves Hg o Ty, . Density contour lines are plotted corresponding
to the indicated percentile levels in the hindcast data.

A further sanity check examines the physical consistency of the predicted significant
wave height H, and mean wave period 7, When normalized by 10-meter wind speed
Uy and gravitational acceleration g,

ﬁs = gHs/U1203 Tm = ng/(Qﬂ—Ulo)a (1)
the joint distribution of non-dimensional parameters H, and T, is constrained by

wind-wave growth physics, and several scaling relations have been suggested [26]. This
joint distribution is plotted in Figure 4, together with the famous Toba’s 3/2 power



law for growing wind sea [27], and the square power law for fully developed waves
with saturated mean slope [26]. The global wave data are more complicated than
these simple reductive relations, especially with the prevalence of swells causing data
to fall off these lines (towards larger Tm) Nevertheless, Figure 4 suggests that this
joint distribution in the hindcast data is well preserved by the DDPM, with almost
overlapping density contours. They slightly diverge where the DDPM seems to produce
fewer very long period waves (swells) given the same normalized wave height.

2.2 Partition-related variables

A key question is whether the diffusion model can predict co-existing wave systems
at a given location, i.e., multi-modality in the underlying wave spectrum. First, we
discuss the probabilistic prediction of a binary label, the crossing sea index, for the
occurrence of misaligned co-existing wave systems. Then we examine the performance
for predicting the mean variables of the two most energetic wave systems.

2.2.1 Crossing sea index

The crossing sea index (CI, defined in Equation 7) indicates whether two wave systems
coexist with comparable energy levels propagating in distinctly different directions
[28, 29]. Such conditions have important implications for air-sea interfacial processes
and for the occurrence of extreme wave conditions such as rogue waves [30]. Crossing
sea occurs in about 43% of the grid points in the hindcast dataset, and is most common
in the Tropics.

Both the prediction z}"; ;. and the target y; ;i for CI are binary, and the ensem-
ble mean Z; ;1 € [0,1] can be interpreted as the predicted probability of crossing sea
occurrence. As shown in Figure 5, DDPM provides a reasonable estimate of this prob-
ability. The model shows significant skill relative to monthly climatology with a Brier
Skill Score (Equation 12) of approximately 0.4. Although CI is the most basic indi-
cator of multi-model sea states, the model’s ability to predict it suggests that it has
learned to distinguish regions and conditions in which distinct wave systems coexist,
which is encouraging for the partition-level predictions discussed next.

Fig. 5 Ensemble mean CI predicted for 2004-04-14-00:00, as compared to the verification target
(truth) and the climatology of April.
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2.2.2 Mean variable of partitions

The mean variables of the most energetic system (partition 1) and the second-most
energetic system (partition 2) are plotted in Figures 6 and 7 (see definition in Section
3.1.2). Clearly, the partitioned fields are much less smooth spatially than the global
bulk variables and considerably more difficult to predict.

Partition 1 exhibits longer mean wave periods characteristic of swell-dominated sea
states, reflecting well-defined spectral peaks that are obscured by broadband averaging
in bulk variables. As shown in Figure 6, the diffusion model captures these long-period
swell components in individual ensemble members, though the signal is attenuated
when computing the ensemble mean. Certain regions in Figure 7 are empty, corre-
sponding to areas dominated by a single wave system. These areas are well represented
by the diffusion model, as it has learned a representation of single vs. multi-modal sea
state, similar to that necessary for predicting crossing-sea index.

Truth Sample Sample mean

Fig. 6 An example of sampled variables of sea state partition 1 and the ensemble mean, as compared
to the verification target (truth) for 2004-04-14-00:00.

The verification metrics for partitions 1 and 2 are listed in Table 2. As expected, the
errors are larger than for the bulk variables. In addition, the ensemble exhibits under-
dispersion, with SSR, values consistently smaller than 1. To our knowledge, this is the
first attempt to provide partition-level prediction at a global scale, and no baseline
from previous work exists for direct comparison. The larger errors likely reflect both
the intrinsic difficulty of predicting partition-level fields, and limitations in the current
model architecture. An important direction for future work is the development of joint
evaluation metrics that assess the two partitions together rather than independently,
as the labeling of partition 1 versus 2 is itself subject to ambiguity when multiple wave
systems carry comparable energy.



Sample mean

Fig. 7 An example of sampled variables of sea state partition 2 and the ensemble mean, as compared
to the verification target (truth) for 2004-04-14-00:00.

Table 2 Verification metrics for the partitioned variables, evaluated on year 2004 with 5-day

sampling.

Partition 1 Partition 2
Variables Hp1 [m] Tp1 [s] 0p1 [°] Hgpo [m] Tp2 [s] Op2 [°]
RMSE 0.33 + 0.026 1.67 £ 0.19 41.54 +£7.82 0.32+£0.029 298 +0.26 71.96 + 5.86
SSR 0.90 0.82 0.86 0.87 0.83 0.87
ACC 0.93 0.64 0.81 0.74 0.51 0.57

2.3 Derived variables

Finally, we examine DDPM’s ability to estimate derived sea-state variables, using
surface Stokes drift (Equation 8) and mean-square-slope (Equation 9) as examples.

The surface Stokes drift is the dominant source of wind-induced surface water
drift [16], and has important implications for sea-state-dependent parameterization of
upper-ocean mixing [2]. Since Stokes drift depends on the third frequency moment of
the spectrum, it cannot be directly estimated from buoy observations, which are lim-
ited to second-order moments, and is generally estimated from the spectrum according
to Equation 8. Figure 8 shows that both the zonal and meridional components of
Stokes drift are well sampled by the diffusion model, with individual ensemble mem-
bers closely resembling the ensemble mean, indicating small ensemble spread for this
variable.

The mean-square-slope (MSS), as the name suggests, is defined as the variance
of the local sea surface slope and describes how “choppy” the surface is on average.
Unlike wave steepness defined by significant wave height and mean wavelength, MSS
receives dominant contributions from short waves (wavelength below approximately
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1 m or wave frequency above approximately 1 Hz). MSS has been incorporated into
sea-state-dependent parameterization of air-sea gas transfer, as it is closely linked to
wave breaking, which disproportionately contributes to gas exchange across the air-
sea interface [31]. It is also relevant for remote sensing, as MSS can be measured
through sun glitter [32] and affects the retrieval of Synthetic Aperture Radar (SAR)
imaging signals. Figure 8 shows that both the down-wave (MSS;) and cross-wave
(MSS.) components of MSS are reasonably sampled by the diffusion model. Again,
the individual sample and the ensemble mean are very similar.

We further examine the effect of including wind history for these derived variables.
Since surface Stokes drift and MSS are higher-order moments of the spectrum, they
are expected to be determined more dominantly by the shorter waves than lower-
order moments, such as significant wave height. Shorter waves are more responsive to
local wind forcing; consequently, we expect that conditioning on a long wind history
is less important for these higher-order statistics. As shown in Table 3, including
the wind history improves the RMSE of surface Stokes drift (third moment) but
slightly degrades the RMSE of MSS (fourth moment). This indicates that the benefit of
including wind history diminishes as the target shifts towards higher spectral moments.
The ensemble of MSS also appears to be under-dispersed both with and without wind
history, suggesting that, in practice, a deterministic deep learning framework might
suffice for predicting this particular target.
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Fig. 8 An example of sampled surface Stokes drift and mean square slope and their ensemble mean,
as compared to the verification targets (truth) for 2004-04-14-00:00.
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Table 3 Verification metrics for the derived variables, evaluated on year 2004 with 5-day
sampling.

Without wind history With wind history
RMSE SSR  ACC RMSE SSR  ACC

Uss [m/s]  (1.03£0.07) x 10=2  1.02 0.985 (0.81+0.05) x 10~2 1.04 0.991
Vis [m/s]  (0.994£0.07) x 10-2  0.95 0.986 (0.75+£0.04) x 102  1.02  0.992

MSSy (1.0 + 0.1) x 10—3 0.59 0.962 (1.4 + 0.1) x 103 0.34 0.918
MSS. (0.8 + D.l) x 103 0.61 0.924 (1.0 + 0.1) x 1073 0.41 0.887
3 Methods

3.1 Sea state variables

The global wave data come from a 30-year hindcast performed by LOPS Ifremer
[16, 17], based on the spectral numerical wave model WAVEWATCH-III, forced by
ERA5 winds, CMEMS-GLOBCURRENT currents, SSMI ice mask, and ALTIBERG
iceberg mask. The resolution of all output fields is 320 in latitude (from 78°S to 83°N)
and 720 in longitude. We use the following integral variables from the hindcast output
as sea state prediction targets, which characterize different aspects of the sea state.

3.1.1 Bulk (mean) variables

The bulk (mean) variables, including significant wave height H, mean wave period
T, and mean wave propagation direction 6,,, are defined as integrals over the entire
frequency-direction spectrum. Wave energy e is defined as the spectral density F'(f,0)
integrated over frequency f and direction 6:

e://F(f,H) dodf. (2)
/e
The spectral average Z of any quantity z is defined as a weighted integral:
1
Z=- / /zF(f,G) dodf. (3)
& rJe

Significant wave height H, is defined as
Hs = 461/27 (4)
mean wave period T,,, (also referred to as the wave energy period in the literature) as

T = F; (5)
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and mean wave direction 6, as

0, = tan! (smH) , (6)

cosf

where f—1, sin 6, and cos 6 are defined according to Equation 3. Note that the direction
is defined following the oceanic convention, where 270° means waves traveling from
the west and 180° means waves traveling from the north.

(a) Full freqg-dir spectrum (b) Bulk variables (c) Partitioned variables

1.00

Normalized F(f, 6)

0.01

Fig. 9 Illustration of bulk (b) and partitioned (c) variables, based on an example frequency-direction
spectrum (a).

3.1.2 Partition-based variables

Wave partitions represent wave systems generated by different sources (local winds or
remote storms) that coexist at a given location and can be diagnosed from the sub-
peaks within the full spectrum. In the hindcast dataset, spectral partitioning is based
on a watershed algorithm [7, 33].

The wave height and mean direction for each partition are defined similarly to
Equations 2 and 6, but with the integral range limited to within each partition.
The peak period of each partition is determined by a three-point parabolic fit to
the peak of the azimuthally integrated frequency spectrum. We keep the two most
energetic partitions and rank them in descending order of energy. We find that in
the hindcast dataset, two wave partitions account for at least 80% of the total wave
energy in ice-free regions about 86% of the time. The partition variables are named as
Hop1, Tp1,0p1, Hopa, T2, Op2. As shown in Figure 9, the partitioned mean variables can
be very different from the bulk variables when the full frequency-direction spectrum
is multi-modal.

In addition to the mean variables of each partition, we define a binary variable
called the crossing sea index (CI)

(7)

CI = 1, if ‘0p270p1| 240 and HspQ/Hspl 205
0, otherwise

12



which characterizes whether two collocated wave systems with comparable energy
levels propagate in distinctly different directions [28, 29].

3.1.3 Other derived variables

A few other variables are useful for various downstream applications and are defined
in terms of moments of the full 2D spectrum. These include the surface Stokes drift
vector (Uss, Vss) and the mean square slope (MSS). This is by no means an exhaustive
list of derived variables, but they serve to demonstrate how a diffusion model can
estimate them without explicitly predicting the full spectrum.

Both surface Stokes drift and MSS are related to higher moments of the spectrum.
Surface Stokes drift (for deep water) is defined as [34]

(Ugs, Vis) = 2g7 1 /f /e(cos 0, sin)(2nf)>F(f,0) dodf, (8)

which is related to the third moment of the frequency-direction spectrum. The down-
wave and cross-wave mean square slope is defined as

(MSSy, MSS,.) = /f /9 (cos*(0 — 0,,,), sin®(0 — 0,,))k*F(f,0) dodf, (9)

where wavenumber k is related to frequency f with the deep-water wave dispersion
relation k£ = (27 f)?/g, which makes MSS related to the fourth moment of the spec-
trum. Note that due to the limited range of resolved frequencies in WAVEWATCHIII,
the MSS is integrated with only the resolved range of frequencies [16].

3.2 Denoising diffusion probabilistic models

The sea-state vector is defined as x, consisting of one or a combination of the sea-state
variables defined in Section 3.1. The forcing vector is defined as f := [u, v, A, dpt]
where u and v are the zonal and meridional surface wind speeds (concatenated over
multiple past days); A is the temporally varying sea ice fraction; and dpt is the tem-
porally invariant ocean depth field. For the results presented here, we use 5 days of
daily zonal and meridional wind history. Both « and f are defined on the same discrete
spatial grid Ny, X Njon. In order to generate samples from this very high-dimensional
conditional distribution,

z* ~pl|f),x € RCIXNlatXNlon’ feRre XNlatXNlon’ (10)
we use the Denoising Diffusion Probabilistic Models (DDPM) [22].

3.2.1 Training and sampling details

The training procedure can be summarized as follows: Given a sample xy, Gaussian
white noise € ~ N(0,1), and noise level o drawn from a noise schedule {o;} ;, we
construct the noisy input z, = xg+oe. The network predicts € with €p(z4, o), where 0

13

953
954
955
5956
957
958
559
560
961
562
563
964
565
566
967
568
569
570
971
972
973
974
975
976
o977
978
979
580
581
582
583
o84
585
586
o987
588
589
590
991
592
993
994
595
596
997
598



599
600
601
602
603
604
605
606
607
608
609
610
611
612
613
614
615
616
617
618
619
620
621
622
623
624
625
626
627
628
629
630
631
632
633
634
635
636
637
638
639
640
641
642
643
644

represents the trainable parameters of the network. Training is done by minimizing the
squared loss, £(0) = E||(es(x,,0) — €)?|| (expectation taken over all training samples
and noise levels).

During sampling, starting from Gaussian white noise, the denoiser gradually
removes the noise by x;_1 = x¢— (01 — 0} )€p (24, 0¢) +nw; while adding a small amount
of noise nw; at each step, with w; ~ N'(0,1). Here n = /02 _; — 0}? and o}, = 07_, /oy,
in line with the DDPM sampler [35]. The noise level o is sampled from a noise schedule
{04} | between [Omin, Omax)- The noise distribution defined by the schedule is also an

important design choice for the training process [36, 37]. We use the DDPM schedule
for training and the linear-log schedule for sampling, with the following parameters:

e DDPM: N = 1000, Bstars = 0.0001, Bong = 0.02
® Linear-log: N = 40, opax = 100, opmin = 0.01

Noise €y is predicted using a U-Net based architecture [35] with around 90M
parameters. The architecture provides an essentially global receptive field, enabling
the model to account for non-local wind history. More specifically, it is a conditional
U-Net with three encoder/decoder resolution levels (320 — 160 — 80), a base channel
width of 256, and channel multipliers of (1, 2, 2). The conditioning fields are concate-
nated with the noisy image as inputs to the network. Noise levels are embedded using
a 1024-dimensional sinusoidal embedding, injected into each of the 2 ResNet blocks at
each level. The model is wrapped with EDM-style preconditioning [36], which applies
o-dependent input/output scaling to stabilize training across the full noise schedule.
A wet mask is applied to the noise €, the prediction €y, and the loss calculation. The
wet mask is 1 only for ice-free ocean regions and 0 for both land and regions with
non-zero ice fraction A.

We use years 1993-2003 and 20052020 for training, and years 2004 and 2021-2023
for validation and testing. Other training hyper-parameters include:

training batch size: 4

gradient accumulation steps: 4

optimizer: AdamW

learning rate: 1 x 1074

total training steps: 40,000

Exponential Moving Average (EMA) weight decay: 0.999

3.3 Verification metrics

As verification metrics for the ensemble forecast, we compute the root-mean-square
error (RMSE), the spread-skill ratio (SSR), and the anomaly correlation coefficient
(ACQ). In the following definitions, z" 1, denotes the forecast member m of an ensem-
ble size M at latitude i € I, longitude j € J, and time k € K. y; ; denotes the
verification target (truth). The ensemble mean Z;;x = 2 >, z}" .. The ensemble
variance Sﬁik =7=>n (x . — Z; jx)?. The area of each grid cell (latitude weight)
is a; = Icos(lat;)/ Y ,(cos(lat;)). The ice-free ocean mask b; ;5 is only 1 where the
grid cell is in the open ocean (no ice or land). All evaluations are performed in the
ice-free regions.
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The unbiased estimate of the ensemble mean MSE is
1 _
MSE := 7K Z Z Z aibijk[(Zijk — Vigk)® — Sijn/M], (11)
k5 i

which is bias-corrected using the mean ensemble variance. RMSE is the square root
of MSE. For a binary variable such as the CI, the ensemble-mean MSE in Equation
11 equals the Brier score (BS) of the probabilistic prediction. To assess the model’s
predictive skill relative to climatological predictions, the Brier skill score (BSS) [19, 38]
is used

BSS :=1 — BS/BSclim (12)
where BS¢), is calculated using the monthly climatological probability of CI as

predictions.
The spread skill ratio (SSR) is defined as

MSE (13)

1/2

SSR = (I‘JII{ Zk Zj ZZ aibi’j’ks'?vj1k> / )

in other words, the ratio between the mean ensemble variance and MSE. For a perfect

forecast, the SSR should approach 1, indicating that the ensemble members and the

ground truth are interchangeable. Generally, SSR < 1 can be regarded as under-

dispersive, and SSR > 1 as over-dispersive if the forecast bias itself is relatively small.

In addition, we compute the anomaly correlation coefficient (ACC) [14], which
quantifies how well anomaly patterns are predicted:

Dok 2o 2o Wibi g kTi g ki gk

ACC := = -
OO aibi,jvkxij,k)lm(z:k PIFDIF aibi,j,kyij,k)l/z

(14)

where i’i,j,k and ¥; j x are T; j and y; j, with the climatological mean subtracted.

4 Discussion

In this work, we have demonstrated that diffusion models, in particular DDPM, can
learn to sample the sea state from the complex conditional distribution defined by a
30-year hindcast. Despite the iterative nature of diffusion models, we have achieved
substantial acceleration, with over 20-time wall-clock speedup compared to spectral
wave models (see Appendix A).

Motivated by the need to characterize multi-modal sea states and to enable
sea-state-dependent parameterizations, we go beyond the bulk variables targeted by
existing deep learning approaches and predict an array of variables that characterize
different aspects of the full 2D wave spectrum. We find that not all sea state variables
are equally difficult to predict: wave height is easier than mean wave period; bulk vari-
ables are easier than partitioned variables; the crossing sea index is predicted with
skill, but the mean variables of individual partitions—particularly the less energetic
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one—remain challenging; and derived variables corresponding to different higher-order
moments of the frequency spectrum exhibit varying levels of dependence on wind
history.

A key design choice in our approach is to condition on a rolling window of global
wind history rather than adopting the autoregressive time-stepping framework used
by most existing Al-based wave models. This involves a trade-off: for bulk variables
where autoregressive baselines exist, our RMSE is comparable at long lead times but
larger at short lead times. However, foregoing autoregression prevents error accumu-
lation and provides the flexibility to query any subset of sea state variables at any
desired temporal interval. Most importantly, it enables prediction of partition-related
and higher-order derived variables, which are not easily amenable to autoregressive
frameworks. One thing to keep in mind is that the spectrally integrated variables pre-
dicted here do not obey a closed-form evolution equation, even though the underlying
2D spectrum evolves according to the wave action balance equation.

For the wind history window used for conditioning, we choose five days of daily
zonal and meridional wind fields, guided by typical swell propagation times across
ocean basins. We found limited skill improvement from using longer or more frequent
wind, although this may reflect limitations in the model architecture’s capacity to
encode extended forcing histories rather than a physical ceiling. More broadly, our
diffusion model can be further refined through a more systematic exploration of the
design space, including model architecture (especially the use of latent space), sam-
pling strategies, and additional conditioning fields such as ocean currents. We present
these results recognizing that the reported metrics can likely be improved with such
extensions.

Although we train here on global WAVEWATCH-III hindcast output, the frame-
work can be readily applied to reanalysis products or observations. Another natural
extension would be to adapt the current global framework for more localized, storm-
focused sea state estimation. We envision that in such a setting, it would be beneficial
to couple the model into an atmosphere-wave-ocean system to improve storm fore-
casting through fast iterations, since asymmetric wave feedback plays an important
role in storm development and translation.

Finally, we emphasize the novelty of the probabilistic approach to wave forecasting
presented here and its potential use for data assimilation. To date, systematic assim-
ilation of wave measurements has largely been limited to bulk parameters, mainly
significant wave height. Although preliminary efforts to assimilate partition-level wave
information exist [25, 39], their potential has not been fully realized. The ability to pre-
dict wave partitioning at low computational cost, with associated variance estimates
from the diffusion model, can facilitate the development of assimilation algorithms that
fully exploit the detailed wave-measurement capabilities of modern satellite platforms
such as SAR [40]. Furthermore, the model can serve as a computationally efficient
forward operator mapping surface winds to the wave field, enabling ensemble wave
prediction from ensemble wind forcing. This also opens the door to inverse approaches
for surface wind retrieval and the assessment of wind products based on the more
readily observable wave field.
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Appendix A Computational speed-up factor

The WAVEWATCH-III hindcast we use was performed at 0.5° global resolution, 24
directional bins, and 36 frequency bins, using the Discrete Interaction Approximation
(DIA) for the nonlinear interaction term. It solves the full spectral evolution equation
and produces the complete set of spectral and integrated output fields. The simula-
tion requires approximately 17,800 core-hours per hindcast year, distributed across
504 CPU processors [17]. By contrast, our DDPM generates a selected set of spectrally
integrated variables at user-chosen sampling interval, without resolving the spectral
evolution. The exact speed-up factor depends on the sampling choices. With 40 denois-
ing steps, DDPM produces one global snapshot in approximately 2 seconds on a single
NVIDIA A100 GPU. Sampling at 3-hourly intervals, this amounts to roughly 1.6 hours
to generate one year of data, representing approximately a 20x wall-clock speedup
relative to the WW3 simulation. This cost reduction is substantial enough to enable
operational ensemble generation that would be prohibitive with physics-based models
alone. The ensemble aspect can also be readily distributed across multiple GPUs, and
the sampling procedure can potentially be further optimized.
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