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Abstract

Artificial intelligence infrastructure is scaling rapidly, yet assessments of its
environmental footprint have focused almost exclusively on operational electric-
ity consumption. Here we show that this framing omits a large and growing
contribution: the energy embodied in manufacturing the hardware itself. Ana-
lyzing datacenter AI accelerators, we find that high-bandwidth memory (HBM)
fabrication alone accounts for 55–71% of total manufacturing energy because
sustaining AI throughput requires stacking dozens of memory dies per device.
Projecting vendor roadmaps through 2035, manufacturing energy per accelera-
tor is estimated to grow six- to nine-fold as HBM scales toward 800GB–1.5TB.
The architectural advances that reduce operational energy per token, like preci-
sion quantization, attention compression, and sparse mixture-of-expert activation
act on compute and memory-bandwidth utilization rather than on memory
capacity, leaving manufacturing energy unaffected by the same innovations that
improve operational efficiency. These results demonstrate that hardware sustain-
ability assessments should account explicitly for embodied manufacturing energy
alongside operational consumption.

Keywords: AI hardware, lifecycle energy, high-bandwidth memory, manufacturing
energy, sustainable computing
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1 Introduction

The computational demands of artificial intelligence are increasing at an extraordi-

nary rate. Training compute for frontier AI models has grown by approximately four

to five orders of magnitude since 2010, doubling roughly every six months, a rate that

outpaces Moore’s Law itself [1, 2]. The infrastructure required to sustain this growth

has reached large scales, with training clusters for frontier models now integrating

hundreds of thousands of GPUs with aggregate power demands measured in hundreds

of megawatts, power equivalent to that of small cities [3]. Looking ahead, the Interna-

tional Energy Agency estimates that global data center electricity consumption could

more than double by 2030, driven largely by AI workloads [4].

Given these trends, researchers have focused on quantifying the energy consumed

during model training and inference [3, 5], but this captures only part of the lifecy-

cle picture. Modern semiconductor fabrication is extraordinarily energy-intensive. A

leading edge fab draws power approaching one gigawatt when fully operational, and

the energy required to process a single wafer has increased roughly 3.5× between

the 28 nm and 3 nm nodes [6, 7]. This escalation reflects the compounding complex-

ity of advanced transistor architectures, additional metallization layers, and the shift

toward multi-patterning and extreme ultraviolet (EUV) lithography. Despite its mag-

nitude, manufacturing energy has received comparatively little attention in the AI

sustainability literature. Existing lifecycle analyses include tool-level carbon models

such as ECO-CHIP [8] and 3D-Carbon [9], and vendor-reported product carbon foot-

prints such as NVIDIA’s ISO-aligned HGX H100 disclosure [10] do not examine how

manufacturing energy scales across hardware generations with the memory-centric

architectural trends now defining frontier AI accelerators.

Modern datacenter accelerators integrate large numbers of high-bandwidth mem-

ory (HBM) stacks to sustain the memory bandwidth required by large neural network
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workloads. The NVIDIA H100, for example, integrates five 8-high HBM3 stacks com-

prising 45 total dies (40 DRAM and 5 base logic dies), while next-generation platforms

such as the NVIDIA Rubin are expected to integrate eight or more 12-high stacks.

This stacked memory architecture has a direct manufacturing consequence as each

additional memory die contributes fabrication energy, and the aggregate memory die

count now substantially exceeds the logic die count on a typical accelerator package.

At the same time, sparse architectural innovations, such as mixture-of-experts models,

are rapidly becoming the dominant paradigm for frontier AI, improving operational

efficiency per token without reducing total memory capacity requirements. However,

this gap between manufacturing and operational energy trajectories has not been

previously examined.

Here, we present a lifecycle energy analysis of AI accelerators that quantifies both

manufacturing and operational contributions across current and projected hardware

generations. We show that HBM fabrication accounts for 55–71% of total manufactur-

ing energy in current accelerators, and that this manufacturing footprint is projected

to grow six- to nine-fold by 2035 as HBM scales toward 800GB–1.5TB per accelera-

tor. We further show that architectural advances improving operational efficiency, such

as mixture-of-experts sparsity [11, 12], attention compression [13, 14], and precision

reduction [15, 16], act on compute and memory-bandwidth utilization rather than on

memory capacity, creating a divergence between the two phases of the life cycle. These

findings suggest that hardware sustainability assessments should explicitly account

for embodied manufacturing energy and that architectural strategies targeting the

memory bottleneck directly may offer lifecycle energy benefits beyond operational effi-

ciency alone. The energy estimation framework, device parameters, and projection

assumptions underlying these results are described in Methods.

To quantify the full lifecycle energy of AI accelerators, we analyzed manufactur-

ing and operational contributions across a representative set of current datacenter
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accelerators and mobile SoCs, and projected these trends through 2035 using ven-

dor roadmaps and published semiconductor scaling data. The following subsections

present these findings, beginning with manufacturing energy and its dominant mem-

ory component, followed by operational energy, lifecycle comparisons across platforms,

and finally the divergence between manufacturing and operational energy trajectories

driven by sparse architectural trends.

2 Results

2.1 HBM fabrication dominates accelerator manufacturing

energy

Applying the wafer-level scaling and per-die allocation framework (equations 1–4,

Methods), the total manufacturing energy of the NVIDIA H100 SXM is estimated

at approximately 146 kWh per device. Logic fabrication on TSMC 4N (5 nm-class)

contributes approximately 60 kWh, while the five 8-high HBM3 memory stacks, com-

prising 45 total stack dies (40 DRAM + 5 base dies), contribute approximately

80 kWh, nearly 1.3× the logic die contribution [10, 17]. Advanced 2.5D packaging

via TSMC Chip-on-Wafer-on-Substrate(CoWoS) contributes approximately 5 kWh,

modest relative to wafer fabrication [8–10]. Although HBM is fabricated at a less

advanced node (10 nm-class) than the logic die, memory dominates manufacturing

energy through sheer die count as sustaining the bandwidth demands of modern AI

workloads requires stacking large numbers of DRAM dies per accelerator.

Table 1 extends this analysis to a wider set of contemporary datacenter accelerators

and mobile SoCs. Among datacenter devices, the total manufacturing energy varies pri-

marily with on-package memory capacity rather than with the logic technology node.

Accelerators with larger HBM configurations, such as the AMD Instinct MI300X [18]

and the NVIDIA H200 [19], exhibit substantially higher manufacturing energy than

the H100 despite similar-generation logic nodes, confirming the dominant contribution
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of memory fabrication. The differences in the logic fabrication energy across datacen-

ter GPUs are relatively modest, reflecting both shared 5 nm-class processes and the

secondary contribution of logic area relative to the stacked memory.

Mobile SoCs present a markedly different profile, falling in the range of approxi-

mately 7–11 kWh per device despite employing equal or more advanced logic nodes.

Mobile dies are substantially smaller than datacenter accelerators, improving yield

and producing more usable chips per wafer. Mobile devices also integrate minimal

external memory, while datacenter accelerators depend on large HBM stacks to sus-

tain throughput, decisively shifting manufacturing energy toward memory-dominated

scaling.

2.2 Operational energy across device classes

The operational energy framework (equations 5–17, Methods) is applied to rep-

resentative devices across both device classes. For the NVIDIA H100 SXM, the

700 W board-level power envelope is decomposed into compute, HBM, and inter-

connect subsystems. Using vendor-reported HBM3 interface energy efficiencies of

1.7–3.4 pJ/bit [17, 24], peak HBM power is estimated at 45–90 W. NVLink 4 inter-

connects contribute approximately 5–10 W, and the compute core accounts for the

remaining 600–650 W [10]. Under realistic operating conditions, empirical measure-

ments on H100 systems show that active AI training workloads draw 70–80% of rated

thermal design power (TDP) on average [25, 26], while inference workloads, which

account for the majority of operational compute cycles in deployed AI systems [27, 28],

draw lower average power due to the predominance of memory bandwidth-bound token

generation over compute-intensive phases [27]. Although these empirical measurements

are reported at the node level, they are applicable to per-device estimation as GPUs

account for the majority of node power during active AI workloads [27, 29]. Applying

the operational energy model (equation 16, Methods) with activity factor α = 0.6–0.8
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Table 1 Manufacturing energy for representative datacenter accelerators and mobile systems-on-chip (SoCs). All values are in kWh per device,
estimated using the wafer-level scaling and per-die allocation framework (Equations 1–4, Methods §4.3–4.5) with D0 = 0.10 defects/cm2 and α = 2.
HBM3E die area is taken as 121mm2 [20]; HBM3 DRAM die area is 107mm2 and HBM2e die area is 100mm2, consistent with published 16Gb die
densities [17, 21]; HBM base logic die and LPDDR5X die area are each estimated at 50mm2 [21]. Packaging contributes ∼5 kWh (CoWoS-S,
datacenter) and ∼0.4 kWh (InFO-PoP, mobile) per device, included in Total [8]. Entries marked † include at least one estimated die dimension; see
footnotes.

Device Form Logic node(s) On-package memory Logic Memory Total Mem.
factor (kWh) (kWh) (kWh) share

NVIDIA H100 SXM SXM 5nm-class (TSMC 4N) HBM3 (80GB, 5×8-Hi) ∼60 ∼80 ∼146 55%

NVIDIA H200 SXM SXM 5nm-class (TSMC 4N) HBM3E (141GB, 6×8-Hi) ∼60 ∼110 ∼176 63%

Google TPU v5p† Module 5 nm-class (TSMC N5, undisclosed) HBM3 (95GB, 4×12-Hi) ∼34 ∼95 ∼134 71%

Intel Gaudi 3† OAM 5nm-class (TSMC N5) HBM2e (128GB, 8×8-Hi) ∼54 ∼119 ∼178 67%

AMD Instinct MI300X OAM N5 (XCDs) + N6 (IODs) HBM3 (192GB, 8×12-Hi) ∼83 ∼189 ∼277 68%

Apple A17 Pro† SoC 3nm-class (TSMC N3B) LPDDR5X (8GB, PoP) ∼4 ∼3 ∼8 41%

Qualcomm Snapdragon 8 Gen 3 SoC 4nm-class (TSMC N4P) LPDDR5X (8–16GB, PoP) ∼4 ∼3–7 ∼7–11 45%

† TPU v5p: Google does not disclose TPU silicon dimensions [22]. Logic die area estimated at ∼580mm2 (TSMC N5) by scaling from the TPU v4 generation
to N5 process density with functional additions for the v5p generation. HBM dominance (>60%) holds across the full plausible die area range (450–700mm2).

† Gaudi 3: Intel does not disclose compute die dimensions. Die area estimated at ∼495mm2 per die (TSMC N5), derived from the Gaudi 2 predecessor
scaled for process node and compute additions (±80mm2; ±15 kWh on total).

† A17 Pro: Apple does not disclose die dimensions [23]. Logic die area estimated at ∼108mm2 (TSMC N3B) from the published transistor count at
representative design utilization; consistent with the reported logic energy of ∼4 kWh.
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(fraction of peak power drawn during active computation, reflecting inference-weighted

to training-dominated operation), utilization U = 0.5–0.85 (fraction of device life-

time spent actively executing computation, reduced from 100% due to scheduling

gaps between jobs, hardware failures and recovery, maintenance, and diurnal demand

variation in inference-serving deployments, spanning shared GPU clusters [30] to ded-

icated AI training deployments [31]), and idle power fraction β ≈ 0.1 (true device

idle, transistor leakage and HBM refresh with no active workload, as distinct from

within-job reduced-activity states, which are captured by α), the effective operational

power ranges from approximately 245–487 W (35–70% of peak). During a three-year

service lifetime (26,280 h), the cumulative operational energy at the device-level is

approximately 6.4–12.8 MWh, increasing to 9.7–20.5 MWh at the facility level after

accounting for datacenter infrastructure overhead through a power usage effectiveness

(PUE) of 1.5–1.6, which means 50–60% additional energy beyond the IT equipment

load is consumed by cooling, power conversion and other facility systems [5, 32].

For mobile platforms, the Apple A17 Pro SoC is evaluated using a representa-

tive duty cycle of 5 hours active and 19 hours connected-standby per day, derived

from large-scale telemetry and environmental assessments [23, 33]. Sustained com-

pute power of 0.3–1.0 W during active use [34, 35] and connected-standby power of

0.1–0.2 W [34, 36] yield a daily operational energy of approximately 3–9 Wh and

a cumulative three-year total of approximately 4–8 kWh per device, three orders of

magnitude below that of a datacenter accelerator (Table 3).

2.3 Lifecycle energy comparison across platforms

Figure 1 compares manufacturing and operational energy across both device classes.

For datacenter accelerators, the operational energy dominates at the device level. The

operating energy at the facility-level for three-years varies between approximately

10 and 29 MWh per accelerator (Fig. 1(b)), exceeding the manufacturing energy by
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Table 2 Operational (compute-phase) energy comparison of representative datacenter accelerators. Facility operational energy is computed
over a three-year service lifetime and incorporates datacenter infrastructure overhead through the power usage effectiveness (PUE) metric. Peak power
corresponds to the vendor-specified board-level power envelope (TDP or TBP), except for TPU v5p, for which only measured mean chip power has been
publicly disclosed. Dynamic memory and interconnect power components are derived from vendor-reported bandwidth specifications and technology-specific
energy-per-bit parameters, as defined in Methods. HBM2e entries use ebit = 3.4–4.3 pJ/bit reflecting the higher I/O energy of the older PHY generation[17];
HBM3/HBM3E entries use ebit = 1.7–3.4 pJ/bit.

Accelerator Power Basis Peak / Mean Memory Interconnect HBM Dyn. IO Dyn. Facility Energy
Power (W) (type, TB/s) (GB/s) Power (W) Power (W) (MWh, 3 yr)

NVIDIA H100 SXM Vendor TDP 700 HBM3, 3.35 NVLink 4, 900 46–91 3.6–7.2 9.7–20.5
NVIDIA H200 SXM Vendor TDP 700 HBM3E, 4.80 NVLink 4, 900 65–131 3.6–7.2 9.7–20.5
AMD Instinct MI350X Vendor TBP 1000 HBM3E, 8.00 Infinity Fabric, 1075 109–218 4.3–8.6 13.8–29.2
Intel Gaudi 3 Vendor TDP 900 HBM2e, 3.70 24×200 GbE, 600 101–127 2.4–4.8 12.4–26.3
Google TPU v5p Measured mean 331† HBM2e, 2.77 ICI, 1200 75–95 4.8–9.6 13.1–13.9

†Google does not publicly disclose a TPU v5p TDP; the reported value corresponds to first-party measured mean chip power (excluding host), which directly maps

to Peff in our framework[22]. ‡H100 and H200 share a 700W TDP; identical facility-energy ranges reflect equal device-level power draw. Efficiency differences between
generations are quantified on a per-token basis in Table 5.
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Table 3 Operational energy summary of representative flagship mobile SoCs.
Three-year operational energy from the duty-cycle model (Section 4.12). SoC compute power is
isolated from display and cellular subsystems using per-rail ODPM measurements[34, 35].

Metric A17 Pro Snapdragon 8 Gen 3
Class iPhone 15 Pro Flagship Android
Process node TSMC N3B TSMC N4P
Pactive (W) 0.3–1.0 0.4–1.2
Pstandby (W) 0.1–0.2 0.1–0.3
Daily EIT (Wh) 3.4–8.8 3.9–11.7
EIT (3 yr, kWh) 4–10 4–13

more than one order of magnitude. Deployment-phase utilization and power efficiency

are therefore the primary determinants of total lifecycle energy for an individual

accelerator.

Manufacturing energy exhibits a different scaling behavior. Logic fabrication con-

tributes within a range of approximately 34–83 kWh across contemporary accelerators

despite substantial differences in peak performance (Fig. 1(a)). In contrast, on-package

HBM fabrication contributes 80–189 kWh per device, strongly scaling with memory

capacity and stack count. Accelerators manufactured at comparable logic nodes but

configured with different memory capacities therefore differ in manufacturing energy

by up to 2×, confirming that memory is the dominant contributor to embodied

fabrication energy. Operational energy follows the opposite trend as compute activ-

ity dominates, while HBM and interconnect dynamics contribute smaller fractions

(Fig. 1(b)).

At deployment scale, manufacturing energy becomes increasingly consequential.

Although modest per-device, manufacturing energy scales linearly with fleet size with

a deployment of 10,000 accelerators accumulating approximately 1.5 GWh in man-

ufacturing energy. Architectural decisions affecting memory capacity and packaging

complexity can therefore materially influence embodied energy at fleet scale.
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Fig. 1 Manufacturing and operational energy breakdown across datacenter accelerators
and mobile systems-on-chip (SoCs). (a) Manufacturing energy for representative datacenter
accelerators, decomposed into logic fabrication, on-package memory fabrication, and advanced pack-
aging. (b) Three-year facility operational energy of datacenter accelerators, partitioned into compute
(residual), high-bandwidth memory (HBM) dynamic, and interconnect (IO) dynamic contributions
using relative power-share allocation; labels indicate the facility-energy ranges reported in Table 2. (c)
Manufacturing energy for representative mobile SoCs, shown on a per-device basis. (d) Three-year
operational energy of mobile SoCs, decomposed into active and standby components derived from
the duty-cycle model. Despite differing absolute scales and units across panels, all values correspond
to total energy accumulated over a common three-year service lifetime, enabling direct comparison
between manufacturing and operational phases across platforms.

Mobile SoCs exhibit a fundamentally different lifecycle profile. The manufacturing

energy of 7–11 kWh per device (Fig. 1(c)) and the three-year operational energy of 4–

13 kWh per device (Fig. 1(d)) are of comparable magnitude, a near-parity that stands

in sharp contrast to datacenter accelerators, where operational energy exceeds manu-

facturing energy by two orders of magnitude. For mobile platforms, extending service

lifetime and moderating replacement rates therefore offer lifecycle energy leverage

comparable to operational efficiency improvements.
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2.4 Manufacturing energy outlook through 2035

Three concurrent scaling trends, EUV-driven logic node transitions, aggressive growth

of HBM capacity, and increasingly complex advanced packaging, are projected to

drive the manufacturing energy per accelerator from approximately 176 kWh today

to 1,141–1,660 kWh by 2035 (Fig. 2a), a six- to nine-fold increase. Logic fabrication is

projected to grow ∼8–10× through continued node-scaling intensity and multi-chiplet

die multiplication, HBM by ∼5–9× from stack-height and die-count scaling, and pack-

aging by ∼13–16× due to expansion of the multi-reticle interposer. These projections

are grounded in vendor roadmaps, JEDEC standards, published die specifications, and

TSMC packaging disclosures [37–40](component growth factors shown in Fig. 2b).

Escalating lithography intensity drives logic fabrication energy

EUV lithography has already elevated wafer-level manufacturing energy, with empir-

ical life-cycle analyses showing a two- to three-fold increase in wafer energy when

transitioning from 28 nm to 7 nm/5 nm technologies [6, 7]. The subsequent progres-

sion from 5 nm to 3 nm to 2 nm further intensifies this trend, as a growing fraction

of back-end-of-line (BEOL) layers requires EUV exposure in place of multi-patterning

deep ultraviolet (DUV) processing.

IEDM-reported measurements indicate that current 0.33-NA EUV scanners draw

approximately 1–1.2 MW and consume 6–8 kWh per exposure at high throughput [41].

The IRDS lithography roadmap projects approximately 6–8 EUV layers at 7 nm, 10–

12 at 5 nm, and 18–20 at 3 nm, rising to 22–25 layers for 2 nm logic [40]. Sub-2 nm

nodes are projected to require 26–28 EUV layers, unless the selective adoption of

High-NA EUV alleviates some double-patterning requirements [40].

High-NA EUV (0.55 NA), exemplified by ASML’s EXE:5200B system, entered

production for sub-2 nm logic in 2025 [42]. These tools draw 1.4–1.5 MW and require
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a higher dose to maintain stochastic performance, resulting in 7–10 kWh per expo-

sure even while reducing double patterning. Combining the measured exposure energy

with the projections of the IRDS layer-count and the Power-Performance-Area-Cost-

Environmental (PPACE) scaling [6], the wafer-level manufacturing energy is projected

to reach approximately 3–3.5 MWh per wafer for 2 nm nodes and 3.5–4.5 MWh per

wafer for sub-2 nm nodes by 2035 [40, 43].

Concurrently, accelerator architectures are transitioning toward multi-chiplet inte-

gration, increasing total silicon area even when individual dies remain near reticle

limits. NVIDIA’s Rubin GPU (2026) integrates two compute dies along with dedi-

cated I/O chiplets on TSMC N3P (3 nm-class enhanced performance node)[44]. AMD’s

MI350X employs eight XCD (Accelerator Complex Die) compute chiplets on TSMC

N3P plus two I/O dies on TSMC N6, with confirmed XCD die area of 110 mm2 [45, 46].

Although chiplet architectures improve yield economics by avoiding monolithic reticle-

scale dies, they do not reduce total manufacturing energy and may instead increase it:

the total silicon area in multi-chiplet packages often exceeds that of monolithic pre-

decessors (e.g., H100 at 814 mm2), while each successive node consumes more wafer

energy. Combined with continued node advancement through 2 nm (2025–2026), A16-

class (2026–2028), and sub-1 nm (∼2030), logic fabrication energy per accelerator is

projected to grow from ∼60 kWh (H200) to ∼481–618 kWh by 2035, an approximately

8–10× increase driven by both node scaling and continued die-count growth [6, 40].

HBM die-count scaling dominates embodied energy growth

HBM remains the dominant contributor to per-accelerator manufacturing energy, and

its absolute share is projected to grow substantially over the next decade. Unlike logic

fabrication, where process improvements can reduce the energy per transistor, his-

torical life-cycle assessments of DRAM demonstrate that the manufacturing energy

per die increases with node advancement due to greater process complexity, addi-

tional patterning steps, and higher aspect ratio capacitor structures [21, 47]. This
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trend is reinforced by the PPACE framework, which quantifies a monotonic increase

in wafer-level energy with node scaling [6]. It is important to distinguish this from

the well-documented improvement in operational power efficiency per bit, for exam-

ple, Micron’s 1β-to-1γ transition delivers over 20% lower chip power [48, 49], which

reflects reduced switching energy in the fabricated device, not a reduction in the energy

consumed during its manufacture.

All major DRAM vendors now ship advanced HBM3E parts: Samsung and Micron

offer 24 GB (8-high) and 36 GB (12-high) stacks exceeding 1 TB/s per stack, while SK

Hynix provides similar configurations [24, 50, 51]. Current accelerators integrate six to

eight stacks, which corresponds to 141–288 GB of total HBM capacity. The NVIDIA

H200 employs six 8-high HBM3E stacks totaling 141 GB [19], while the AMD MI350X

and NVIDIA Rubin each integrate eight 12-high stacks delivering 288 GB [44, 45].

Roadmaps for HBM4-class products further expand this trajectory. SK Hynix tar-

gets HBM4 mass production in 2026, transitioning to a 2048-bit interface with a

multi-terabyte per-second bandwidth per stack [52]. Micron has confirmed sampling of

12-high, 36 GB HBM4 parts [53]. Roadmaps extending through HBM5 and HBM5E

target 16-high configurations in the 2028–2031 window, with hybrid bonding confirmed

for HBM5 generation to enable stack heights beyond what microbump technology

permits [54, 55].

The dominant driver of HBM manufacturing energy growth is die-count scaling.

The H200 baseline of 54 dies (6 stacks × 9 dies per stack) at approximately 2.04 kWh

per die yields approximately 110 kWh of HBM manufacturing energy. As accelerator

configurations scale toward 8–12 stacks of 16–20-high HBM5-class devices by 2035,

total HBM die counts reach 128–240 per package. Accounting for a modest 5–20%

increase in the per-die energy estimated through the PPACE s-factor scaling applied

to projected DRAM node advancement [6, 21, 47], HBM manufacturing energy is

projected to reach 595–962 kWh by 2035, a 5–9× increase from the H200 baseline,
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consistent with the announced JEDEC HBM4 specifications and vendor stack-height

roadmaps [20, 38, 53, 54].

HBM remains the largest single contributor to manufacturing energy throughout

the projection window, accounting for 49–67% of the total across all scenarios (Fig. 2(c)

and Table 4). The temporary reduction in the fractional share of HBM in the 2028–

2030 horizon (49–51%) reflects the compounding effect of simultaneous advancement

of logic nodes and multiplication of dies at A16-class nodes, before the scaling of the

HBM stack-height reasserts memory dominance by 2035 (52–58%).

Advanced packaging amplifies manufacturing energy at system level

Architectural trends in deployed accelerators place stacked DRAM at the center of

future manufacturing energy growth. Recent generations of AI systems from Google,

NVIDIA, and AMD co-locate multi-die compute clusters with multiple HBM stacks on

large 2.5D interposers, optimizing for reduced data-movement cost rather than peak

floating-point throughput [10, 22, 58, 59]. Profiling studies of transformer workloads

confirm that memory traffic dominates both latency and energy consumption, and

that the memory subsystem increasingly governs system-level efficiency [58, 60].

These memory-centric architectures have direct manufacturing implications.

TSMC’s CoWoS roadmap now supports interposers exceeding three stitched reticles in

size (>2,500 mm2), with projections approaching 5,000 mm2 using stitched or bridge-

based integration schemes [39, 57, 61]. Because advanced packaging involves wafer-level

lithography, metallization, and repeated bonding operations, its manufacturing energy

scales approximately with interposer area and integration complexity.

Current accelerators such as the H200 employ interposers of approximately

800 mm2 [61], contributing ∼5 kWh to the total manufacturing energy [8–10].

AMD’s MI350X continues the multi-chiplet CoWoS architecture established with the

MI300X [62, 63], one of the most integration-intensive commercial AI accelerator pack-

ages to date [45]. As multi-reticle interposers become standard, packaging energy is

14



Table 4 Manufacturing energy projection for AI accelerators showing logic, HBM, and packaging components. Baseline (H200)
calibrated to Table 1. Logic projections follow the IRDS node timeline[40] and the multi-chiplet scaling trend already established
across current datacenter accelerators[22, 44, 56]: TSMC N3P in production (2025), A16-class targeted late 2026, sub-1 nm ∼2030,
Å-class ∼2032+[40, 43]; logic energy scales with node via PPACE s-factors[6] and continued die-count growth. HBM projections are
grounded in JEDEC HBM4 specifications[38], the SKHynix AI Summit 2025 roadmap (HBM5 16-Hi targeting 2028–2031;
HBM5E/HBM6 beyond)[53, 54], and published analyses of hybrid-bonding adoption for the HBM5 generation[55]. Per-die energy
scaled conservatively via PPACE[6, 21, 47]. Packaging projected from CoWoS interposer area scaling[39, 57]. The ∼2028–2030 and
∼2035 rows present scenario ranges spanning conservative and aggressive chiplet and HBM scaling trajectories consistent with
current multi-vendor trends.

HBM Configuration Manufacturing Energy (kWh)

Platform Year Logic Node Stacks Height Capacity Logic Memory Pkg Total Mem%

H200 2024 4N (5 nm) 6 8-Hi 141GB 60 110 5 176 63%

MI350X† 2025 N3P+N6 8 12-Hi 288GB 90 217 15 322 67%

Rubin† 2026 N3P 8 12-Hi 288GB 158 257 25 440 58%

∼2028–2030‡ 2028–30 A16-class 8 16–20-Hi ∼512–640GB 390 419–455 40–45 848–890 49–51%

∼2035‡ 2035 sub-1 nm/Å 10–12 16–20-Hi 800GB–1.5TB 481–618 595–962 65–80 1,141–1,660 52–58%

Growth (H200 → 2035) ∼8–10× ∼5–9× ∼13–16× ∼6–9×

† MI350X: XCD die area confirmed at 110mm2 (TSMC N3P) from ISSCC 2026 [46]; IOD area estimated at ∼600mm2 (TSMC N6) — AMD
does not disclose. Sensitivity: ±15 kWh over the 550–650mm2 IOD range. Rubin: NVIDIA does not disclose die dimensions. Two compute
dies estimated at ∼750mm2 (TSMC N3P) from published transistor counts and process density[44]; two IO dies estimated at ∼400mm2

(TSMC N6). HBM4 die area estimated at ∼140mm2 from published 36GB 12-Hi stack capacity[53] and 10 nm-class die density[38].
‡ Projection scenarios. Logic energy assumes continued multi-chiplet scaling (2–4 compute dies per package) consistent with the trajectory
established across current datacenter accelerators from multiple vendors[22, 44, 56], combined with node advancement per the IRDS
roadmap[6, 40]. 2028–2030 : Both bounds reflect HBM5, which targets the 2028–2031 window per the SKHynix roadmap[54]; lower bound
uses HBM5 16-Hi with microbump stacking; upper bound uses HBM5 20-Hi with hybrid bonding (confirmed for the HBM5 generation[55]).
2035 : Lower bound — sub-1 nm node (∼2030)[40], 10 stacks × 16-Hi HBM5E[54]; upper bound — Å-class node (∼2032+)[40], 12 stacks
× 20-Hi HBM6[54]. Per-die HBM energy increases 5–20% above HBM3E baseline consistent with continued DRAM node advancement[6,
21, 47].
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projected to increase from ∼5 kWh to ∼65–80 kWh by 2035, a ∼13–16× increase that

raises packaging’s share from roughly 3% to∼5–6% of total manufacturing energy. This

projection follows the approximate proportionality between the packaging energy and

the interposer area, combined with the CoWoS area scaling trajectory from ∼800 mm2

to ∼5,000 mm2 by 2035 [8, 39, 57].

Even under optimistic adoption of architectural mitigations such as processing-in-

memory and CXL-based memory pooling (discussed in the Discussion), manufacturing

energy per accelerator is projected to reach 1,141–1,660 kWh by 2035, a constraint

that cannot be addressed through operational efficiency improvements alone.

2.5 Operational energy outlook: sparse architectures and

inference scaling

The next phase of AI development is likely to be defined by sparse architectures,

inference-time scaling, and increasingly memory-centric system design, trends that

alter the trajectory of operational energy growth and create direct links to the

manufacturing trends established above.

Mixture-of-experts architectures reduce operational energy

without reducing memory capacity

The compute scaling paradigm that drove AI progress from 2017–2024 is approach-

ing structural limits. Kaplan et al. established power-law relationships showing that

model error decreases predictably as compute budget, parameter count, and train-

ing data volume increases [2], and the subsequent Chinchilla analysis showed that

for a given compute budget, the optimal balance between model size and training

data corresponds to approximately 20 training tokens per parameter [65]. In large

language models, text is processed as tokens, discrete units typically representing 3–

4 characters or common subwords. Under these scaling laws, a 70-billion parameter
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Fig. 2 Manufacturing and operational energy outlook for AI accelerators (2024–2035).
(a) Manufacturing energy breakdown by component. H200, MI350X, and Rubin values are confirmed;
2028–2030 and 2035 rows are scenario ranges (Table 4). Percentages indicate HBM share of total.
(b) Component growth factors relative to H200. Error bars indicate scenario bounds for the 2035
projection. (c) HBM share of total manufacturing energy across the projection window (49–67%);
HBM remains the largest single contributor throughout. (d) Energy per token (MLPerf v4.1 [64]),
H100 vs. H200. The H100→H200 transition isolates the effect of the HBM upgrade alone; the logic
die is unchanged between generations. Data: Tables 4 and 2; manufacturing projections grounded in
vendor roadmaps [38–40, 44, 54].

model requires approximately 1.4 trillion tokens for compute-optimal training, while a

500-billion parameter model requires nearly 10 trillion tokens. However, these relation-

ships implicitly assume unlimited high-quality training data. Villalobos et al. estimate

that the effective stock of publicly available high-quality text, approximately 3× 1014

tokens after filtering, may be exhausted between 2026 and 2032 at current consump-

tion rates [66]. Contemporary frontier models are already approaching this constraint:

Meta’s Llama 3.1 405B reportedly trained on approximately 15 trillion tokens [66, 67],
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nearing practical limits of available high-quality data. Beyond this threshold, simply

increasing training compute yields diminishing returns, marking an inflection relative

to the rapid scaling trajectory observed over the past decade.

The industry response has been twofold. First, a transition toward inference-time

scaling : Instead of solely increasing parameter counts, emerging reasoning models gen-

erate extended intermediate computations before producing final outputs, effectively

reallocating computational demand from training to inference [68, 69]. Such models

may process 10–100× more tokens per query than conventional architectures, shift-

ing workload balance from training-dominated to inference-dominated regimes, where

memory capacity constraints and therefore manufacturing energy become increasingly

consequential. Second, the adoption of sparse architectures reduces active compute

per token while maintaining large overall parameter counts, as discussed below.

Mixture-of-Experts (MoE) architectures have emerged as the leading approach for

frontier-scale models. Unlike conventional dense models, where all parameters par-

ticipate in every forward pass, MoE architectures partition parameters into parallel

subnetworks, or experts. For each input, a learned routing mechanism activates only a

small subset of experts while the remainder remain idle, enabling very large effective

model capacity with substantially reduced active computation per token.

DeepSeek-V3 exemplifies this approach: the model contains 671 billion total

parameters distributed across 256 expert subnetworks, yet only 37 billion parameters

(approximately 5.5%) are activated for any given input [69]. This sparse activation

reduces the effective compute required per token and reportedly lowered total training

cost to approximately 2.788 million GPU hours, roughly an order of magnitude less

than comparably sized dense models.

However, MoE architectures do not reduce memory capacity requirements. All

expert weights must reside in HBM to enable low-latency routing and activation, even

when most experts remain idle. A 671-billion parameter MoE model therefore requires
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the same HBM capacity as a dense model of equivalent size, despite activating only

a fraction of parameters per operation. This creates a distinctive operational profile:

compute energy scales with active parameters (approximately 5–10% of the dense

model equivalent), while memory capacity scales with total parameters. Consequently,

memory bandwidth utilization decreases as fewer bytes are transferred per operation,

reducing the benefit of HBM bandwidth improvements. As a result, DeepSeek-V3

achieves energy-per-token comparable to that of a 37-billion parameter dense model

despite its 671-billion parameter capacity [69].

MoE architectures improve operational efficiency per token relative to a dense

model of the equivalent total parameter count. However, for manufacturing energy, this

gain operates on a different lever as it reduces active compute without reducing the

total HBM footprint. As frontier models continue scaling in total parameter count even

with MoE sparsity keeping active compute manageable, HBM capacity requirements,

and therefore manufacturing energy, continue to grow.

Attention compression reduces memory bandwidth demand

Beyond sparsity, architectural innovations are targeting memory bottlenecks within

the attention mechanism, the core operation that enables models to relate different

elements of an input sequence. During text generation, models produce outputs one

token at a time while referencing all previously generated tokens. To avoid redun-

dant computation, implementations cache intermediate values, specifically, the key

and value vectors used in attention operations. This KV cache grows linearly with

sequence length: for each token in context, the model stores two vectors per attention

layer. In large models, the KV cache becomes a dominant consumer of HBM capac-

ity. Llama 3.1 405B with conventional grouped-query attention, for example, requires

516 KB of KV cache storage per token in context [70], meaning a 128,000-token context

window requires approximately 66 GB of HBM solely for cached attention states.
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DeepSeek’s Multi-head Latent Attention (MLA) addresses this bottleneck through

low-rank compression of cached values. Instead of storing full key-value pairs, MLA

stores a compressed latent representation that can be expanded on-demand dur-

ing attention computation, reducing per-token cache storage from 516 KB to just

70 KB, a 7.4× reduction [69, 70]. The same 128,000-token context now requires

only 9 GB of cache storage. This compression enables longer context windows within

fixed HBM capacity budgets, higher batch sizes within existing memory constraints,

and reduced memory traffic per generated token, shifting inference workloads from

memory-bounded toward more compute-bounded regimes and improving effective

hardware utilization.

Empirical energy-per-token measurements across workload types

To quantify how these architectural trends affect operational energy, MLPerf Inference

v4.1 benchmark data [64] were analyzed across three representative workloads: Llama 2

70B (memory-bandwidth-limited dense model), Mixtral 8×7B (MoE architecture with

46.7B total parameters and 12.9B active parameters), and GPT-J 6B (compute-limited

small dense model). All measurements correspond to 8-GPU configurations evalu-

ated under the Offline throughput scenario [64]. The energy per generated token is

calculated from the measured system throughput and the rated TDP (equation 12,

Methods).

Table 5 and Fig. 2(d) presents results comparing NVIDIA H100 and H200 accel-

erators. The H200 provides 76% more HBM capacity (141 vs. 80 GB) and 43%

higher memory bandwidth (4.8 vs. 3.35 TB/s) compared to the H100, yet energy effi-

ciency improvements vary substantially with workload characteristics. For memory

bandwidth-limited workloads (Llama 2 70B), a 30% efficiency improvement closely

follows the 43% increase in memory bandwidth, confirming that HBM bandwidth dom-

inates energy efficiency for large dense models. For MoE workloads (Mixtral 8×7B),

energy efficiency improves by only 11% despite substantial improvements in HBM,
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because sparse activation inherently reduces bandwidth utilization, leaving additional

HBM capacity and bandwidth underutilized. For compute-limited workloads (GPT-J

6B), efficiency improves by approximately 10%, as small dense models are limited by

arithmetic throughput rather than external memory bandwidth.

Table 5 Energy per token across GPU generations and workload types. Values derived from
MLPerf Inference v4.1 throughput results (Closed Division, Datacenter, Offline scenario, 8-GPU
systems) and rated TDP. Submission IDs: 4.1-0043 (H100), 4.1-0048 (H200) [64].

Model Active H100 H200 Efficiency Limiting

Params (J/token) (J/token) Gain Factor

Llama 2 70B 70B (dense) 0.228 0.161 30% Memory BW

Mixtral 8×7B 12.9B (MoE) 0.107 0.095 11% Mixed

GPT-J 6B 6B (dense) 0.309 0.279 10% Compute

Projecting forward to 2028–2030-era accelerators with approximately 512–640 GB

HBM capacity and substantially higher bandwidth, memory-bandwidth-limited work-

loads could approach approximately 0.06 J/token, representing a ∼2.5× improvement

relative to H200. For MoE-dominated inference workloads, efficiency gains are

expected to be substantially smaller due to intrinsic bandwidth underutilization. The

architectural levers that drive operational efficiency, such as precision scaling, atten-

tion compression, software optimization, and bandwidth-utilization improvements,

operate on different variables from those that drive manufacturing energy, which is

governed by HBM die count, stack height, logic node complexity, and packaging inter-

poser area (Section 2.4). This divergence between the architectural drivers of the two

energy regimes determines the lifecycle trajectory of AI accelerators, as examined in

the following subsection.

2.6 The manufacturing–operational energy gap

The architectural trends described above reveal a divergence between manufacturing

and operational energy that has not previously been examined in the context of sparse
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AI architectures: the same innovations that reduce operational energy per token leave

manufacturing energy unaffected, and in some cases accelerate its growth.

Manufacturing energy scales with total HBM capacity. HBM fabrication accounts

for 49–67% of accelerator manufacturing energy across the projection window and

increases with die count and stack height (Table 4). Although MoE architectures

activate only a subset of parameters per token, all expert weights must reside in

HBM to enable low-latency routing. Similarly, extended-context inference requires

additional memory capacity for attention caches. Together, these factors ensure that

manufacturing energy tracks the total HBM capacity, following the projected growth

of 6–9 × through 2035 regardless of architectural sparsity.

Operational energy, by contrast, scales with memory bandwidth utilization. MoE

sparsity and attention compression reduce the energy per token by decreasing the num-

ber of bytes accessed per operation, without reducing HBM capacity requirements.

Sparse models still require dense weight storage, and compressed attention mecha-

nisms still consume memory proportional to context length. Manufacturing energy is

consumed to fabricate dies that hold the full set of parameters; the operational effi-

ciency benefit accrues only to the subset of dies accessed per forward pass. The same

HBM subsystem that dominates the embodied manufacturing energy simultaneously

enables operational efficiency gains, but these two effects respond to entirely different

architectural levers. Although MoE improves operational efficiency per token relative

to a dense model of equivalent total parameter count, this gain does not reduce the

HBM footprint, and as frontier models continue scaling in total parameters, both HBM

capacity requirements and manufacturing energy continue to grow.

The H100→H200 transition illustrates this divergence: manufacturing energy

increases by approximately 21% (146→176 kWh, Table 1), as the HBM capacity

increases from 80 to 141 GB, while the operational efficiency of the MoE improves

by only 11%, despite a 43% increase in the HBM bandwidth, reflecting how sparse
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activation underutilizes the added bandwidth. Manufacturing energy and operational

efficiency respond to different properties of the HBM subsystem, capacity and per-bit

bandwidth, which scale through different engineering levers. A 2028–2030 era accelera-

tor carries a projected manufacturing energy of 848–890 kWh (Table 4), a 5× increase

relative to H200, driven almost entirely by the growth of the HBM die-count and the

packaging-area. Operational innovations in precision, attention compression, or spar-

sity do not reduce this committed embodied cost, because none of these mechanisms

acts on capacity. The divergence between manufacturing and operational energy is

therefore structural, since the two quantities are driven by independent architectural

variables, and no single hardware or software choice addresses both.

3 Discussion

The results presented here establish an asymmetry in AI hardware scaling that has

not previously been quantified in the context of sparse AI architectures. Specifically,

architectural advances that reduce operational energy per token are largely orthogonal

to the forces driving manufacturing energy growth. HBM capacity is the dominant

determinant of manufacturing energy and is exactly what MoE architectures leave

unchanged. Each generation of more efficient AI hardware is therefore simultaneously

more energy-intensive to manufacture, a gap that compounds with every hardware

cycle and is not captured by current operational metrics.

3.1 The irreversibility asymmetry

Operational and manufacturing energy differ in a property with important con-

sequences for lifecycle sustainability: Operational energy can be reduced after

deployment through software optimization, model compression, and future hardware

generations, but manufacturing energy cannot as it is committed at fabrication and
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locked in for the life of the device regardless of how efficiently the hardware is

subsequently operated, how long it runs, or how capable the models it serves become.

The scale of this embodied debt is growing rapidly. The manufacturing energy

per accelerator is projected to reach 1,141–1,660 kWh by 2035, a 6–9× increase

from the H200 baseline. Operational efficiency over the same window is bounded

by the saturation of the mechanisms that drive it: precision has progressed through

FP16→FP8→FP4 but FP2 is not viable for most production workloads, sparse MoE

architectures are limited by the arithmetic intensity of active-expert compute, and

software optimization compresses toward the workload-defined performance floor.

Operational and manufacturing energies also sit at different points in the lifecycle.

Operational energy is re-determined every time the system runs and responds to soft-

ware, runtime, and workload choices. Manufacturing energy is set once at fabrication

and cannot be reduced at deployment. At fleet scale, where hundreds of thousands of

accelerators are refreshed on two to three year cycles [3], this divergence accumulates

into a material and irreversible lifecycle energy burden.

3.2 Why MoE does not close the gap

MoE lowers operational energy per token by activating only a subset of expert parame-

ters per forward pass, the 11% H100→H200 efficiency gain observed for Mixtral 8×7B

in Table 5 reflects this directly. The savings do not extend to manufacturing because

all expert weights must reside in HBM simultaneously to enable low-latency routing.

A 671-billion parameter MoE model requires the same memory footprint as a dense

model of equivalent size. As frontier models continue scaling total parameter counts,

even as per-token sparsity keeps active compute tractable, HBM requirements grow,

and manufacturing energy grows with them.
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3.3 The demand rebound

Efficiency gains in computing have historically not reduced total energy consump-

tion. More efficient hardware enables more computation per watt, unlocking new

applications, larger models, and higher throughput, pushing utilization back towards

the thermal design power envelope [3]. Datacenter accelerators operate near their

power ceiling regardless of per-token efficiency, a rebound effect, often termed Jevons’

paradox, that has held across every prior generation of compute scaling [71].

The consequences for manufacturing energy are direct and compounding. If per-

device operational consumption is bounded by the power envelope, then growing

aggregate demand can only be met by deploying additional hardware. Inference chip

sales are projected to increase 4–6× over the next five to eight years, driven by rea-

soning models, MoE architectures, multimodal generation, and retrieval-augmented

generation, all of which expand per-query memory requirements [72]. Each additional

accelerator carries irreversible embodied energy, and per-device manufacturing energy

is itself rising with fabrication complexity (Table 4). Fleet size grows with demand,

while per-unit manufacturing energy grows with hardware complexity, producing a

multiplicative increase that operational efficiency cannot offset.

Per-token efficiency gains remain essential, as they determine economic viability

and the range of applications a given power budget can serve. However, they should

not be mistaken for lifecycle energy reductions. The mitigation pathways discussed in

the following are selected because they reduce either the total hardware deployed or

the manufacturing energy per device.

3.4 HBM is overprovisioned for inference

The manufacturing energy burden of HBM is compounded by a fundamental mis-

match between HBM’s design characteristics and the access patterns of LLM inference.
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HBM inherits DRAM’s symmetric read/write performance, byte addressability, prac-

tically unlimited endurance, and sub-100 ns random access latency. LLM inference

uses almost none of these capabilities. During autoregressive decoding, weights are

read-only and KV-cache access is append-only with sequential reads, measured

read-to-write ratios exceed 1000:1 [73]. Memory accesses are large, sequential, and

predictable, byte-level random access is not utilized [72, 73]. The endurance of HBM

(∼1015 write cycles) exceeds the inference requirements by six to nine orders of

magnitude for weights and by three to six orders of magnitude for KV-cache writes [73].

Each additional capability, such as the symmetric write path, the random-access

circuitry, and the engineering margin for high endurance, represents transistors, pro-

cess steps, and manufacturing energy that does not serve an important functional

purpose for the dominant AI workload. Approximately one-third of an AI accelera-

tor’s operational energy is consumed by HBM [73], and the manufacturing complexity

required to deliver these largely unused capabilities contributes to HBM’s lower yield

and higher cost relative to commodity DRAM [72–74]. A significant fraction of HBM’s

embodied energy is, therefore, committed to capabilities that inference does not

require.

3.5 HBM scaling is approaching physical limits

The projections in Table 4 assume continued growth in HBM capacity, and recent

industry data confirm that this growth is becoming increasingly difficult to sustain at

the individual stack level. The DRAM density scaling has decelerated. The fourfold

increase from 8-gigabit dies introduced in 2014 to 32-gigabit dies, which began com-

mercial sampling in 2024, took roughly a decade, while previous generations achieved

fourfold gains every three to six years [72]. HBM4, which entered mass production in

early 2026, increases the capacity per-layer by only ∼30% relative to HBM3e [73]. The

number of vertically stacked DRAM dies within a single HBM package, the primary
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mechanism to increase the capacity per stack, is not expected to scale beyond 16 due

to yield, thermal, and mechanical constraints [73].

This per-stack ceiling is what drives the scaling trajectory in our projections. If

neither die density nor die count per stack can grow substantially, future capacity

increases must come from adding more HBM stacks per accelerator, more acceler-

ators per system, or more systems per cluster, the pathway reflected in Table 4’s

projection of up to 20 stacks per package by 2035. Each of these pathways multiplies

the manufacturing energy rather than amortizing it across denser components. Cost

data confirm this trajectory, as the normalized cost of HBM3e per gigabyte and per

gigabyte-per-second both increased 1.35× from 2023 to 2025 [72, 74], while commod-

ity DDR4 costs fell to 0.54× and 0.45× during the same period [72]. The rise in HBM

cost per unit of capacity reflects the increased manufacturing complexity, with more

process steps, advanced packaging, and lower yields, all of which translate into higher

embodied energy per gigabyte.

Both Cerebras (wafer-scale SRAM) and Groq (full-reticle SRAM) attempted to

eliminate HBM entirely, but in both cases, the demands for LLM capacity overwhelmed

the SRAM on the chip, forcing the retrofitting of external DRAM [72]. The dependence

on HBM is locked in for frontier models, and the manufacturing energy it carries is

not an avoidable cost.

3.6 Implications for sustainability reporting

The current environmental reporting frameworks for the AI infrastructure are struc-

tured almost exclusively around operational electricity consumption [4, 75]. NVIDIA’s

ISO 14067-compliant product carbon footprint disclosures for the H100 and H200

quantify embodied manufacturing emissions at the product level [10], and the Google

TPU lifecycle analysis [76] provides a rigorous cradle-to-gate methodology. Yet AI

sustainability benchmarks, datacenter energy disclosure requirements under emerging
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E.U. and U.S. regulatory frameworks, and industry self-reporting all default to opera-

tional energy as the primary metric [4, 77, 78]. Manufacturing energy is systematically

absent from all of these frameworks. Recent work by Google has explicitly identified

the manufacturing yield and the lifecycle of the device as first-order determinants of

embodied carbon, calling for metrics that treat CO2e and the total cost of owner-

ship as primary optimization targets along with performance [79]. The analysis in this

paper supports this direction.

This omission has an important consequence. Fleet decisions that appear sustain-

able by operational metrics can increase total lifecycle energy. Accelerating hardware

refresh cycles to deploy more energy-efficient accelerators reduces operational energy

per token but commits additional manufacturing energy with every replacement, an

embodied rebound effect that is invisible to operational-only accounting [75, 76]. For

mobile platforms, where our results show that manufacturing and operational energy

are already comparable in magnitude, both in the range of 4–13 kWh over a three-

year device lifetime (Table 3), device longevity is as powerful a sustainability lever as

chip efficiency, a finding that gives longer replacement cycles a significant and previ-

ously unquantified energy value. Extending lifecycle energy accounting, by following

established Life-Cycle-Assessment (LCA) methodology [75, 76, 80], to the fleet and

procurement level would make these tradeoffs visible.

3.7 Mitigation pathways

Narrowing the gap between manufacturing and operational energy trajectories requires

interventions that reduce the total volume of HBM fabricated per unit of AI capabil-

ity, not merely improvements in per-token compute efficiency. The demand rebound

and HBM overprovisioning described above constrain which approaches are effective:

Processing-in-Memory (PIM), Processing-near-Memory (PNM) and MoE improve
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operational efficiency but do not reduce total memory deployed, leaving manufacturing

energy unchanged. The pathways below target manufacturing energy directly.

High Bandwidth Flash for capacity displacement. High Bandwidth Flash

(HBF) stacks flash dies in an HBM-like package to deliver comparable bandwidth at

10× the capacity per stack [72, 81]. A single HBF stack provides ∼512 GB versus

∼48 GB for HBM4, while matching the read bandwidth of HBM4 at lower power [72].

That bandwidth is achieved through parallel operation across numerous dies connected

to the wide interface, rather than through rapid access to any single die. NAND

page reads still take microseconds, while DRAM row access is in nanoseconds. Model

weights, frozen during inference and thus immune to flash write-endurance limits, are

ideal candidates for HBF storage. Replacing even a portion of the weight-serving HBM

with HBF would reduce the number of 3D-stacked DRAM dies fabricated, packaged,

and tested per system. Flash density also continues to double every three years, unlike

DRAM [72]. Open challenges include software management of page-based read latency,

optimal HBM-to-HBF ratios, and whether HBF manufacturing energy per gigabyte

is sufficiently lower than HBM to deliver net lifecycle savings. HBF cannot replace

all HBM, as KV-cache data, updated every token, still requires DRAM, but it could

reshape the capacity scaling trajectory for weight storage.

Managed-Retention Memory for simpler fabrication. Managed-Retention

Memory (MRM) trades the long term retention and symmetric write performance

that HBM inherits from DRAM for improved read throughput, density, and energy

efficiency [73]. By relaxing retention to hours or days, sufficient for weights peri-

odically refreshed from persistent storage, MRM enables memory cell technologies

(phase-change memory (PCM) [82], resistive RAM (RRAM) [83], and spin-transfer

torque magnetic RAM (STT-MRAM) [84]) that historically failed to displace DRAM

because they were forced to compete on non-volatility. These technologies offer read

performance on par with DRAM at a potentially higher density and lower cost per
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terabyte [73]. For manufacturing energy analysis, the critical property is that MRM

does not require 3D DRAM stacking and its yield penalties, and fabrication could

use less complex packaging, reducing embodied energy per gigabyte. There are no

production MRM devices, as it was only formalized in 2025 as a cross-layer research

agenda rather than a finished design [73]. Existing PCM, RRAM, and STT-MRAM

devices were designed for non-volatility, rather than write performance, endurance,

and density that MRM requires and the proposed memory controllers, dynamic reten-

tion control, and software stack remain undeveloped. Even if MRM does not reach

production, any memory built without long retention or symmetric write performance

would be less manufacturing-intensive per gigabyte than HBM.

CXL-based memory pooling. CXL enables HBM capacity to be shared across

multiple accelerators via external memory pools, reducing the total installed HBM

required across a fleet. Early deployments demonstrate 50–70% reductions in total

installed memory capacity for batch inference workloads [85], a fleet-level manufactur-

ing energy reduction that per-device metrics cannot capture. The remaining challenge

is latency, as CXL access times are acceptable for weight storage in offline inference,

but remain prohibitive for KV-cache access patterns for latency-sensitive service [72].

Memory footprint-aware model design. If manufacturing energy tracks HBM

capacity, then model architectures that minimize total weight and KV-cache footprint,

not merely active compute per token, reduce both operational and manufactur-

ing energy simultaneously. DeepSeek’s Multi-head Latent Attention achieves 7.4×

KV-cache compression without accuracy loss [69, 70]. Whether structured sparsity,

aggressive quantization, or fundamentally different paradigms can achieve large effec-

tive weight capacity without proportionally large memory footprints remains an open

question.

A note on operational efficiency. Processing in or near memory and related

architectural innovations remain valuable for achieving lower energy per operation,
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higher throughput within a given power envelope, and economic viability of infer-

ence at scale. Samsung’s HBM-PIM demonstrated up to 2.5× performance at lower

energy [86, 87]. Processing-in-memory also avoids software sharding constraints by

placing the computation on separate dies [58, 72]. These are important advances, but

they do not reduce total HBM capacity as a system needs the same memory to hold

the same parameters regardless of where computation occurs [72]. Their contribu-

tion is to operational sustainability. Treating per-operation efficiency as equivalent to

overall resource reduction masks the underlying issues in manufacturing energy use.

The broader principle

The results presented in this paper are not specific to HBM or AI accelerators. In com-

plex semiconductor systems, the energy embedded in manufacturing and the energy

consumed during operation are fundamentally decoupled. They respond to different

architectural variables, scale at different rates, and require different interventions. This

decoupling will expand as EUV layer counts increase, chiplet integration becomes

standard, and memory stack heights climb. AI accelerators are where it is currently

largest and fastest-growing, but the principle applies wherever hardware complexity

scales faster than operational efficiency.

The framework presented here, which quantifies manufacturing energy from wafer-

level parameters, allocates it across components, and projects it against operational

trends, is transferable to other hardware domains. In general, it is highly important

to develop a measurement standard that treats manufacturing energy as a first-class

metric alongside operational consumption, a position now supported by independent

proposals for evaluation frameworks that include embodied CO2e as a primary opti-

mization target [72, 79]. Progress measured only in performance-per-watt will continue

to undercount the true energy cost of AI scaling. A complete accounting must track

both the energy a system consumes and the energy it costs to build it.
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4 Methods

This section describes the analytical framework used to estimate manufacturing and

operational energy across current and projected AI accelerator platforms. Manufactur-

ing energy is estimated from wafer-level energy data, process node scaling models, and

published life-cycle assessments. Operational energy is modeled using subsystem-level

power decomposition, vendor-reported specifications, and empirical characterization

data from production datacenter deployments. A three-year service lifetime is assumed

across all device categories to enable direct comparison between manufacturing and

operational energy contributions.

4.1 Manufacturing Energy Framework

Manufacturing energy is defined here as the electrical energy consumed during

the fabrication of a functional integrated circuit, encompassing wafer processing,

memory fabrication, and advanced packaging. The extraction of raw materials, chem-

ical supply chains, and the energy embodied in equipment are outside the scope

of this analysis. The system boundary includes: (i) front-end wafer fabrication,

encompassing front-end-of-line (FEOL), middle-of-line (MOL), and back-end-of-line

(BEOL) processing [88], (ii) wafer sort and yield losses [89], (iii) advanced packaging

technologies (e.g., silicon interposers [61], Embedded Multi-die Interconnect Bridge

(EMIB)/Foveros [90], Chip-on-Wafer-on-Substrate (CoWoS) [39, 61]), (iv) on-package

memory fabrication, including HBM for GPUs and TPUs [17, 38], and Double Data

Rate/Low-Power Double Data Rate (DRAM/LPDDR) for mobile SoCs [91, 92]. This

system boundary is consistent with the fab-gate scope adopted in prior semiconductor

energy analyses [7, 8, 21].
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4.2 Wafer Processing Energy

Semiconductor fabrication dominates manufacturing energy [7]. According to TSMC’s

2024 Environmental, Social, and Governance (ESG) disclosures, the company con-

sumed a total of 27,477 GWh of electricity and shipped 12.9 million 12-inch wafers,

corresponding to an average energy intensity of 2,130 kWh per wafer across all process

nodes [93]. This figure is consistent with TSMC’s own unit product energy met-

rics, reporting approximately 37 kWh of electricity per wafer per mask layer, which

for 55–60 mask layers in advanced logic yields an estimated 2,000–2,200 kWh per

wafer [93].

However, wafer energy scales strongly with process node. The IMEC PPACE

analysis quantified that the energy per wafer rises from ∼1 kWh/cm2 at 28 nm to

∼3.5 kWh/cm2 at 3 nm [6]. For a 300 mm wafer, the energy at 28 nm is ∼700 kWh

per wafer and at 3 nm is ∼2,470 kWh per wafer, a 3.5× increase in wafer fabrication

energy with scaling. The node-specific wafer energy can be modeled as

Ewafer,node = s(n)× Ewafer,avg, (1)

where Ewafer,avg is the foundry average (≈2,130 kWh/wafer) and s(n) is a node scaling

factor (e.g., s(28 nm) ≈ 0.33, s(5 nm) ≈ 0.89–0.93, s(3 nm) ≈ 1.09–1.16)[6].

At advanced nodes, EUV lithography is highly power-hungry. An EUV scanner

consumes approximately 1 MW of input power, with tool throughputs of 65–170

wafers per hour [41]. Each EUV exposure step therefore consumes approximately 6–

14 kWh/wafer [6, 41]. While EUV reduces the number of lithographic passes compared

to the multi-patterning deep ultraviolet (DUV) sequences it replaces, node-to-node

scaling still increases the total lithographic energy due to additional FEOL patterning

steps, MOL layers, and BEOL metal layers [6].
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4.3 Per-Die Energy Allocation

The overall wafer energy is allocated across the good dies. The gross dies per wafer

(DPW) is estimated using the widely used approximation [88],

DPWgross ≈
π(d/2)2

S
−−

πd

2
√
S
, (2)

where d is the wafer diameter and S is the die area. To account for defects, the

negative-binomial yield model is applied [89],

Ydie =

(

1 +
SD0

α

)−α

, (3)

where Ydie is the die yield, S is the die area (cm2), D0 is the defect density

(defects/cm2), and α is the clustering parameter. The resulting front-end energy

consumed per good die is

Edie,FE =
Ewafer,node

DPWgross × Ydie
, (4)

where Ewafer,node is the node-specific wafer energy from (1).

Equation (4) captures the two most important scaling effects: wafer energy grows

with process node complexity per Eq. (1), and large dies have worse yield per Eq. (3),

amplifying per-die energy. To illustrate, we assume representative values of D0 =

0.1 defects/cm2 and α = 2, consistent with a mature advanced-node process [8, 89].

Effect 1: Node scaling. Consider a fixed die area of S = 100 mm2, representative of

a mid-size GPU chiplet. At 28 nm, using s(28 nm) ≈ 0.33 from (1), the node-specific

wafer energy is Ewafer,node ≈ 0.33 × 2,130 ≈ 703 kWh. Substituting into (2) gives

DPWgross ≈ 660, and the yield model in (3) gives Ydie ≈ 0.91, yielding Edie,FE ≈

1.2 kWh/die. At 3 nm, using s(3 nm) ≈ 1.16, the wafer energy rises to Ewafer,node ≈
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1.16× 2,130 ≈ 2,471 kWh, while Ydie ≈ 0.91, giving Edie,FE ≈ 4.1 kWh/die—a ∼3.5×

increase in per-die manufacturing energy from node scaling alone.

Effect 2: Die size and yield amplification. Fixing the node at 3 nm, we compare

a small die (S = 50 mm2) against a large die (S = 400 mm2). For the small die,

DPWgross ≈ 1,347 and Ydie ≈ 0.95, giving Edie,FE ≈ 1.9 kWh/die. For the large die,

DPWgross ≈ 153 and Ydie ≈ 0.69, giving Edie,FE ≈ 23.2 kWh/die—an ∼12× increase

driven primarily by yield loss. These examples underscore that at advanced nodes,

die size is the dominant determinant of per-die manufacturing energy, with yield loss

amplifying the effect far beyond what node scaling alone would predict.

4.4 Memory Fabrication

Memory fabrication contributes significantly to total manufacturing energy, particu-

larly for DRAM. This is especially relevant for high-performance memory technologies

such as HBM, which is critical for datacenter GPUs and TPUs, and LPDDR, which

is widely deployed in mobile SoC platforms [17, 38]. Unlike logic wafers, DRAM fab-

rication has been largely confined to 10 nm-class process nodes, where further scaling

is constrained by capacitor architecture and charge retention requirements [94].

The process complexity of DRAM fabrication arises from deep capacitor etching,

high-κ dielectric deposition, and multi-patterning lithography, all of which are electri-

cally intensive processes. The same wafer-level energy allocation framework developed

for logic is applied here, consistent with findings that electricity consumption per

wafer is comparable across device types at equivalent technology nodes [21]. Applying

the node scaling model from (1) with s(10 nm) ≈ 0.48, the estimated wafer energy

for 10 nm-class DRAM processes is approximately 1,030 kWh per 300 mm wafer.

The energy per memory die is then derived using the same die allocation framework

as logic, substituting DRAM-specific parameters. For HBM3E the typical die area is
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∼121 mm2 and for HBM3 ∼107 mm2 [50], while LPDDR5-class DRAM dies are signif-

icantly smaller, typically in the range of 50–75 mm2 depending on density and process

node [48, 49].

In datacenter GPUs, memory stacks dominate the total wafer demand. The

NVIDIA H100 integrates five 8-layer HBM3 stacks (40 DRAM dies and 5 base dies),

translating to roughly 100 kWh of fabrication energy per GPU, as detailed in the

Results [10, 17]. In mobile SoCs, LPDDR5/5X memory uses smaller dies and fewer

layers, resulting in lower per-die energy; however, wafer-level energy intensity remains

comparable due to the shared 10 nm-class process node. Consequently, per-device

manufacturing energy in smartphones remains in the tens of Wh, while for datacenter

accelerators it scales to hundreds of kWh.

4.5 Advanced Packaging

In modern accelerators, logic and memory dies are co-integrated using advanced

2.5D/3D packaging technologies. Representative examples include TSMC CoWoS

used in the NVIDIA H100 [39, 61], Intel EMIB/Foveros used in the Ponte Vec-

chio GPU [90], and AMD’s multi-chip module (MCM) designs in the Instinct

MI250/MI300 series [56, 62]. These packaging flows involve interposer fabrication, die

stacking, micro-bump attachment, TSV processing, underfill dispensing, and thermal

cure [57, 61].

Direct energy measurements for packaging processes remain limited in the open

literature. ECO-CHIP [8] and 3D-Carbon [9] provide validated models confirming

that packaging energy is modest relative to wafer fabrication, typically 5 kWh per

assembled accelerator package, a figure consistent with NVIDIA’s ISO-aligned HGX

H100 Product Carbon Footprint (PCF) report, in which packaging accounted for only

8.6% of the total manufacturing energy footprint [10].
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4.6 Operational Energy Framework

The operational energy of any integrated circuit is defined as the cumulative electri-

cal energy consumed over its service lifetime. Datacenter accelerators such as GPUs,

TPUs, and custom AI chips operate continuously at power levels ranging from sev-

eral hundred watts to multiple kilowatts [25, 26]. Their lifetime energy consumption

reaches tens of megawatt-hours during active workload execution [26], with additional

non-negligible power drawn during idle periods, memory refresh, synchronization, and

host-managed infrastructure states. In contrast, mobile SoCs, such as the Apple A-

series [95] and Qualcomm Snapdragon platforms [96], operate intermittently at power

levels of only a few watts, resulting in a three-year cumulative energy on the order of

single-digit kilowatt-hours [33, 36].

To enable a fair comparison across device classes, operational energy is quantified

using a unified framework that incorporates subsystem composition, workload activity

factors, idle behavior, and infrastructure overhead.

4.7 Energy System Boundaries

To ensure consistent comparison between datacenter accelerators and mobile devices,

operational energy is quantified using the following definitions:

1. Device-level operational energy (EIT) is the time-integrated electrical power

drawn by the processor over its service lifetime:

EIT =

∫ t

0

Pop(t) dt ≈ Peff × t, (5)

where Peff is the effective long-term operational power and t is the cumulative

service time.

2. Facility-level compute energy (Efacility) for datacenter deployments accounts

for cooling, power delivery, and infrastructure overheads using the power usage
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effectiveness (PUE) metric:

Efacility = PUE× EIT. (6)

This formulation follows standard datacenter energy accounting practices [5, 32].

For mobile devices, which do not operate in shared facilities, only EIT is reported.

A three-year service life is assumed across all device categories to preserve

comparability:

• Datacenter accelerators are commonly replaced or redeployed within 3–4 years

due to rapid architectural evolution and memory-technology scaling, as reflected in

hyperscale operational reports [5].

• Mobile SoCs follow the same three-year lifetime assumption, consistent with

Apple’s environmental reporting [23] and average consumer device replacement

intervals [33].

4.8 Subsystem-Level Power Decomposition

The instantaneous device power is modeled as the sum of compute, memory, and

interconnect power:

Ptot = Pcore + Pmem + PIO, (7)

where Pcore denotes arithmetic and tensor-operation power, Pmem includes DRAM

activation, refresh, and I/O-driver switching (HBM for datacenter accelerators,

LPDDR for mobile SoCs), and PIO represents network-on-chip fabrics, SerDes links,

and external interfaces. Measurements from recent accelerator platforms confirm that

data movement and memory activity constitute a dominant fraction of total power

under modern AI inference and training workloads [22, 25, 26].
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4.9 Peak-Power Subsystem Estimation

Peak subsystem powers are derived from architectural specifications and published

characterization data [25, 26]. For each HBM stack indexed by s, the power

consumption is modeled as the sum of static and dynamic components:

PHBM,s = Pstatic,s + ebit,s ×Bs, (8)

where Pstatic,s is the static refresh and bias power, ebit,s is the energy per transferred

bit, and Bs is the peak bandwidth. The static component Pstatic,s accounts for DRAM

cell refresh, background biasing of the stacked dies, and TSV and logic-layer leakage

overhead. As demonstrated in [97], total HBM power does not scale linearly with

bandwidth utilization, indicating a non-negligible bandwidth-independent component

in addition to dynamic I/O switching energy.

The value of ebit,s is based on vendor-published measurements and technical

disclosures [17, 97]. SK Hynix reports an HBM2E I/O energy of 4.3 pJ/bit, with

HBM3E achieving a 20% reduction due to improved physical layer (PHY) design

and lower-voltage signaling [17]. Micron independently reports that HBM3E delivers

2.5× higher performance-per-watt than HBM2E under comparable conditions [24].

Since energy per bit is inversely proportional to performance-per-watt, this implies

ebit,HBM3E ≈ 4.3/2.5 ≈ 1.7 pJ/bit. Together, these disclosures define a reproducible

and technology-consistent range of ebit,s = 1.7–3.4 pJ/bit for HBM3-class stacks

adopted in this work.

The total memory peak power is obtained by summing across all HBM stacks:

Pmem,peak =
∑

s

PHBM,s. (9)
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Device-specific stack counts and bandwidths are given in the Results section, where

Eqs. (8)–(9) are evaluated for each accelerator.

Interconnect power is modeled as a static term plus a bandwidth-scaled dynamic

component:

PIO,peak = PIO,static +
∑

ℓ

ebit,IO,ℓ ×Bℓ, (10)

where ebit,IO,ℓ denotes the SerDes energy per transferred bit and Bℓ is the peak band-

width of link ℓ. The static term PIO,static reflects clock distribution, bias, and always-on

circuitry in multi-lane SerDes PHYs, while the dynamic term captures switching

energy proportional to link throughput.

As vendors do not disclose the per-lane energy for NVLink or PCIe PHYs, ebit,IO,ℓ is

parameterized using measured energy efficiencies from state-of-the-art four-level pulse

amplitude modulation (PAM-4) wireline transceivers, which implement the same class

of high-speed I/O circuits used in modern accelerator interconnects. A capacitively

driven PAM-4 transceiver fabricated in 28 nm CMOS demonstrates an energy effi-

ciency of 0.458 pJ/bit [98], while a 112 Gb/s PAM-4 linear transimpedance amplifier

(TIA) reports an efficiency of 0.96 pJ/bit [99]. Together, these measured results bound

the representative range of ebit,IO,ℓ to 0.5–1.0 pJ/bit. A recent 112 Gb/s DSP-based

SerDes receiver in 7 nm FinFET technology further confirms that these PAM-4 PHYs

are representative of the signaling techniques employed in contemporary accelerator

interconnects [100].

Device-specific SerDes configurations (e.g., NVLink lane counts or PCIe widths)

are instantiated in the Results section. The compute subsystem peak power is then

obtained as the residual:

Pcore,peak = Ptot,peak − Pmem,peak − PIO,peak, (11)

ensuring consistency with the device-level thermal design power (TDP) envelope.
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4.10 Energy per Token

Energy per generated token is calculated from measured system throughput and rated

TDP:

Etoken =
PTDP ×NGPU

Throughputtokens/s
, (12)

where PTDP is the rated board-level thermal design power, NGPU is the number of

GPUs in the system, and Throughputtokens/s is the measured inference throughput

under the MLPerf Offline scenario[64].

4.11 Active–Idle Power Model for Datacenter Accelerators

Peak power does not reflect practical operational behavior [25, 26]. In real deploy-

ments, datacenter accelerators transition between an active computational state and

idle or partially idle states due to synchronization, scheduling gaps, and system-

level orchestration overhead. Even during idle periods, accelerators continue to draw

significant power.

The effective power of subsystem i is modeled as a time-weighted average of active

and idle states:

Pi,eff = U Pi,active + (1− U)Pi,idle, (13)

where U is the time-averaged utilization (fraction of time executing computation).

During active phases, subsystem power is expressed as a fraction of peak power:

Pi,active = αi Pi,peak, (14)

where αi ∈ (0, 1] is a workload-dependent activity factor. Measurements on H100- and

A100-based systems report αi ≈ 0.6–0.8 [25, 26].

Idle power is explicitly retained in the model. It represents true device idle, domi-

nated by transistor leakage and HBM refresh with no active workload, and is distinct
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from within-job reduced-activity states, which are captured by α. Because transis-

tor leakage and DRAM refresh together account for only a small fraction of the peak

power envelope in modern GPUs, β is assumed to be approximately 0.1. For a compact

representation, idle power is normalized as:

β =
Pidle

Ppeak
, (15)

yielding the device-level form:

Peff =
[

Uα+ (1− U)β
]

Ppeak. (16)

Utilization values of U ≈ 0.5–0.6 are consistent with national-scale surveys of

production datacenters [5, 32].

4.12 Mobile SoCs: Duty-Cycle Operational Energy

In contrast to datacenter accelerators, mobile SoCs do not operate continuously at ele-

vated power levels. Their lifetime energy profile is characterized by intermittent bursts

of computation with extended low-power standby periods [33, 36]. Consequently, oper-

ational energy is determined by user activity patterns and duty cycles rather than

sustained high utilization.

The device-level energy EIT of a mobile SoC is modeled as the sum of energy

consumed during active and standby phases:

EIT = Pactive tactive + Pstandby tstandby, (17)

where Pactive and Pstandby denote the average SoC power during active use and

standby, respectively, tactive and tstandby represent the cumulative time spent in each
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state over the device lifetime, and tactive + tstandby = t is the total service lifetime

consistent with (5).

Idle and Connected-Standby Power (Pstandby)

Even during idle operation, modern mobile devices consume non-negligible power due

to memory refresh, network connectivity, and background system processes. Empiri-

cal measurements have shown that connected-standby power remains in the sub-watt

regime under display-off, radio-idle conditions [36]. Contemporary operating sys-

tem frameworks further formalize these low-power states: the Android BatteryStats

and On-Device Power Measurement (ODPM) infrastructure provide per-rail energy

accounting across active and idle modes, confirming connected-standby consumption

on the order of hundreds of milliwatts [35].

Active (Compute) Power (Pactive)

During active operation, mobile SoC power consumption is constrained by ther-

mal limits, battery capacity, and Dynamic Voltage and Frequency Scaling (DVFS).

Empirical device-level measurements under compute-intensive workloads indicate sus-

tained power levels in the low-watt range, with short-lived transients suppressed by

DVFS [36]. Large-scale environmental and product life-cycle assessments similarly

model smartphone use-phase energy based on sustained average power rather than

peak excursions [23].

Accordingly, mobile SoC active power is modeled using representative ranges

bounded by sustained interactive workload measurements, rather than peak power

envelopes. Device-specific active power parameters are provided in the Results section.
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