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Abstract: Autonomous driving systems require robust object detection under complex open-road 

conditions, where RGB images are sensitive to illumination changes and background interference, while 

infrared images may suffer from weak textures and unreliable thermal responses. To improve RGB-IR 

detection performance, this paper proposes a Feature-level Scale-aware Multispectral Fusion Network, 

termed FSMF, for autonomous driving scenarios. The network consists of three key components. First, 

a Reliability-Guided Modulation module estimates RGB and IR feature reliability from channel, spatial, 

and cross-modal perspectives, and adaptively adjusts their contributions before fusion. Second, a 

Complementary Information Decoupling module separates shared semantics, complementary differences, 

and redundant interference, thereby enhancing target-related cross-modal cues while suppressing 

ineffective responses. Third, a Scale-Aware Fusion Pyramid Network performs differentiated 

enhancement for shallow, middle, and deep features to improve multi-scale feature representation. 

Experiments on M3FD and FLIR demonstrate the effectiveness of FSMF. The proposed FSMF-s 

achieves 85.9% mAP@50 on M3FD, and 72.2% mAP@50 and 38.3% mAP@50:95 on FLIR, 

outperforming mainstream detectors and existing RGB-IR methods. Ablation results further verify the 

effectiveness of the proposed modules. 

Keywords: Autonomous driving; RGB-IR object detection; multispectral image fusion; feature-level 

fusion; road object detection 

1 Introduction 

The safe operation of autonomous driving systems highly depends on accurate perception of the 

surrounding road environment, in which object detection plays a key role in locating and identifying 

pedestrians, vehicles, cyclists, traffic facilities, potential obstacles, and other targets. Existing reviews on 

low-light multimodal object detection have pointed out that achieving stable perception under complex 

illumination conditions is an important research issue in intelligent transportation scenarios [1]. As 

advanced driver assistance systems and autonomous vehicles gradually move from structured road 

testing to open traffic scenarios, visual perception models are required not only to maintain high detection 

accuracy under sufficient daytime illumination, but also to provide stable and reliable target responses in 

non-ideal environments, such as nighttime scenes, tunnel entrances and exits, strong backlight, rain and 

fog, smoke and dust, and local occlusion [2]. Traditional RGB image-based detection methods can fully 

utilize color, texture, edge, and geometric structure information, and thus show strong target 

representation capability under normal visual conditions. However, their imaging quality is easily 

affected by changes in ambient illumination, weather interference, and sensor noise [3]. When the 

brightness of the target is close to that of the background, the signal-to-noise ratio of visible images is 

low, or local regions are disturbed by strong light, the model is prone to missed detections, false 

detections, and localization deviations. Therefore, RGB-IR detection research under complex 

illumination conditions has begun to emphasize the balance between lightweight structures and robust 

low-light perception [4]. In recent years, studies on infrared and visible-light cooperative detection have 

further shown that relying solely on a single visible-light modality makes it difficult to stably cover 



 

 

complex perception conditions in open-road environments, while introducing infrared or thermal 

imaging modalities can improve the robustness of target perception under low illumination, occlusion, 

and complex backgrounds [5].  

Infrared (IR) imaging provides an information source complementary to visible-light vision for 

autonomous driving perception by sensing the thermal radiation differences between targets and the 

environment. Related studies on thermal infrared object detection have also demonstrated the application 

value of thermal imaging in low-light and nighttime perception. Compared with RGB images, infrared 

images are less dependent on ambient illumination and can highlight pedestrians, vehicle engine regions, 

and other targets with obvious thermal responses under nighttime and low-light conditions. Therefore, 

they are of great value for all-weather road object detection [6]. Meanwhile, infrared images also suffer 

from insufficient texture details, unclear edge structures, and similar responses between targets and 

backgrounds in thermal crossover scenarios. Spatial–frequency fusion studies have also pointed out that 

infrared and visible images have obvious differences in structural details and frequency responses [7]. 

Therefore, RGB and IR are not simply redundant sensors, but have differentiated advantages in color and 

texture, contour structure, low-light adaptability, and target saliency [8]. How to reasonably utilize the 

information from the two modalities in different scenarios is the key to improving the robustness of 

autonomous driving object detection. An implicit cross-attention framework has also shown that cross-

modal relationship modeling can effectively enhance complementary feature representation in RGB-T 

object detection [9]. Related studies have verified the effectiveness of RGB-IR fusion from the 

perspectives of content-guided fusion and self-calibration, while also pointing out that modality 

differences caused by different imaging mechanisms may limit the effectiveness of direct fusion [10]. 

The cascade alignment-guided Transformer further indicates that simply enhancing feature interaction is 

not sufficient in RGB-IR detection; it is also necessary to address spatial misalignment and semantic 

inconsistency between modalities [11]. 

For RGB-IR object detection, existing studies have developed relatively diverse fusion paradigms. 

Infrared–visible object detection methods usually combine the information of the two modalities at the 

input level, feature level, or decision level [12]. Input-level fusion directly combines the two modalities 

at the image or channel dimension. This strategy has a simple structure and can preserve relatively 

complete spatial details at the front end of the network. However, due to the differences between RGB 

and IR in imaging mechanisms, grayscale distributions, and noise characteristics, such methods often 

struggle to achieve stable alignment in shallow spatial representations [13]. Decision-level fusion 

performs confidence weighting or ensemble integration after each modality independently completes 

prediction. It can preserve the independent discriminative capability of each single-modal branch, but 

since the two modalities have already generated predictions separately before deep interaction, the fusion 

process usually has difficulty utilizing fine-grained complementary information in intermediate features, 

such as edges, textures, thermal responses, and local structures [14]. In contrast, feature-level fusion uses 

a dual-branch network to encode RGB and IR separately and performs cross-modal interaction at shallow, 

middle, or deep layers. This enables the model to exploit complementary cues at different semantic levels 

while preserving modality-specific characteristics, and has therefore gradually become a more commonly 

used technical route in current RGB-IR detection [15]. Some RGB-IR detection methods based on multi-

receptive-field attention and frozen backbones also show that designing more effective interaction 

structures at the feature level can help improve dual-modal detection performance [16]. 

Although multimodal fusion detection can effectively improve detection performance in complex 

road environments, existing methods still have several issues in their fusion mechanisms that deserve 



 

 

further investigation [17]. First, the reliability of RGB and IR is not fixed. Under sufficient daytime 

illumination, RGB usually provides richer texture, color, and road structure information, whereas in 

nighttime or low-light environments, IR often provides more stable target contours and thermal responses 

[18]. However, in cases of thermal crossover, similar background temperature, or strong infrared noise, 

the IR modality may also introduce interference. Therefore, simple concatenation, addition, or fixed-

weight fusion of the two modalities can easily transfer noise from unreliable modalities into the fused 

features [19]. Second, RGB-IR fused features contain shared semantic information, complementary 

differential information, and redundant interference information at the same time, while coarse-grained 

fusion methods struggle to explicitly distinguish target-related cues from ineffective background 

responses [20]. Some RGB-IR fusion studies following the strategy of “remove first and then select” 

have also shown that ineffective information should be suppressed first during fusion, after which 

valuable cross-modal cues can be further selected [13]. Third, targets in autonomous driving scenarios 

show obvious scale differences. Distant pedestrians, cyclists, and traffic signs often appear as small 

targets and rely more on edges, textures, and thermal responses in shallow features, while medium- and 

large-scale targets require local structures, category semantics, and contextual information to be 

considered simultaneously [21]. If the same fusion strategy is adopted for features at different scales, it 

may easily lead to the loss of small-target details or insufficient high-level semantic representation. 

Studies on multi-scale dual-attention fusion have also shown that cross-layer feature interaction plays an 

important role in infrared–visible object detection [12]. In addition, RGB-T detection studies in complex 

scenarios, such as UAV and air–ground cooperative environments, further indicate that modal temporal 

misalignment, viewpoint changes, and target scale variations can significantly increase the difficulty of 

multimodal fusion [22]. Therefore, RGB-IR detection models for autonomous driving scenarios need to 

consider modality reliability, complementary information selection, scale differences, and computational 

complexity simultaneously, so as to achieve more stable and deployable perception capability in complex 

environments [6]. 

Based on the above analysis, this paper proposes a reliability–complementarity–scale-aware RGB-

IR object detection network for autonomous driving scenarios. The proposed method takes RGB images 

and infrared (IR) images as dual-modal inputs, extracts multi-scale features of the two modalities 

separately through a dual-branch backbone network, and conducts targeted modeling for three issues: 

dynamic changes in modality reliability, the mixture of complementary information and redundant 

information, and differences in fusion requirements for multi-scale targets. The main contributions of 

this paper are summarized as follows: 

(1) A Reliability-Guided Modulation (RGM) module is proposed. It estimates the reliability of RGB 

and IR features from three aspects: channel stability, spatial saliency, and cross-modal consistency. A 

modality-competitive normalization mechanism is further used to dynamically adjust the contributions 

of the two modalities, alleviating the problem that fixed fusion strategies tend to introduce noise under 

complex illumination and unstable thermal response conditions. 

(2) A Complementary Information Decoupling (CID) module is proposed. It explicitly models 

shared semantic information, complementary differential information, and redundant interference 

information in RGB-IR features, enabling the network to selectively preserve target-related information, 

enhance cross-modal complementary cues, and suppress ineffective background responses during the 

fusion process, thereby improving the discriminability and interpretability of the fused features. 

(3) A Scale-Aware Fusion Pyramid Network (SAFPN) is proposed. To address the significant scale 

variations of targets in autonomous driving scenarios, detail preservation, structural balance, and global 



 

 

context enhancement strategies are designed for shallow, middle, and deep layers, respectively. Adaptive 

fusion of multi-scale features is achieved through top-down semantic propagation and bottom-up detail 

feedback, improving the model’s detection capability for distant small targets, occluded targets, and 

complex road scenes. 

2 Related work 

2.1 Modeling Modality Reliability for Adaptive Fusion 

One of the key issues in RGB-IR object detection is that the reliability of different modalities 

changes with scene conditions. Visible-light images usually contain richer color, texture, and edge 

information in daytime and structurally clear scenes, while infrared images can provide more stable 

thermal responses under nighttime, low-light, and severe occlusion conditions. To address this issue, 

recent studies have gradually shifted from static fusion to dynamic fusion and task-coordinated 

optimization. Zhang et al. [23] proposed E2E-MFD, which integrates multimodal image fusion and 

object detection into an end-to-end framework, enabling fused feature learning to directly serve the 

detection task and alleviating the inconsistency of optimization objectives in the traditional “fusion first, 

detection later” pipeline. Zeng et al. [24] proposed MMI-Det, which analyzes the feature 

complementarity in multimodal detection from the perspective of visible and infrared information 

integration, emphasizing that the fusion module should consider both cross-modal information 

interaction and detection task requirements. Guo et al. [25] proposed DAMSDet, which enables the 

detector to dynamically select more effective modality representations according to target regions 

through modality-competitive query selection and adaptive feature fusion. Hu et al. [26] revisited the 

self-attention mechanism in multispectral detection, showing that attention structures in cross-modal 

fusion should not only enhance interaction, but also control computational complexity and redundant 

responses. Zhang et al. [27] further reconsidered early fusion strategies and pointed out that simple input-

level fusion is easily affected by modality differences, but may still retain strong information integration 

capability when properly designed. Hu et al. [28] proposed EI²Det, which introduces edge-guided and 

illumination-aware interaction into visible-infrared detection, enabling the model to adjust the 

contributions of dual-modal features according to illumination conditions. Jang et al. [29] improved 

detection robustness under different imaging conditions from a condition-adaptive perspective by using 

the conversion relationship between visible and thermal infrared images. Zhao et al. [30] revisited 

multimodal detection from the perspective of single-modal feature learning, pointing out that multimodal 

fusion should not weaken the discriminative capability of each single-modal branch itself. 

2.2 Complementary Information Modeling and Cross-Modal Fusion for RGB-IR Features 

In addition to changes in modality reliability, RGB-IR object detection also needs to address the 

mixture of shared semantics, complementary differences, and redundant interference. RGB images can 

provide texture, color, and spatial structure information, while infrared images are more likely to 

highlight the contours of thermal targets. However, noise, misalignment, and background interference 

also exist between the two modalities. Shen et al. [31] proposed ICAFusion, which models the global 

relationship between RGB and IR through iterative cross-attention to enhance the representation of cross-

modal complementary information. Zhang et al. [32] proposed TFDet, which highlights pedestrian-

region features from the perspective of target-aware fusion and reduces the interference of background 

regions during the fusion process. Li et al. [33] proposed M2FNet, which uses a mask-guided multi-level 

fusion mechanism to enable the network to focus on target-related regions at different feature layers and 

explore both consistent and differential information.Yuan et al. [34] proposed C²Former, which models 

inter-modal relationships through a calibration and complementary Transformer, establishing a 



 

 

connection between cross-modal alignment and complementary enhancement. Zhou et al. [35] proposed 

COFNet, which introduces object box-level masks and contrastive learning into multispectral detection 

to strengthen the cross-modal consistency and discriminability of target regions. Dong et al. [36] 

proposed Fusion-Mamba, which uses a state-space modeling mechanism to associate cross-modal 

features and alleviates pseudo responses caused by modality differences through a gating strategy. Wu et 

al. [37] further introduced textual semantics into RGB-IR detection and connected category semantics 

with dual-modal visual features through consistency and difference modeling, indicating that shared 

information and complementary information should be treated differently. 

2.3 Multi-Scale Target-Aware Efficient Fusion Detection 

Target scale variations are very obvious in autonomous driving, UAV, and remote sensing scenarios. 

Distant pedestrians, cyclists, traffic signs, and small obstacles usually occupy only a few pixel regions, 

and therefore rely more on shallow edges, textures, and local thermal responses. Medium- and large-

scale targets require more structural semantics and contextual information. Therefore, RGB-IR detection 

needs to address not only modality fusion, but also the differentiated fusion requirements of features at 

different scales. Zhu et al. [38] proposed WaveMamba, which combines wavelet-based frequency-

domain decomposition with the Mamba structure to enhance high-frequency details and long-range 

dependency modeling in RGB-IR detection. Wang et al. [39] proposed an RGB-T detection method based 

on multi-receptive-field attention and multimodal supervision, enhancing target representation at 

different levels through multi-scale receptive fields. Wan et al. [40] constructed the YOLOv11-RGBT 

framework and systematically analyzed fusion positions, fusion strategies, and modality weight 

allocation in single-stage multispectral detection, providing a reference for the design of real-time 

detection structures. Ying et al. [41] constructed the RGBT-Tiny small object detection benchmark and 

pointed out that existing RGBT datasets are still insufficient for fully evaluating small object detection 

capability in terms of target scale, category diversity, and registration quality. Peng et al. [42] proposed 

COXNet, which improves RGBT tiny object detection performance through cross-layer fusion, dynamic 

alignment, and scale integration, indicating that small object detection needs to consider both cross-

modal misalignment and scale adaptation. Lv et al. [43] proposed DGE-YOLO, which designs dual-

branch feature extraction and an efficient multi-scale attention mechanism for UAV detection tasks, 

balancing detection accuracy and computational efficiency under complex backgrounds. Yan et al. [44] 

constructed MFE-DETR based on the DETR framework and improved object detection capability in 

aerial RGB-IR scenarios through multimodal feature enhancement. Gu et al. [45] introduced feature 

enhancement and dynamic gated fusion for UAV multimodal detection, further demonstrating that 

complex aerial scenarios require adaptive adjustment of fusion ratios according to target scales and 

modality states. 

2.4 Motivation 

Overall, the above studies show that RGB-IR object detection, dynamic modality fusion, and multi-

scale feature modeling have made considerable progress in complex-environment perception. However, 

for open-road autonomous driving scenarios, existing methods still have certain limitations in modality 

reliability estimation, complementary information utilization, and scale-adaptive fusion. 

(1) Existing RGB-IR fusion methods often adopt concatenation, addition, attention weighting, or 

fixed-structure fusion. Although these methods can enhance dual-modal information interaction, they 

insufficiently consider the dynamic changes in the reliability of RGB and IR under different scenarios. 

Under strong light, low illumination, thermal crossover, or strong infrared noise, the contributions of 

different modalities to the detection task are not consistent. Without an explicit reliability estimation 



 

 

mechanism, the fusion process may easily introduce noise from unreliable modalities into detection 

features, thereby affecting the stability of the model. 

(2) Most existing cross-modal fusion methods mainly focus on enhancing the interaction between 

RGB and IR, but lack further distinction of the internal information components in fused features. RGB-

IR features simultaneously contain target semantics jointly supported by the two modalities, differential 

information with complementary value, and redundant interference caused by background, misalignment, 

and modality conflicts. If these types of information are not explicitly decoupled, the model may amplify 

ineffective responses while enhancing complementary cues, thereby reducing the discriminability and 

interpretability of the fused features. 

(3) Target scales vary significantly in autonomous driving scenarios, and targets at different scales 

have different dependencies on dual-modal information. Distant pedestrians, cyclists, and traffic signs 

rely more on shallow details and thermal response variations. Medium-scale targets require both local 

structures and category semantics, while large-scale targets depend more on global contextual 

information. Existing methods usually adopt similar fusion strategies for features at different levels, 

making it difficult to fully adapt to the perception requirements of targets at different scales. This may 

lead to the loss of small-target details or insufficient high-level semantic representation. 

Based on this, this paper proposes a reliability-complementarity-scale-aware RGB-IR object 

detection network for autonomous driving scenarios. The proposed method conducts modeling from 

three aspects, namely dynamic modulation of modality reliability, decoupled fusion of complementary 

information, and multi-scale adaptive feature fusion, so as to improve the detection robustness of the 

model under complex illumination, modality degradation, occlusion interference, and scale variations. 

3 Method 

3.1 Overall structure 

The overall architecture of the proposed RGB-IR multispectral object detection network is shown 

in Fig. 1. The network takes registered RGB images and infrared (IR) images as dual-modal inputs, and 

adopts a dual-branch feature extraction structure to obtain multi-scale features from the two modalities 

separately. Specifically, the RGB image and the IR image are fed into the RGB Backbone and the IR 

Backbone for feature encoding, respectively. The two branches maintain the same structure and share 

feature extraction weights to enhance the consistency of dual-modal features in the semantic space. After 

passing through the backbone network, RGB features and IR features at three scales, namely P3, P4, and 

P5, are obtained. Among them, P3 retains more spatial detail information and is suitable for representing 

small targets and boundary structures, P4 contains both local structural and semantic information, and 

P5 contains stronger high-level semantic and contextual information. 

 

Fig. 1 Overall architecture of the FSMF 

After obtaining the dual-modal multi-scale features, the network sequentially introduces the 



 

 

Reliability-Guided Modulation (RGM) module, the Complementary Information Decoupling (CID) 

module, and the Scale-Aware Fusion Pyramid Network (SAFPN) module. The RGM module is used to 

estimate the reliability of the RGB and IR modalities at different channels and spatial positions before 

feature fusion, and adaptively modulates the features of the two modalities to reduce the influence of 

low-quality modality responses on the fusion results. Subsequently, the modulated dual-modal features 

are fed into the CID module to model shared semantic information, complementary differential 

information, and redundant interference information, thereby obtaining more discriminative fused 

features. On this basis, SAFPN further performs multi-scale enhancement on the fused features, 

improving the network’s representation capability for targets at different scales through shallow-level 

detail preservation, middle-level structural balance, and deep-level contextual modeling. Finally, the 

scale-enhanced features are fed into the detection head to complete target category prediction, bounding 

box regression, and confidence estimation. Through the above design, the proposed network can achieve 

more stable RGB-IR object detection under complex illumination, modality degradation, occlusion 

interference, and scale variations. 

3.2 Reliability-Guided Modulation Module 

In autonomous driving environments, the effectiveness of RGB and infrared modalities varies 

significantly with scene conditions. In daytime or well-illuminated conditions, RGB images usually 

contain richer texture, color, and road structure information. Under nighttime, low-light, or glare 

conditions, infrared images can provide more stable target contours and thermal responses. However, the 

infrared modality is not always reliable. When the background temperature is close to the target 

temperature, thermal crossover occurs, or sensor noise is strong, infrared features may introduce 

ineffective responses. Based on this observation, this paper designs a Reliability-Guided Modulation 

(RGM) module, enabling the network to first determine the reliability of different modalities at the 

current scale and in the current region before fusion. The structure is shown in Fig. 2. 

 

Fig. 2 Architecture of RGM 

RGM does not generate a modality weight solely based on global pooling. Instead, it estimates 

reliability from three aspects: channel stability, spatial saliency, and cross-modal consistency. For the 

feature 
m

l
F  at the l -th layer, where  m r,t , we first calculates its channel response descriptor as 

follows: 
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where GAP   denotes global average pooling, m

l
u   reflects the overall channel 

response intensity, and m

l
v   reflects the stability of the channel response. For the 

detection task, channels with stable and strong responses usually contain more reliable 

target information, whereas channels with high fluctuations, weak responses, or severe 

conflicts with the other modality are more likely to be associated with noise or 

background interference. 

To further characterize the relationship between the two modalities, this paper introduces a cross-

modal difference descriptor and a consistency descriptor: 

 
r t

l l l
D F F   (3) 

 r t

l l l
A F F   (4) 

where 
l
D  is used to characterize the differential information between RGB and infrared features, 

and 
l
A   is used to represent the regions jointly activated by the two modalities. In general, jointly 

activated regions are more likely to correspond to stable targets or important structures, whereas regions 

with large differences may contain either complementary information or modality conflicts and 

background noise. Therefore, using only differential features is not sufficient; it is also necessary to make 

judgments by considering the intrinsic quality of each modality and the spatial foreground response. 

At the channel dimension, RGM generates channel reliability weights through a lightweight 

perception function: 

       m m m

l l l d l
Sigmoid MLP Concat u ,v ,GAP D ,GAP A   (5) 

where m C

l
R   1 1  denotes the channel reliability of modality m  at the l -th layer. 

At the spatial dimension, RGM further constructs a spatial reliability map based on the 

average response, maximum response, and cross-modal difference: 

           m m m

l c l c l c l c l
s Sigmoid Conv Concat Avg F ,Max F ,Avg D ,Avg A  (6) 

where c
Avg   and c

Max   denote average pooling and max pooling along the 

channel dimension, respectively. m

l
s   represents the reliability of modality m   at 

different spatial positions. Subsequently, the channel reliability and spatial reliability 

are jointly used to form the modality reliability tensor: 
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To prevent the RGB and infrared branches from being enhanced without constraint at the same time, 

this paper adopts a modality-competitive normalization strategy, so that the contributions of the two 

modalities at the same scale remain relatively constrained: 

  r t r t

l l l l
W ,W Soft max R ,R     (8) 

where r t

l l
W W  1 . This design enables the network to adaptively emphasize the more reliable 

modality under different scene conditions, while avoiding the simultaneous amplification of noise from 

ineffective modalities. 

After modulation by the reliability weights, the features of the two modalities are updated as follows: 

  t t t

l l l
F F W 1%   (9) 

  r r r

l l l
F F W 1%   (10) 

3.3 Complementary Information Decoupling Module 

After RGM modulation, the RGB and infrared features already contain preliminary reliability 

differences. However, if they are directly added or concatenated, the fused features will still mix shared 

semantics, complementary cues, and redundant interference. In fact, not all information in the dual-modal 

features is beneficial for detection. The components jointly responded to by RGB and infrared features 

usually contain relatively stable target semantics. The components that differ significantly between the 

two modalities but are related to the target may contain complementary information, such as RGB 

textures and infrared contours. In contrast, the components that differ significantly but are irrelevant to 

the target may be redundant interference caused by illumination noise, thermal backgrounds, sensor bias, 

or registration errors. The structure is shown in Fig. 3. 

 

Fig. 3 Architecture of CID 

To this end, this paper proposes a Complementary Information Decoupling (CID) module, which 

explicitly constructs a shared semantic branch, a complementary difference branch, and a redundancy 

suppression branch during the fusion stage, enabling the network to selectively fuse effective information. 

Given the RGM-modulated features 
t

l
F%   and 

r

l
F%  , the shared semantic candidate feature is first 

constructed as follows: 



 

 

  t r

l s l l
S Conv F F 0 % %  (11) 

At the same time, the complementary difference candidate feature is constructed as follows: 

  t r

l c l l
C Conv F F 0 % %  (12) 

where 
l
S0   emphasizes the information jointly responded to by the two modalities, and 

l
C 0  

emphasizes the differences between the two modalities. To avoid misidentifying ineffective differences 

as complementary information, CID further constructs a shared gate and a complementary gate: 

    s t r

l l l l
G Sigmoid Conv Concat S ,F F 0 % %  (13) 

    c r t

l l l l l
G Sigmoid Conv Concat C ,S ,W ,W 0 0

 (14) 

where s

l
G   denotes the confidence of shared semantics, and c

l
G   denotes the confidence of 

complementary differences. The shared semantics are determined by the joint activation degree of the 

two modalities, while the complementary information depends not only on modality differences but also 

on the constraint of reliability weights. This can reduce the possibility of enhancing meaningless 

differences in background regions. The shared semantic feature is represented as follows: 

 s

l l l
S G S 0  (15) 

The complementary information is further divided into an RGB-dominated complementary 

component and an infrared-dominated complementary component: 

  r c r r t

l l l r l l
C G W Conv F F % %   (16) 

  t c t t r

l l l r l l
C G W Conv F F % %   (17) 

where 
r

l
C  mainly preserves the texture, color, and local structural information in the RGB modality 

that is more valuable than that in the infrared modality, while 
t

l
C   mainly preserves the thermal 

responses, contours, and low-light target information in the infrared modality that is more valuable than 

that in the RGB modality. On this basis, CID constructs a redundant interference estimation branch: 

   s c

l n l l l
N Conv Concat C , G , G  0

1 1  (18) 

where l
N   is used to estimate responses that belong neither to stable shared semantics nor to 

reliable complementary differences. This part usually corresponds to background thermal noise, 

illumination disturbances, modality conflicts, or ineffective edges. To reduce the influence of redundant 

information on the fusion results, this paper designs a redundancy suppression gate: 

   n

l l
G Sigmoid Conv N 1  (19) 

The final fused feature is represented as follows: 

     r t n r t

l f l l l l res l l
H Conv Concat S ,C ,C G Conv F F  % %  (20) 



 

 

where the first term denotes the effective fused feature after shared–complementary modeling, and 

the second term is a residual term used to maintain the stable transmission of the original dual-modal 

information. To further enhance the decoupling effect, a lightweight structural constraint can be 

introduced during training to keep the shared semantic component and the complementary difference 

component relatively independent in the feature space: 

     T r t

dec l l l
Fl

L Frobenius Norm S Norm C C
L 
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5 2

3

1
 (21) 

where Norm  denotes feature normalization. This constraint encourages the shared semantics and 

complementary differences to represent different types of information, thereby avoiding their mutual 

entanglement during the fusion process. 

3.4 Scale-Aware Fusion Pyramid Network 

Autonomous driving object detection involves obvious scale variations. Distant pedestrians, cyclists, 

traffic signs, and small vehicles usually occupy only a few pixels, and therefore rely more on edges, 

contours, and local details in shallow features. Medium-scale targets require both local structures and 

category semantics. Large vehicles or close-range targets depend more on deep global contextual 

information. If the same fusion strategy is adopted for different scales, the details of small targets may 

be easily covered by deep semantic information, or large targets may lack sufficient global modeling. 

The structure is shown in Fig. 4. 

 

Fig. 4 Architecture of SAFPN 

To this end, this paper proposes a Scale-Aware Fusion Pyramid Network (SAFPN) module. This 

module does not simply follow the traditional FPN/PAN structure. Instead, it designs differentiated 

enhancement strategies according to the feature properties of the three scales, P3, P4, and P5, so that 

features at different levels undertake different fusion tasks. For the shallow feature H3, which has a higher 

spatial resolution and is suitable for representing small targets and target edges, this paper designs a 

detail-preserving enhancement branch: 

    E DWConv H DWConv H  
3 3 3 3 5 5 3

 (22) 

    dG Sigmoid Conv Concat H ,E
3 3 3

 (23) 

 
dD H G E 

3 3 3 3
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where DWConv  denotes depthwise separable convolution, E
3

 is used to extract local edge and 

texture structures, and dG
3

  is used to control the intensity of detail enhancement. This branch can 

strengthen small-target boundaries, infrared contours, and local RGB textures, preventing shallow fine-

grained information from being weakened during the subsequent fusion process. For the middle-level 

feature H
4
, it contains both certain spatial structures and relatively strong semantic information. This 

paper designs a structure-balanced enhancement branch, which jointly models information from the 

shallow and deep layers together with the current layer: 

       sG Sigmoid Conv Concat Down D ,H ,Up H
4 3 4 5

 (25) 

      sD H G Conv Concat Down D ,H ,Up H 
4 4 4 3 4 5

  (26) 

where Up  and Down  denote the upsampling and downsampling operations, respectively. The 

role of this branch is to introduce shallow-level details and deep-level semantics into the middle layer, 

enabling medium-scale targets to obtain both structural and semantic constraints. For the deep-level 

feature H
5
 , it has a lower spatial resolution but stronger semantic representation and contextual 

perception capabilities. We design a global context enhancement branch: 

    G Sigmoid MLP GAP H
5 5

 (27) 

     D H G Conv Concat H ,Down H 
5 5 5 5 4

  (28) 

This branch enhances deep-level features through global context weights, enabling the network to 

better understand the relationship between targets and backgrounds in complex traffic scenarios. It is 

especially suitable for scenes with dense vehicles, occlusion, and significant illumination variations. 

After completing differentiated enhancement at the three scales, SAFPN further introduces a 

bidirectional scale interaction path. The top-down path transfers deep semantic information to shallow 

features, allowing small-target features to obtain stronger category semantics. The bottom-up path feeds 

shallow details back to high-level features, enabling deep features to retain more boundary and local 

structural information. To avoid indiscriminate information transmission across different scales, this 

paper introduces scale gating during cross-layer interaction, so that the network can selectively receive 

information from adjacent scales according to the requirements of the current level. The bidirectional 

interaction process can be simplified as follows: 

  i i i i
T D Up T ,i ,   

1
4 3  (29) 

  i i i i
P T Down P ,i ,   

1
4 5  (30) 

where i
T  denotes the intermediate feature after top-down semantic propagation, i

P  denotes the 

final scale-enhanced output feature, and i
  and i

  denote the scale gating weights for the top-down 

and bottom-up paths, respectively. Finally, SAFPN outputs  P ,P ,P
3 4 5

 , which is then fed into the 



 

 

detection head to complete classification and bounding box regression. 

Compared with traditional FPN or PAN structures, SAFPN is characterized by the fact that it does 

not adopt the same fusion logic for all scales. Instead, it is specifically designed according to the 

functional differences of features at different levels. The shallow layer focuses on detail preservation, the 

middle layer focuses on balancing structure and semantics, and the deep layer focuses on global context 

modeling. Meanwhile, the bidirectional gated interaction makes cross-scale information transmission 

more controllable, which can reduce the coverage of shallow details by high-level semantics and also 

avoid the interference of low-level noise with deep semantic information. Therefore, SAFPN can 

improve the model’s adaptability to distant small targets, occluded targets, and complex road 

backgrounds while maintaining multi-scale representation capability. 

4 Experiments 

4.1 Datasets 

M3FD: The M3FD dataset was proposed by Liu et al. in 2022 for RGB-IR image fusion and multi-

modal object detection [46]. It contains 4200 aligned visible-infrared image pairs, totaling 8400 images, 

most of which have a resolution of 1024×768. The dataset provides 34,407 bounding box annotations for 

six categories, including People, Car, Bus, Motorcycle, Lamp, and Truck. Its scenes cover various 

imaging conditions, such as day, night, overcast, foggy, tunnel, coastal, woodland, grassland, and other 

challenging environments. Since M3FD does not provide an official split, we divide it into training, 

validation, and test sets at a ratio of 8:1:1. 

FLIR: The Aligned FLIR dataset is derived from the original FLIR ADAS dataset by Zhang et al 

[47]. To address the misalignment between visible and thermal images in the original dataset, the authors 

manually aligned the RGB-IR image pairs. The processed dataset includes 4128 training pairs and 1013 

validation pairs, and the commonly used detection categories are person, bicycle, and car. Owing to its 

improved cross-modal alignment, this dataset is widely used for evaluating RGB-IR object detection and 

feature fusion methods. 

4.2 Evaluation Metrics 

The main evaluation metrics used in this study are mean average precision (mAP), mAP@50, and 

mAP@75. Specifically, mAP@50 measures the average accuracy when the IoU threshold is set to 0.5, 

while mAP@75 uses a stricter threshold to better reflect the accuracy of bounding box localization. mAP 

calculates the average AP value for IoU thresholds ranging from 0.5 to 0.95 (in 0.05 increments), thereby 

providing a more rigorous and comprehensive evaluation of the model. Together, these metrics reflect 

the detection accuracy and localization quality of the proposed method. Their respective formulas are as 

follows: 
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where TP denotes true positives, indicating correctly detected objects; FP denotes false positives, 

indicating background regions or incorrect categories that are falsely predicted as objects; and FN 

denotes false negatives, indicating ground-truth objects that are missed by the detector. 



 

 

4.3 Implementation Details 

All experiments are conducted under a unified training configuration. The proposed method is 

trained on a workstation equipped with an NVIDIA GeForce RTX 2080Ti GPU. During training, the 

input images are uniformly resized to 640×640, the batch size is set to 8, and the model is trained for 300 

epochs. The number of data loading workers is set to 2. Adam is adopted as the optimizer, with an initial 

learning rate of 0.001, and the random seed is fixed at 2026 to ensure experimental reproducibility. In 

addition, GFLOPs are calculated with an input size of 640×640. FPS is measured on the same NVIDIA 

GeForce RTX 2080Ti GPU with a batch size of 1 after model warm-up. 

4.4 Comparison Experiment 

4.4.1. Results on M3FD 

Table 1 summarizes the quantitative experimental results of different methods on the M3FD dataset. 

In terms of overall detection accuracy, FSMF-s achieves the best results in Recall and mAP@50, reaching 

79.9% and 85.9%, respectively. Compared with YOLOv11s, the Recall of FSMF-s increases from 78.7% 

to 79.9%, and mAP@50 increases from 83.9% to 85.9%. Compared with YOLOv8s, its Recall increases 

from 77.5% to 79.9%, and mAP@50 increases from 83.1% to 85.9%. For the Precision metric, FSMF-s 

achieves 86.4%, which is slightly lower than the 86.8% of YOLOv8s, but higher than those of YOLOv11s, 

EMOD, GEM-YOLO, and FSMF-n. For the mAP@50:95 metric, FSMF-s achieves 55.3%, which is  

higher than the 55.0% of YOLOv11s, 53.9% of EMOD, 50.6% of GEM-YOLO, and 53.8% of FSMF-n. 

This indicates that the proposed method still has good overall detection performance under stricter 

localization evaluation conditions. 

Table 1 Comparison of experimental results in terms of detection accuracy on the M3FD.  

Models Precision Recall mAP@50 mAP@50:95 Parameters (M) 

Yolov8n 83.8 70.7 77.6 51.2 3.0 

Yolov8s 86.8 77.5 83.1 53.3 11.1 

Yolov11n 84.2 66.6 76.1 49.2 2.6 

Yolov11s 85.6 78.7 83.9 55.0 9.4 

EMOD 84.9 77.9 83.0 53.9 16.6 

GEM-YOLO 82.3 70.4 77.6 50.6 3.3 

FSMF-n 84.7 69.9 79.7 53.8 3.0 

FSMF-s 86.4 79.9 85.9 55.3 13.6 

In terms of model scale, FSMF-s has 13.6M parameters, which is higher than YOLOv8s with 11.1M 

and YOLOv11s with 9.4M, but lower than EMOD with 16.6M. Meanwhile, compared with EMOD, 

FSMF-s improves mAP@50 from 83.0% to 85.9%, achieving better detection results with fewer 

parameters. The lightweight version FSMF-n has 3.0M parameters, the same as YOLOv8n and lower 

than GEM-YOLO with 3.3M. Its mAP@50 reaches 79.7%, which is higher than 77.6% of YOLOv8n, 

76.1% of YOLOv11n, and 77.6% of GEM-YOLO. Its mAP@50:95 also reaches 53.8%, outperforming 

the above lightweight comparison methods. 

Overall, FSMF-s achieves the highest Recall and mAP@50 on the M3FD dataset, while FSMF-n 

shows certain lightweight advantages with a smaller parameter scale. In terms of Precision and Recall, 

FSMF-s achieves a Precision of 86.4%, which is close to 86.8% of YOLOv8s, while its Recall reaches 

79.9%, the highest among all methods. The higher Recall indicates that the proposed method can detect 

more real targets and reduce missed detections. This result is consistent with the characteristics of the 

M3FD dataset, which contains complex scenes such as nighttime, foggy weather, tunnels, grasslands, 

and woodlands. It shows that the reliability-guided modulation module can dynamically adjust the 



 

 

contributions of RGB and IR modalities according to scene differences, enabling the model to maintain 

more stable target responses under different illumination and background conditions. The qualitative 

detection results of multiple methods on M3FD are shown in Fig. 5. 

 

Fig. 5 Qualitative comparison of detection results of different methods on the M3FD dataset. 

4.4.2 Results on FLIR 

Table 2 summarizes the quantitative experimental results of different methods on the FLIR dataset. 

In terms of overall detection accuracy, FSMF-s achieves the best results in Precision, Recall, mAP@50, 

and mAP@50:95, reaching 77.3%, 65.1%, 72.2%, and 38.3%, respectively. Compared with YOLOv11s, 

the Precision of FSMF-s increases from 73.0% to 77.3%, Recall increases from 55.3% to 65.1%, 

mAP@50 increases from 61.5% to 72.2%, and mAP@50:95 increases from 30.0% to 38.3%. Compared 

with EMOD, the Precision of FSMF-s increases from 74.9% to 77.3%, Recall increases from 61.5% to 

65.1%, mAP@50 increases from 69.5% to 72.2%, and mAP@50:95 increases from 36.5% to 38.3%. 

These results indicate that FSMF-s has good overall detection performance on the FLIR dataset. 

Table 2 Comparison of experimental results in terms of detection accuracy on the FLIR.  

Models Precision Recall mAP@50 mAP@50:95 Parameters (M) 

Yolov8n 68.9 51.2 57.8 27.8 3.0 

Yolov8s 69.5 57.3 61.8 29.5 11.1 

Yolov11n 69.0 54.2 60.0 29.1 2.6 

Yolov11s 73.0 55.3 61.5 30.0 9.4 

EMOD 74.9 61.5 69.5 36.5 11.8 

GEM-YOLO 73.6 60.7 67.3 35.1 3.3 

FSMF-n 68.5 61.9 67.3 35.2 3.0 

FSMF-s 77.3 65.1 72.2 38.3 13.6 

In terms of model scale, FSMF-s has 13.6M parameters, which is higher than YOLOv8s with 11.1M, 

YOLOv11s with 9.4M, and EMOD with 11.8M, but it achieves better detection accuracy across all 

metrics. The lightweight version FSMF-n has 3.0M parameters, the same as YOLOv8n and lower than 

GEM-YOLO with 3.3M. In terms of detection performance, FSMF-n achieves a Precision of 68.5%, a 

Recall of 61.9%, an mAP@50 of 67.3%, and an mAP@50:95 of 35.2%, among which Recall, mAP@50, 



 

 

and mAP@50:95 are significantly higher than those of YOLOv8n and YOLOv11n. Compared with 

GEM-YOLO, FSMF-n maintains the same mAP@50 of 67.3%, while mAP@50:95 increases from 35.1% 

to 35.2%, indicating that FSMF-n still has certain competitiveness with a smaller parameter scale. 

Overall, FSMF-s achieves the best overall detection results on the FLIR dataset, while FSMF-n maintains 

good detection performance under lightweight conditions. The qualitative detection results of multiple 

methods on FLIR are shown in Fig. 6. 

 

Fig. 6 Qualitative comparison of detection results of different methods on the FLIR dataset. 

4.5 Ablation Experiment 

Table 3 Comparison of experimental results in terms of detection accuracy on the FLIR.  

RGM CID SAFPN mAP@50 mAP@50:95 Parameters (M) 

   62.4 30.7 6.0 

√   64.8 32.1 6.8 

 √  67.5 36.0 7.5 

  √ 67.5 34.8 11.3 

√ √  68.9 35.6 8.8 

√  √ 70.8 37.4 11.6 

 √ √ 69.2 36.4 11.0 

√ √ √ 72.2 38.3 13.6 

Table 3 presents the ablation experimental results of the RGM, CID, and SAFPN modules on the 

FLIR dataset. The baseline model without any of these modules is used as the reference, with mAP@50 

and mAP@50:95 of 62.4% and 30.7%, respectively, and 6.0M parameters. First, after introducing RGM 

alone, mAP@50 increases from 62.4% to 64.8%, mAP@50:95 increases from 30.7% to 32.1%, and the 

number of parameters increases from 6.0M to 6.8M, indicating that RGM can bring certain detection 

performance gains with a small model overhead. After introducing CID alone, mAP@50 further 

increases to 67.5%, and mAP@50:95 reaches 36.0%, showing good overall performance under the 

single-module setting. When SAFPN is introduced alone, mAP@50 also reaches 67.5%, and 

mAP@50:95 is 34.8%, but the number of parameters increases to 11.3M, indicating that SAFPN can 

effectively improve detection accuracy, while also introducing relatively higher model complexity. 



 

 

In the dual-module combination experiments, the combination of RGM and CID achieves an 

mAP@50 of 68.9% and an mAP@50:95 of 35.6%. After combining RGM with SAFPN, mAP@50 

further increases to 70.8%, and mAP@50:95 reaches 37.4%, achieving the best performance among all 

dual-module combinations. In contrast, the combination of CID and SAFPN achieves an mAP@50 of 

69.2%, which is higher than using either module alone but lower than the RGM and SAFPN combination. 

This indicates that different modules do not simply have an additive effect, and that a reasonable order 

of feature modulation and fusion plays an important role in performance improvement. Finally, after 

introducing RGM, CID, and SAFPN simultaneously, the model achieves the best results, with mAP@50 

increasing from 62.4% to 72.2% and mAP@50:95 increasing from 30.7% to 38.3%, while the number 

of parameters increases to 13.6M. Overall, the three modules jointly and continuously improve the 

detection performance of the model on the FLIR dataset. The complete model achieves the best detection 

accuracy, verifying the effectiveness of the combined module design. 

5 Conclusion 

This paper proposes a reliability-guided and complementary information decoupling RGB-IR 

multispectral object detection network for autonomous driving scenarios. To address the problems of 

dynamically changing RGB and IR modality reliability, the mixture of complementary information and 

redundant interference, and the obvious differences in fusion requirements for targets at different scales 

in complex road environments, this paper designs a Reliability-Guided Modulation module, a 

Complementary Information Decoupling fusion module, and a Scale-Aware Fusion Pyramid Network 

module, respectively. By performing reliability estimation, complementary information selection, and 

multi-scale adaptive fusion on dual-modal features, the proposed method can obtain more stable object 

detection results under complex illumination, weak texture, occlusion interference, and scale variations. 

Experimental results on the M3FD and FLIR datasets show that the proposed method achieves good 

detection performance across multiple evaluation metrics. Specifically, FSMF-s achieves an mAP@50 

of 85.9% on the M3FD dataset, and mAP@50 and mAP@50:95 of 72.2% and 38.3% on the FLIR dataset, 

respectively, outperforming various mainstream detection models and existing RGB-IR detection 

methods. Ablation experiments further verify the effectiveness of the RGM, CID, and SAFPN modules. 

Compared with the baseline model, the complete model improves mAP@50 from 62.4% to 72.2% and 

mAP@50:95 from 30.7% to 38.3% on the FLIR dataset. Overall, the proposed method effectively 

improves the overall performance of RGB-IR object detection and achieves a good balance between 

detection accuracy and model complexity. Future work will further optimize the model structure, reduce 

the computational overhead introduced by dual-modal fusion, and verify the generalization ability and 

deployment performance of the method in more complex traffic scenarios and on edge computing 

platforms. 
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