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Abstract

Background: Reliable pathogen genomic surveillance requires both broad tax-
onomic sensitivity and high-resolution lineage or clade assignment, yet existing
tools usually address only one of these tasks. We developed Afanc as an extensible
framework that connects database construction, taxonomic deconvolution and
probabilistic lineage assignment from pathogen sequencing data. Afanc source
code is available at https://github.com/ArthurVM/Afanc.
Results: Afanc integrates automated reference database construction, reference-
quality and representativeness filtering, Kraken 2 report deconvolution, com-
petitive mapping, variant calling and Bayesian SNP-based classification. We
evaluated Afanc across Mycobacteriaceae species and subspecies assignment,
mixed Mycobacteriaceae datasets, Mycobacterium tuberculosis lineage classifi-
cation, Plasmodium falciparum geolineage prediction and Mpox lineage clas-
sification. Afanc resolved Mycobacteriaceae taxa across all simulated coverage
cohorts, including 1% genome breadth, and recovered all expected taxa from
mixed datasets. For M. tuberculosis, Afanc assigned 955/958 samples at har-
monised resolution with no wrong-branch calls. For P. falciparum, Afanc assigned
18,830/20,712 samples to regional lineages, outperforming Malaria-Profiler by
15.8 percentage points. For Mpox, Afanc produced no wrong-branch assignments
and achieved 99.4% metadata-resolution-harmonised classification.
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Conclusions: Afanc provides a reusable framework for moving from noisy
broad taxonomic evidence to interpretable lineage-level inference across diverse
pathogen systems. By linking database curation, taxonomic deconvolution and
probabilistic marker-based classification, Afanc supports pathogen genomic
surveillance workflows in which mixed taxonomic signal, incomplete evidence and
lineage ambiguity must be handled explicitly before downstream epidemiological
or evolutionary interpretation.

Keywords: pathogen genomics, genomic surveillance, taxonomic classification, lineage
assignment, Bayesian classification, Kraken 2, software

1 Background

Taxonomic and lineage profiling from pathogen sequencing data is a core task in

clinical genomics, public health surveillance, and infectious disease research. Accurate

assignment informs downstream inference about transmission, pathogenicity, drug

resistance, and outbreak structure, and increasingly underpins routine analytical

workflows in diagnostic and reference laboratories. However, robust classification

remains difficult when sequencing data are low coverage, taxonomically complex,

compound, or dominated by closely related lineages whose genomic boundaries are

weakly separated.

Current profiling approaches largely fall into two categories. The first comprises

genomic distance or sequence content-based methods, in which reads are assigned by

comparison to reference genomes or k-mer databases. Tools such as Kraken 1 and

2 [1, 2], and derivative approaches such as Bracken [3] and KrakenUniq [4], have

proven highly effective for rapid, broad-spectrum screening and decomposition of

metagenomic read sets. Yet these methods are inherently constrained by the limited

specificity of short reads and by the degree of separation between competing taxa in

sequence space. When related taxa occupy highly overlapping sequence space, report
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complexity increases and false-positive low-level assignments become difficult to inter-

pret. As a result, such approaches are often strongest at species or subspecies level,

but less reliable for higher-resolution discrimination among closely related lineages or

clades.

The second class comprises marker-based approaches, in which taxa or lineages

are identified using predefined sets of canonical mutations. This strategy has been

successful in well-characterised pathogen systems, where stable lineage-defining

variants can be catalogued and screened directly from sequencing data. Tools such

as Mykrobe [5], TB-Profiler [6], and Malaria-Profiler [7] illustrate the power of

this approach for high-resolution classification within individual pathogen groups.

However, marker-based profiling also has clear limitations. It depends on the avail-

ability and maintenance of curated marker sets, assumes that classes are sufficiently

well separated by those markers, and can perform poorly when marker evidence is

incomplete, overlapping, or hierarchically ambiguous. Hard-thresholds of vote-based

systems are particularly vulnerable in settings where neighbouring classes are genom-

ically contiguous and uncertainty is biologically real rather than purely technical.

These limitations motivate a hybrid approach. Broad taxonomic screening benefits

from database-driven methods that retain speed and scope across diverse organisms,

whereas fine-scale lineage or clade assignment often requires targeted inference within

a narrower candidate space. A general-purpose profiler should therefore integrate

both levels of evidence: first resolving the most plausible taxonomic background from

a broad reference database, then performing higher-resolution classification using

informative marker variation within the identified taxon. Just as importantly, such

a framework should be able to represent ambiguity explicitly, rather than forcing

overconfident assignments when competing classes are weakly separated.
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In genomic surveillance, taxonomic and lineage classification are not endpoints

in themselves. They provide an interpretive evidence layer required for pathogen

tracking, allowing epidemiologists and analysts to identify which organism is present,

determine whether a sample belongs to a recognised lineage or clade, distinguish

mixed or low-confidence signal from robust assignments, and decide whether down-

stream epidemiological or evolutionary interpretation is justified. Surveillance systems

therefore require classification frameworks which can operate across multiple pathogen

taxa, support custom databases, and handle incomplete evidence by reporting uncer-

tainty instead of forcing brittle classification calls.

Here we present Afanc, a general-purpose profiler for species, subspecies, clade, and

lineage level classification from pathogen NGS data. Afanc addresses five linked sources

of error in pathogen profiling: low-quality reference sequence inclusion during database

construction, noisy low-level assignments in taxonomic reports, loss of true taxa during

aggressive report filtering, incomplete signal in low-coverage or mixed samples, and the

need to select organism-specific lineage models after taxonomic classification. Afanc

combines a Kraken 2 report deconvolution strategy for broad taxonomic profiling with

a sparse empirical-Bayes marker classification framework for higher-resolution infer-

ence. This design is intended to retain the breadth and scalability of database-driven

taxonomic screening while improving sensitivity and interpretability at finer taxonomic

levels. We evaluate Afanc across three contrasting pathogen systems with distinct clas-

sification challenges: Mycobacteriaceae, representing closely related bacterial species

and deep lineage structure; Plasmodium falciparum, representing geographically struc-

tured populations with substantial overlap between neighbouring regional groups; and

the Mpox virus, representing viral clade and sublineage discrimination in an epidemic

setting. Together, these test cases assess whether a single profiling framework can

generalise across divergent pathogen classes and epidemiological contexts.
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2 Implementation

2.1 Software architecture and modules

Afanc consists of four discrete sub-tools: get dataset, autodatabase, screen, and

classify.

get dataset

This module downloads a dataset of genome assemblies from GenBank belonging to

species defined within a flat text file. Genome assemblies are downloaded and deposited

in a directory structure consisting of a parent directory containing subdirectories for

each species. Subspecies and variants specified within the text file are deposited in

their own subdirectory within their parent species directory. This directory structure

can be used as input for the autodatabase module (see Figure S1 of the supplementary

materials).

autodatabase

The autodatabase module converts a user-supplied collection of genome assemblies

into the database used by Afanc screen (Figure 1). The workflow begins with tax-

onomy database setup (step 1). Afanc either downloads the NCBI taxonomy for the

user-specified date, or uses a local NCBI taxdump if provided. Afanc reconciles the

input directory structure with this taxonomy and records mappings between input

taxa, names, and taxIDs. If an input taxon is not present in the selected NCBI tax-

onomy, Afanc attempts to resolve it using available scientific names, authority names,

and synonyms at species level. Where no suitable NCBI node exists, a simulated node

is added under the corresponding known genus. This process fails if the taxon cannot

be assigned to a known genus.
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Afanc then builds a Mash-based distance index from the curated assembly set

(step 2) [8]. Pairwise Mash distances are calculated from genome sketches, where the

distance between assemblies n and m is

Dnm = −
1

k
ln

(

2jnm
1 + jnm

)

, (1)

where k is the k-mer size and jnm is the Jaccard estimate between sketches. These

distances are stored as an all-vs-all Mash matrix, along with genus- and species-level

distance summaries and a variant index used by Afanc screen.

The same Mash distance information is used to create taxon panels (step 3). For

each taxon, Afanc constructs a within-taxon Mash matrix and calculates the average

Mash distance for each assembly relative to the other assemblies assigned to that

taxon. Assemblies whose average distance lies within a user-defined range around the

modal average distance are retained as representative, high-quality members of the

taxon panel. By default, this capture range is 0.1. This step is intended to remove

outlying or low-quality assemblies before database construction, while retaining rep-

resentative diversity within each taxon. The retained assemblies are written to the

curated FASTA directory and recorded in the database FASTA mapping JSON. A

Kraken 2 database is then constructed from the retained taxon-panel assemblies (step

4).

Finally, Afanc generates a Krona chart from the Kraken 2 database inspection

output (step 5). This provides a visual summary of the taxonomic content of the

constructed database. The completed Afanc database contains the Kraken 2 index,

curated reference FASTAs, taxonomy mappings, Mash distance matrices, and the
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Mash variant index used by Afanc screen for taxonomic deconvolution and elastic

variant-level thresholding.

screen

The screen module profiles an input read set against an Afanc database (Figure 1).

It takes paired FASTQ files and a database generated by Afanc autodatabase, and

produces a JSON report containing taxonomic assignments, mapping statistics, SNP

profiles, and lineage classification results where suitable models are available.

The workflow consists of five main stages. First, Afanc runs Kraken 2 against

the database to obtain an initial taxonomic report (step 1). The Kraken 2 report

is then parsed and deconvolved on the report tree to identify supported taxa and

to redistribute ambiguous reads from unsupported nodes to supported neighbouring

taxa where appropriate (step 2). This produces the taxonomic assignments used

for downstream analysis, including species-level calls with nested variant/subspecies

assignments where present. The deconvolution procedure is described below.

Reads are then competitively mapped to the reference assemblies associated with

the detected taxa (step 3). This produces per-reference BAM files and mapping

statistics, with reads partitioned according to their best mapping target. Afanc then

calls SNPs from the relevant BAM files using the selected variant caller (step 4). If

a detected taxon has an associated lineage model, the corresponding SNP profile is

passed to the Bayesian lineage classifier (step 5). For mixed datasets, lineage clas-

sification is skipped by default unless explicitly enabled, to avoid applying lineage

models to confounded multi-taxon read sets. Finally, Afanc combines the taxonomic

assignment, mapping, SNP, and lineage outputs into the final JSON report.
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classify

The classify module applies Afanc lineage models to existing variant evidence without

running the full screen workflow. It accepts a VCF generated against the reference

FASTA associated with a supported lineage model. A supplied reference taxon

(species or clade for which a lineage model exists) name is resolved against the profile

manifest, after which Afanc checks that a matching model is available and validates

reference compatibility before classification. The validated evidence is passed to the

shared Bayesian lineage classifier, producing the same lineage classification output

used by screen.

2.2 Kraken 2 report deconvolution

Kraken 2 produces an extremely complex and potentially ambiguous metagenomic

report, which details every possible match for the read set (see Figure S3). Inter-

preting this report can be extremely challenging, particularly in instances where the

dataset is compound, consisting of multiple species and/or variants. This is illustrated

in Supplementary Figure S3, where every species which has at least 1 read attributed

to it is reported. To solve this problem, a novel algorithm was developed to optimally

identify the most likely species and variants present in a read set.

A Kraken 2 report is a hierarchical tree where nodes refer to individual taxa,

topology is determined by taxonomic relations, and node weight is defined by the

percentage of reads which were assigned to the taxon rooted at this node. Identifying

key nodes within this tree must be carried out in a sensitive manner.

First-pass screening takes place by identifying species-level or higher nodes which

exceed a user defined global threshold (by default, this is 5.0%). This global threshold
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represents the minimum percentage of reads which must be attributed to a particular

clade to consider it a putative hit. The branches rooted at each of these nodes are

then traversed to find the maximally scoring tip nodes. A node is considered a hit if it

exceeds a local elastic threshold. The tree is then subjected to the evidence-weighted

read redistribution algorithm, and the scoring hit nodes identified in the previous step

are reassessed to find the maximally scoring node.

2.3 Elastic threshold calculation

The elastic threshold was calculated from parent-child similarity values stored in the

variant index. Let T denote the Kraken 2 report tree. For a below-species candidate

node i, let p(i) denote its parent node, let Ci denote the clade-level read support for

the subtree rooted at i, and let Rp(i) denote the number of reads assigned directly

to the parent node. Below-species nodes are evaluated only when their species-level

ancestor has already exceeded the global reporting threshold.

For node i, the variant index stores a mean parent-child similarity Sp(i),i and a

mean within-child similarity Si,i. These values are stored on a 0–100 similarity scale.

Afanc converts the parent-child similarity to a non-negative distance,

Dp(i),i = max
(

0, 100− Sp(i),i

)

.

The elastic threshold weight is calculated using a saturating distance transform:

wi = 1− exp

(

−
Dp(i),i

λ

)

,
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where λ is the elastic distance scale. The local read-count threshold for retaining node

i is then

Ti = Rp(i)wi = Rp(i)

(

1− exp

(

−
Dp(i),i

λ

))

.

The direct parent read count Rp(i), rather than the parent clade count, is used as

the denominator for this threshold. This prevents abundant child calls from increasing

their own acceptance threshold through their contribution to the parent clade total.

A below-species candidate node is retained when

Ci ≥ Ti.

If node i is absent from the variant index, Afanc uses a conservative fallback weight,

wi = 0.1,

giving

Ti = 0.1Rp(i).

In all cases, the threshold is bounded below by one read.

2.4 Evidence-weighted read redistribution

When a Kraken 2 database contains many closely related taxa, reads may be assigned

to low-support nodes that are more plausibly explained as ambiguous assignments

arising from neighbouring taxa. Afanc therefore performs a report-level redistribution

of reads on the Kraken 2 report tree. The procedure is local to each family-level

subtree and redistributes only the direct reads assigned to nodes that are not retained

as supported calls.
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Let T denote the Kraken 2 report tree. For a node i, let Ci denote the clade-level

read support for the subtree rooted at i, and let Ri denote the reads assigned directly

to node i. LetN be the total number of classified reads and let τ be the global reporting

threshold. Genus- and species-level nodes are retained as supported calls when

Ci

N
≥ τ. (2)

Below species level, nodes are not assessed directly against the global threshold.

Instead, a below-species node i is considered only if its species-level ancestor is already

supported, and is retained when its clade support exceeds an elastic parent-child

threshold:

Ci ≥ Ti, (3)

where

Ti = Rp(i)

(

1− e−D(p(i),i)/λ
)

. (4)

Here p(i) is the parent of node i, Rp(i) is the direct read support assigned to the

parent node, D(p(i), i) is the parent-child distance derived from the Mash/variant

index, and λ is the elastic distance scale. If no parent-child distance is available, Afanc

uses a conservative fallback threshold proportional to the direct support of the parent.

Let Sf be the set of supported nodes within a family-level subtree f . A node d ∈ f

is treated as a donor if it is not in Sf but has direct read support:

d /∈ Sf , Rd > 0. (5)
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Only the direct reads Rd assigned to the donor node are redistributed. Supported

descendants of an unsupported internal node are not zeroed or removed.

For each donor d, Afanc identifies the nearest ancestor a(d) whose subtree contains

at least one supported node. Reads are then routed downward from a(d) through child

branches that contain supported descendants. At each routing step, let B(x) be the

set of child branches below the current node x that contain at least one supported

node. For a candidate branch b ∈ B(x), the redistribution weight is

wb = ∆(d, b)αCβ
b , (6)

where Cb is the original clade support for branch b, ∆(d, b) is the Mash-derived

similarity between donor d and branch b, α controls the strength of Mash similarity

weighting, and β controls the strength of read-evidence weighting. Mash similarity is

defined as

∆(d, b) = 1−DMash(d, b). (7)

Where direct donor–branch distances are not available, Afanc uses the best avail-

able descendant-pair similarity between the donor subtree and recipient branch. If no

distance is available, an evidence-only fallback can be used, in which case weights are

proportional to Cβ
b .

The number of reads routed from donor d into branch b is
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rb = Rd
wb

∑

h∈B(x) wh
. (8)

This routing is applied recursively until no lower supported child branch remains.

If the current node is itself supported, the remaining redistributed reads are assigned

to that node. If no supported routing path exists within the family-level subtree, the

donor reads are left unassigned rather than being forced into an unsupported recipient.

After redistribution, Afanc recalculates clade-level read counts from the updated

direct node assignments and writes both a filtered Kraken-like report and an audit

record describing donor nodes, routing paths, redistribution weights, assigned reads,

and any unassigned reads.

2.5 Lineage model architecture and classification

Lineage assignment was performed using a Bayesian SNP-based classifier operating

on two related model families: canonical-epsilon-Bayesian (CEB) models and semi-

Bayesian (SB) empirical models. In both cases, each locus i is represented by a

lineage-associated emission probability, and sample evidence is encoded as a binary

observation indicating presence or absence of the lineage-defining allele.

For a candidate lineage L, let xi ∈ {0, 1} denote the observed state at locus i, where

xi = 1 indicates presence of the lineage-defining allele and xi = 0 indicates absence.

Over the callable locus set C, the lineage likelihood is computed under a Bernoulli

model:

P (x | L) =
∏

i∈C

(

p
(L)
i

)xi
(

1− p
(L)
i

)1−xi

. (9)
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Posterior probabilities are then obtained by normalising across candidate lineages:

P (L | x) =
P (x | L)P (L)

∑

L′ P (x | L′)P (L′)
, (10)

where P (L) is the prior probability assigned to lineage L.

The distinction between CEB and SB lies in the definition of the emission proba-

bilities. In CEB models, canonical lineage markers are converted into pseudo-empirical

emissions using a small error parameter ϵ, such that

p
(L)
i ≈ 1− ϵ for the target lineage, (11)

p
(L′)
i ≈ ϵ for non-target lineages. (12)

In SB models, the emission probabilities are estimated from empirical lineage-specific

allele frequencies and therefore need not follow these near-binary canonical expecta-

tions. Thus, both CEB and SB use the same Bayesian classification framework, but

differ in the origin of the locus-specific emission parameters.

Flat models evaluate all candidate lineages jointly and produce a global posterior

distribution over the lineage set. Hierarchical models are currently applied only to

CEB classification. In this case, classification proceeds top-down through the lineage

tree, comparing sibling lineages at each internal node using their direct marker sets.

The hierarchical procedure therefore yields a sequence of local sibling-level posterior

comparisons rather than a single global posterior over all terminal lineages.

Missing data are handled explicitly. If the genomic position corresponding to locus

i is uncallable, then i /∈ C and that locus is excluded from likelihood evaluation rather

14
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than treated as negative evidence. For each lineage decision, the classifier records the

number of configured markers, callable markers, matched markers, absent callable

markers, and missing markers:

ncall = ncfg − nmiss, (13)

nabs = ncall − nmatch. (14)

Support among callable loci is summarised as

s =
nmatch

ncall
, (15)

and marker completeness is defined as

c =
ncall

ncfg
. (16)

During hierarchical CEB traversal, a child lineage is accepted only if its callable

support exceeds the configured minimum decision threshold. If no child lineage satisfies

this criterion, traversal stops at the current node. Internal nodes with no direct markers

are treated as transparent and may be traversed if a descendant lineage is supported

by downstream evidence. If no lineage can be accepted, the sample is reported as

unclassified. In that case, the classifier also records the closest lineage, defined as

the highest-ranked lineage at the stopping point with

nmatch > 0, (17)

thereby preserving sub-threshold lineage signal without promoting it to a formal

lineage assignment.
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2.6 Afanc in an operational context

Afanc is intended for command-line use in pathogen genomics, reference-laboratory

and research workflows. The screen module produces a structured JSON report

containing taxonomic assignments, mapping statistics, SNP profiles and lineage clas-

sifications where suitable models are available. This output format is intended to

support downstream integration into reports, dashboards, surveillance databases or

bespoke laboratory workflows. The classify module allows existing VCF datasets to

be analysed without rerunning read-level screening, supporting retrospective analyses

of large public or locally curated variant datasets.

3 Benchmark design and evaluation datasets

3.1 Reference database and lineage model construction

Afanc was evaluated using a single multi-pathogen reference database for broad

read-level taxonomic screening, together with pathogen-specific marker catalogues for

downstream lineage or clade assignment. All benchmark datasets supplied as FASTQ

reads were screened against this same database. The P. falciparum Pf7 evaluation

used precomputed VCF files and therefore entered the workflow through the classify

module at the lineage-classification stage.

The candidate reference collection comprised 821 FASTA sequences assigned to

193 input taxon or lineage labels. The autodatabase representativeness filter retained

330 sequences assigned to 191 taxonomic or lineage nodes, while 491 candidate

sequences (59.8%) were not retained because they fell outside the configured Mash-

distance capture range for their respective taxon panels. Exclusion at this stage

indicates that a sequence was considered atypical or redundant relative to the retained
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panel and does not necessarily imply poor assembly quality. The final database con-

tained 210 Mycobacteriaceae reference sequences across 174 nodes, 54 Plasmodium

reference sequences across 13 nodes, and 66 mpox virus reference sequences across

four clade-level nodes.

The Mycobacteriaceae component provided broad species- and subspecies-level

representation and included custom nodes for Mycobacterium tuberculosis complex

lineages 1, 2, 3, 4, 5, 6, 7, and 9, together with lower-level sublineages and the animal-

associated variants bovis, caprae, and orygis. The Plasmodium component included

references representing several human-infecting species, together with representative

P. falciparum sequences from the geographical populations modelled by Afanc. The

mpox virus component included references representing clades Ia, Ib, IIa, and IIb.

Clade Ia and Ib references included sequences obtained from GISAID under its data-

access terms [9], while clade IIa and IIb references included publicly available INSDC

records. A complete manifest of all candidate reference sequences, their retention

status, assigned taxonomic or lineage node, and source accession is provided in the

supplementary database manifest.

For M. tuberculosis lineage assignment, the Afanc marker catalogue was derived

from the MTBC SNP barcoding framework used by TB-Profiler. This framework

builds on the 62-SNP barcode developed by Coll et al. and its subsequent expansion

by Napier et al. into the 90-SNP barcode incorporated into TB-Profiler [6, 10]. Afanc

does not introduce a new MTBC barcode; rather, it implements these established

lineage definitions within the canonical epsilon-Bayes classification framework. Man-

ual adjustments were made to improve hierarchical consistency and refine the depth

of sublineage definitions. In particular, the catalogue was modified to prevent sublin-

eages from being reported in the absence of marker support for their parental lineage.
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For P. falciparum, the complete Pf7 dataset was used to train and evaluate the

geolineage classifier [11]. Samples were assigned to classes representing the major

regional populations and subregional divisions defined in the Pf7 metadata. Two pairs

of geographically contiguous and collision-prone geolineages were collapsed: Eastern

Africa and North-Eastern Africa were combined as AF-E/NE, while South Asia East

and South Asia Far East were combined as AS-S. The resulting native Afanc classes

were South America (SA), Western Africa (AF-W), Central Africa (AF-C), Eastern

and North-Eastern Africa (AF-E/NE), South Asia (AS-S), South-East Asia East

(AS-SE-E), South-East Asia West (AS-SE-W), and Oceania/New Guinea (OC-NG).

For comparison with Malaria-Profiler, Afanc predictions were additionally collapsed

to the broader regional labels reported by that tool. The harmonisation scheme is

provided in Supplementary Table S2.

For mpox virus, a clade-level model was constructed to distinguish clades Ia, Ib, IIa,

IIb, and an outgroup set. An additional within-clade model was constructed for lineage

assignment within clade IIb. Lineage definitions followed the public mpxv-lineages

designation repository and the nomenclature described by Happi et al. and Ruis et al.

[12, 13].

3.2 Evaluation structure

Afanc was evaluated across three analytical tasks designed to reflect its intended

functionality: (i) deconvolution of complex compound datasets, (ii) species and

subspecies-level assignment, and (iii) lineage or clade-level assignment. These tasks

were assessed across multiple pathogen systems in order to test whether a single

profiling framework could generalise across distinct taxonomic and epidemiological

settings.
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3.3 Complex dataset profiling

To assess Afanc in the context of mixed and taxonomically complex samples, a com-

pound Mycobacteriaceae dataset was simulated using ART [14]. This dataset, termed

M2, consisted of six synthetic read sets constructed from seven clinically relevant

species and variants: Mycobacterium kansasii, Mycolicibacterium fortuitum, Mycobac-

terium interjectum, Mycobacteroides chelonae, Mycobacterium intracellulare subsp.

chimaera, Mycobacterium avium, and Mycobacterium tuberculosis variant bovis BCG.

Each compound dataset was simulated at 5%, 20%, 40%, 60%, 80%, and 100% breadth

of coverage for each constituent genome, at a depth of 40x. These data were used to

evaluate the capacity of Afanc to deconvolute multi-species samples and to distinguish

true signals from false-positive low-level assignments.

3.4 Species and subspecies level assignment

Species and subspecies-level performance was evaluated using a simulated Mycobac-

teriaceae dataset (M1). Reads were simulated using ART from 141 non-tuberculous

mycobacterial species and subspecies (136 species and 5 subspecies), giving a total of

846 read sets. Each taxon was represented by six simulated datasets corresponding to

1%, 5%, 10%, 20%, 50%, and 100% genome breadth of coverage at 10x depth. This

dataset was used to test broad taxonomic profiling performance under progressively

weaker signals.

3.5 Lineage classification datasets

Three datasets were used to evaluate the lineage classification functionality.

Mycobacterium tuberculosis lineage dataset

Lineage assignment was evaluated using a dataset of 958 paired-end M. tuberculosis

FASTQ read sets spanning all major characterised lineages, many lower level sublin-

eages, and animal associated variants bovis (La1), caprae (La2), and orygis (La3).
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This dataset was used to assess the marker-based lineage profiling component of

Afanc and to compare its performance against existing specialist tools.

A list of sample accessions and reported lineage designations is provided in the

TB lineage classification tab of the supplementary benchmark spreadsheet.

Plasmodium falciparum geolineage dataset

The full publicly available Pf7 data resource was used to evaluate regional lineage

(geolineage) assignment [11]. The final dataset consisted of 20,712 VCF files covering

the regional classes previously defined. For the P. falciparum geolineage model, model

development was restricted to a high-quality subset of 10,763 Pf7 samples exceeding

a minimum callable-site threshold of 85%. The remaining 9,949 samples were not

used for Afanc model fitting.

Because regional labels are partially structured by geography and can be con-

founded by local sampling structure, model development was evaluated using

leave-one-country-out (LOSO) cross-validation within the high-quality subset. Under

this design, all samples from one country were withheld for evaluation, model param-

eters were estimated from the remaining countries, and predictions were generated for

the withheld country. These cross-validation results were used to assess generalisation

across sampling locations and to identify collision-prone geolineage boundaries.

After model development, the final Afanc geolineage model was trained using the

10,763 high-quality samples and applied to the remaining 9,949 non-training samples,

as well as to the complete Pf7 cohort of 20,712 samples. Results are therefore reported

both for samples not used during Afanc model fitting and for the complete public Pf7

resource. The full-cohort results represent performance of the final model across the

complete dataset, whereas the LOSO results represent country-held-out validation of
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the model-development procedure. To enable fair comparison with Malaria-Profiler,

Afanc predictions were evaluated both at the native Afanc geolineage level and after

collapsing to the broader regional labels reported by Malaria-Profiler, with both tools

evaluated on identical sample subsets.

Mpox lineage dataset

A public Mpox virus dataset was assembled to evaluate viral clade and lineage

assignment across clades Ia, Ib, IIa, and IIb, together with an outgroup set. Addi-

tional within-clade modelling was performed for lineage assignment within clade

IIb. Lineage definitions followed the public mpxv-lineages designation repository

(https://github.com/mpxv-lineages/lineage-designation; accessed 19 May 2026) and

the nomenclature described by Happi et al. [12] and Ruis et al. [13]. Sample accessions,

recorded lineage designations, Afanc predictions, and sample-level evaluation out-

comes are provided in the mpox lineage classification worksheet of the supplementary

benchmark spreadsheet.

3.6 Benchmarking and evaluation

Afanc was benchmarked against comparator tools selected according to the classifi-

cation task. Because the compared tools differ in their native reporting resolution,

direct comparisons were harmonised to the highest resolution shared by the relevant

tools. Where Afanc produced finer resolution calls than a comparator, native Afanc

resolution performance was reported separately.

For complex dataset profiling and Mycobacteriaceae species/subspecies assign-

ment, Afanc was benchmarked against Kraken 2 v2.1.2, Bracken v2.6, KrakenUniq

v0.5.8, and Mykrobe v0.13.0. Standard databases were used for each comparator

unless otherwise stated.
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For M. tuberculosis lineage profiling, Afanc was benchmarked against Mykrobe

v0.13.0 and TB-Profiler v4.2.0 using the standard databases distributed within those

tools. For the main benchmark visualisation, human-associated lineages L1-L9 were

pooled to major lineage level. Animal-associated lineages La1-La3 were also har-

monised to the level reported by all tools, because Mykrobe reports these at major

lineage level whereas TB-Profiler and Afanc report finer sublineage calls. Sublineage

level concordance between Afanc and TB-Profiler was evaluated separately.

For P. falciparum geolineage profiling, Afanc was benchmarked against Malaria-

Profiler v0.0.10. Because Malaria-Profiler reports broader regional classes than the

native Afanc geolineage model, comparison was performed both at native Afanc

resolution and on a harmonised general-label task obtained by collapsing Afanc pre-

dictions to a common regional label set.

For Mpox virus clade and lineage profiling, no directly comparable specialist

classifier was available. Benchmarking was therefore limited to internal performance

assessment against lineage classifications recorded in publicly available metadata.

Because public metadata were sometimes available only at coarser lineage resolution

than Afanc predictions, Mpox performance was assessed both by strict exact match

and after normalising Afanc predictions to the resolution of the recorded metadata.

Benchmarking was assessed using task-appropriate classification summaries across

Mycobacterium species identification, complex Mycobacterium mixture detection, M.

tuberculosis lineage assignment, P. falciparum geographic lineage assignment, and

Mpox lineage assignment. For multiclass species benchmarking, sensitivity and pre-

cision were reported. For lineage/geolineage benchmarks, sensitivity, precision, and
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balanced accuracy were reported. All metrics were calculated in a one-vs-rest frame-

work for each class, then macro-averaged across classes within each cohort so that each

taxon or lineage contributed equally. For complex Mycobacterium mixtures, perfor-

mance was summarised as binary target detection or non-detection for each expected

species, with off-target detections recorded separately as “Other”.

4 Results

4.1 Afanc resolves Mycobacteriaceae taxa from incomplete

genomic signal

Figure 3A shows results of running Afanc, Mykrobe, Bracken and KrakenUniq on

dataset M1 to evaluate their performance on the full publicly available Mycobacte-

riaceae taxonomic space. Afanc correctly assigned the expected species or subspecies

across all coverage cohorts, including the lowest coverage cohorts, where only 1% of the

genome was present. Comparator tools showed reduced performance under these con-

ditions. Mykrobe demonstrated reduced performance under low coverage conditions,

failing to correctly identify species or subspecies at 1% genome coverage, and only

2 species at 5% coverage, though showed substantially improved performance above

20% coverage. Bracken and KrakenUniq showed more stable behaviour across cover-

age cohorts, but performance was consistently lower than Afanc. Both sensitivity and

precision were reduced in KrakenUniq compared to Bracken, in all coverage cohorts.

Bracken was more prone to underclassification, reporting the parent taxon of a sample,

whereas KrakenUniq produced a greater burden of incorrect species-level calls.
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4.2 Afanc deconvolutes mixed Mycobacteriaceae datasets

across coverage gradients

Figure 3C shows results of running Afanc, Mykrobe, Bracken and KrakenUniq on

dataset M2 to evaluate their performance on complex datasets consisting of many

species and variants, with varying levels of genomic similarity. Afanc recovered all

expected taxa across all coverage cohorts.

Comparator tools recovered fewer component taxa. Mykrobe identified some

expected taxa at higher coverage levels, but did not consistently recover all con-

stituents at lower coverage cohorts. Only Afanc and Mykrobe managed to recover M.

tuberculosis var. bovis BCG at any coverage level. Bracken and KrakenUniq recov-

ered some expected taxa, but also produced spurious assignments.

4.3 Afanc resolves deep canonical M. tuberculosis lineage

structure

Tool Exact / truth-tied Wrong-branch Unclassified Correct or tied rate

Afanc 955 0 3 99.7%
TB-Profiler 954 2 2 99.6%
Mykrobe 946 1 11 98.7%

Table 1 The performance of the three lineage profiling tools on the test set of 958 TB samples,
with results harmonised to the lowest level of classification supported by Mykrobe.

At the harmonised reporting level utilised for the main benchmarking, Afanc cor-

rectly assigns 955/958 (99.7%) samples (see table 1). TB-Profiler correctly assigned

or truth-tied (where true lineage was reported with another lineage) 954/958 (99.6%)

samples, and Mykrobe correctly assigned or truth-tied 946/958 (98.7%) samples.
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Afanc produced no wrong-branch assignments at the harmonised level, and left three

samples unclassified due to insufficient allele level evidence. TB-Profiler produced

two wrong-branch assignments and two unclassified calls. Mykrobe produced one

wrong-branch assignment and eleven unclassified calls.

At full lineage resolution, Afanc produced 927 exact calls, 18 hierarchy compat-

ible overcalls, 6 hierarchy compatible undercalls, 4 wrong-branch assignments and 3

unclassified. This gave 951/958 exact or hierarchy compatible assignments (99.3%).

TB-Profiler produced 914 exact calls, 1 truth-tied call, 19 hierarchy compatible

overcalls, 6 hierarchy compatible undercalls, 16 wrong-branch assignments, and 2

unclassified calls, giving 940/958 exact or hierarchy compatible assignments (98.1%;

see Supplementary Table S1).

Full resolution predictions for both Afanc and TB-Profiler were identical for

938/958 samples (97.9%), and for 937/954 samples (98.2%) when restricted to sam-

ples for which both classifiers reported a lineage. The largest repeated discordance

involved 10 lineage 3.2 samples, which were called correctly by Afanc, but as lineage

3.1.3 by TB-Profiler. A second repeated discordance involved five lineage 5 samples,

called as 5.1 by Afanc and 5.1.1 by TB-Profiler.

4.4 Afanc resolves geographically structured P. falciparum

lineages

When reporting level was harmonised with the broader regional classes used by

Malaria-Profiler, Afanc correctly assigned 18,830/20,712 P. falciparum samples

(90.9%), compared with 15,559/20,712 (75.1%) for Malaria-Profiler. Afanc produced

higher correct rates across all harmonised geolineages, with the largest differences
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Geolineage n Afanc Malaria-Profiler

Correct Other Correct Other

Central Africa 573 323 (56.4%) 250 126 (22.0%) 447
Eastern Africa 2134 1,810 (84.8%) 324 1,724 (80.8%) 410
Oceania 384 370 (96.4%) 14 0 (0.0%) 384
South America 182 174 (95.6%) 8 170 (93.4%) 12
South Asia 1976 1,640 (83.0%) 336 1,112 (56.3%) 864
Southeast Asia 6873 5,933 (86.3%) 940 3,894 (56.7%) 2,979
Western Africa 8590 8,580 (99.9%) 10 8,533 (99.3%) 57

Total 20712 18,830 (90.9%) 1,882 15,559 (75.1%) 5,153

Table 2 Comparison of Afanc and Malaria-Profiler classification performance across
Plasmodium falciparum geolineages in the complete Pf7 cohort. This cohort
consisted of all 20,712 Pf7 samples, including the 10,763 high-quality samples used
for Afanc model development and the 9,949 samples not used for Afanc model fitting.
Results are shown using the harmonised regional class resolution used by
Malaria-Profiler. Correct values show the number and percentage of samples assigned
to the true harmonised geolineage. Other combines incorrect and unclassified calls.
For results with ”Other” split into failure cases, see Supplementary Table S3.

observed for Oceania, Central Africa, South Asia, and Southeast Asia. Central Africa

had a low correct rate across both tools, with Afanc most frequently assigning these

samples to other African geolineages. Malaria-Profiler failed to correctly assign any

Oceania sample, consistent with insufficient representation of this regional class in its

classification scheme.

To assess whether the improved Pf7 performance was driven by samples used

during Afanc model development, we repeated the Afanc and Malaria-Profiler com-

parison separately for the 10,763 high-quality model-development samples and the

remaining 9,949 samples not used for Afanc model fitting (Supplementary Figures

S4 and S5; Supplementary Tables S5 and S6). This distinction is important for

surveillance applications, because regional geolineage labels in P. falciparum approx-

imate geographically structured allele-frequency variation rather than discrete clonal

lineages.
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Lineage n Exact Compatible overcall Compatible undercall Truth tied

A.1 1 1 (100.0%) 0 (0.0%) 0 (0.0%) 0 (0.0%)
A.2 3 0 (0.0%) 3 (100.0%) 0 (0.0%) 0 (0.0%)
B.1 1727 1,289 (74.6%) 426 (24.7%) 6 (0.3%) 6 (0.3%)
B.1.1 81 75 (92.6%) 0 (0.0%) 2 (2.5%) 4 (4.9%)
B.1.2 210 206 (98.1%) 0 (0.0%) 3 (1.4%) 1 (0.5%)
B.1.3 63 58 (92.1%) 0 (0.0%) 1 (1.6%) 4 (6.3%)
B.1.4 7 7 (100.0%) 0 (0.0%) 0 (0.0%) 0 (0.0%)
B.1.5 19 18 (94.7%) 0 (0.0%) 0 (0.0%) 1 (5.3%)

Total 2111 1,654 (78.4%) 429 (20.3%) 12 (0.6%) 16 (0.8%)

Table 3 Classification performance across Mpox clade IIb lineages.

4.5 Afanc resolves shallow outbreak-associated Mpox lineages

Figure 5 shows the results of running Afanc on 2,111 Mpox samples and comparing the

lineage reported by Afanc to the lineage recorded in the metadata. Afanc produced

1,654 exact calls, 429 descendant (compatible overcall) calls, 12 ancestor (compatible

undercall) calls, and 16 truth-tied calls across 2,111 Mpox samples (see Table 3). No

wrong-branch assignments were reported, and no samples were unclassified.

Under strict exact-match evaluation, Afanc produced 1,654/2,111 exact calls

(78.4%). When compatible overcalls and truth-tied calls were counted as metadata res-

olution compatible assignments, Afanc produced 2,099/2,111 compatible calls (99.4%).

All remaining calls were compatible undercalls. No wrong-branch assignments were

reported.

5 Discussion

Afanc demonstrates that broad taxonomic screening and high-resolution marker-

based classification can be integrated into a single framework that remains effective

across markedly different pathogen classification problems. Across the evaluated

datasets, Afanc performed strongly in Mycobacteriaceae taxonomic assignment, com-

plex Mycobacteriaceae mixture deconvolution, M. tuberculosis lineage classification,
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P. falciparum geolineage prediction, and Mpox lineage classification. These tasks

differ not only in technical difficulty, but also in the biological structure of the labels

being predicted: fragmented or compound taxonomic signal, old and deep canonical

prokaryotic SNP-defined lineages, geographically contiguous eukaryotic parasite pop-

ulations, and recent shallow viral outbreak lineages.

These evaluations position Afanc as a classification layer for pathogen genomic

surveillance rather than as a pathogen-specific typing tool. In routine surveillance,

taxonomic and lineage calls are often the entry point for downstream interpretation,

since they determine whether a sample should be treated as a known pathogen,

whether lineage or clade-level tracking is meaningful, whether apparent mixed signal

should be escalated or discounted, and whether uncertainty should limit downstream

epidemiological inference. The Mycobacteriaceae taxonomic evaluations represent

both the breadth and specificity of Afanc across incomplete and compound signals.

The M. tuberculosis, P. falciparum, and mpox lineage and clade level evaluations

represent three contrasting surveillance-relevant regimes: deep and stable bacterial

lineage architecture, structured contiguous eukaryotic parasite populations, and

shallow outbreak-associated viral clades. Across these settings, Afanc provides a

common framework for converting heterogeneous sequencing evidence into auditable

taxonomic and lineage-level classifications.

A central advantage of Afanc is that it addresses multiple failure points within

pathogen profiling workflows. The first is reference database construction. Classifi-

cation accuracy is constrained by the quality and representativeness of the database

used for read assignment. Poorly assembled, contaminated, redundant, or non-

representative genomes can propagate directly into unreliable taxonomic profiles.

Afanc addresses this “garbage in, garbage out” problem through the autodatabase
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module, which preprocesses input assemblies before database construction and

removes atypical or non-representative sequences, which may include low-quality

assemblies. This upstream filtering is critical because improvements in downstream

classification are limited if the reference database itself contains misleading sequence

space.

The second challenge is interpretation of taxonomic reports. Generic k-mer based

profilers are powerful for rapid screening, but closely related taxa and low-abundance

signals can produce complex reports containing many plausible low-level assignments.

Simple abundance thresholds are often insufficient: permissive thresholds retain large

numbers of false-positive assignments, whereas aggressive thresholds can remove

true low-abundance or low-rank taxa. Afanc addresses this problem through Kraken

2 report deconvolution, combining elastic taxon-specific thresholds with evidence-

weighted read redistribution. This allows the report to be simplified without relying

solely on a fixed global cutoff, and was reflected in Afanc’s leading performance across

Mycobacteriaceae species and subspecies, including low-coverage simulated read sets.

The species and compound sample analyses show the value of retaining a broad

taxonomic screening layer before applying marker-based classification. Downstream

high-resolution assignment is only meaningful if the upstream taxonomic context has

been identified reliably. In the compound Mycobacteriaceae datasets, Afanc recovered

expected taxa more consistently than comparator tools, including where the available

genomic signal was incomplete.

The M. tuberculosis results demonstrate that Afanc can operate competitively in a

mature lineage-classification setting where strong specialist tools already exist. Here,

the relevant lineage architecture is deep, relatively stable, and defined by canonical
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SNP structure. Afanc outperformed comparator tools at both harmonised and native

reporting levels, with very few incompatible branch assignments. This indicates that

the hierarchical canonical epsilon-Bayes model is well suited to classification problems

where lineage labels are arranged in a tree and where the principal risk is assignment

to an incompatible branch rather than minor disagreement in reporting depth.

Mpox virus represents a contrasting hierarchical problem. Unlike M. tuberculosis,

Mpox lineage structure is recent, shallow, and undergoing rapid expansion, with some

sublineages separated by very small numbers of SNPs. In this setting, strict exact-

match performance was limited by the resolution of the available metadata, since

many apparent overcalls reflected Afanc assigning a more specific descendant lineage

than was recorded in the public label. The absence of wrong-branch assignments is

therefore more informative than strict exact-match accuracy alone. After normalising

predictions to the resolution of the recorded metadata, Afanc achieved high compati-

bility, indicating that the same hierarchical framework can remain stable in outbreak

settings where nomenclature and metadata may lag behind genomic resolution.

The P. falciparum analysis tested a less tree-like classification problem. Geo-

graphic labels are not equivalent to stable clonal lineages: they reflect allele-frequency

structure shaped by geography, recombination, migration, and sampling density.

Afanc nevertheless substantially outperformed Malaria-Profiler on the harmonised

regional task. This shows that the classification framework is not restricted to

canonical SNP-defined lineage systems, but can also model overlapping regional

allele-frequency structure. However, performance was uneven across geolineages. Cen-

tral Africa remained the most difficult class, with lower correct rates for both Afanc

(56.4%) and Malaria-Profiler (22.0%). This pattern is consistent with Central Africa

occupying a collision-prone position among neighbouring African populations. In
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geographically structured pathogens, some classification errors may therefore reflect

weak biological separability of the labels rather than failure of the classifier alone.

Several methodological features were important in obtaining these results. First,

Afanc explicitly distinguishes callable absence from missingness. A lineage-enriched

or lineage-defining allele that is absent at a callable site is negative evidence, whereas

an uncallable site is excluded from likelihood calculation. This distinction is essential

under challenging data-quality conditions, where treating missing sites as absence

would distort the likelihood and penalise samples simply because coverage is incom-

plete. Second, Afanc can incorporate informative homozygous-reference states. This

reduces reference-ascertainment bias when a target population is genetically close to

the reference genome and would otherwise be represented by a sparse alternate-allele

panel. In such cases, reference-state markers do not merely increase the number of

observations; they impose a more appropriate evidential burden for class membership.

The main unresolved challenge is how best to represent uncertainty when the tar-

get class structure is weakly separated. This was most evident in P. falciparum, where

some geolineages behaved as discrete and highly recoverable classes, whereas others

showed substantial overlap with neighbouring regions. Future development should

therefore incorporate explicit collision-aware decision rules, such as pairwise margin

thresholds or rejection options that return an ambiguous set or higher-level regional

label when fine-scale evidence is insufficient. This would allow Afanc to avoid forcing

discrete assignments in settings where the underlying biology may not support them.

Several limitations should be noted. This study evaluates Afanc as a taxonomic

deconvolution and lineage-classification framework, rather than as a complete real-

time outbreak reconstruction system. We did not assess prospective deployment in a
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clinical laboratory, turnaround time under routine service conditions, or direct effects

on public-health decision-making. The Mycobacteriaceae taxonomic benchmarks are

simulation-based, although lineage, geolineage and viral clade classification were eval-

uated using large public datasets. Future evaluations should include prospective or

retrospective surveillance cohorts with independently curated outbreak, transmission

or epidemiological metadata, and should assess integration of Afanc outputs into

reporting dashboards, surveillance databases and reference-laboratory workflows.

Together, these results show that Afanc provides a reusable classification layer for

pathogen genomic surveillance, linking broad taxonomic evidence to lineage- or clade-

level interpretation across bacterial, parasite and viral systems. Its main contribution is

not a new marker catalogue for any single organism, but a framework for constructing

custom databases, simplifying noisy taxonomic reports, applying organism-specific

lineage models, and preserving uncertainty when evidence is incomplete or ambiguous.

This design makes Afanc particularly suited to surveillance and research settings where

pathogen targets, lineage schemes and available reference data change over time.

6 Conclusion

Afanc provides a general framework for pathogen taxonomic and lineage profiling

from NGS data. By incorporating quality control and representativeness filtering

during database construction, Afanc reduces the risk that low-quality or atypical

reference assemblies propagate into unreliable classification results. Its report decon-

volution and taxonomic assignment filtering reduce false-positive calls from raw read

classification and improve recovery of expected taxa in complex mixed datasets,

including under challenging coverage conditions.
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Beyond broad taxonomic profiling, Afanc links species or clade identification

to downstream marker-based lineage classification. Afanc performed strongly across

three distinct lineage architectures: deep canonical prokaryotic lineages, overlapping

eukaryotic geolineages, and shallow rapidly evolving viral outbreak lineages. These

results show that high-resolution pathogen classification can be embedded within a

single extensible framework, rather than handled through separate organism-specific

workflows.

The principal contribution of Afanc is therefore not any single marker catalogue or

benchmark result, but the integration of database construction, taxonomic deconvolu-

tion, model selection, and probabilistic lineage or clade assignment into one reusable

workflow. This makes Afanc suited to pathogen genomic surveillance and research

settings where pathogen targets, reference databases, lineage schemes, and available

evidence may change over time. By preserving uncertainty and explicitly handling

incomplete or mixed taxonomic signal, Afanc provides a scalable framework for moving

from broad sequencing evidence to interpretable pathogen classification.

Supplementary information. Supplementary files accompany this manuscript,

including benchmark results, accession-level information, reference manifests, and

additional figures and tables. A supplementary GitHub repository accompanying this

paper is available at https://github.com/ArthurVM/Afanc supplementary/.

Availability and requirements

• Project name: Afanc.

• Project home page: https://github.com/ArthurVM/Afanc.

• Archived version: https://doi.org/10.5281/zenodo.20718125.

• Operating system(s): Linux/Unix-like systems.

• Programming language: Python.
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• Other requirements: Python 3.7, Perl, Entrez Direct E-utilities, Mash v2.3, Kraken

2 v2.1.2, NCBI BLAST+, Krona, Bowtie2, and the Python packages listed in the

project requirements file.

• License: GNU GPL v3.0.

• Any restrictions to use by non-academics: Use is governed by the GNU GPL v3.0

licence.

List of abbreviations

Afanc Integrated framework described in this manuscript.

ART Artificial Read Transcription simulator.

BAM Binary Alignment Map.

CEB Canonical-epsilon-Bayesian.

FASTQ Text-based sequencing read format containing sequence and quality scores.

GISAID Global Initiative on Sharing All Influenza Data.

INSDC International Nucleotide Sequence Database Collaboration.

JSON JavaScript Object Notation.

K-mer Sequence substring of length k.

LOSO Leave-one-country-out.

MTBC Mycobacterium tuberculosis complex.

NCBI National Center for Biotechnology Information.

NGS Next-generation sequencing.

SB Semi-Bayesian.

SNP Single-nucleotide polymorphism.

SRA/ENA Sequence Read Archive / European Nucleotide Archive.

VCF Variant Call Format.
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Fig. 1 Steps in the autodatabase and screen workflows.
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Fig. 2 Read redistribution on the Kraken 2 report tree. Unsupported donor nodes donate
their direct read assignments upward to the nearest ancestor with supported descendant signal, after
which reads are routed back down to supported recipient branches. At each routing step, donated
reads are split between candidate recipient branches in proportion to weights wb, which combine
Mash-derived similarity and existing read support. The inset illustrates the local elastic threshold
used to retain or reject variant-level nodes. Full notation and redistribution equations are given in
the Implementation section.
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Fig. 3 Performance of Afanc across Mycobacteriaceae and tuberculosis classification
datasets. A, Results of running Afanc, Mykrobe, Bracken, and KrakenUniq on publicly available
Mycobacteriaceae species and subspecies genomes simulated to varying genome coverage. B, Results
of running Afanc, Mykrobe, and TB-Profiler on the TB lineage dataset. C, Results of running Afanc,
Mykrobe, Bracken, and KrakenUniq using dataset M2 across all coverage cohorts from 5% to 100%.
A = Afanc, M = Mykrobe, B = Bracken, K = KrakenUniq. Other = number of unlisted Mycobac-
teriaceae reported.
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Fig. 4 The performance of Afanc and Malaria-Profiler on the Plasmodium falciparum Pf7 dataset.

42



1933
1934
1935
1936
1937
1938
1939
1940
1941
1942
1943
1944
1945
1946
1947
1948
1949
1950
1951
1952
1953
1954
1955
1956
1957
1958
1959
1960
1961
1962
1963
1964
1965
1966
1967
1968
1969
1970
1971
1972
1973
1974
1975
1976
1977
1978

Fig. 5 The results of running Afanc on the Mpox clade IIb dataset.
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